
Debugging for Model Expansion

Johan Wittocx, Hanne Vlaeminck, and Marc Denecker

Department of Computer Science, K.U. Leuven, Belgium

Abstract. Due to the development of efficient solvers, declarative prob-
lem solving frameworks based on model generation are becoming more
and more applicable in practice. However, there are almost no tools
to support debugging in these frameworks. For several reasons, current
solvers are not suitable for debugging by tracing. In this paper, we pro-
pose a new solver algorithm for one of these frameworks, namely Model
Expansion, that allows for debugging by tracing. We explain how to ex-
plore the trace of this solver in order to quickly locate a bug and we
compare our debugging method with existing ones for Answer Set Pro-
gramming and the Alloy system.

1 Introduction

In many real-life problems, one searches for objects of complex nature such as
plans, schedules and assignments. Such objects are often naturally represented
as finite structures satisfying a theory in a formal logic. This observation led
to the development of several declarative problem solving frameworks based on
the computational task of finite model generation. Prominent examples of such
frameworks are Answer Set Programming (ASP), Propositional Satisfiability
(SAT) and Constraint Programming (CP). Although much progress is being
made in the development of efficient solving algorithms, debugging methods for
these frameworks are still in their infancy.

In this paper, we propose a novel debugging method for model expansion
(MX), a convenient extension of model generation. An MX problem for a logic
L is the problem of finding models of a given L-theory T that expand a given
finite interpretation Iσ for a subset σ of the symbols in T . Every problem in
NP can be cast as an MX problem for (extensions of) classical first-order logic
(FO). E.g., to cast the well-known graph colouring problem as an MX problem
for sorted FO, let T be the following theory:

∀v ∃c Col(v, c). (1)
∀v, c1, c2 (Col(v, c1) ∧ Col(v, c2) ⊃ c1 = c2). (2)
∀v1, v2, c1, c2 (Col(v1, c1) ∧ Col(v2, c2) ∧ Edge(v1, v2) ⊃ c1 6= c2) (3)

Here, an atom Col(v, c) means that vertex v has colour c, and an atom Edge(v1, v2)
that there is an edge between vertices v1 and v2. The given structure Iσ specifies
the available colours, the vertices of the input graph and the edges of that graph,
i.e., an interpretation for the predicate Edge/2. A solution to this MX problem



is an expansion M of Iσ with an interpretation of the predicate Col such that
M |= T . Such an interpretation describes a proper colouring of the input graph,
using the colours listed in Iσ.

Typically, the theory of an MX problem is more compact and readable than
a program to solve the same problem in a standard programming language.
Nevertheless, bugs are made when writing MX specifications. Such bugs manifest
themselves in two different ways, which require a different sort of debugging
support. A bug causes a solver to either produce an unintended model, or to
omit an intended one. To illustrate the former type of bug, assume that a user
makes a typo in the above graph colouring example and writes the tautology

∀v, c1, c2 (Col(v, c1) ∧ Col(v, c2) ⊃ c1 = c1) (4)

instead of sentence (2). This will cause a solver to produce models where some
nodes have more than one colour. By inspecting these models, a user can deduce
that the bug is located in sentence (4), since this is the constraint that should
express that a vertex has at most one colour. The second type of bug is often
more difficult to locate. E.g., if a user makes the typical mistake of assuming that
variables with different names take different values [19], and therefore writes

∀v, c1, c2 ¬(Col(v, c1) ∧ Col(v, c2)). (5)

instead of (2), then a solver will answer that the problem has no solution. Indeed,
(5) forces that Col(v, c) is false for every v and c, which contradicts (1). Observe
that a user has no clue of where to search for a bug now. In this paper, we focus
on debugging support for the second type of bugs.

The most used approach to debug programs in a standard programming lan-
guage is by tracing, i.e., executing the program step by step, while inspecting the
values variables get. Also, debugging by tracing has proven to be useful in many
declarative programming contexts such as Prolog [18, 4], Haskell [16], ILP [21],
constraint programming [14] and deductive databases [10]. This suggests to de-
bug MX theories by tracing an MX solver. However, to make such an approach
work, the solver should satisfy the following two requirements:

1. All reasoning steps should be as simple as possible. At least, they should be
clear for someone who knows the informal semantics of the used logic.

2. All reasoning should be shown on the original theory as provided by the user.
If the solver relies on a (preprocessing) phase where the theory is brought
into some normal form, it should be possible to translate its reasoning back
into reasoning on the original theory. Indeed, reasoning on a transformed
theory is not transparent for a user.

Current MX solvers satisfy neither the first nor the second requirement.
In this paper, we propose a new MX solver algorithm for FO that satisfies the

two requirements above. Hence, it allows for debugging by tracing. The solver
is based on formal proof system for MX, which is called the MX-calculus and
is introduced in Section 3. If an MX problem has no solutions, the trace of the



solver corresponds to an MX-calculus proof for the inconsistency. If the solver
finds a model, this model can easily be extracted from the trace. In Section 4,
we present two techniques to further facilitate debugging. The first one allows
a user to describe (part of) expected models that were omitted by a solver.
This yields smaller, and hence more comprehensive, proofs. The other technique
consists of an interactive sessions that guides the user to relevant parts of a
proof. To show that our debugging approach can be used for richer logics than
FO, we extend in Section 5 the MX-calculus to FO(ID), an extension of FO
with inductive definitions. Finally, we compare our debugging approach with
the (very different) approaches proposed for ASP and the Alloy language.

2 Preliminaries

2.1 First-Order Logic

We assume the reader is familiar with first-order logic (FO). We introduce the
conventions and notations used throughout this paper.

A vocabulary Σ consists of variables, predicate and function symbols. Vari-
ables are denoted by lowercase letters, predicate and function symbols by upper-
case letters. Tuples of variables are denoted by x, y, etc. Abusing notation, we
also use x to denote the set of variables occurring in the tuple x. For a formula
ϕ, we often write ϕ[x] to indicate that x are the free variables of ϕ.

The truth values true and false are denoted by t and f. A Σ-interpretation
I consists of a domain D and an assignment of appropriate values to each of the
symbols in Σ, i.e.:

– an element xI ∈ D to every variable x ∈ Σ;
– a relation P I ⊆ Dn to every n-ary predicate symbol P ∈ Σ;
– a function F I : Dn → D to every n-ary function symbol F ∈ Σ.

An interpretation for only the predicate and function symbols of Σ is called a
Σ-structure. For a variable x and an element d ∈ D, I[x/d] is the interpretation
that assigns d to x and corresponds to I on all other symbols. This notation is
extended to tuples of variables and domain elements of the same length. The
truth value I(ϕ) of a formula ϕ in I and the satisfaction relation |= are defined as
usual. The restriction of I to a vocabulary σ ⊆ Σ is denoted by I|σ. If I|σ = J ,
then I is called an expansion of J to Σ.

The result of replacing all free occurrences of a variable x in a formula ϕ[x, y]
by a domain element d is denoted by ϕ[d, y]. The result ϕ[d] of replacing all free
variables x of a formula ϕ[x] by domain elements d is called an instance of ϕ[x]. If
ϕ is an atom, then an instance of ϕ is also called a domain atom. The truth value
of ϕ[d] in an interpretation I is defined by I(ϕ[d]) := I[x/d](ϕ[x]). If I(ϕ[d]) = t,
then we also write I |= ϕ[d].

2.2 Model Expansion

We now formally define model expansion for FO.



Definition 1. Let T be an FO theory over a vocabulary Σ, σ a subvocabulary of
Σ and Iσ a finite σ-structure. The model expansion (MX(FO)) search problem
for input 〈Σ,T, σ, Iσ〉 is the problem of finding models M of T that expand Iσ.
The corresponding MX(FO) decision problem is the problem of deciding whether
such a model exists.

The MX(FO) decision problem is in NP. As shown in [15], it follows from
Fagin’s theorem on ∃SO that MX(FO) captures NP: for each NP decision prob-
lem P over finite σ-structures, there exists a vocabulary Σ ⊇ σ and a theory T
over Σ such that for any σ-structure Iσ, the answer to P is the answer to the
MX(FO) decision problem with input 〈Σ,T, σ, Iσ〉. Moreover, it is often the case
that T is a natural modelling of the problem P .

2.3 Three-Valued Interpretations

Besides the normal (two-valued) interpretations, we will also use three-valued
ones. We denote the truth value unknown by u. A three-valued Σ-interpretation
Ĩ consists of a domain D and an assignment of

– an element xĨ ∈ D to every variable x ∈ Σ;
– a function P Ĩ : Dn → {t, f,u} to every n-ary predicate symbol P ∈ Σ;
– a function F Ĩ : Dn → (P(D) \ ∅) to every n-ary function symbol P ∈ Σ.

If for every tuple d of domain elements, predicate P and function F , it holds
that P Ĩ(d) 6= u and F Ĩ(d) is a singleton, then Ĩ is two-valued: it corresponds to
the interpretation I defined by d ∈ P I iff P Ĩ = t and F I(d) = d iff F Ĩ = {d}.

The precision order <p on the set of truth values is induced by u <p f and
u <p t. This order is extended to three-valued Σ-structures: if Ĩ and J̃ have
the same domain D, then we define Ĩ ≤p J̃ iff P Ĩ(d) ≤p P J̃ and F Ĩ(d) ⊇
F J̃(d) for every d, P and F . Observe that two-valued structures are maximally
precise three-valued structures. On the other hand, the least precise three-valued
structure assigns P Ĩ(d) = u and F Ĩ(d) = D for every d, P and F .

Using the above concepts, we define a generalization of the MX problem.

Definition 2. Let Σ be a vocabulary, T an FO theory over Σ and Ĩ a three-
valued Σ-structure with finite domain D. A two-valued Σ-structure M is a so-
lution to the MX(FO) search problem with input 〈T, Ĩ〉 if M |= T and M ≥p Ĩ.

The MX(FO) problem with input 〈Σ,T, σ, Iσ〉 as defined in definition 1 corre-
sponds to the MX(FO) problem with input 〈T, Ĩ〉 where Ĩ|σ = Iσ and Ĩ|Σ\σ is
the least precise (Σ\σ)-structure. In the rest of this paper, we use the generalized
definition. We denote the set of solutions of the MX search problem with input
〈T, Ĩ〉 by MXT (Ĩ). If MXT (Ĩ) = ∅, we say that the MX problem is unsatisfiable.

3 The Model Expansion Calculus

As mentioned in the introduction, the debugging method we propose in this
paper relies on an MX-solver that outputs a proof of inconsistency in case its
input is an unsatisfiable MX problem. In this section, we present a formal proof
system, called the MX-calculus to represent such a proof.



3.1 MX-Trees

For the rest of this paper, fix a theory T and a finite three-valued structure Ĩ.
Proofs for 〈T, Ĩ〉 in the MX-calculus are built using rules of the form

I1, . . . , In
J1 | . . . | Jm

(6)

where I1, . . . , In,J1, . . . ,Jm are signed instances: pairs of an instance ϕ[d] and a
positive (⊕) or negative (	) sign. Signed instances are denoted by ϕ[d]

⊕
or ϕ[d]

	
.

We call I1, . . . , In the premises of the rule, and J1, . . . ,Jm its consequences.
Intuitively, the rule means that if all its positive, respectively negative, premises
are true, respectively false, then at least one of its consequences is positive and
true or negative and false. A rule is sound if its intuitive meaning is indeed a
sound reasoning. More precisely:

Definition 3. If I is the signed instance ϕ[d]
⊕

, respectively ϕ[d]
	

, then denote
by S(I) the instance ϕ[d], respectively ¬ϕ[d]. A rule of the form (6) is sound
with respect to 〈T, Ĩ〉 if for every M ∈ MXT (Ĩ) such that M |=

∧
1≤i≤n S(Ii),

it holds that M |=
∨

1≤i≤m S(Ji).

We distinguish between three types of rules in the MX-calculus: initialization,
propagation and cut rules. All of them are sound with respect to 〈T, Ĩ〉.

Initialization Rules The following are the seven initialization rules for 〈T, Ĩ〉.
None of them has premises.

(I+↓)

ϕ⊕

(I+↑)

d = d⊕

(I-↑)

d = d′
	

(I+↑)

P (d)
⊕

(I-↑)

Q(d)
	

(I+↑)

F (d) = d
⊕

(I-↑)

G(d) = d
	

Here, ϕ is a sentence of T , d and d′ two different domain elements, P (d) an
atom such that Ĩ(P (d)) = t, Q(d) an atom such that Ĩ(Q(d)) = f, F a function
such that F Ĩ(d) = {d} and G a function such that d 6∈ GĨ(d). Intuitively, rule
(I+↓) expresses that a sentence of T is necessarily true. The other rules assert
the truth value in Ĩ of an atom that is not unknown in Ĩ.

Propagation Rules If the domain D of Ĩ is given by D = {d1, . . . , dn}, the
following are all propagation rules for 〈T, Ĩ〉.

– negation rules:

¬ϕ⊕
(¬-↓)

ϕ	
¬ϕ	

(¬+↓)

ϕ⊕
ϕ⊕

(¬-↑)

¬ϕ	
ϕ	

(¬+↑)

¬ϕ⊕

– conjunction rules (where j ∈ [1,m]):



ϕ1
⊕, . . . , ϕm

⊕
(∧+↑) ∧

i∈[1,m] ϕi
⊕

ϕj
	

(∧-↑) ∧
i∈[1,m] ϕi

	

∧
i∈[1,m] ϕi

⊕

(∧+↓)

ϕj
⊕

∧
i∈[1,m] ϕi

	
, ϕ1
⊕, . . . , ϕj−1

⊕, ϕj+1
⊕, . . . , ϕj

⊕
(∧-↓)

ϕj
	

– disjunction rules (where j ∈ [1,m]):

ϕ1
	, . . . , ϕm

	
(∨-↑) ∨

i∈[1,m] ϕi
	

ϕj
⊕

(∨+↑) ∨
i∈[1,m] ϕi

⊕

∨
i∈[1,m] ϕi

	

(∨-↓)

ϕj
	

∨
i∈[1,m] ϕi

⊕
, ϕ1
	, . . . , ϕj−1

	, ϕj+1
	, . . . , ϕj

	
(∨+↓)

ϕj
⊕

– universal rules:

ϕ[d1]⊕, . . . , ϕ[dn]⊕
(∀+↑)

∀x ϕ[x]⊕

ϕ[di]
	

(∀-↑)

∀x ϕ[x]	
∀x ϕ[x]⊕

(∀+↓)

ϕ[di]
⊕

∀x ϕ[x]	, ϕ[d1]⊕, . . . , ϕ[di−1]⊕, ϕ[di+1]⊕, . . . , ϕ[dn]⊕
(∀-↓)

ϕ[di]
	

– existential rules:

ϕ[d1]	, . . . , ϕ[dn]	
(∃-↑)

∃x ϕ[x]	

ϕ[di]
⊕

(∃+↑)

∃x ϕ[x]⊕
∃x ϕ[x]	

(∃-↓)

ϕ[di]
	

∃x ϕ[x]⊕, ϕ[d1]	, . . . , ϕ[di−1]	, ϕ[di+1]	, . . . , ϕ[dn]	
(∃+↓)

ϕ[di]
⊕

– equality rules:

I, t1 = t2
⊕

(=±l)
I ′

where I ′ is the result of replacing in I an occurrence of t1 by t2, or an
occurrence of t2 by t1.

– function rules (where dj 6= dk):

F (d) = dj
⊕

(F-l)

F (d) = dk
	



F (d) = d1
	
, . . . , F (d) = di−1

	
, F (d) = di+1

	
, . . . , F (d) = dn

	

(F+l)

F (d) = di
⊕

We stress that each of these rules is easy to understand. E.g., disjunction rule
(∨+↑) says that a disjunction is true if one of its disjuncts is true. Universal rule
(∀-↓) says that if a formula ∀x ϕ[x] is false, but for all domain elements d except
di, the instance ϕ[d] is true, then ϕ[di] is false. Indeed, if ϕ[di] would be true,
then also ∀x ϕ[x] would be true.

Cut Rule The cut rule for 〈T, Ĩ〉 is given by ϕ[d]
⊕ | ϕ[d]

	

3.2 Soundness and Completeness

An MX-calculus proof for the inconsistency of MXT (Ĩ) is a tree, built using
the rules defined above, such that each of its branches contains a contradiction.
Formally, it is defined as follows.

Definition 4. An MX-rule is an initialization, propagation or cut rule. An MX-
tree for 〈T, Ĩ〉 is inductively defined by

– the empty tree is an MX-tree for 〈T, Ĩ〉;
– if T is an MX-tree for 〈T, Ĩ〉, B a branch of T and

I1, . . . , In
J1 | . . . | Jm

an MX-

rule for 〈T, Ĩ〉 such that all Ii occur in B, then the result of adding in T all
J1 . . .Jm as children to the leaf of B is an MX-tree for 〈T, Ĩ〉.

Example 1. Let T1 be the theory consisting of sentence (1), (3) and (5) of the
introduction, and let Ĩ1 be a three-valued structure with domain D1 contain-
ing precisely the two colours red and blue, and at least one node d. Assume
ColĨ1(d,blue) = f. Figure 1 shows an MX-tree for 〈T1, Ĩ1〉. The used MX-rules
and premises are indicated next to each node.

Fig. 1. An MX-tree for Example 1.

1. (I+↓) ∀v ∃c Col(v, c)⊕

2. (∀+↓) on 1 ∃c Col(d, c)⊕

3. (I+↓) ∀v, c1, c2 ¬(Col(v, c1) ∧ Col(v, c2))⊕

5. (cut) Col(d, red)⊕

6. (∀+↓) on 4 ∀c2 ¬(Col(d, red) ∧ Col(d, c2))⊕

7. (∀+↓) on 6 ¬(Col(d, red) ∧ Col(d, red))⊕

8. (¬-↓) on 7 Col(d, red) ∧ Col(d, red)	

9. (∧-↓) on 8,5 Col(d, red)	

10. close on 5,9 ×

Col(d, red)	 11. (cut)

Col(d,blue)⊕ 12. (∃+↓) on 2,11

Col(d,blue)	 13. (I-↑)

× 14. close on 12,13



We say that a branch of an MX-tree is closed if for some instance ϕ[d], it
contains both ϕ[d]

⊕
and ϕ[d]

	
. We call ϕ[d]

⊕
and ϕ[d]

	
conflicting instances

of that branch. E.g., the left branch of the tree in Figure 1 is closed because it
contains the conflicting instances Col(red,d)⊕ and Col(red,d)	. We indicate
a closed branch with the symbol ×. An MX-tree is closed if all its branches are
closed. An MX-proof for 〈T, Ĩ〉 is a closed MX-tree for 〈T, Ĩ〉. The next theorem
states the soundness and completeness of the MX-calculus.

Theorem 1. There exists an MX-proof for 〈T, Ĩ〉 iff MXT (Ĩ) is unsatisfiable.

3.3 Saturated Branches

Although Theorem 1 guarantees the existence of an MX-proof for 〈T, Ĩ〉 if
MXT (Ĩ) = ∅, a naive implementation of the MX-calculus could never find such a
proof. This is even the case if a same formula is never added twice to a branch. An
implementation could, e.g., endlessly apply the cut rule for different instances.
However, as we will show below, we can restrict the instances that may occur in
an MX-tree in such a way that termination is guaranteed. Moreover, if such a
restricted MX-tree T is not closed and cannot be extended, a model of MXT (Ĩ)
can easily be extracted from T .

For a theory T over Σ, we call an instance a T -instance if it is either an
instance of a subformula of T , or an atom of the form P (d), F (d) = d or d = d.
A rule of the form (6) is T -restricted if all Ji are signed T -instances. We call
a branch B of an MX-tree T -saturated if for every T -restricted MX-rule of the
form (6) that can be applied to B, at least one of the Ji already occurs in B.

Definition 5. Let B be a non-closed branch of an MX-tree for 〈T, Ĩ〉. The im-
plicit structure of B is the three-valued structure B̃ with the same domain as Ĩ
and defined by

B̃(P (d)) =


t if P (d)

⊕ ∈ B
f if P (d)

	 ∈ B
u otherwise

and B̃(F (d)) = {d′ | F (d) = d′
	 6∈ B} for every predicate P , function F and

domain elements d, d′.

Lemma 1. Let B be a non-closed T -saturated branch, and B̃ its implicit struc-
ture. Then for any two-valued structure M ≥p B̃, it holds that M |= T .

According to this lemma, theorem 1 can be refined as follows.

Theorem 2. There exists an MX-proof for 〈T, Ĩ〉 containing only signed T -
instances iff MXT (Ĩ) is unsatisfiable.

Since there are only finitely many signed T -instances, this theorem guarantees
termination of an algorithm that constructs restricted MX-proofs. Moreover,
if such an algorithm terminates with a non-closed tree T for 〈T, Ĩ〉, then the



implicit structure of each of T ’s non-closed branches is more precise than Ĩ.
According to Lemma 1, we can easily extract solutions for MXT (Ĩ) from such
a branch. This result suggests the following procedure to solve the MX-search
problem for input 〈T, Ĩ〉.

1. Let T be the empty tree.
2. As long as T contains a non-closed, non-saturated branch B, enlarge T by

applying a T -restricted MX-rule to B.
3. If T is closed, return “unsatisfiable”. Else, return a two-valued structure

that is more precise than the implicit structure of one of the T -saturated
branches of T .

Observe that this solver algorithm meets the requirements to allow debugging
by tracing. Indeed, all MX-rules are simple, and since only T -restricted rules are
used, all reasoning is performed on the original theory T .

We made a prototype native implementation of the solver algorithm where bi-
nary decision diagrams are used to represent large sets of instances in a compact
way. Since no heuristics were implemented to guide the search, the implementa-
tion turns out to be a lot slower than other MX-solvers. On problems with bugs
however, it is efficient enough to be useful in practice.

A non-native approach to construct MX-proofs consists of translating the
trace of an efficient MX-solverM into an MX-proof. This approach would yield
a system that is close in efficiency to M.

4 Debugging

As mentioned in the introduction, we propose a debugging system for locating
and explaining bugs that cause a solver to omit a number of expected models.
In the extreme case, such a bug makes MXT (Ĩ) unsatisfiable. Basically, the
approach to locate and explain a bug in an input 〈T, Ĩ〉 is as follows:

1. The user specifies a structure J̃ ≥p Ĩ describing a class of expected models
and such that MXT (J̃) is unsatisfiable.

2. Construct a T -restricted MX-proof for 〈T, J̃〉.
3. Explore the proof to find the reason for MXT (J̃) being unsatisfiable.

The first step serves three different purposes. From a technical point of view,
it ensures that a proof can be constructed in the second step, since MXT (J̃) = ∅.
If MXT (Ĩ) itself is unsatisfiable, one could take J̃ equal to Ĩ. From a user point
of view, J̃ can describe a specific class of models that is missing. E.g., in the
graph colouring problem, a user can specify that he expects a solution where
node d is red by assigning ColJ̃(d, red) = t. Observe that if the user supplies a
structure J̃ such that MXT (J̃) 6= ∅, then instead of generating a proof, a model
M ∈ MXT (J̃) can be returned to indicate that there exists a solution that is in
the class of structures described by J̃ . Finally, the more precise J̃ is, the more
concise proofs can be constructed for MXT (J̃). Evidently, more concise proofs
are more comprehensive.



We now elaborate on the third step of the debugging method, which is based
on earlier work by Shapiro [18]. Since the proofs can be quite large, even for
simple problems, it is necessary that only parts that are relevant for the user
are shown. In particular, if a user understands that a certain instance ϕ[d] is
necessarily true in all models in MXT (J̃), then it is not needed to show him how
the truth ϕ[d] was actually derived. Also, all shown proof steps must be stated in
natural language, so that they are comprehensible for a user who is not familiar
with the MX-calculus.

Concretely, the method we propose is an interactive session where the system
provides a set S of signed instances that were derived (i.e., occur in the proof)
to the user. Initially, the user is told that his input yields a conflict, and S =
{ϕ⊕, ϕ	}, where ϕ⊕ and ϕ	 are conflicting instances of one of the branches of
the proof. The user can then ask for an instance I ∈ S the reason why it was
derived. Depending on I, there are three possibilities:

– If a propagation rule was used to add I to the proof, the system’s reply
consists of (in natural language) that rule and its premises. The premises
are added to the set S.

– If an initialization rule was used, the system replies that I was provided as
input.

– If the cut rule was used and I is of the form ϕ[d]
⊕

, the system replies that
there is a conflict if ϕ[d] is assumed to be false. Conflicting instances of a
branch below ϕ[d]

	
are added to the set S. For instances J in S whose

derivation depends on ϕ[d]
	

, the system indicates that J is derived under
the assumption that ϕ[d]

	
is false. Similarly if I is of the form ϕ[d]

	
.

We illustrate the method on the graph colouring example.

Example 1 (Continued). Assume we want to detect the bug in theory T1 and
therefore explore the proof shown in Figure 1 for 〈T1, Ĩ1〉. Figure 2 shows a
possible exploration this proof. By the time the user asks question (3), he has
most probably detected the bug. Since the derivation of (12) only holds when
(11) is assumed, this is explicitly stated. Observe that (13), although it occurs
below (11), does not use (11) in its derivation.

Choices and Proof Size If the cut rule is often applied to construct a proof,
or a proof is very large, it can be the case that — even with the exploration
method outlined above — a user loses the overview. However, for several reasons
we expect that this can often be avoided in practice:

– The small scope hypothesis [7] claims that a bug typically occurs already
in the context of structures Ĩ with a small domain. For such a structure, a
proof for 〈T, Ĩ〉 will be small too.

– A good solver based on the MX-calculus should minimize the use of the cut
rule by only applying it when no other rule can be applied.



Fig. 2. Interactively exploring a proof
(S is the debugging system, U the user, the numbers refer to the nodes in the proof)

S: Your input implies that Col(d, red) must be true (5) and false (9) at the same
time. S = {(5), (9)}.

U: (9) (i.e., the question: “Why must Col(d, red) be false?”)
S: Because Col(d, red) must be true and Col(d, red)∧Col(d, red) must be false (8).

S = {(5), (8)}.
U: (8)
S: Because ¬(Col(d, red) ∧ Col(d, red)) must be true (7). S = {(5), (7)}.
U: (7)
S: Because ∀c2 ¬(Col(d, red) ∧ Col(d, c2)) must be true, and we can take c2 = red.
...
U: (3)
S: Because this is a sentence of the input theory. S = {(5)}.
U: (5)
S: If Col(d, red) is assumed to be false, then there is a conflict: Col(d,blue) must be

true (12) and false (13). S = {(12) if (11) is assumed, (13)}.
...

– If the description J̃ of the expected models is sufficiently precise, it is not
needed to often apply the cut rule. In the extreme case where J̃ is two-valued,
using the cut rule can be avoided altogether.

Nevertheless, in a worst case scenario, a bug is due to a combination of partially
correct formulas and only shows up in large instances. Such bugs may be very
hard to find and correct. This problem is inherent to debugging in all declarative
languages.

5 Inductive Definitions

Although all NP problems can be cast as MX(FO) problems, the modelling is
not always easy. In a finite context, inductive definitions such as the definition
of reachability in a graph, can be encoded in FO, but this is far from straightfor-
ward. The logic FO(ID) extends FO with a native construct to represent defini-
tions. Hence, this logic simplifies the modelling task. Also, MX(FO(ID)) solvers
that natively support FO(ID) tend to be faster than systems that rely on a trans-
formation to FO for problems involving recursion [13]. Modelling methodology in
MX(FO(ID)) and ASP are very similar [12]. There exists a simple transformation
from MX(FO(ID)) to ASP specifications [11] and vice versa [5].

5.1 Preliminaries

To facilitate the rest of the presentation, we assume from now on that a vocab-
ulary contains no function symbols. We define the truth value of a formula ϕ
in a three-valued interpretation Ĩ by the standard Kleene semantics and denote
it by Ĩ(ϕ). For a truth value v and atom P (d), we denote by Ĩ[P (d)/v] the



interpretation that assigns v to P (d) and corresponds to Ĩ on all other symbols.
This notation is extended to sets of atoms.

In FO(ID), a definition ∆ is a finite set of rules of the form

∀x (P (x)← ϕ),

where P is a predicate and ϕ an FO formula. The free variables of ϕ should
be among x. P (t) is called the head of the rule, ϕ the body. Predicates that
occur in the head of a rule of ∆ are called defined predicates of ∆. All other
symbols are called open with respect to ∆. The set of open symbols of ∆ is
denoted by Open(∆). The semantics of definitions is given by their well-founded
model [22]. As argued in [2], the well-founded semantics correctly formalizes the
semantics of monotone and non-monotone inductive definitions. We present this
semantics according to [3]. Let ∆ be a definition and Ĩ a three-valued structure.
A well-founded induction for ∆ above Ĩ is a sequence 〈J̃ξ〉0≤ξ≤α such that

1. J̃0 assigns P J̃0(d) = u, if P is a defined predicate and corresponds to Ĩ on
the open symbols;

2. For each limit ordinal λ ≤ α, J̃λ = lub≤p
({J̃ξ | ξ ≤ λ})

3. For every ordinal ξ, J̃ξ+1 relates to J̃ξ in one of the following ways:
(a) J̃ξ+1 = J̃ξ[P (d)/t] for some domain atom P (d) such that J̃ξ(P (d)) = u

and for some rule ∀x (P (x)← ϕ) in ∆, J̃ξ[x/d](ϕ) = t.
(b) J̃ξ+1 = J̃ξ[P (d)/f] for some domain atom P (d) such that J̃ξ(P (d)) = u

and for every rule ∀x (P (x)← ϕ) in ∆, J̃ξ[x/d](ϕ) = f.
(c) J̃ξ+1 = J̃ξ[U/f], where U is a set of domain atoms, such that for each

P (d) ∈ U , J̃ξ(P (d)) = u and all ∀x (P (x)← ϕ) in ∆, J̃ξ+1[x/d](ϕ) = f.

Intuitively, (a) says that a domain atom P (d) can be made true if there is a
rule with P (x) as head and body ϕ[x] such that ϕ[d] is already true. If, on the
other hand, for all rules P (x)← ϕ[d], ϕ[d] is false, then (b) expresses that P (d)
can be made false. Finally, (c) explains that P (d) can be made false if there is
no possibility to make a corresponding body true, except by circular reasoning.
The set U , commonly called an unfounded set, is a witness to this: making all
atoms in U false also makes all corresponding bodies false.

A well-founded induction is called terminal if it cannot be extended anymore.
The limit of a terminal well-founded induction is its last element. In [3], it is
shown that each terminal well-founded induction for ∆ above Ĩ has the same
limit, which corresponds to the well-founded model of ∆ extending Ĩ|Open(∆),
and is denoted by wfm∆(Ĩ). The well-founded model is three-valued in general.

A two-valued interpretation I satisfies a definition ∆ if I = wfm∆(I). An
FO(ID) theory T is a set of FO sentences and definitions. I satisfies T if it
satisfies all definitions and sentences in T .

5.2 Extending the MX-calculus to FO(ID)

To handle definitions in the MX-calculus, we extend it with two new classes of
rules: completion and unfounded set rules. Rules of the former class handle case
(a) and (b) of the well-founded inductions, the rule in the latter class handles
case (c).



Completion Rules If ∆ is a definition in the FO(ID) theory T , P a defined
predicate of ∆ and ∀x P (x) ← ϕ1[x], . . . ,∀x P (x) ← ϕn[x] all rules in ∆ with
head P , then the following are the four completion rules for 〈T, Ĩ〉.

ϕi[d]
⊕

P (d)
⊕

ϕ1[d]
	
, . . . , ϕn[d]

	

P (d)
	

P (d)
	

ϕi[d]
	

P (d)
⊕
, ϕ1[d]

	
, . . . , ϕi−1[d]

	
, ϕi+1[d]

	
, . . . , ϕn[d]

	

ϕi[d]
⊕

Unfounded Set Rule Let K̃ be a three-valued structure with the same domain
as Ĩ, {Q1(d1), . . . , Qn(dn)} the set of all domain atoms that are true in K̃ and
{Qn+1(dn+1), . . . , Qm(dm)} the set of all domain atoms that are false in K̃. Let
∆ be a definition of T and U a set of domain atoms, defined with respect to
∆ and unknown in K̃. If for R(d) ∈ U and any rule ∀x R(x) ← ϕ[x] in ∆,
K̃[U/f](ϕ[d]) = f, then

Q1(d1)
⊕
, . . . , Qn(dn)

⊕
, Qn+1(dn+1)

	
, . . . , Qm(dm)

	

P (d)
	

where P (d) ∈ U , is an unfounded set rule for 〈T, Ĩ〉.

Soundness and Completeness The MXID-calculus for FO(ID) is the MX-
calculus for FO, extended with the completion and unfounded set rules. The
results of sections 3.2 and 3.3 carry over to this extension of the MX-calculus.
In particular, we have the following theorem.

Theorem 3. There exists an MXID-proof for 〈T, Ĩ〉 containing only signed T -
instances iff MXT (Ĩ) is unsatisfiable.

5.3 Debugging for FO(ID)

The debugging method for MX(FO) can be extended to a debugging method
MX(FO(ID)), by constructing MXID-proofs instead of MX-proofs. There is no
problem communicating the use of a completion rule to the user. For the un-
founded set rule however, this is not entirely straightforward. A possible expla-
nation to a user who asks why P (d) is false, where this atom was derived by
an application of the unfounded set rule is (using the same notations as in the
section where we introduced the unfounded set rule)

Since Q1(d1), . . . , Qn(dn) must be true and Qn+1(dn+1), . . . , Qm(dm)
must be false, P (d) belongs to a set U of defined atoms of ∆ that can
only become true because of circular reasoning.

If the user asks why the atoms in U can only become true because of circular
reasoning, the system could let him explore a proof for the inconsistency of〈∨

ϕ[d]∈B ϕ[d], K̃[U/f]
〉
, where the B = {ϕ[d] | ∀x R(x)← ϕ[x] ∈ ∆ and R[d] ∈

U}. I.e., a proof for the fact that K̃[U/f](ϕ[d]) is false for any ϕ[d] ∈ B.



6 Related Work
Many work in debugging for declarative programming systems focusses on a
specific procedural semantics (e.g., on a particular execution model for Prolog).
See, e.g., [8, 9]. The trace of a solver is then a sequence of steps according to
the procedural semantics, rather than a formal proof. Details are given on how
to obtain and store the trace efficiently. [21] addresses these issues in a context
where the small scope hypothesis does not hold.

Existing approaches for debugging an input for a model generator can be
divided into two classes: the approaches that aim at locating a bug, and those
that aim at explaining derivations made by a model generator. Clearly, these
classes are complementary. A system of the first class can extract a part of the
theory where the bug is located. Then, a system of the second class can explain
why this part contains a bug. As far as we know, our debugging method is the
first one for (extended) FO model generation that belongs to the second class.

The alloy system [1] is a model expansion system for a syntactic variant
of FO. In [19], a debugging method for overconstrained (hence unsatisfiable)
instances was presented. It consists of extracting an unsatisfiable core, i.e., a
small inconsistent subset, from the theory and presenting it to the user. Hence,
it belongs to the first class. If the unsatisfiable core is small, the user can quickly
locate the bug. If it is somewhat larger, it can still be difficult to detect the bug.
In this case, our system could be used with the unsatisfiable core as input to
further guide the search for a bug. This has the side benefit of speeding up our
approach: a proof of inconsistency for the small unsatisfiable core is smaller and
can be constructed faster than a proof for the inconsistency of the whole theory.

In the context of ASP, several approaches to debugging have been presented.
A recent overview can be found in [6]. Most ASP debugging methods belong to
the first class mentioned above. E.g., the method described in [6] returns for an
input 〈T, Ĩ〉 a two-valued interpretation M ≥p Ĩ and a number of constraints,
rules and/or unfounded sets that are violated by M . The method of [20] returns
a minimal set of rules such that the theory without these rules is satisfiable. An
advantage of these two methods is that they can be implemented in ASP itself.

A debugging method of the second class for ASP was presented in [17]. It
allows a user to interrupt the computation of an ASP solver and to ask an
explanation for any atom that is not unknown at that moment. Explanations
are given in the form of graphs, called justifications.

7 Conclusions and Future Work

In this paper, we presented the MX-calculus as a proof system for FO(ID). We
showed how to explore proofs in the MX-calculus to debug input for MX(FO(ID))
model generators. Future work consists of extending the MX-calculus to support
other extensions of FO, such as aggregates, and building a debugging system that
can handle the full input language of model generators such as idp and mxg.
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11. Maarten Mariën, David Gilis, and Marc Denecker. On the relation between ID-
Logic and Answer Set Programming. In José Júlio Alferes and João Alexandre
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