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Abstract. Interesting subclasses of CHR are still Turing-complete: CHR
with only one kind of rule, with only one rule, and propositional refined
CHR. This is shown by programming a simulator of Turing machines (or
Minsky machines) within those subclasses. Single-headed CHR without
host language and propositional abstract CHR are not Turing-complete.

1 Introduction

As a stand-alone programming language, CHR is Turing-complete [8]. In this
paper we demonstrate that several subclasses of CHR are also Turing-complete.
Section 2 shows that CHR with only one kind of rules (simplification, propaga-
tion, or simpagation) is still Turing-complete. Then, in Section 3, we see that
multiple rules are not needed — one single rule suffices. Finally, Section 4 deals
with single-headed CHR and propositional CHR (only zero-arity constraints).

Some very restricted subclasses of CHR turn out to be not Turing-complete.
Propositional CHR is not Turing-complete under the abstract semantics, so
allowing constraints to have (even only non-compound) arguments does add
computational power. Single-headed CHR without host language is not Turing-
complete either, so computational power is gained by the availability of either
multi-headed rules or a host language. Finally, the added execution control of
a more instantiated operational semantics (e.g. the refined semantics [4] or the
priority semantics [2]) also adds computational power in the sense that proposi-
tional CHR becomes Turing-complete under a more instantiated semantics.

Because of space constraints, we need to assume that the reader is familiar
with CHR [5], Turing machines [9], and Minsky machines [7]. Unless otherwise
mentioned, we assume that the abstract operational semantics ωt is used.

2 Only One Kind of Rules

The TMSIM program of Listing 1 (adapted from [8]) contains only simpagation
rules. It can easily be modified to consist only of simplification rules: the kept
part of the simpagation rules can be removed and reinserted in the body.

It is also possible to simulate Turing machines in CHR with only propagation
rules. Since there is no way to destructively update the constraints, we add a
time-stamp argument to all constraints that are updated. By carefully making
sure that all the non-modified tape cells and adjacency constraints are copied



Listing 1. TMSIM: Turing machine simulator

r1 @ delta(Q,S,P,T,left), adj(L,C) \ state(Q), cell(C,S), head(C)
<=> state(P), cell(C,T), head(L).

r2 @ delta(Q,S,P,T,right), adj(C,R) \ state(Q), cell(C,S), head(C)
<=> state(P), cell(C,T), head(R).

r3 @ delta(Q,S,P,T,left) \ left(C), state(Q), cell(C,S), head(C)
<=> cell(L,b), left(L), adj(L,C), state(P), cell(C,T), head(L).

r4 @ delta(Q,S,P,T,right) \ right(C), state(Q), cell(C,S), head(C)
<=> cell(R,b), adj(C,R), right(R), state(P), cell(C,T), head(R).

Listing 2. TMSIM-2R: Turing machine simulator in two rules

% left(C) <=> adj(L,L), adj(L,C), cell(L,b).
% right(C) <=> adj(R,R), adj(C,R), cell(R,b).

r13 @ delta(Q,S,P,T,left), state(Q), head(C) \ adj(L,C), adj(C,R), cell(C,S)
<=> adj(L,C2), adj(C2,R), adj(C,C), cell(C,b), cell(C2,T), state(P), head(L).

r24 @ delta(Q,S,P,T,right), state(Q), head(C) \ adj(L,C), adj(C,R), cell(C,S)
<=> adj(L,C2), adj(C2,R), adj(C,C), cell(C,b), cell(C2,T), state(P), head(R).

from one time-stamp to the next, and the modified cell (and modified adjacency
constraints in case of a tape extension) is not copied, the correct behavior can
be obtained without destructive updates. Since the entire tape is copied at every
step, the space used by such a propagation-rule-only program is O(TS) when
simulating a T -time, S-space Turing machine. This is considerably less efficient
than the O(S) space usage of the TMSIM program.

3 Only One Rule

Now let us see how many rules are really needed. In Listing 1, we have two
rules for each direction of tape movement (left and right): one for the normal
case and one for the case in which the tape representation needs to be extended.
Using a slightly different tape representation, these two cases can be merged.

The idea is as follows. The tape is still represented using adjacency constraints
adj/2, but instead of marking the tape ends with left/1 and right/1, we put
an extra blank cell with a loop to itself at both ends, as shown in Fig. 1.

When moving to the right (the case for moving to the left is symmetric), we
create a new cell and add two adj/2 constraints as shown in Fig. 2(a). We over-
write the current cell symbol with the blank symbol b and remove the incoming
and outgoing adj/2 constraints. Finally we add a looping adj/2 constraint at the
current cell. In the normal case (Fig. 2(a)) the net result is that the current cell
becomes isolated and a tape ‘bypass’ is created . When we are at the tape end,
the net result is that the tape has been extended with one cell, and we remain
at the (new) tape end (see Fig. 2(b)) In listing 2 the resulting CHR program
TMSIM-2R is shown; it has only two rules. The two rules that are commented
out show how to change the old tape representation to the new form, but we
assume that the query is already in the correct form.



Fig. 1. Tape representation for TMSIM-2R

(a) normal case (b) at the tape end

Fig. 2. Two possibilities for the right move in TMSIM-2R

Now can we further reduce this program? Certainly! It is easy to see that there
is a lot of symmetry between the two rules in TMSIM-2R. We can change the tape
representation again to take advantage of this symmetry and merge the rules.
Instead of using adj(A,B) to represent that cell A is to the left of cell B, we now
use the following redundant representation: adj(A,B,left), adj(B,A,right).
So adj(A,B,X) means that cell A is to the X of cell B. By replacing every adj/2
constraint in the two-rule program TMSIM-2R by the corresponding two adj/3
constraints, and by connecting the third argument of the adj/3 with the last
argument of the delta/5 constraint, both rules in TMSIM-2R become a variable
renaming of each other, so only one of them is needed. Listing 3 shows the
resulting CHR program TMSIM-1R.

4 Only Single-Headed Rules and Propositional CHR

The program TMSIM-1R consists of only one rule, but that rule has 8 head
constraints. All rules with more than two heads can be reduced to several rules
with only two heads by explicitly constructing partial joins. However, as we shall
see shortly, single-headed rules only do not suffice.

All of the above programs are CHR programs without host language: no
host language predicates are used in rule guards or bodies, and constraint argu-
ments are only constants and variables. An arbitrary number of fresh variables
can be created if the body of a rule contains variables that do not occur in
the head, but all variables are syntactically different objects and they cannot
be bound to each other or to constants (as in Prolog). CHR with only single-
headed rules can be shown to be Turing-complete if some form of host language
arithmetic is allowed [3]. Host language arithmetic can be done directly using
integers, or successor term notation can be used, so an argument of the form



Listing 3. TMSIM-1R: Turing machine simulator in one rule

% adj(A,B) <=> adj(A,B,left), adj(B,A,right).

r1234 @ delta(Q,S,P,T,D), state(Q), head(C) \ adj(A,C,D), adj(C,B,D),
cell(C,S), adj(C,A,E), adj(B,C,E)

<=> adj(A,C2,D), adj(C2,B,D), adj(C,C,D), cell(C,b), cell(C2,T),
adj(C2,A,E), adj(B,C2,E), adj(C,C,E), state(P), head(A).

s(s(s(...s(zero)...))), with n times s, indicates the number n. In both cases
however, a nontrivial host language data type is needed — respectively integers
and complex terms. Alternatively, constraint chains can be used to represent
numbers, but then either multi-headed rules are needed, or a form of assignment
(for example Prolog unification).

Without a host language, CHR with only single headed rules is a very weak
formalism — it is not more powerful than propositional CHR, i.e. CHR with
only zero-arity constraints:

Lemma. Single-headed CHR without host language can be reduced to proposi-
tional CHR without host language.

Proof (sketch). Assume there are k distinct constants used in the program and
queries. For every CHR constraint c/n, we make “flattened” versions of it, one for
every possible combination of arguments. Since variables cannot be bound and
since in single-headed rules there can only be matching between the arguments
of a single constraint, it does not matter what the variables are, but only which
ones are the same. Hence, there are less than (k + n)n different combinations of
arguments for a constraint of arity n. We can replace the body CHR constraints
by their flattened version, and duplicate the rule for every matching flattened
version of the head. The resulting program is propositional. ⊓⊔

We have the following negative result for propositional CHR-only:

Theorem. Propositional CHR (without host language) is not Turing-complete.

Proof (sketch). Propositional CHR programs can easily be encoded as place-
transition Petri nets [1], which are not Turing-complete [6]. ⊓⊔

The above lemma and theorem can be combined in the obvious way:

Corollary. Single-headed CHR without host language is not Turing-complete.

Somewhat surprisingly, the above theorem only holds when the full abstract
semantics ωt is considered. If the refined operational semantics ωr [4] is used, the
result no longer holds. The reason is that the ωr semantics allows checking for
the absence of a constraint, which is not possible in the ωt semantics. Consider
the following encoding of Minsky machines in propositional refined CHR:

Jpi : succ(r1)K = pi <=> a, pi+1.

Jpi : succ(r2)K = pi <=> b, pi+1.



Jpi : decjump(r1,pj)K = pi, a <=> pi+1.

pi <=> pj.

Jpi : decjump(r2,pj)K = pi, b <=> pi+1.

pi <=> pj.

It crucially depends on the refined semantics. The value of register r1 is rep-
resented by the multiplicity of the constraint a, and the value of r2 by the mul-
tiplicity of b. Under the abstract semantics this program breaks down because
the second rule for decjump instructions can be fired even if the corresponding
register does not have the value zero — this cannot happen in the refined seman-
tics because of the rule order. Thus, propositional CHR is not Turing-complete
in the abstract semantics, but it is Turing-complete in the refined semantics.
In the priority semantics ωp [2], propositional CHR is also Turing-complete: it
suffices to assign a higher priority to the first rule for decjump than to the second
rule. We conjecture that single-headed CHR without host language remains not
Turing-complete even under the ωr semantics.

5 Future Work

These surprising results indicate the need for further and deeper investigation
of the connection between language features, operational semantics, termination
and confluence, and computability and expressivity.
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