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On the Merits and Pitfalls of Critical Chain Scheduling 

Willy Herroelen and Roel Leus* 

ABSTRACT 

The direct application of the Theory of Constraints (TOC) to project 
management, known as Critical Chain Scheduling and Ruffer Management (Cc/RM), 
has recently emerged as one of the most popular approaches to project management. It 
is the objective of this paper to highlight the merits and pitfalls of the approach. We 
offer a global overview of the fundamentals of CCIRM. The strengths and weaknesses 
of the Cc/RM approach are put into perspective, based on a critical analysis of the 
literature as well as our own experimentation with commercial CCIBM software. The 
fundamental Cc/RM principles and assumptions are tested in a full factorial experiment 
performed on a set of benchmark instances. Contradictory to CCIRM belief, regularly 
updating the baseline schedule and the critical chain at each decision point provides the 
best intermediate estimates of the final project duration and yields the smallest final 
project duration. Using clever project scheduling and rescheduling mechanisms such as 
branch-and-bound, has a beneficiary effect on the final makespan, the percentage 
deviation from the optimal final makespan obtainable if information would be perfect, 
and the work-in-process. Using the 50% rule for buffer sizing may lead to a serious 
overestimation of the project buffer size. The 2a-buffer size assumption does not hold. 
The beneficiary effect of computing buffer sizes using the root-square-error method 
increases with problem size. Keeping the critical chain activities in series is harmful to 
the final project makespan. The work-in-process impact of the scheduling mechanism 
used for scheduling the gating tasks is negligible. Recomputing the baseline schedule at 
each decision point is found to have a strong beneficiary impact on the final project 
duration. 

Keywords: Project management; Project planning; Scheduling. 
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1. Introduction 

Goldratt's Theory of Constraints (TOC) and its direct application to project 
management, known as Critical Chain Scheduling and Buffer Management (CCIBM), 
has recently emerged as one of the most popular approaches to project management. 
Subsequent to the publication of Goldratt's business novel in 1997 (Goldratt 1997), 
recent books (Newbold 1998, Leach 2000), articles (see for example Cabanis-Brewin 
1999, Globerson 2000, Maylor 2000, Patrick 1998, Pinto 1999 and Rand 2000), web 
pages (see for example the tutorial on the website of the Product Development Institute 
http://www.pdinstitute.com; http://www.focusedperformance.com, the web site of 
Focused Performance, New Jersey; http://www.focus5.mcmail.com. the web site of 
Focus 5 Systems Ltd.), book reviews (Elton and Roe 1998, McKay and Morton 1998, 
Rand 1998, Schuyler 1997, 1998), and letters to the editor in the Project Management 
Journal and PM Network have been written on the subject. Specific software packages 
based on the critical chain scheduling concepts have recently been developed (proChain 
1999, Thru-Put Technologies 1999) or have been announced (the new Primavera 
Prospective scheduling engine is to incorporate CCIBM as an extended feature; see e.g. 
the web site http://www.ccc-key.comlcriticalchain.htm). Internet discussion groups (see 
for example, http://www.prochain.comldiscussion.html) focus on critical chain 
scheduling issues. Critical chain scheduling principles have been adopted by a growing 
number of companies. The majority of the writings consider CCIBM as the most 
important breakthrough in the history of project management. Critical views risk to be 
pushed into a minority position, mostly deal with global project management issues and 
do not seem to address the real essence of the scheduling issues involved. 

It is the objective of this paper to highlight the merits and pitfalls of the critical 
chain scheduling mechanisms and buffer management approach. Our analysis is partly 
based on the available Cc/BM sources listed above and partly on our own 
experimentation with the commercial ProChain® software. In doing so it is not our 
intention to simply defend or reject Cc/BM but to strive for a balanced view which 
reveals both its strengths and weaknesses. The paper is organized as follows. The next 
section offers a global overview of the fundamentals of CCIBM. Section 3 then focuses 
on the strengths and weaknesses of the Cc/BM approach. Section 4 discusses the results 
of computational experiments performed on a benchmark problem set in order to test 
the impact of what we believe to be fundamental assumptions and working principles of 
CCIBM. Section 5 provides overall conclusions and offers some suggestions for future 
research. 

2. The fundamentals of critical chain scheduling 

CCIBM starts from the basic observation that the problems common to all 
projects are the high probability of (a) budget overruns, (b) time overruns, and (c) 
compromising the content. Project delays are assumed to be much heavier penalized 
than budget overruns. Getting done projects both faster and with better reliability of the 
promised delivery dates is what really matters. Uncertainty is blamed as the major cause 
of project management problems. Uncertainty is why we need project management. 
Project management must deal with uncertainty in an attempt to deliver the project 
result - the set of products and services to be delivered - with certainty. CCIBM is to be 
deployed as a project management strategy to avoid project delays caused by 
Parkinson's Law (work expands to fill the time allowed (parkinson 1957)) while 
protecting for Murphy's Law (uncertainty involved in the work). The focus must be 
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shifted from assuring the achievement of task estimates and intermediate milestones to 
assuring the only date that matters - the promised project due date. 

Project activities are subject to considerable uncertainty. In what CCiRM claims 
to be common project management practice, this uncertainty is not properly factored 
into the original activity duration estimates. Task estimates have plenty of safety in 
them. People are believed to give realistic activity duration estimates according to their 
worst, past experience. Time estimates are inflated well over the fifty percent chance 
level of finishing the activity on time. The larger the number of management levels 
involved, the higher the total estimation because each level adds its own safety factor. 
Task time estimators protect their estimates from global lead time cuts. These inflated 
estimates are turned into a project schedule with activity due dates and milestones. 
Project due dates are protected by protecting task due dates and milestones with safety. 
This safety is subsequently wasted. A lot of safety is wasted between the connection of 
one project step to another. Lateness is passed down the project while early finishes are 
not. CCiRM claims that time estimates are self-fulfilling prophecies: people work 
towards the estimate. With parallel steps, the worst performance is passed downstream. 
The safety added may lead to a false sense of security and activities may start later. 
When multi-tasking is used, project lead times tend to expand because when a resource 
alternates between activities and/or projects, the activity times for an individual project 
are expanded by the time that is spent on the other projects. 

CCiRM tries to minimize the impact of Parkinson's Law by building the 
schedule with target durations that are too tight to allow or encourage diversion of 
attention, by eliminating task due dates and milestones and by eliminating multi
tasking. Schedules are to be built with only the time to do the work without any safety, 
based on a 50% confidence level, rather than the 80-90% confidence levels that are 
commonly used in project management practice. If a schedule is built on the basis of 
aggressive 50% confidence durations, people cannot be expected to meet them all the 
time, and therefore there is no way project management can think in terms of task due 
dates and milestones. Task due dates and milestones hide inflated task estimates and 
turn task estimates into a reality. They create the well-known student syndrome 
(concentrate on the end of the task) and cause attention to slip from one urgent task to 
another. Above all, they divert the manager's attention from what really determines the 
project lead time - the critical chain. 

CCiRM defines the critical chain (see Figure 1) as that set of tasks which 
determines the overall duration of the project, taking into account both precedence and 
resource dependencies. In order to minimize work-in-progress, a precedence feasible 
schedule is constructed in which the activities are scheduled at their latest start times 
based on traditional critical path calculations. Resource conflicts, if they do occur, are 
resolved by moving tasks earlier in time (Newbold 1998). By scheduling in this way, it 
is possible that a task has to be moved earlier than the start of the scheduling horizon. In 
that case, the entire set of tasks is shoved to the right along the time line until the 
earliest task starts on the scheduling horizon start. The critical chain is then to be 
determined as the longest chain which determines the project lead time, i.e. the chain of 
tasks which cannot be pushed to the left, without pushing activities before the horizon 
start. In Figure 1, activities 1 and 3 and activities 2 and 4 must be performed in series 
due to the finish-start precedence relation defined on them. Activity 1 and activity 2 
must be performed by the same single renewable resource X that has a unit availability. 
The resource conflict is resolved by forcing them to be performed in series, as indicated 
by the dotted arc in the network. The critical chain is denoted by the path Start-I-2-4-
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End and contains the already mentioned activities 1 and 2, as well as activity 4 that is 
allocated to the single renewable resource Y. 

resource X Z 

X Y 

Figure 1. A critical chain schedule. 

The safety associated with the critical chain tasks is shifted to the end of the 
critical chain in the form of a project buffer (PH in Figure 1), the aim of which is to 
protect the project due date promised to the customer from variation in the critical chain 
tasks. Because the activities' target durations are 50% confidence estimates, it might be 
expected that half the time they are finished early while half the time they finish late. 
The early tasks are expected to offset some of the late ones. Consequently, a project 
buffer of half the project duration is expected to provide sufficient protection (as will be 
discussed later, more detailed methods might be used to compute the buffer length). 
Feeding buffers (FH in Figure 1), usually sized at half the duration of the non-critical 
chain path leading into it, are placed whenever a non-critical chain activity joins the 
critical chain, both to protect the critical chain from disruptions on the activities feeding 
it, and to allow critical chain activities to start early in case things go well. When there 
is not enough room to push the chain feeding the buffer to the past, gaps may be created 
in the critical chain which are to be considered as informal buffers and which suggest 
that the project buffer size should be decreased accordingly. Resource buffers (RB in 
Figure 1), usually in the form of an advance warning, are placed whenever a resource 
has a job on the critical chain, and the previous critical chain activity is done by a 
different resource. 

In short, the critical chain schedule should avoid expansion of Parkinson's Law 
by eliminating activity due dates and milestones and allowing to take advantage of early 
activity completions. The schedule should be protected against untimely availability of 
critical resources by the early warnings coming from preceding activities. The promised 
project due date should be protected from variation (Murphy) in the critical chain by the 
project buffer and the critical chain should be protected from variation in non-critical 
activities by the feeding buffers. If more than one critical chain appears in the schedule, 
the advice is to just pick one and buffer the others. 

The execution of the project is not managed through the use of activity due dates 
and milestones, but through the use of buffer management. As activities are completed, 
managers keep track of how much of the buffers are consumed. As long as there is some 
predetermined proportion of the buffer remaining, everything is well. If activity 
variation consumes a buffer by a certain arnount, a warning is raised to determine what 
needs to be done if the situation continues to deteriorate. If it deteriorates past a critical 
point, action is taken to put those plans into effect. The execution of the project 
activities should be done according to the roadrunner mentality. Do not create work 
when there is none and do not obscure the question of how much capacity is available. 
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The key in reducing system-wide work-in-process is to control the flow of work into the 
system. That means the activities without non-dummy predecessors (the gating tasks) 
should not start before the scheduled start time, while non-gating tasks, especially those 
on the critical chain, should be started as soon as they can when work becomes 
available. 

In a multi-project environment, CCIBM relies on common TOC principles. A 
critical chain schedule is developed for each individual project containing the project 
buffer, the feeding and resource buffers. The most constraining (strategic) resource is 
identified as the bottleneck or the "drum resource". In order to maximize throughput, 
everything is to be done to keep this resource busy. A strategic resource schedule (the 
drum plan) is constructed. This schedule should have start and finish times for activities 
on the strategic resource. The individual projects are decoupled by placing a capacity 
buffer before a strategic resource task that is on the critical chain in the strategic 
resource schedule. This capacity buffer is to be considered as a kind of protective 
capacity: space (idle time) is created on the strategic resource in order to ensure the 
resource's availability for the critical chain in the strategic resource schedule. A drum 
buffer is placed before tasks on the strategic resource in order to protect the strategic 
resource from disruptions on nonstrategic resources. It protects the throughput of the 
organization. It is created by pushing activities feeding strategic resource activities 
earlier by the duration of the buffer. The drum buffer is much like a feeding buffer 
which protects the critical chain in the individual projects, except that this buffer 
ensures that the strategic resource will have work available. The strategic resource 
schedule is the schedule against which new projects will be matched in order to resolve 
interproject contention for the strategic resource. 

2. The merits and pitfalls of Cc/BM 

In this section each of the underlying assumptions of CCIBM will be scrutinized. 
Alternative views are offered where necessary. The detailed principles and mechanisms 
used to create the critical chain schedule, that is the scheduling mechanism itself, will be 
carefully examined in order to reveal its strengths and weaknesses. 

2.1 Project duration as a performance measure 

2.1.1 Makespan as the number one objective 

In computing the critical chain as the longest precedence and resource feasible 
chain of activities that determines the project lead time, the advocates of CCIBM 
implicitly promote the minimization of the project makes pan as the number one 
objective and the major matter of management concern. Minimizing project duration 
subject to precedence and resource constraints has for long been accepted as the main 
objective in resource-constrained project scheduling. It is the de facto standard objective 
function in the literature on the resource-constrained project scheduling problem 
(RCPSP). Numerous exact and heuristic procedures have been developed for the 
solution of the RCPSP (see Herroelen et al. 1998). CCIBM assumes that the baseline 
schedule must be constructed in the presence of uncertainty. Instead of solving a 
stochastic resource-constrained project scheduling problem (the literature on the 
stochastic RCPSP is just emerging; see e.g. Mohring and Stork 1998), CCIBM generates 
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a baseline schedule by solving the detenninistic RCPSP, and subsequently protects the 
schedule through the insertion of buffers. 

Most if not all commercial software packages do not embody optimal algorithms 
for resource levelling and resource-constrained scheduling, but rely on the use of simple 
priority rules for generating a precedence and resource feasible schedule. These rules 
assign scheduling priority on the basis of activity attributes such as latest start time 
(LSI), latest finish time (LFT), minimum slack (MSLK), etc. Extensive computational 
experiments (Kolisch 1995) reveal that LST and LFT rank among the best priority rules, 
but still may generate project durations which are more than 5% above the optimum on 
the average. The problem is that the manuals for most software packages regard 
scheduling information as proprietary information and, as a result, do not offer a 
detailed description of the rules in use. Some packages enable the user to select a 
priority rule from a (sometimes very extensive) list, while others do not. Goldratt (1997, 
p. 217) ridicules the issue by claiming that "in each case the impact on the lead time of 
the project is less than even half the project buffer" and suggests to cut for each step a 
piece of paper so that "the length represents time. This way we can move them around 
until there is no contention". Newbold (1998) spends some additional explanatory 
words on the load levelling procedure used to remove resource contention in the initial 
precedence-feasible late start schedule by moving tasks earlier to make sure that 
resources are not overloaded. The gist of the procedure is to find a displacement of tasks 
which will minimize the duration of the final critical chain. 

However, it should be clear that if one relies on commercial software for the 
generation of a baseline schedule, one might be far off the optimum (even if only a few 
activities are involved), especially if resource contention is rather tricky and the 
"wrong" priority rule is chosen. Recent computational experiments (Kolisch 1999) with 
seven commercial packages on 160 test instances, reveal that Primavera Project 
Planner delivers the best resource-constrained project scheduling performance, 
especially in a multi-project environment. Average performance is quite widespread, 
with the best package deviating 4.39 percent and the worst package deviating 9.76 
percent from the optimum makespan. The mean deviation from the optimum makespan 
is 5.79 percent, while the standard deviation calculates to 7.51 percent and the range is 
from zero to 51.85 percent. The scheduling performance of commercial software 
decreases with increasing number of activities, increasing number of requested resource 
types, and with decreasing resource capacity. The packages produce better results for 
projects with many precedence relations. 

2.1.2 Minimizing work-in-process (WIP) as the number two objective 

Newbold (1998) explicitly mentions the minimization of WIP as the second 
measurement of the quality of a project schedule and refers to the ideal situation where 
tasks are scheduled as late as possible while still keeping the project sufficiently 
protected. Scheduling activities later decreases the WIP; it decreases the chances of 
rework if design problems are discovered; and in some cases it maximizes cash by 
pushing out investment until it is absolutely needed. 

2.1.3 Financial objective junctions 

The selection of minimizing makespan as the number one objective gains 
additional support from Goldratt's critique on the use of payback and net present value 
(npv) calculations. Maximizing the npv has gained increasing attention in the recent 
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project scheduling literature (for an extensive review see Herroelen et al. 1997). The 
TOC argues that payback calculations do not properly take into account the most 
important factor, the scarcity of money. Net present value calculations are claimed to be 
conceptually wrong, because as long as availability of money is a constraint, interest is 
not the appropriate measure. The TOC argument is that determining the true value of a 
limited resource investment requires a quantification that is based on both the number of 
limited resource units (dollars) to be invested, and even more importantly (and hence 
the need to minimize makespan), the number of time units (days) that these limited 
resource units (dollars) will not be available. This combined unit of measure is often 
referred to as "dollar-days" or "flush". Goldratt's approach omits the obvious need to 
incorporate compounding. 

It must be recognized that the practice of scheduling a project so as to maximize 
its npv has also been questioned in the recent literature (Herroelen et al. 1997). It is clear 
that the relevance of the max-npv objective is limited to those situations where the time 
value of money is to be taken into consideration, that is in capital intensive projects with 
a sufficiently long duration (several months or even years), significant cash flows, high 
interest rates and high cost of capital. Under conditions of uncertainty, there is a 
fundamental reason to question the use of the max-npv rule. The npv rule advocated by 
the orthodox capital budgeting theory assumes that either an investment is reversible or, 
if the investment is irreversible, it is a now or never proposition. However, the ability to 
delay an irreversible investment expenditure undermines the simple npv rule. The 
reason is that a firm with an opportunity cost to invest is holding an "option". When a 
firm makes an irreversible investment expenditure, it kills its option to invest by giving 
up the possibility of waiting for new information to arrive that might affect the 
desirability or timing of the expenditure. This lost option value is an opportunity cost 
that must be included as part of the cost of the investment. As a result the npv-rule must 
be changed. Dixit and Pindyck (1994) discuss how optimal investment rules can be 
obtained from methods that have been developed for pricing options in financial 
markets. They illustrate how this theory can be applied to sequential investment 
decisions in multistage projects. A promising research effort lies in the extension of 
these option theory based arguments to the resource-constrained project scheduling 
environment. 

2.1.4 Other objectives and models 

CCIBM pays no attention to other important regular and non-regular, 
deterministic objective functions for the RCPSP (and their stochastic equivalents), such 
as minimizing the average flow time of all subprojects or activities, minimizing the 
project lateness or project tardiness (i.e. the maximum of the lateness or tardiness of the 
subprojects or activities), minimizing the number of tardy activities, minimizing the 
weighted earliness-tardiness, minimizing the sum of the squared deviations of the 
resource requirements from the average (levelling), minimizing the resource availability 
in order to meet the project deadline, minimizing the resource availability costs, 
maximizing project quality (e.g. minimizing the total amount of rework time and 
rework cost (Erengtirr and Icmeli Tukel 1998)), determining the cumulative density 
function of the project realization, etc. (for a review and categorization of objective 
functions, see Herroelen et al. 1998). Moreover, CCIBM does not recognize the 
importance of practically relevant problem types other than the RCPSP, such as the 
resource levelling problem, the resource-constrained project scheduling problem under 
generalized precedence constraints, the time/cost and timelresource trade-off problem 
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(Newbold (1998) briefly touches upon the issue by stating that "there are critical chain 
tasks that can easily be shortened by using more resources" (p. 87) and "In some cases 
projects can be speeded up by purchasing more resources. In many cases they can't." (p. 
113)), the multi-mode resource-constrained project scheduling problem, to mention just 
a few (for a review and classification, see Herroelen et al. 1998). 

2.2 Uncertainty and time estimation 

CCIBM argues that uncertainty is what typifies projects and as such recognizes 
that the duration of a project activity is a statistical quantity for which it is realistic to 
assume a probability distribution which is skewed to the right, such that extremely short 
and extremely long durations still have an acceptable probability of occurrence. Goldratt 
(1997) suggests to remove any safety from the individual task estimates and 
recommends to use the median as a realistic single-point task duration estimate. Other 
CCIBM sources, such as the Product Development Institute (1999), argue in favor of the 
use of the average estimate of duration as a statistically valid way to model a single 
project activity. Being famous for stressing the importance of using the right 
performance measures, TOC, however, does not offer a reliable way to measure the 
quality of the activity duration estimates, a very important issue if one wants to improve 
project forecasts. Nor does it offer any clue to tackle the complex problem of obtaining 
a realistic and reliable estimate for the computation of the probability of realizing the 
promised project due date (and the corresponding probability distribution in the 
presence of resource constraints). 

Relying on a fixed, right-skewed probability distribution for the duration of 
project activities may prove to be inappropriate (the advocates of a fuzzy set approach 
reject it from the outset, see Slowinski and Hapke 1999). Even for a single activity, the 
same assumed distribution will not always hold during the entire activity execution. If a 
person responsible for the execution of an activity knows that the next job allocated to 
him has to be done somewhere in the distant future (resource dependency), and the 
successors of his activity can only start much later (technological dependency), he will 
be tempted to take his time (Parkinson's Law). This is not always a bad thing, since you 
cannot have the workforce under stress all the time. A person who feels the pressure to 
hurry or expedite, will probably do so. The ex ante realistic 50% task duration estimate 
may well be based on loose ground. It might well be possible that if during project 
execution, activity slack consumption reaches a critical level, management relies on the 
use of expediting, working in overtime, adding an extra shift, etc., such that the last 
50% of the activity workload may actually be executed in say 20% of the time. 

Working with a single 50% confidence task duration estimate for an activity 
basically assumes that the activity can only be executed according to a single scenario. 
This ignores the dependency of the duration of an activity on the amount of resources 
allocated to it: the so-called time/resource trade-offs where different renewable resource 
allocations may yield different activity durations, and time/cost trade-offs where 
different execution scenarios result in different activity durations at different costs. This 
gives rise to the realistic and well-studied time/cost trade-off problem (Demeulemeester 
et al. 1996, 1998), the time/resource trade-off problem (De Reyck et al. 1998, 
Demeulemeester et al. 2000), and the multi-mode problem (De Reyck and Herroelen 
1999). Relying on multiple execution scenarios for the project activities may provide a 
valuable tool for crashing activities to cope with delays during project execution. 
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2.3 Resources and the elimination of multi-tasking 

CCIBM oversimplifies the resource requirements of project activities. All 
illustrative examples provided throughout Goldratt (1997) and most other CCIBM 
writings only deal with single unit renewable resources such as human beings. 
Activities requiring several units of the same renewable resource type for their 
execution do not receive significant attention in the CCIBM world. Requirements for 
other resource types (e.g. non-renewable resources such as money, energy, etc., spatial 
resources, doubly-constrained resources, constrained per period and for the total time 
horizon) are not discussed either. 

Given the focus on single-unit renewable resource types, CCIBM starts a crusade 
against the use of multi-tasking - assigning resources to more than one significant task 
during a particular time window. Goldratt (1997) describes it as "the biggest killer of 
lead time". Admittedly, multi-tasking is quite common, especially in multi-project 
environments where resources frequently work across projects on more than one 
significant task in any particular period .of time. No harm is done, however, as long as 
people complete the individual tasks they are involved in before moving to another task. 
Allowing that type of multi-tasking is a decision each company has to make for itself. 
However, individuals bouncing back and forth between various tasks may increase the 
flow time of the individual tasks, especially if they are bottleneck resources. Rejecting 
multi-tasking is all but a new idea. It is indeed a long established and well-known result 
in single machine scheduling theory that activity preemption may be harmful for the 
flow time of jobs. It is also a well-known project scheduling fact, however, that activity 
preemption may shorten the duration of a project (Demeulemeester and Herroelen 
1996). 

2.4 The critical chain 

CCIBM correctly recognizes that the interaction between activity durations, 
precedence relations, resource requirements and resource availabilities determines the 
project duration. The interaction results in one or more sequences of activities, 
consisting of technologically connected and/or resource-dependent segments, which 
determine the length of the baseline schedule. Goldratt (1997) identifies such a 
sequence as the critical chain. This concept is definitely not new. As early as 1964, 
Wiest (1964) already introduced the concept of a critical sequence "determined not by 
just the technological ordering and the set of job times, but also by resource constraints; 
furthermore, it is also a function of a given feasible schedule." Wiest (1964) explicitly 
states that the concept of a critical sequence is similar to the Thompson-Giffler concept 
of an active chain of operations in the job-shop scheduling problem (Giffler and 
Thompson 1960). 

2.4.1 Creating a baseline schedule 

Of fundamental importance is the fact that there may be more than one critical 
sequence in a baseline schedule and the critical sequences are entirely dependent on 
how the baseline schedule has been generated. Different suboptimal procedures for 
solving a resource-constrained project scheduling problem may yield different feasible 
schedules with different critical sequences (even alternative optimal schedules may 
exhibit different critical sequences). Goldratt speculates that it does not really matter 
which critical sequence is chosen. Apparently, he assumes that the critical sequences are 
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easily identified and are an objective fact (McKay and Morton 1998). Creating a good 
baseline schedule, however, is definitely not easy (most resource-constrained 
scheduling problems are NP-hard) and does matter. As mentioned above, problem 
instances on which heuristics and commercial software produce makespans far above 
the optimum are easy to find. 

2.4.2 Rescheduling 

The critical sequence is not only dependent on how we schedule but also on how 
we execute. Uncertain events during project execution - activity delays, the necessity to 
insert new activities, unavailability of resources, late deliveries by a subcontractor, etc. 
- may dramatically change the composition of the critical sequences. A critical 
sequence may shift just as a bottleneck may shift. Concentrating on an ex ante derived 
critical chain which may change composition and/or wander around during project 
execution may not be a very wise thing to do. 

Newbold (1998) gives the advice not to reschedule frequently. Only if the 
project is in real trouble, meaning the project buffer is in real trouble, will it make sense 
to reschedule. He emphasizes that rescheduling can change the critical chain, and 
thereby change the focus of the entire project team. We cannot support this argument. 
Remaining focused on a critical chain which no longer determines the project duration 
(and, hence, has lost its "criticality") may be a bad thing to do. Especially when during 
project execution time gains occur on the critical chain, possibly combined with delays 
on other non-critical paths, it might be the case that the feeding buffers are only partially 
consumed while the project buffer remains untouched. In that case CClBM will remain 
focused on the critical chain, that is on the "wrong" part of the network, and will leave 
the gating tasks at their scheduled start times (even if they can be left-shifted), while 
left-shifting these tasks may avoid project delays. CCIBM's argument that it is 
necessary to remain focused on the original critical chain is simply the result of its 
mechanism of monitoring the buffers: allowing the critical chain to wander around 
and/or change its composition would change the position of the buffers. 

2.4.3 Baseline scheduling for WIP reduction 

Creating a baseline schedule which minimizes work-in-process inventory (WIP) 
is a major concern in CCIBM. In order to minimize WIP - defined as "work sitting in a 
system waiting to be finished" - the construction of a baseline schedule starts with a 
right-justified schedule in which activities are scheduled at their critical path based 
latest allowable start times. Resource conflicts are detected through a backward pass 
and resource contention is removed through a heuristic process called "load levelling", 
which is not explained in detail, but which involves left-shifting those activity chains 
which lead to the smallest increase in project duration. Moreover, Newbold (1998) 
states that the key in reducing system-wide WIP is to control the flow of work into the 
system. That means, the operations that control this flow, the gating tasks (tasks without 
real predecessors), must have predefined start times. The general principle applied by 
CClBM is that gating tasks should not start before the scheduled start time and non
gating tasks should be started as soon as they can when work becomes available (the 
already mentioned roadrunner mentality). It might be questioned whether this principle 
of starting non-gating tasks as early as possible is always beneficial with respect to WIP 
reduction. Sometimes, WIP might well be reduced by right-shifting non-gating tasks 
with sufficient free float. 
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It may be questioned whether WIP minimization is manadatory in all types of 
project environment. Is it really a problem whether an auditor has his part of the audit 
report ready three days before his output is needed elsewhere ? In capital intensive 
projects, cash flow patterns may be the determining factor: incoming cash flows may 
ask for certain activities to start as soon as possible while cash outlays may ask for 
certain activities to start as late as possible. 

2.5 Buffers 

2.5.1 Project buffer and feeding buffers 

As mentioned earlier, Cc/BM shifts the safety associated with the critical chain 
activities to the end of the critical chain in the form of a project buffer. Again, the idea 
is not new. For example, it is quite common practice in the building industry to add 
"weather delay" to the baseline schedule (the so-called weather contingency, see Clough 
and Sears 1991). Feeding buffers are placed whenever a non-critical chain activity joins 
the critical chain, both to protect the critical chain from disruptions on the activities 
feeding it, and to allow critical chain activities to start early in case things go well. It 
should be noted, however, that a feeding buffer only protects the longest non-critical 
sequence of tasks feeding it. Contrary to the critical chain itself, this longest non-critical 
sequence is not decoupled from the influence of other sequences that are almost of the 
same length. 

2.5.1.1 Buffer size 

The project buffer is designed to protect the customer against variations in the 
critical chain tasks. Because the activities' target durations are 50% confidence 
estimates, a project buffer of half the project duration is expected to provide sufficient 
protection. Also the size of a feeding buffer is usually set at half the duration of the 
longest non-critical chain path leading into it. The obvious advantage of this procedure 
is its simplicity. The procedure, however, is a linear procedure. The size of the buffer 
that is calculated increases linearly with the length of the chain with which it is 
associated (for example, a twelve-month project could end up with a six-month project 
buffer; a two-year project could end up with a year-long project buffer). In many cases, ' 
the result might be an unnecessarily large amount of protection, which could lead to 
uncompetitive proposals and the loss of business opportunities. 

Cc/BM admits that more detailed methods might be used to compute the size of 
the project buffers and the feeding buffers (Newbold 1998, Product Development 
Institute 1999). The root-square-error-method tries to base buffer sizes on the aggregate 
risk along the chain feeding the buffer. The method requires two estimates of task 
duration. The first estimate should be a safe estimate, S, which includes enough safety 
to protect against all likely sources of delays. The second estimate, A, should be one that 
includes no such protection. In addition, it should be assumed that activities will be 
worked at a full level of effort, with no interruptions imposed by external factors. The 
difference between the two estimates, D = S - A, is treated as the magnitude of 
variability in the activity duration. The buffer size required is then estimated as the 
square root of the sum of squares of the variability (D) in the individual activities. This 
method clearly makes the assumption that project activities are independent. 

Newbold (1998) elaborates on the calculation under the assumption of a 
lognormal distribution for the probability of completing a task. Assuming that tasks 
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should be completed within the worst-case duration estimates around 90% of the time, 
he claims that the difference between the average expected duration and the worst-case 
duration will be about two standard deviations. For each task feeding the buffer, the 
presumed standard deviation would be (Si - Ai)/2, with Si the worst -case duration and Ai 
the average duration. If it is further assumed that we want a buffer that is two standard 
deviations long, we can set its length to 

2 x a = 2 x ~r-( (-SI---'A-1-) /-2-) 2-+-(-(S-2---A-2-) /-2-)2-+-... -+-( (-S-IZ ---A,-, )-/-2)-2 , 

for a chain of n activities. It can easily be verified, however, that the 2a-assumption 

does not hold. It is well known that if Y-N(JI-N , a~), then eY -LN(JI-N , a~), the 

lognormal distribution. Note that jiN and a~ are not the mean ji and variance a 2 of this 

latter distribution. In fact, ji = exp(jiN +-ta~), and a 2 = exp(2jiN + a~ ).(expa~ -1); 

the median duration is exp(JI-N). More generally, the 100q %-quantile lnq of the 
distribution equals exp(JI-N + ZqaN), where Zq is the 100q %-quantile of the standard 
normal distribution (Aitchison and Brown 1973). It is clear that the number of standard 

deviations between lnq and ji is I'1 q = lnq - ji , which is tabulated in Table 1 for some 
a 

values of f-l and a and q=0.9. A constant value of the coefficient of variation afji 

guarantees constant D.q; typical values for q=0.9 range between 0.05 and 1.5, contrary to 
Newbold, who claims that this is always about two standard deviations. 

Table 1. Validating the 2a-assumption. 

ji 8 6 4 2 1 1 1 1 1 3 5 
a 1 1 1 1 1 2 4 6 8 3 5 
1'10.9 1.31 1.32 1.32 1.28 1.06 0.64 0.27 0.15 0.09 1.06 1.06 

If one insists on using the lognormal distribution for modeling activity durations, 
the following more sophisticated approach might be used. Assume that one can come up 
with median (med), minimal (min) and maximal (max) durations. It is our opinion that 
med is a more intuitive notion than ji, which makes it easier to specify. For calculation 
purposes, however, we advocate the use of the mean. Possibly min=O, and a certain q is 
specified such that max=lnq, for instance 90%. If we can consider min to be a value that 
represents the offset of the distribution from 0, we can deduct min from the other 
specified quantities and work as if our lognormal distribution takes on nonzero densities 
starting from zero. Corresponding jiN and aN are then readily obtained, and the 
convenient ji and a 2, given the assumptions, can be computed. If enough activities are 
present on any chain and we can assume their durations are independent, we can invoke 
the Central Limit Theorem to approximate the distribution of the chain makespan by a 
normal distribution, based on calculated mean and variance for each activity. If only a 
smaller number of activities is to be considered, correction coefficients can be tabulated 
through simulation or analytical approaches. 
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2.5.1.2 Feeding buffer insertion 

Cc/BM computes the project buffer for the baseline schedule that does not yet 
contain the feeding buffers. During execution, however, the schedule contains feeding 
buffers that are placed whenever a non-critical chain activity joins the critical chain. It 
would be more logical to base the calculation of the project buffer size on the baseline 
schedule already buffered by the feeding buffers. Inserting feeding buffers may result in 
the fact that the critical chain is no longer the longest path in the network (see the 
problem example given by Rizzo 1999). Moreover, one of the purposes of the project 
buffer is that it provides an estimate of the completion time of the project that can be 
realized with an appropriate probability and, hence, an estimate of the project due date. 
It would be logical to update the size of the project buffer during project execution, as a 
reaction to the dynamic process of re-evaluating the chances of meeting the due date. 

The precise procedure for inserting the feeding buffers as given in Goldratt 
(1997) and Newbold (1998) lacks clarity. Pushing activities backward in time in order 
to insert a feeding buffer may, and mostly will, create resource conflicts. How these 
conflicts are to be resolved is not described in sufficient detail. A possible way for 
resolving the conflict may be to push the chain of activities feeding a feeding buffer 
backwards in time until a feasible schedule is obtained again. Very pathological 
situations, leading to a serious increase in project makespan may be the result. Another 
way of resolving the resource conflict may be complete rescheduling, treating feeding 
buffers as dummy tasks with positive duration, and assuring sequential execution of the 
critical chain activities. A schedule that is totally different from the original baseline 
may result, which poses the question whether the critical chain of the original baseline 
schedule should be kept intact. 

2.5.1.3 Roadrunner mentality and the projected schedule 

Both Goldratt (1997) and Newbold (1998) argue in favor of the "roadrunner 
mentality", i.e. start an activity as soon as the predecessor activities are finished. Again, 
this is not a new concept. It is referred to as semi-active timetabling in scheduling 
theory (timetabling is semi-active if in the resulting schedule there does not exist an 
operation which could be started earlier without altering the processing sequence or 
violating the technological constraints and ready dates). In order to minimize a regular 
measure of performance, such as minimizing the project duration, it is well-known that 
it is only necessary to consider semi-active timetabling (French 1982). Implementing 
the roadrunner mentality during project execution implies that the inserted feeding 
buffers are disregarded when determining the activities which are eligible to start. 
Starting activities as soon as possible may imply a serious deviation from the baseline 
schedule. 

The implementation of the roadrunner mentality implies that two different 
baseline schedules are maintained. One schedule, subsequently referred to as the 
baseline schedule, has the buffers inserted, is late start based and is not recomputed at 
each schedule update. The second schedule, subsequently referred to as the projected 
schedule, is early start based (except for the gating tasks) and does not take the buffers 
into account. In both schedules, the critical chain activities are kept in series (Leach 
2000). This two-schedule mechanism is not easy to communicate to the workers. 
Workers may be tempted to give in to Parkinson's Law if they are told that their tasks, 
while buffered, have been left-shifted. 
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When repairing the projected schedule is necessary for whatever reason, and a 
choice has to be made which eligible activities to start, should priority be given to 
activities belonging to the critical chain associated with the baseline schedule? If 
feeding buffers are to be ignored in making these decisions, one might question the use 
of the feeding buffer mechanism. In addition to providing protection against statistical 
variation, buffers are supposed to act as transducers that provide vital operational 
measurements and an early warning mechanism. This implies that if other procedures 
are used to provide an early problem detection and due date setting mechanism, the 
need for feeding buffers disappears. Moreover, the consumption of buffers will usually 
go together with the creation of resource conflicts somewhere in the schedule. Again, 
these conflicts will have to be resolved. This phenomenon remains undiscussed in the 
CCIBM treatise on buffer management. 

2.5.2 Resource buffers 

Resource buffers are placed whenever a resource has a job on the critical chain, 
and the previous critical chain activity is done by a different resource. Resource buffers 
should make sure that resources will be available when needed and critical chain tasks 
can start on time or (if possible) early. Resource buffers usually take the form of an 
advance warning, i.e. a wake-up call for every new instance of a resource on the critical 
chain. Alternatively, space (idle time) can be created on the resource to provide a kind 
of protective capacity. 

A fundamental question to be asked is what needs to be done when more than 
one perfectly equivalent unit of a resource type may be allocated to a critical chain 
activity. Should the wake-up call or space be inserted for all the resource units, or 
should the initial allocation of the resource units to project activities be taken into 
account? 

If a wake-up call is set under the assumption that preemption is not allowed 
(remember the avoidance of multi-tasking), it is implicitly assumed that a critical 
activity resource, in order to be ready to undertake a critical chain activity, will speed up 
its remaining workload. This possibility of activity crashing exploiting existing 
time/cost and/or time/resource trade-offs is not explicitly incorporated in Cc/BM, and if 
it would be incorporated, would drastically change the way activity duration estimates 
are to be obtained. If, on the other hand, the assumption is that a wake-up call asks for 
the immediate attention of a resource currently involved in performing other non-critical 
chain activities, preempting non-critical chain activities in execution seems unavoidable 
(while preemption as such does not fit at all in the CCIBM framework) and people are 
invited to implement multi-tasking exactly at the place where it is undesirable (that is, at 
the critical chain). When preempted resources are released again, it must be decided 
whether the preempted activity should be resumed again, or whether another activity 
which requests the resource should be started instead. 

If idle time is introduced to implement a resource buffer (possibly inducing 
additional resource conflicts and schedule distortion), the resource may well be invited 
to use its additional slack created on the predecessor activity which feeds the critical 
chain activity for which the resource buffer was inserted. 

2.5.3 Subordinating to the critical chain 

Subordinating all scheduling decisions to the "unique" and "never" changing 
critical chain forces the entire project into a rigid framework that may not be able to 
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cope with the dynamics of project execution. According to CCIBM, the buffers 
introduced to protect the critical chain should be able to cope with serious delays which 
occur on non-critical chain activities. We already mentioned that this may be wishful 
thinking. Buffer consumption mostly implies resource contention and the necessity to 
resolve resource conflicts, i.e. to repair the schedule. This may cause one or more other 
sequences to become as long as or longer than the critical chain on which management 
is supposed to focus attention. The result is that management is focusing attention on a 
sequence of activities, determined prior to activity execution, which no longer 
determines the project makespan. 

2.5.4 Multiple projects: strategic resource buffers 

Efforts to extend the TOC principles to project scheduling are in the line of 
expectations: it is well-known that most machine scheduling problems are nothing else 
than subproblems of the resource-constrained project scheduling problem, which can be 
considered to be the meta-problem. Consequently, it does not come as a surprise that in 
a multi-project environment, CCIBM relies on the common five TOC steps: (a) 
prioritize the organization's projects, (b) plan the individual projects via Cc/BM, (c) 
stagger the projects, (d) measure and report the buffers, (e) manage the buffers. 

Step (a) attacks multi-tasking among projects. Often projects are pushed into an 
organization without regard to the system's capacity and capability. The projects of a 
multi-project organization share many resources. The basic argument is that time
sharing people (again Cc/BM mainly argues from a product development viewpoint 
where individuals are the key resources) across projects is a compromise solution, but a 
lose-lose solution. The earlier projects lose because their progress is slowed; the new 
project loses because its progress is not nearly as great as it might be. Therefore, 
prioritization is a leadership's task and responsibility. 

Step (b) asks for the development of a critical chain schedule for each individual 
project containing the project buffer, the feeding and resource buffers. CCIBM assumes 
that it is now possible to identify within the multi-project organization the most 
constraining (strategic) resource as the bottleneck or the "drum resource". In order to 
maximize throughput, everything is to be done to keep this resource busy. The argument 
is again in terms of a single unit resource. This resource is the one resource whose 
schedule - the strategic resource schedule (the drum plan) - is used to stagger the 
projects in Step (c). This schedule should have start and finish times for activities on the 
strategic resource. The individual projects are decoupled by placing a capacity buffer 
before a strategic resource task that is on the critical chain in the strategic resource 
schedule. A drum buffer is placed before tasks on the strategic resource in order to 
protect the strategic resource from disruptions on nonstrategic resources. It is created by 
pushing activities feeding strategic resource activities earlier by the duration of the 
buffer. 

Our critical arguments made above with respect to the buffers for individual 
projects also hold for the multi-project case. In practice it is often quite difficult to 
identify exactly the single heavily loaded resource to be considered as the drum, 
especially in those environments where different resource types (renewable, non
renewable, doubly-constrained, etc.) are required in other than single unit amounts. 
Resource loading not only changes from project to project, but obviously also depends 
on the schedules generated for the individual projects, and, as a result, changes 
dynamically over time. Addition of new projects to an existing pool will lead to 
resource contention. Using a capacity buffer in front of a single-unit drum to resolve 
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these conflicts is, again, a "solution" based on a severe oversimplification of the 
resource-constrained multi-project scheduling problem. Using buffers as risk gauges 
looks nice: if any activity requires more time then previously estimated, the 
corresponding buffer is consumed; if any activity requires less time than previously 
estimated, the corresponding buffer is replenished. Unfortunately, things do not work 
out that way. Late and early finishes may create immediate resource conflicts which 
need to be resolved, and which cry for efficient and effective reactive and rescheduling 
tools. 

The simplified buffer management argument of CCIBM Step (d) and (e) makes 
it appear as if uncertainty simply translates into buffer consumption or buffer 
replenishment, without the need for rescheduling and/or changing the composition of 
individual critical chains. There is simply no guarantee that the original critical chain 
schedules derived for the individual projects should remain unchanged when the project 
portfolio changes dynamically. The need for intelligent rescheduling/repair algorithms 
is definitely not replenished by the buffer management mechanism of Cc/BM. Other, 
more powerful mechanisms than inserting and managing buffers may be developed 
which alert management for emerging problems which may be harmful for the project 
due date and which allow for the dynamic evaluation of the criticality of project 
activities. 

3. Computational experiments 

In order to validate the fundamental working principles of the CCIBM 
scheduling methodology we implemented our own computerized version of CCIBM in 
Visual C++ to run on a personal computer. A full factorial computational experiment 
was set up using the well-known 110 Patterson test problems (patterson 1984) as 
vehicles of analysis. The test instances have a number of activities varying from 7 to 50 
requiring up to three renewable resource types each. The original activity durations 
were multiplied by 25 to obtain the average activity durations used to compute the right
justified baseline schedule using both the branch-and-bound procedure of 
Demeulemeester and Herroelen (1992, 1997) and the LFT (latest finishing time) 
heuristic. For each right-justified baseline schedule the critical chain is computed and 
protected by feeding buffers and a project buffer. Feeding buffers are inserted by 
treating them as extra activities and recomputing the baseline schedule. For each 
problem, also a projected schedule is computed without considering feeding buffers and 
with all activities, except the gating tasks, left-justified. 

Project execution is simulated through five replications for each problem as 
follows. Integer length disturbances are generated for each activity by drawing a new 
duration from a lognormal distribution with mean equal to the baseline duration and a 
coefficient of variation uniformly distributed between 0.75 and 1.25; the offset from 
zero is at 0.6 times the mean. Project execution is based on. the average baseline 
duration for every activity until the information about the activity disturbance is known. 
This time instant is the current activity finishing time in the projected schedule if the 
activity does not finish earlier than planned, or the actual finishing time otherwise. Each 
time a deviation from the projected schedule occurs, the projected schedule is 
recomputed. 
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3.1 Factorial experiment 

A factorial experiment is set up to test the impact of the project scheduling 
mechanism, the buffer size computation method, the composition of the critical chain, 
the scheduling mechanism for the gating tasks, and the recomputation mechanism of the 
baseline schedule. It is based on five factors with two settings each: (a) the use of 
branch-and-bound (BB=l) or the LFT heuristic for scheduling and rescheduling 
(BB=O), (b) computing the buffer sizes using the 50% rule (RS=O) or the root-square
error method (RS=l), (c) allowing the serial structure of the critical chain to be broken 
(CC=O) or keeping the critical chain activities in series (CC=l), (d) allowing the gating 
tasks to start prior to their scheduled start in the baseline schedule (GAT=O) or not 
(GAT=l), and (e) recomputing the baseline schedule at each decision point (REC=l) or 
only when buffers are exceeded (REC=O). This results in a total of 32x5x11O runs. 

A regression analysis is performed using as explanatory variables the number of 
activities (N), the just mentioned dummies for every factor, all two-way factor 
interaction terms and both precedence and resource-based network characteristics. The 
order strength (OS) is used to describe the precedence structure of a network. as is 
defined as the number of precedence relations, including the transitive ones, divided by 
the theoretical maximum of such precedence relations, namely n(n-1)12 (Mastor 1970). 
Four resource-based characteristics are used. The average resource utilization, XUTIL, 
has been defined by Patterson (1976) as UTILk, the' ratio of the summed resource 
requirement-activity duration product and the resource availability for resource type k, 
averaged over all resource types k=l, ... ,R. UTILSPR is defined as the difference 
between the maximum and minimum UTILk value. ACTCOMP is defined as the number 
of precedence unrelated activity pairs that cannot be scheduled together due to resource 
restrictions. RESRES is used to measure the heterogeneity of the degree in which the 
various resource types preclude the concurrent scheduling of precedence unrelated 

activities. RESRES is defined as L,(C(k,l)+C(l,k))/(R(R-l)) divided by the number 
k,l 

of non-transitive successor pairs of activities. C(k,l) stands for the number of non
transitive activity pairs that can be scheduled together according to the availability of 
resource type 1 but cannot be scheduled together due to resource type k. 

The explained variables are Cmax, Cmax%, WIP, and PB%. Cmax is defined as the 
makespan of the projected schedule resulting upon project completion. Cmax% is defined 
as the percentage deviation of the projected schedule makespan from the optimal 
makespan computed ex post using branch-and-bound on the basis of the real activity 
durations. WIP is used to approximate the work-in-process and is defined as 

t-1-. x L,(Sj - Ii)' where n denotes the number of activities, SCi) denotes the set 
i=1 nsu(z) jeS(i) 

of immediate successor activities of activity i, nsu(i)=IS(i)l, and Si and/; denote the start 
and finish time of activity i. PB% is defined as the ratio «project buffer end prior to 
execution - projected schedule makespan)/(projected schedule makespan)). The 
assumptions for applying classical regression were carefully checked. Linearity of the 
response, homoskedasticity, and absence of autocorrelation were assessed and found 
satisfactory. Judging from normal probability plots, the residuals have slightly heavier 
tails than the normal distribution, but given the size of our dataset (17600 observations 
in total) hypothesis testing can proceed as if the responses were normally distributed, 
due to the central limit theorem (Cook and Weisberg 1999). 
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The regression results are given in Tables 2-5. The number of activities, N, 
logically has a positive impact on Cmax, a negative impact on Cmax%, a positive impact 
on WIP, and a positive impact on PB%. Using the branch-and-bound procedure instead 
of the LFT heuristic for rescheduling leads to a smaller value of Cmax, Cmax% and WIP 
(mainly for large problems, cfr. NxBB), clearly revealing the advantages of clever 
scheduling and rescheduling. The beneficiary effect of computing the buffer sizes using 
the root-square-error method increases with problem size, which is reflected in the 
negative effect of RSxN on PB%. Using the 50% rule for buffer sizing may lead to a 
serious overestimation of the project buffer size, and consequently of the project 
duration. PB% averaged over the entire dataset equals 64.35% for RS=O and 41.74% for 
RS=1. This percentage decreases with project size for RS=l and increases for RS=O. 
Keeping the critical chain activities in series leads to greater values of C max and Cmax%, 

especially for large problems. As a result, keeping the critical chain activities in series 
has a negative impact on PB%. Not allowing the gating tasks to start prior to their 
scheduled start time in the baseline schedule has an undesirable impact on Cmax% and a 
favourable, but only barely significant impact on WIP. The use of branch-and-bound has 
a much stronger effect on WIP reduction than the use of ready times for the gating 
tasks, especially for large problems (5.79% versus 1.30% for the entire dataset). If the 
critical chain is kept in series, then recomputing the baseline schedule at each decision 
point has a strong beneficiary effect on Cmax and Cmax%, and it especially pays to use 
branch-and-bound. 

As can be seen from the tables the precedence and resource-based parameters 
are highly significant and thus strongly affect the quality of the results. The precedence 
based parameter OS is clearly significant in all four regressions. The same can be said 
for the resource-based parameters except for ACTCOMP in explaining Cmax and 
UTILSPR in explaining PB%. 
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Table 2. Regression results for explained variable emax. 

R2= 0.8766; Prob > F = 0.0001 

Variable Parameter Tfor HO: Prob> ITI 
Estimate Parameter=O 

INTERCEPT -142.367845 -6.261 0.0001 
N 6.538464 17.323 0.0001 
BB -10.823372 -1.341 0.1800 
RS 2.115853 0.262 0.7932 
CC 18.439580 2.284 0.0224 
GAT 2.021011 0.250 0.8023 
REC 7.530685 0.933 0.3509 
NxBB -0.572360 -2.345 0.0190 
NxRS -0.072645 -0.298 0.7659 
NxCC 0.9l3706 3.744 0.0002 
NxGAT 0.441590 1.810 0.0704 
NxREC -0.514311 -2.108 0.0351 
BBxRS -1.618182 -0.362 0.7172 
BBxCC -29.074091 -6.507 0.0001 
BBxGAT -7.050000 -1.578 0.1146 
BBxREC 7.782727 1.742 0.0816 
RSxCC 1.192727 0.267 0.7895 
RSxGAT -1.112273 -0.249 0.8034 
RSxREC 0.985909 0.221 0.8254 
CCxGAT 3.033636 0.679 0.4972 
CCxREC -17.639091 -3.948 0.0001 
GATxREC 0.545000 0.122 0.9029 
XUTIL 1.283876 142.855 0.0001 
UTILSPR 0.282695 18.092 0.0001 
OS 201.994994 19.022 0.0001 
ACTCOMP 21.574964 0.981 0.3266 
RES RES 363.586580 10.746 0.0001 
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Table 3. Regression results for explained variable Cmax %. 

R2 = 0.2876; Prob > F = 0.0001 

Variable Parameter TforHO: Prob> ITI 
Estimate Parameter=O 

INTERCEPT 1.229009 148.241 0.0001 
N -0.001018 -7.399 0.0001 
BB -0.046762 -15.889 0.0001 
RS 0.001086 0.369 0.7121 
CC 0.049376 16.778 0.0001 
GAT 0.021934 7.453 0.0001 
REC -0.010533 -3.579 0.0003 
NxBB 0.000627 7.042 0.0001 
NxRS -0.000035544 -0.399 0.6895 
NxCC -0.000012989 -0.146 0.8839 
NxGAT -0.000212 -2.388 0.0170 
NxREC 0.000131 1.467 0.1424 
BBxRS -0.001924 -1.181 0.2375 
BBxCC -0.032848 -20.163 0.0001 
BBxGAT -0.006124 -3.759 0.0002 
BBxREC 0.009727 5.970 0.0001 
RSxCC 0.001388 0.852 0.3941 
RSxGAT -0.000772 -0.474 0.6358 
RSxREC 0.001282 0.787 0.4314 
CCxGAT 0.003176 1.949 0.0513 
CCxREC -0.022061 -13.542 0.0001 
GATxREC -0.000031915 -0.020 0.9844 
XUTIL 0.000049920 15.235 0.0001 
UTILSPR -0.000027595 -4.844 0.0001 
OS -0.110214 -28.468 0.0001 
ACTCOMP -0.100683 -12.558 0.0001 
RESRES -0.199794 -16.196 0.0001 
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Table 4. Regression results for explained variable WIP. 

R2= 0.6987; Prob > F = 0.0001 

Variable Parameter TforHO: Prob> ITI 
Estimate Parameter=O 

INTERCEPT 899.307000 12.138 0.0001 
N 16.764226 13.632 0.0001 
BB 22.455755 0.854 0.3932 
RS -4.100598 -0.156 0.8761 
CC 77.765891 2.957 0.0031 
GAT -53.352582 -2.029 0.0425 
REC 20.111909 0.765 0.4445 
NxBB -3.994819 -5.024 0.0001 
NxRS 0.230151 0.289 0.7722 
NxCC 2.727561 3.430 0.0006 
NxGAT 1.232358 1.550 0.1212 
NxREC -0.925407 -1.164 0.2445 
BBxRS -7.038955 -0.483 0.6288 
BBxCC -89.582242 -6.153 0.0001 
BBxGAT 16.060894 1.103 0.2700 
BBxREC -2.168712 -0.149 0.8816 
RSxCC 4.368803 0.300 0.7641 
RSxGAT -0.875788 -0.060 0.9520 
RSxREC 1.958045 0.134 0.8930 
CCxGAT -17.263106 -1.186 0.2357 
CCxREC -59.954803 -4.118 0.0001 
GATxREC -0.769409 -0.053 0.9579 
XUTIL 2.326993 79.464 0.0001 
UTILSPR 0.189418 3.720 0.0002 
OS -250.843804 -7.250 0.0001 
ACTCOMP -1139.540034 -15.904 0.0001 
RESRES 656.458497 5.954 0.0001 



23 

Table 5. Regression results for explained variable PB%. 

R2= 0.2853; Prob >P = 0.0001 

Variable Parameter TforHO: Prob> iT! 
Estimate Parameter=O 

INTERCEPT 0.621062 18.027 0.0001 
N 0.006285 10.990 0.0001 
BB -0.007750 -0.634 0.5263 
RS -0.005430 -0.444 0.6571 
CC -0.046677 -3.817 0.0001 
GAT -0.034274 -2.803 0.0051 
REC 0.015953 1.304 0.1921 
NxBB -0.000148 -0.400 0.6893 
NxRS -0.008401 -22.724 0.0001 
NxCC 0.000084123 0.228 0.8200 
NxGAT 0.000320 0.865 0.3872 
NxREC -0.000168 -0.454 0.6499 
BBxRS -0.009756 -1.441 0.1496 
BBxCC 0.032668 4.826 0.0001 
BBxGAT 0.008215 1.214 0.2249 
BBxREC -0.013789 -2.037 0.0417 
RSxCC 0.005076 0.750 0.4533 
RSxGAT 0.004155 0.614 0.5394 
RSxREC -0.004234 -0.625 0.5317 
CCxGAT -0.003265 -0.482 0.6296 
CCxREC 0.031518 4.656 0.0001 
GATxREC -0.000384 -0.057 0.9548 
XUTIL -0.000210 -15.406 0.0001 
UTILSPR 0.000026759 1.l30 0.2583 
OS 0.339387 21.095 0.0001 
ACTCOMP -0.158782 -4.766 0.0001 
RES RES -0.721956 -14.083 0.0001 
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3.2 Estimating the project makespan 

Figure 2 shows the evolution of PB% through time for the case BB=l, RS=l, 
CC=l, GAT=l and REC=O. At a particular execution stage of a project, PB% provides 
an indication of the required project buffer size, i.e. the required overestimation of the 
baseline project duration, to make sure that the promised project due date can be kept. 
The horizontal axis indicates what fraction of the project has been executed. The dotted 
curve (labeled standard) refers to the standard Cc/BM procedure which only 
recomputes the baseline schedule if a feeding buffer or the project buffer is exceeded. 
The bold curve (labeled same CC) refers to the case where the size of the project buffer 
is recomputed upon the completion of every task of the critical chain which is kept 
unchanged, and the project due date is set equal to the maximum of the baseline 
schedule length and the projected schedule length, plus the updated project buffer size. 
The light curve (labeled new CC) refers to the case where the baseline schedule and the 
critical chain are updated at every decision point before recalculating a new projected 
schedule. Clearly, the fact that the light curve approaches the value of one as the project 
completes, indicates that regularly updating the critical chain provides the best 
intermediate estimates of the project makespan. Moreover, not only the makespan 
estimates improve, but also the realized project makespan is significantly smaller if the 
updated schedule is actually implemented, as discussed earlier. 
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Figure 2. Evolution of PB% over time. 

3.3 Estimating the activity duration 

We have also conducted a small experiment in which we compare the end of the 
project buffer in the baseline schedule prior to project execution to the final makespan, 
using the same setting as in Section 3.2, and using the mean, median and mode as the 
initial duration estimate for the activities. For five replications per problem, Table 6 
provides some insight in the way the use of the mean, median and mode may provide 
safe initial due date settings prior to project execution. The first (second) column gives 
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the number (percentage) of problem instances for which the project buffer end prior to 
execution is not exceeded by Cmax• The third (fourth) column gives the total number 
(number per problem) of rescheduling operations of the baseline schedule. 

Table 6. Comparison for mean, median and mode. 

in time in time (%) rescheduling operations nr. rescheduling 
operations/problem 

mean 535 97,27 188 0,34 
median 519 94,36 562 1,02 
mode 485 88,18 2265 4,12 

The conclusion is that the use of the mean provides the safest estimates of the 
project duration. This is a logical result because for any right-skewed distribution the 
mean is larger than the median, which is larger than the mode. The use of the mean 
clearly requires the smallest number of rescheduling operations. Anyhow, we cannot 
recommend the use of the median or mode, because only the mean durations add up 
linearly to estimate in a statistically sound way the mean duration of a path. 

4. Conclusions and suggestions for further research 

Cc/RM, similar to what happened with the introduction of TOC in production 
management, has acted as an important eye-opener. CCIBM's recognition that the 
interaction between activity durations, precedence relations, resource requirements and 
resource availabilities has a major influence on the duration of a project is well-taken 
and, although mostly unrecognized by many practitioners, in line with the fundamental 
insights gained in the project scheduling field. The idea of protecting a deterministic 
baseline schedule in order to cope with uncertainties is sound. The TOC methodology of 
using feeding, resource and project buffers and the underlying buffer management 
mechanism provides a simple tool for project monitoring and realistic due date setting. 
The danger, however, lies in the oversimplification. 

The Cc/RM pitfalls resulting from this oversimplified view at the real 
scheduling and re-scheduling issues have been scrutinized in this text and have been 
confirmed by a full factorial experiment. Contradictory to Cc/RM belief, updating the 
baseline schedule and the critical chain at each decision point provides the best 
intermediate estimates of the final project duration and yields the smallest final project 
duration. Using a clever project scheduling mechanism such as branch-and-bound, has a 
beneficiary effect on the final makespan, the percentage deviation from the optimal final 
makespan obtainable if information would be perfect, and the work-in-process. This 
result clearly reveals the advantages of clever scheduling and rescheduling. Using the 
50% rule for buffer sizing may lead to a serious overestimation of the project buffer 
size. The 2a-buffer size assumption does not hold. The beneficiary effect of computing 
buffer sizes using the root-square-error method increases with problem size. Keeping 
the critical chain activities in series is harmful to the final project makespan. The WIP 
impact of the scheduling mechanism used for scheduling the gating tasks is negligible. 
Recomputing the baseline schedule at each decision point has a strong beneficiary 
impact on the final project duration. 

The need for intelligent scheduling/repair algorithms is definitely not 
replenished by the schedule generation, schedule protection and buffer management 
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mechanism of Cc/BM. Additional research is needed in the development of effective 
and efficient algorithms for the creation of robust baseline schedules. Similarly, 
additional research is needed in the development of powerful mechanisms for warning 
project management for emerging problems during project execution that may be 
harmful for the project due date and which allow for the dynamic evaluation of the 
criticality of project activities. 
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