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Abstract

Multi-target models, which predict multi-
ple target variables simultaneously, may pre-
dict some of the targets more accurately,
and other targets less accurately than a
single-target model. This raises the question
whether it is possible to find, for a given main
target, a subset of the other targets that,
when combined with the main target in a
multi-target model, results in the most ac-
curate model for the main target. We pro-
pose Selective Inductive Transfer, an algo-
rithm that automatically finds such a subset.

1. Introduction

We consider simultaneous prediction of multiple vari-
ables, which is known as multi-target or multi-
objective prediction. In this setting, the input is as-
sociated with a vector of target variables, and all of
them need to be predicted as accurately as possible.
Multi-target prediction is encountered, e.g., in ecologi-
cal modelling, where the domain expert is interested in
(simultaneously) predicting the frequencies of different
organisms in agricultural soil or river water.

It has been shown that multi-target models can be
more accurate than predicting each target individually
with a separate single-target model (Caruana, 1997).
This is a consequence of the fact that when the tar-
gets are related (e.g., if they represent frequently co-
occurring organisms in the ecological modelling appli-
cations mentioned above), they can carry information
about each other; the single-target approach is unable
to exploit that information, while multi-target models
naturally exploit it. This is a form of inductive trans-
fer: the information a target carries about the other
targets is transferred to those other targets.

Multi-target models do, however, not always lead to
more accurate prediction. For a given target variable,
the variable’s single-target model may be more accu-

rate than the multi-target model. That is, inductive
transfer from other variables can be beneficial, but it
may also be detrimental to accuracy. Therefore, the
subset of targets that, when combined with a given
target (the main target) in a multi-target model, re-
sults in the most accurate model for the main target,
may be non-trivial, i.e., different from the empty set
and from the set of all targets. We call this set the
support set for the main target.

2. Selective Inductive Transfer

We propose Selective Inductive Transfer (SIT), a
greedy algorithm that approximates the support set
for a given main target, and that works as follows.

1. Initialize the support set to the empty set.

2. Consider the multi-target model with as targets
the main target and the current support set. Use
this model to predict only the main target and
estimate the resulting accuracy. (We use 10-fold
cross validation to estimate accuracy.)

3. Add each candidate support target in turn to the
current support set and estimate the main target’s
accuracy for each resulting multi-target model.

4. Select the candidate support target (if any) that
yielded the largest increase in accuracy over the
accuracy of the current support set and add it
permanently to the support set. If no candidate
improves accuracy, then return the current sup-
port set.

5. Go to step 2.

SIT has a number of advantages over related methods.
First, other algorithms that exploit transfer selectively,
such as the Task Clustering algorithm of Thrun and
O’Sullivan (1996), often incorrectly assume transfer to
be symmetric. This results in suboptimal models. SIT
does not assume transfer to be symmetric; if a is a



support target for main target b, then b is not nec-
essarily a support target for a. A second shortcom-
ing of other methods, such as the η-MTL algorithm of
Silver and Mercer (1996), is that they rely on heuris-
tics, such as the linear correlation of the targets, to
approximate transfer. Such heuristics may poorly ap-
proximate transfer. SIT measures transfer empirically
(using cross validation). Therefore, it does not suffer
from this problem. A third advantage of SIT is that
it is a general method that can be combined with any
multi-target learner.

3. Experimental Evaluation

The aim of our experiments is to test to which extent
SIT, for a given main target, succeeds in finding a good
set of support targets. To this end, we compare SIT to
two common baseline models: a single-target model for
the main target (ST), and a multi-target model that
includes all targets (MT).

SIT has been implemented in the decision tree induc-
tion system Clus, which also implements single- and
multi-target regression trees (Blockeel et al., 1998),
and is available as open source software from http:
//www.cs.kuleuven.be/~dtai/clus/.

We compare for each target variable of 6 ecological
modelling multi-target regression datasets, the pre-
dictive performance of a traditional single-target re-
gression tree (STRT), a tree constructed by SIT with
all other targets as candidate support targets, and a
multi-target tree including all targets (MTRT).

Table 1 shows for each method, the cross validated
Pearson correlation, averaged over all targets. (This
measure is common in ecological modelling; we also
use it as accuracy estimate in the internal cross vali-
dation performed by SIT.) SIT performs significantly
better than STRT for 5 out of 6 datasets and never
performs significantly worse. It performs comparable
to MTRT or significantly better than MTRT in 5 out
of 6 datasets. For one dataset (Soil 2 ), SIT still signif-
icantly outperforms STRT, yet it is significantly worse
than MTRT. Here, SIT selects too few of the targets
(it selects 4.2 out of the 38 targets on average in the
different folds). The most likely cause is the large num-
ber of targets. SIT implements a greedy hill-climbing
search that stops too early and ends up in a local op-
timum for this dataset.

4. Conclusions & Further Work

We proposed Selective Inductive Transfer (SIT), an
algorithm that searches for the set of support targets

Table 1. 10-fold cross validated Pearson correlation aver-
aged over all targets and five runs. •,◦ denote a statistically
significant improvement or degradation of SIT or MTRT
over STRT. Significance is determined by the corrected re-
sampled t-test (Nadeau & Bengio, 2003) with significance
level 0.01. �,� denote a statistically significant improve-
ment or degradation of SIT over MTRT.

Dataset STRT SIT MTRT
Sigmea 0.63±0.40 0.64±0.40 0.64±0.40
Soil 1 0.60±0.18 0.63±0.13• 0.64±0.13•
Soil 2 0.34±0.40 0.41±0.35•� 0.48±0.29•
Soil 3 0.19±0.23 0.24±0.23• 0.26±0.22•
Water 1 0.26±0.17 0.29±0.15•� 0.27±0.15
Water 2 0.37±0.27 0.41±0.25•� 0.39±0.23

that, when predicted together with the main target
in a multi-target model, maximally improves the pre-
dictive performance with regard to the main target.
Experiments show that, in all but one dataset, SIT
finds a good set of support targets.

In further work, we plan to compare SIT to other
methods that exploit transfer selectively and investi-
gate alternative search strategies to the greedy hill-
climbing approach implemented by SIT.
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