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Abstract

We propose a novel machine learning al-
gorithm for learning mutation pathways of
viruses from a population of viral DNA
strands. More specifically, given a number
of sequences, the algorithm constructs a phy-
logenetic tree that expresses the ancestry of
the sequences, and at the same time builds a
model describing dependencies between mu-
tations that is consistent with the data as
well as the phylogenetic tree. Our approach
extends existing approaches for phylogenetic
tree construction by not assuming mutations
to be independent, and extends existing ap-
proaches for detecting dependencies between
different positions of a sequence by not as-
suming the sequences to be independent.

1. Introduction

The context of this work is research on HIV, the hu-
man immunodeficiency virus. HIV mutates at a rela-
tively high pace, compared to other organisms. This
makes it more difficult to treat the virus, for several
reasons. First, as a result of the fast pace at which
HIV naturally evolves, many different subtypes exist,
and medication that works well against one subtype
may not work against another subtype. Second, under
the evolutionary pressure exerted by treatment, the
virus can quickly mutate towards resistance against
that treatment. A better understanding of the way in
which HIV mutates is therefore important for devel-
oping better treatment procedures.

The HIV virus exists in many variants or subtypes.
The viral DNA varies significantly between subtypes,
and varies slightly within subtypes. When there is
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significant variation in the nucleotide that occurs on a
specific location in the viral DNA (e.g., at position 10
30% of the strands have an A and 70% have a T), be
it within a subtype or between subtypes, we speak of
polymorphism, and the location is called polymorphic
[6]. Polymorphism exists because certain mutations
occurred in the evolutionary history of the virus and
somehow became fixed.

Phylogenetic trees visualize the evolutionary descent of
different species, subtypes or individuals from a com-
mon ancestor. Besides being interesting in themselves,
they can help with understanding how a certain or-
ganism spread over the world, with estimating when
certain polymorphisms originated, etc. Much research
has therefore gone into the automated construction of
phylogenetic trees from data [3].

When a patient is treated for HIV, the therapy causes
a strong selective pressure on the virus [6]. Most cur-
rently available HIV treatments consist of a cocktail
of about three drugs, each attacking a HIV protein
which is essential for its replication, e.g., protease,
reverse transcriptase and integrase. In the presence
of such drugs, viruses that developed mutations that
make the virus more resistant against the drugs have
a strong evolutionary advantage. Usually, several mu-
tations are needed to make a virus fully resistant. It
is thought that after a primary mutation that avoids
the drug, the fitness of the virus drops and several sec-
ondary mutations are necessary to compensate for the
disadvantages of the first mutation. Such sequences
are called “resistance mutation pathways”. In con-
trast to the wildtype virus, a virus which has been in
contact with drugs is called a treated virus.

Discovering mutation pathways, which would allow
us to better understand drug resistance, is an im-
portant research issue and a data mining challenge.
Unfortunately, longitudinal data (where the virus in
one patient is sequenced at several points in time) is
very rare. Therefore, the needed information must be
mined from transsectional data, where for every pa-



tient only one virus sequence is available. An impor-
tant drawback of transsectional data is that it is a non-
trivial challenge to distinguish between resistance mu-
tations and polymorphisms. Indeed, if we sequenced
the virus inside a patient at several times during treat-
ment and compared consecutive sequences, we would
simply see which new (resistance) mutations occur and
in what order. But with transsectional data, when we
see a certain nucleotide on a certain position, we do
not generally know whether this reflects a polymor-
phism that was already present before the treatment,
or a mutation that occurred during treatment, and
the chronological order of the mutations is not imme-
diately clear.

While algorithms exist for learning phylogenetic trees,
and other algorithms exist for learning dependen-
cies between mutations (which can in certain cir-
cumstances closely approximate causal dependencies),
both types of algorithms can easily be misled when
they learn from data that contain polymorphisms as
well as and resistance mutations. Methods looking for
dependencies between mutations, expressed by, e.g.
association rules or bayesian networks, assume indi-
viduals (i.e., sequences) to be independent and iden-
tically distributed (i.i.d.), i.e., not connected some-
how through their ancestry. Conversely, phylogenetic
tree construction assumes mutations to occur indepen-
dently [3], i.e., it is assumed that an occurrence of mu-
tation A does not increase the probability of mutation
B occurring within a certain time frame. In the fol-
lowing section we elaborate on this and illustrate how
both types of algorithms can go wrong when the con-
ditions they assume are violated.

To briefly summarize the preceding: we have here a
problem setting where the observed data are the re-
sult of two different kinds of processes, and where al-
gorithms exist that can identify each one of these pro-
cesses from data where the other process is absent, but
not from data where both processes are at work. Our
goal is to develop an algorithm that can handle this
problem setting.

In this paper, we make a first step towards this goal by
introducing a novel algorithm that combines methods
for phylogenetic tree reconstruction and decision tree
construction in an iterative way to model both the
mutation dependencies and the phylogeny accurately.
While the description of the algorithm is complete, its
empirical validation remains future work.

The remainder of this paper is organized as follows. In
Sections 2 and 3 we formalize the problem statement.
In Section 4 we discuss phylogenetic tree construction
techniques, and in Section 5 the method we will use

to learn dependencies. We present our algorithm in
Section 6 and discuss some further issues in Section 7.
Section 8 concludes and discusses future work.

2. Preliminaries

In this section we briefly introduce some notations that
are used in this paper.

A sequence is a string over some fixed alphabet Σ. The
alphabet size |Σ| is 4 for nucleotides ({A, C, G, T}) and
20 for amino acids. We denote the set of all sequences
with Σ∗.

Let s be a string. We denote with |s| the length of
s, with s(i) the i-th symbol of s. We use the con-
catenation operator · to concatenate two sequences:
s1 and s2 to s1 · s2. Unless specified, we assume all
sequences have the same length |P|, and denote the
set of indices of all positions of a database sequence
with P = {1 . . . |P|}.

To compare symbols, we use the delta function δ(x, y)
which is 1 iff x = y and 0 otherwise.

We write a mutation as nX (e.g., 7C) with n the loca-
tion that has mutated and X the new symbol on that
location.

An evolutionary tree T is a directed (rooted) tree that
contains DNA sequences in its nodes, and where an
edge from S1 to S2 indicates that at some point in
history there was a sequence S1 that mutated into S2.
The edge can be labelled with the mutations that are
needed to go from S1 to S2.

We represent a rooted tree by either leaf(s) for a
single-node tree whose leaf node is associated with a
sequence s, or tree(T1, T2) for a larger tree with sub-
trees T1 and T2. If T is a (rooted) tree and n is a node,
we denote with T [n] the subtree below n. Also, for a
tree T we denote the set of nodes of T with nodes(T ),
the set of leaves of T with leaves(T ) and the set of
internal nodes of T with intern(T ).

When considering phylogenetic trees, every node is as-
sociated with a sequence. If n is a node, we will denote
its associated sequence with λn.

Also, if T is a tree, then we denote with

λleaf = {(l, λl) | l ∈ leaves(T )}

the mapping from the leaves of T to the corresponding
sequences.



3. Problem statement

Formally, we will use a conditional probability function
to represent the dependencies between mutations. In
particular, we will consider a function P mut

ev (m|s, E)
that maps the environment parameters E (external
influences to the virus, e.g. drugs or immune system
cells present in the patient), the current sequence s
of a virus, and a mutation, m onto the probability
that the next mutation that will occur in s is m. This
function describes the dependencies between the mu-
tations, from which the mutation pathways can be ex-
tracted. We call this function the evolutionary oper-
ator. In the following, we will mostly ignore the role
of the environment E in our discussion, for simplicity
of explanation; at the end of the paper we will briefly
return to it.

From P mut
ev , one can derive the probability Pev(sd |

sa, E) that a particular ancestor sequence sa will mu-
tate to a descendant sequence sd in k steps, with k the
number of differences between sa and sd. (If sd and
sa are adjacent nodes of a phylogenetic tree, then k
is called the branch length.) Work on phylogeny com-
monly assumes that if one sequence is a descendant
of an other sequence and the number of differences
k between them is small, it is very unlikely that in
the path between them the same position has mutated
twice. We will adopt the same assumption here.

The problem that we are trying to solve can now be
described as follows:

Given:

• the existence of an evolutionary operator P mut
ev ,

• the existence of a phylogenetic tree Tev, where
mutations happened according to the evolution-
ary process described by P mut

ev

• a dataset D consisting of the descriptions of the
leaves (terminal species) of Tev

Find: Tev and P mut
ev

Of course there is generally no way to ensure that the
correct tree is really found. What we will do is try to
identify the T and P mut

ev that are somehow most likely,
given the data.

Given P mut
ev , the likelihood of a tree can be defined

as the product of the probabilities of all the muta-
tions that have occurred according to the tree, that
is,

∏
Pev(sd|sa, E) where the product is taken over all

sd, sa such that sd is a direct descendant of sa in the
tree. Conversely, a tree T defines a set of mutation
pathways from which P mut

ev can be estimated. So T

and P mut
ev depend on each other, and of course also on

the data set. We can therefore learn consecutive esti-
mates of T and P mut

ev , bootstrapping from the data, as
follows. First construct a phylogenetic tree T from D
assuming uniform P mut

ev . Now generate simulated lon-
gitudinal data from T and estimate P mut

ev from these.
Construct a new phylogenetic tree T ′ with this esti-
mate of P mut

ev , and use T ′ to obtain a better estimate
of P mut

ev . Repeat until convergence. This procedure is
similar in spirit to the well-known EM algorithm [1].

We illustrate our approach with a small example.
Consider DNA sequences of length 8, where the first
four are strongly therapy-related (the wildtype is AACC
while the treated sequence is mostly GGCC), and sites
5-8 evolve mainly randomly. We assume that the ac-
tual evolutionary tree Tev is as shown in Figure 1, and
that the resulting database D is as shown in Table
1. As in practice, we do not have access to the tree
shown in Figure 1 nor the knowledge that sites 1-4 are
therapy-related, our goal is to reconstruct them both.

Figure 1. A phylogenetic tree of actual evolution.

Table 1. A conventional example of the database

ID sequence date treatment area subtype

S1 AACCCCGA 12-01-97 untreat. Africa B

S2 GACCCCGT 24-01-07 untreat. Africa B

S3 GGCTGCGT 01-02-02 treated America B

S4 AACCACGT 01-02-98 untreat. Africa B

S5 GGTTATTC 07-12-02 treated Europe B

S6 AACCATTT 04-12-02 untreat. Europe B

S7 GGCTACAT 01-02-02 treated America B

S8 GGTTACTT 01-02-02 treated Europe B

An assumption typically made by the phylogenetic
tree reconstruction methods is that individuals that
strongly resemble each other are probably closely re-
lated; i.e., they have a recent common ancestor. Sev-
eral popular phylogenetic tree reconstruction algo-
rithms are in fact basically agglomerative clustering
algorithms. Classical phylogenetic tree algorithms,
roughly speaking, assume P mut

ev (m|s, E) to be constant
for all m, s and E, i.e., Pev is assumed to be uni-



form. These classical phylogenetic tree reconstruction
algorithms are easily misled when this assumption is
wrong. This can be illustrated in the case where strong
selective pressure, such as treatment in the case of
HIV, is present. In that case, certain specific muta-
tions (e.g. AACC to GGTT at sites 1-4 in our example)
may reoccur frequently, causing different strains of the
virus to become more similar again (since they develop
the same mutations). Biologists call this process con-
vergent evolution [6]. Such convergent evolution mis-
leads algorithms for phylogenetic tree reconstruction:
they tend to give converging strains a more recent com-
mon ancestor than they should.

In our example, a common phylogenetic tree algorithm
will, assuming an uniform P mut

ev , typically reconstruct
a tree such as the one in Figure 2. This tree is clearly
different from the one in Figure 1.

Figure 2. An example of a phylogenetic tree.

Conversely, in order to determine dependencies be-
tween mutations, classical approaches that mine for
patterns in databases of transsectional data, can eas-
ily go wrong in the presence of a lot of polymorphisms.
E.g. in our example, the following patterns could be
derived:

1. If 7T then 5A

2. If 4G then 1G

3. If 7G then 2A

The first one describes a polymorphic pattern, the sec-
ond one describes an association between resistance
mutations, and the last one describes a correlation be-
tween some polymorphism and treatment. It is hard
to filter out only the resistance pathway related pat-
terns. In fact, the main problem here is that a classi-
cal rule learner will not be able to distinguish therapy-
related mutations from polymorphisms without knowl-
edge about the evolution of the population.

It would be easier to learn therapy-related patterns
from longitudinal data, but these are not readily avail-
able. Therefore, we will learn the P mut

ev function from
simulated longitudinal data generated from a phylo-
genetic tree. Here, every example consists of a node

sequence, its immediate ancestor’s sequence, and the
environmental parameters along the edge connecting
them. The advantage of using such data is that the
evolution is taken into account when the phylogenetic
tree is correct. Even though not perfect in a first itera-
tion, our algorithm will iterate in an EM-like way, and
after learning P mut

ev , we will again construct a phylo-
genetic tree using our just learned P mut

ev as an evolu-
tionary operator. We expect this process to iteratively
improve both the tree and the learned evolutionary op-
erator.

4. Phylogenetic tree reconstruction

In the task of reconstructing a phylogenetic tree from
data, one is given a database D of sequences and an
evolutionary operator P mut

ev , and the task is to recon-
struct a tree T̂ such that the sequences in the database
are the leaves of T̂ and the likelihood of the tree under
the evolutionary operator P mut

ev is maximal. Classi-
cal phylogenetic tree reconstruction algorithms assume
that Pev is uniform and therefore reversible: the prob-
ability of developing a mutation is the same as losing it
again. In contrast to these algorithms, we use rooted
trees, as these assumptions do not hold in our applica-
tion and we are interested in the direction of evolution
and the resistance mutation pathways.

4.1. Computing ancestral nodes

The task of reconstructing a phylogenetic tree from
data can be divided into two parts: finding the op-
timal tree structure and finding the sequences (or at
least sufficient statistics for them) corresponding to the
ancestral nodes. First, we discuss the latter task.

Assume we have an evolutionary operator P mut
ev , the

structure of a phylogenetic tree T , and the sequences
corresponding to the leaf nodes of T . We would like
to compute a probability distribution over the possible
assignments of sequences to the internal nodes of T . In
general, this is a very hard problem. If the assumption
that Pev is uniform holds, one can apply the Fitch al-
gorithm [5] which computes the sets of maximal likely
symbols for all nodes in the tree in a bottom-up fash-
ion. As we do not make this assumption, we should
resort to another, approximating method.

Let n be a node of T and let T [n] be the subtree below

n. We assume that we can represent P (λn | λleaf

T [n]),

the probability distribution over the sequence corre-
sponding to n, as a product of the probabilities of the
individual positions:

P (λn | λ
leaf ) =

∏

j∈P

P (λn(j) | λleaf )



(using the notation defined in Section 2).

Algorithm 1 shows an iterative procedure to estimate
the probability distributions p̂(λn) over the sequences
of the internal nodes of T . First, a prior is chosen for
the internal nodes. Next, the algorithm iterates a num-
ber of times over all nodes (bottom-up) and positions.
At each node n and position j it locally estimates the
probability distribution p̂(λn(j)) from the sequences of
the children and the parent of n.

When Pev(m(j) | E, S) is uniform for all j, E and S,
Algorithm 1 provably produces the same result as the
Fitch algorithm after its first iteration.

Algorithm 1 Computing sequences for ancestral
nodes
1: function ApproxInternalNodes

Require: T : tree, Pev : evolutionary operator, λleaf

: sequences of the leaves of T , N : number of
iterations to perform

2: for all l ∈ leaves(T ), j ∈ P do

3: p̂(λl(j) = x)← δ(x, λl)
4: end for

5: for all n ∈ intern(T ), j ∈ P do

6: p̂(λnj = x)← 1/|Σ|
7: end for

8: for iter = 1 to N do

9: for all n ∈ intern(T ) in postorder do

10: for all j ∈ P do

11: IterApproxInternalNodes

12: end for

13: end for

14: end for

15: end function

16: function IterApproxInternalNodes

17: Let {n1, n2} be the children of n
18: for all x ∈ Σ do

19: m(x) = s(1 : j − 1) · x · s(j + 1 : |P|)
20: p(x)← Pev(λn1

| m(x))Pev(λn2
| m(x))

21: if not(top(n)) then

22: p(x)← p(x).Pev(m(x) | λparent(n))
23: end if

24: end for

25: for all x ∈ Σ do

26: p̂(λn(j) = x)← p(x)/
∑

y∈Σ p(y)
27: end for

28: end function

To illustrate, an example is shown in Figure 3. In this
figure, on the right one can see the different symbols
of several individuals in a particular state. We have
labeled every internal node with the set of symbols
that have maximal probability. As we assume here

that Pev is uniform, these are the Fitch sets.

Figure 3. An example of the algorithm for computing prob-
ability distributions on sequences of internal nodes applied
to a single state. A uniform Pev is assumed. The sets
shown in every node are the most likely symbols for that
node.

4.2. The neighbor joining method

The vast majority of phylogenetic tree reconstruction
methods is based on agglomerative clustering. Here,
we will explain our adaptation of the so-called neighbor
joining method [3].

Algorithm 2 shows its high-level loop. First, the al-
gorithm creates singleton clusters and then iteratively
decides which clusters are most similar and joins them.

Algorithm 2 Neighbor joining algorithm

1: function NeighborJoining

Require: D : set of sequences, Pev : evolutionary
operator

2: Let C ← {leaf(s) | s ∈ D}
3: while |C| > 1 do

4: Choose T1, T2 ∈ C such that
5: P (tree(T1, T2) | Pev , T1, T2) is maximal
6: C ← C \ {T1, T2} ∪ {tree(T1, T2)}
7: end while

8: end function

In line 4, in order to decide which pair of trees
to join, the likelihood of every possible joined tree
P (tree(T1, T2)) is compared with the combined like-
lihood of the two children P (T1).P (T2) under the evo-
lutionary operator Pev . Here, the likelihood of a tree
equals the maximal value of

P (T ) =
∏

n∈nodes(T )

Pev(λn | λparent(n)), (4.1)

one can obtain for any assignment of sequences to in-
ternal nodes. One can estimate this number by first
executing Algorithm 1, next fixing the sequence for
every node to be the most probable one, and then



computing the likelihood of the resulting tree as in
equation 4.1.

4.3. Relation between distance and probability

In line 4 of Algorithm 2, similarity is expressed in
terms of likelihood. As usually agglomerative cluster-
ing algorithms and in particular the neighbor joining
algorithm are formulated in terms of a distance func-
tion, one may wonder what is the relation between
both. In this section we briefly clarify this point. In
particular, we show a direct relation between the con-
ditionally likelihood from line 4 of Algorithm 2 and
the distance (number of differences) between two se-
quences.

As discussed in Section 1, the frequency at which spon-
taneous mutations occur is very low: for HIV in the
range of one mutation per 105 basepairs per cycle.
The chance that no mutation occurs is correspondingly
very high. Let L be the probability of a mutation oc-
curring and let H = 1− L.

Assuming a uniform Pev , the probability that a se-
quence x mutates to a sequence y is the product of the
mutation probabilities on each position.

P (y|x) =
∏

i∈P

P (y(i)|x), (4.2)

We substitute P (y(i) | x) = H for all positions i with
x(i) = y(i), and P (y(i) | x) = L for all positions i with
x(i) 6= y(i) and obtain

P (y|x) = H |x|−d(x,y) ∗ Ld(x,y). (4.3)

where the distance

d(x, y) =
∑

i∈P

1− δ(x(i), y(i))

is the number of mutated nucleotides.

Taking the logarithm of Equation 4.3, we obtain

log(P (y | x)) = log(H)(|x| − d(x, y)) + log(L)d(x, y)
(4.4)

We eliminate d from Equation 4.3 and after some
transformations we get:

d(x, y) =
log P (y|x)− |x| log(H)

log(L)− log(H)
. (4.5)

As H and L are constants, one can see from this that
there is a linear relation between the distance between
two sequences and the probability of one mutating to
the other. Therefore, finding an ancestral node of two
given sequences such that the sum of the distances

to these sequences is minimal, is equivalent to finding
an ancestral node for these two sequences such that
the combined probability of obtaining them through
evolution is maximal.

5. Learning mutation patterns

In the previous section we have described how to re-
construct a phylogenetic tree which is likely according
to a given evolutionary operator. In this section, we
describe how one can learn a (better) approximation
of the evolutionary operator given a likely phyloge-
netic tree. We will represent our conditional probabil-
ity function with a probability tree, this is a decision
tree where the leaves contain probabilities. Such trees
can be learned from examples using well-known tech-
niques [4], so we focus here on the generation of the
examples.

Let T be a phylogenetic tree and let P mut
old be a previous

approximation of the evolutionary operator P mut
ev . In

order to learn a better approximation P̂ mut
ev of P mut

ev ,
we can now simulate longitudinal training examples
by traversing T . In particular, consider Algorithm 3.
This algorithm iterates over all edges of T . For ev-
ery pair of a parent node and a child node, it sam-
ples a likely path from the parent to the child node
according to the old approximation P mut

old . For every
mutation on this path, it adds one positive example
to TrainEx, the set of training examples. Examples
are tuples (s, (j, x), c) where s is the original sequence,
(j, x) is a mutation, and c is a class (either + or −)
saying whether this was the mutation that occurred,
or not.

Table 2 illustrates a subset of training examples
TrainEx which can be derived from the tree in Fig-
ure 2. To clarify, the first two examples is a set that
algorithm samples for a pair of node n1 and leaf S8
etc.

1. (n1, (8, T ), +)

2. (n1, (6, T ), +)

3. (n4, (3, T ), +)

4. (n4, (8, C), +)

5. (n4, (7, A), +)

Table 2. An example of a subset of training examples
TrainEx

Obviously, the actual number of negative examples is
much greater than the number of positive examples:
all possible mutations to some element x′ of the al-
phabet Σ on each sequence position which is not the
same as the mutation (j, x) is a negative example (for



Algorithm 3 Traversing a phylogenetic tree to gen-
erate training data for learning P mut

ev

1: function GenerateTrainEx

Require: T : phylogenetic tree, P mut
old

2: TrainEx← ∅
3: for all n ∈ nodes(T ) \ {top(T )} do

4: Let p be the parent node of n in T
5: s← λp

6: mut← {(j, λn(j)) | j ∈ P ∧ λn(j) 6= s(j)}
7: while mut 6= ∅ do

8: Choose (j, x) ∈ mut with probability
proportional to P mut

old ((j, x) | s)
9: Choose randomly j ′ and x′ such that

(j′, x′) 6= (j, x) and s(j′) 6= x′

10: TrainEx ← TrainEx ∪ {(s, (j, x), +),
(s, (j′, x′),−)}

11: s(j)← x
12: mut← mut \ {(j, x)}
13: end while

14: end for

15: return TrainEx
16: end function

this sample). For each positive examples, there are
R+− = |P| ∗ (|Σ| − 1) − 1 corresponding negative ex-
amples. Generating them all would generate a huge
and very imbalanced data set. Therefore, we sample
only one negative example per positive example.

One might argue that because of this sampling, we
will learn incorrect probability trees, but because we
know what proportion of all negatives occurs in our
set, we can estimate the correct probability P̂ev(m|s)
from the probabilities f(m, s) predicted by the tree.
This goes as follows. In the leaf of the decision tree for
a particular prediction f(m, s), there are n+ positive
examples and n− negative ones:

f(m, s) = n+/(n+ + n−) (5.1)

while actually, if we would have sampled all negative
examples, we would have

P̂ mut
ev (m|s) = n+/(n+ + n−.R+−), (5.2)

We can now eliminate n+ and n−. Dividing enumer-
ator and denominator in Equations (5.1) and (5.2) by
n+ we get

f(m, s) = 1/(1 + n−/n+)

P̂ mut
ev (m|s) = 1/(1 + (n−/n+).R+−)

and now eliminating n−/n+ gives:

1/f(m, s)− 1 = n−/n+)

(1/P̂ mut
ev (m|s)− 1)/R+− = (n−/n+)

(1/P̂ mut
ev (m|s)− 1)/R+− = 1/f(m, s)− 1

and solving for P̂ mut
ev (m|s) we get

P̂ mut
ev (m|s) = 1/(R+−(1/f(m, s)− 1) + 1)

6. A new EM algorithm

We now combine the previous procedures into an EM
algorithm, where the M step is the estimation of a
phylogenetic tree from the evolutionary operator and
the E step the estimation of a new evolutionary op-
erator from the learned phylogenetic tree. This gives
us Algorithm 4, which learns simultaneously an ap-
proximation P̂ mut

ev of the evolutionary operator and a
phylogenetic tree T̂ from a database D of sequences.

Algorithm 4 The main iterative algorithm

Require: D : a database of sequences

1: Let P̂ mut
ev (m | x) = 1/(|Σ| − 1).|P| for all m, x

2: repeat

3: T̂=NeighborJoining(D, P̂ mut
ev )

4: Sample sequences λn for all nodes n of T̂ using
ApproxInternalNodes(T̂ , P̂ mut

ev , D)
5: TrainEx← GenerateTrainEx(T̂ , P̂ mut

ev )
6: f(m, x)←Tilde(TrainEx)
7: P̂ mut

ev (m|x) = 1/(R+−(1/f(m, s)− 1) + 1)
8: until no more improvements
9: return (P̂ mut

ev , T̂ )

The time complexity of this algorithm is dominated
by the time complexity for the phylogenetic tree re-
construction. The known efficient implementations
of phylogenetic tree reconstruction algorithms have a
complexity of O(N2) where N is a number of sequences
in D [2], hence the complexity of the EM algorithm is
O(mN2) with m the number of iterations. We ex-
pect m to be relatively small: a large m would imply
that the first phylogenetic tree built by the algorithm
is very different from the converged one, which would
mean that current phylogenetic tree algorithms yield
very inaccurate results, which seems unlikely.

7. Estimating the environment

parameters

As stated in Section 3, we have until now assumed
the environment parameters implicit. In this section



we provide some more detail on how to deal with
them. Environment parameters include external in-
fluences such as the presence of drugs and the state of
the immune system of the patient, and have therefore
an important impact on the evolution of the virus. In
principle, environment variables are therefore proper-
ties of the edges of the phylogenetic trees.

We do not know the environment parameters for every
part of the evolution in our approximated phylogenetic
tree. Still, in the HIV application, we have some par-
tial knowledge:

• Often, the sequences in a database are annotated
with the drugs that were used by the patient be-
fore his HIV virus was sequenced. In this case, we
know the environment parameters for the edges
adjacent to these leaf nodes.

• Also, drugs are a quite recent phenomenon, and
the likelihood of drugs being present along edges
towards the top of the phylogenetic tree is lower.

This does not give us complete knowledge, and in the
cases where we do not know the environment parame-
ters, we choose the most likely hypothesis when joining
trees in the phylogenetic tree reconstruction phase.

8. Conclusions

In this paper we have presented an EM-like algorithm
that aims at reconstructing the most likely phyloge-
netic tree of a virus from a set of sequences, and at
the same time learning a good approximation of drug
resistance mutation pathways. The iterative algorithm
interleaves phylogenetic tree reconstruction with mu-
tation probability estimation (the latter by learning a
probability tree). Because of this combined approach
the algorithm should be able to avoid the mistakes
that typical phylogenetic tree construction algorithms
make. While it is easy to come up with toy examples
where standard phylogenetic tree construction algo-
rithm fail, it is currently an open question how much
difference this algorithm will make in practice.

Much future work obviously remains. First, our algo-
rithm remains to be evaluated experimentally to an-
swer the above open question. We intend to use a
dataset of around 16000 nucleotide sequences from the
Stanford HIV RT and Protease Sequence Database,
which is available at: http://hivdb.stanford.edu. The
database contains a compilation of nearly all published
HIV RT and protease sequences, including submis-
sions to GenBank1, sequences published in journal ar-

1GenBank is the genetic sequence database, an anno-

ticles and sequences of HIV from persons participat-
ing in clinical trials [7]. Sequences are linked to data
about the source of the sequence, the antiretroviral
drug treatment history of the person from whom the
sequence was obtained and the results of drug suscep-
tibility testing [7].

While we assume the use of a neighbor-joining method
for phylogenetic tree construction in this work, it
would be interesting to try out other algorithms,
such as parsimony or maximum-likelihood based al-
gorithms.
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