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1. Introduction

In this paper we consider the problem of linear regres-
sion where some features might only be observable at
a certain cost. We assume that this cost can be ex-
pressed in the same units and thus be compared to
the approximation error cost. The learning task be-
comes a search for the features that contain enough
information to warrant their cost. Costs of features
could reflect necessary time for complicated computa-
tions, the price of a costly experiment setup, the price
an expert asks for advice, . . .

Sparsity in linear regression has been widely studied,
cf. chapter 3 of (Hastie et al., 2001). In these meth-
ods, striving for sparsity in the parameters of the linear
approximation leads to higher interpretability and less
over-fitting. Our setting, however, is significantly dif-
ferent as sparsity is gained by only including features
with a cost lower than their value.

Including costs of features for classification and regres-
sion has also been discussed in (Turney, 2000; Domin-
gos, 1999; Goetschalckx & Driessens, 2007). In these
approaches, binary tests are used in a decision tree
if the expected information gain is worth more than
the cost. The difference with this paper is that here
we are able to deal with numerical features instead of
only binary ones.

2. Problem Statement

The problem we try to solve can be stated as following.

Given:

• a set X of examples,P (x) is the distribution from
which examples x are drawn

• a target function Y : X → R which we want to

approximate

• a set F of features: fi : X → R

• a cost of features: c : R×X → R

Find: a subset F of F and weights wi such that
the accumulated cost, consisting of the approxima-
tion error and the feature cost, is minimized: find
arg minF, ~w

∑
x∈X P (x)

[
|Y (x)− ŷ(x)|+

∑
f∈F c(f, x)

]
where ŷ(x) = w0 +

∑
fi∈F wifi.

In other words, we try to find a linear combination of
a subset of the features, where the absolute error of
the approximation is compared to the cost of the set
of features.

3. Cost Sensitive Forward Stagewise
Regression

Many sparse linear regression methods are based on
least-angle regression methods such as lasso and for-
ward stepwise regression (Efron et al., 2002). In these
methods the cost function includes a term

∑
fi∈F |wi|,

to encourage lower weights and sparsity. For our set-
ting, we simply change this to

∑
fi∈F c(fi, x).

We adapt an existing method, forward-stepwise regres-
sion, to solve the problem in an efficient way. We
briefly describe this below and refer the reader to the
detailed discussion in (Efron et al., 2002) for more in-
formation on this and related methods. The modified
algorithm will be called C-FSR.

We start by gathering a batch of examples, together
with all their feature values and their target values.
We take the average target value and assign its value
to w0 (this normalizes the residuals). All features are
normalized to have 0 mean and standard deviation



equal to 1, and assigned the feature vectors ~fi. We
assign the normalized target values to the vector of
residuals ~r.

Cost-sensitive Forward-Stagewise Regression
(C-FSR)
repeat:

1. Find the feature

fi = arg max
f∈F

|~fi · ~r| − I[fi /∈ F ] · ci > 0

2. Increase its weight wi by ε.sign(~fi · ~r)

3. Recompute residuals

4. F ← F ∪ {fi}

until no such feature can be found.

In step 1, the cost is only included in the score if the
feature is not yet introduced in the linear function.

It should be noted that the C-FSR is a greedy selec-
tion approach. Because of this, the approximation ob-
tained might not always be globally optimal. A local
optimum is guaranteed, however and the increase in
prediction accuracy of using this greedy feature set is
guaranteed to equal or exceed the cost of its compu-
tation.

4. Experiments

The setting we used for experiments is a simple do-
main, where there are seven different examples with
different values. We provided seven indicator features
fi for 1 ≤ i ≤ 7, one for every example. f1 and f4

have a cost c, the others are cost-free.

We varied the value of c over a range of 0 to 0.5. With
increasing c the agent can not distinguish between x1

and x4 without paying a cost. C-FSR showed a clear-
cut phase transition near c = 0.185 (the theoretically
correct threshold value): with lower costs, the cost
for the features is always payed, with higher costs the
agent prefers not to use the costly features. This can
be clearly seen in figure 1.

Here the cost the agent pays is compared with the
prediction error the agent is aware of of making (the
norm of the final residual vector). For very low values
of c, the agent actually computes both of the features
while only one is needed. As the costs are indeed very
low, this does not pose a real problem. For low values
of c, the agent keeps paying for one of the features.
For values higher than the threshold, the error the
agent is aware of making is lower than the cost of extra
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Figure 1. Error the agent is aware of making versus the
amount spent on costly features

information and the agent will not pay for the features.
For larger domains similar tests have shown that the
algorithm scales well, with running time linear in the
number of features.

5. Conclusion

We introduced a novel sparse linear regression method,
C-FSR, in the case where features have different costs.
Empirically we have shown that C-FSR behaves near-
perfectly for a test domain.
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