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Researchers interested in estimating productivity can choose from an
array of methodologies, each with its strengths and weaknesses. We
compare the robustness of five widely used techniques, two non-
parametric and three parametric: in order, (a) index numbers, (b) data
envelopment analysis (DEA), (c) stochastic frontiers, (d) instrumental
variables (GMM) and (e) semiparametric estimation. Using simulated
samples of firms, we analyze the sensitivity of alternative methods to
the way randomness is introduced in the data generating process. Three
experiments are considered, introducing randomness via factor price
heterogeneity, measurement error and differences in production
technology respectively. When measurement error is small, index
numbers are excellent for estimating productivity growth and are
among the best for estimating productivity levels. DEA excels when
technology is heterogeneous and returns to scale are not constant.When
measurement or optimization errors are nonnegligible, parametric
approaches are preferred. Ranked by the persistence of the productivity
differentials between firms (in decreasing order), one should prefer
the stochastic frontiers, GMM, or semiparametric estimation methods.
The practical relevance of each experiment for applied researchers is
discussed explicitly.

I. INTRODUCTION

ANYSAMPLEOF FIRMS, EVENWITHINA SINGLE INDUSTRY, will typically display a
tremendous amount of heterogeneity. This has been known at least since the
work of Baily, Hulten and Campbell [1992] and Bartelsman and Dhrymes
[1998], who document the distribution and evolution of productivity using
data from theU.S. Census ofManufacturers. Similar results from a number
of developing countries can be found inRoberts andTybout [1996].1Despite
this high degree of heterogeneity, most studies that estimate productivity or
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production functions rely on relatively simplemodels that ignoremost of the
relevant heterogeneity. For instance, nonparametric models tend to be
deterministic and parametric methods tend to assume a homogeneous
production technology with the same input trade-off for all firms.2

Using a Monte Carlo study, this paper investigates the sensitivity of five
popular estimation methods for productivity to different sources of
heterogeneity among firms. The first contribution of the paper, in Sections
II and III, is to present the different estimators in a consistent framework
and highlight their differences and similarities. The first twomethods, index
numbers and data envelopment analysis (DEA), are very flexible in the
specification of technology, but do not allow for unobservables. Three
parametric methods that differ in the way they deal with the problem of
simultaneity of inputs and unobserved productivity are evaluated as well.
Stochastic frontiers make explicit distributional assumptions on the
unobserved productivity; the GMM system estimator (GMM-SYS) relies
on instrumental variables; and the semiparametric estimator inverts the
investment function nonparametrically to obtain an observable expression
for productivity.
We simulate samples of hypothetical firms, introducing heterogeneity in

three different ways in the firms’ first order condition for labor. The sources
of variation considered are (i) factor price heterogeneity, which in themodel
can also be interpreted as optimization errors or high frequency productivity
shocks, (ii) measurement error, and (iii) differences in production
technology. Estimated productivity levels and growth rates, as well as input
elasticities, are compared with the true values.3

Fundamentally, the objective of productivity measurement is to identify
output differences that cannot be explained by input differences. Toperform
this task, one needs to observe inputs and outputs accurately and control for
the input substitution that the production technology allows. Methodolo-
gies differ by the mix of statistical techniques and economic assumptions
they employ to control for input substitution and for unobservable
differences. The three different experiments considered in the paper map
into different situations that applied researchers often encounter. For
example, depending on the source of the data and the type of observations
the sample covers, a researcher will have different priors on the importance
of measurement error or heterogeneity in technology. The relative
performance of the different methods should be informative in choosing

2 It should be noted that recent innovations generalize some approaches considerably, but
they are not widely used. A growing literature explores stochastic nonparametric frontiers;
Feenstra and Reinsdorf [2003] illustrate how one can justify standard errors on an index
number for TFP growth.

3 Productivity differences are restricted to be Hicks-neutral, but different processes for their
evolution are considered.
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themost appropriate estimator for the situation. Even though the simulated
experiments represent only a fraction of the situations onemight face,we can
draw some lessons as towhenwe expect eachmethodology to be particularly
suitable. We summarize these here:
Unless one expects the data to be subject to a lot ofmeasurement error, the

index number approach produces consistently accurate productivity growth
estimates. When firms are likely to employ different technologies,
productivity level estimates are among the most robust as well. DEA is
the preferred estimator for productivity levels if technology is likely to vary
across firms and scale economies are not constant. Examples would include
situations where one has to pool firms from very different industries, at
different stages in their life cycle or operating in countries with different
levels of development.
Given the well-known simultaneity problem between inputs and

unobserved productivity, estimating a production function by least squares
(OLS) is generally not advisable. Its disadvantages are less acute for
productivity growth than for productivity levels.When one has good reason
to believe that productivity differences are constant over time, that output is
measured accurately, and that observations share the same technology,
stochastic frontier estimation produces accurate productivity level esti-
mates.With a lot ofmeasurement error or some technological heterogeneity,
the GMM-SYS estimator provides the most robust productivity level and
growth estimates of the parametric methods. Even in the absence of these
forms of heterogeneity, it provides reliable results if at least part of the
productivity difference is constant over time.4 When firms are subject to
idiosyncratic productivity shocks that are not entirely transitory, the
semiparametric proxy estimator will exploit the firm’s knowledge about
these shocks.
In the next section, we give some background on productivity measure-

ment, and in Section III the different methodologies are introduced. An
attempt is made to present the basic idea and distinctive features for each
estimator concisely and within a consistent framework. References to the
literature are included for each estimator. Section IV briefly introduces
themodel of a representative firm used to generate the data. The setup of the
experiments, along with some general findings, are described in Section V,
while a more detailed discussion of results, organized by estimator, is given
in Section VI. Lessons to take away from these exercises are summarized at
the end.

4 It should be noted that, as it includes firm fixed effects, the GMM-SYS estimator is
vulnerable to the problem of downward biased input elasticities if measurement error becomes
severe. See Griliches and Hausman [1986] for a discussion. In the simulation results (below),
this was rarely an issue, but a comparative analysis with Colombian data in Van Biesebroeck
[2003b] suggests the problem can be large.
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II. ESTIMATING PRODUCTIVITY

Economists studying the relative performance of firms have tended to avoid
accounting-based measures, such as observed costs or profits.5 Costs are
difficult to decompose into fixed and variable components (which play very
different roles in ourmodels) and they exclude opportunity costs. Profits are
influenced by many factors other than efficient production: the taxation
regime, financial structure, or price setting power, among others.
Furthermore, depreciation and valuation assumptions for assets, which
are rarely economically motivated, have a large impact on profits and the
measured cost of capital.
In the absence of price setting power at the firm level, information on

deflated sales or value added and input levels can be used in conjunctionwith
a production function to calculate a firm’s productivity.6 This approach to
quantify relative performance has been very popular in the literature andwe
will evaluate different ways it has been put into practice. It should be noted
that when firms have market power, but information on prices is not
available (the typical case), one needs amodel of demand to isolate quantity
changes from price changes.7

One firm is more productive than another if it can produce the same
output with fewer inputs or if it producesmore output from the same inputs.
Similarly, a firm has experienced positive productivity growth if outputs
have increased more than inputs or inputs have decreased more than
outputs. To compare two production plans where one uses more of a first
input and the othermore of a second input, it becomes necessary to specify a
transformation function that links inputs to output. Input substitution
possibilities are determined by the technology and each productivity
measure is only defined with respect to that specific production technology.
We will discuss three different approaches to control for input

substitution embodied in the technology using the following simple model
of production:

ð1Þ Qit ¼ Ait FðitÞðXitÞ:

Ait is the unobservable productivity term,which differs across firms and time
periods. The deterministic part of the modelFthe technologyFis

5 The reluctance to use accounting data has become much more widespread in the last 20
years. Chapter 16 in the second volume of theHandbook of Industrial Organization byRichard
Schmalensee lists a number of problems with accounting data.

6One can also rely on the dual representation of technology, the cost function, and estimate
with cost shares and input prices.

7 For example, to measure the performance of firms that produce differentiated products,
Katayama, Lu and Tybout [2005] use functional form and equilibrium assumptions to recover
marginal cost estimates and evaluate production efficiency in such a situation. Other studies
have used the approach in Klette and Griliches [1996], relying on the CES demand system to
work out an adjustment for the productivity estimates.
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represented by the production function F( � ), which takes a vector of inputs
Xit as arguments. This limits the analysis in a number ofways: only the single
output case is considered, because most studies use value added or sales as
the output measure; all productivity differences are Hicks-neutral, as the
most widely used Cobb-Douglas production function cannot identify
factor-bias in technological change; and the productivity measure used is
output-based, i.e., it measures how much extra output a firm produces
relative to another firm, conditional on its (extra) input use.8

Rearranging the production function as

ð2Þ lnðAit

Ajt
Þk ¼ ln

Qit

Qjt
� ln

FkðXitÞ
FkðXjtÞ

underscores the point that productivity is intrinsically a relative concept. If
the technology is allowed to vary across observations onehas tobe explicit as
to which technology underlies the comparison, hence the k subscript (kA{it,
jt}). Multilateral productivity level comparisons can be achieved if average
productivity across all plants in the industry is used in the denominator. In
practice, lnAit � lnAtis most often used, averaging the logarithms, and for
comparability we follow this practice.9 The calculation of the last term in
(2)Fthe ratio of input aggregatorsFdistinguishes the different methods. It
is here that different literatures employ different assumptions; we
distinguish three approaches:

(i). Index numbers assume that firms make input choices optimally, with
some restrictions on the nature of the technology differences. An exact
Taylor expansion of the production function can be calculated using the
informationon the slope of theF(.) function contained in the factor price
ratios.

(ii). Nonparametric frontiers, such as DEA, construct for each observation
a linear combination of all other observations (normalized by output)
for explicit comparison. Weights are chosen to maximize productivity
for the unit considered. The same ‘technology’ is used in the numerator
anddenominator of the input aggregator ratio in (2), but for eachunit, a
separate comparison is performed, i.e., technology is still firm-specific.

(iii). Parametric methods explicitly assume a functional form for the
technology, the F(.) function, to be estimated econometrically.
Random errors can be introduced straightforwardly in the model,
multiplying the right-hand side of (1).

8An input-basedmeasurewould calculatewhat theminimum input requirement for one firm
is to produce the same output as another firm. Under constant returns to scale, both measures
coincide.

9 In a regression framework, this amounts to including industry-year fixed effects in a
regression with unnormalized log-productivity as dependent variable.
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The differences between the approaches can be illustrated graphically. To
measure productivity differences, the input-output combinations are
decomposed into shifts along a production frontier and shifts of the frontier
itself. In the top panel (a) of Figure 1, two production plans (two time
periods for one firm or two different firms at one point in time), P0 and P1,
are compared in input space. Inputs are normalized by output and the
technology is represented by the unit isoquant. Part of the difference, from
P0 to A, is a shift along the frontier, exploiting the input substitution the
technology allows. The remainder of the difference, from A to P1, is an

(a) parametrically
L

 x 
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 Unit isoquant 0 
x

Unit isoquant 1
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(b) with index numbers
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Distinguishinga shift along the frontier froma shift of the frontier (a) parametrically (b)with index

numbers (c) nonparametrically
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actual shift of the frontier, which is counted as productivity growth (from
period 0 to 1) or as a productivity difference (between firms 0 and 1).10

The first approach (i) relies on index number theory and optimizing
behavior. If the first order conditions for input choices hold, the factor price
ratio will equal the slope of the input isoquant at the optimum, which
determines local input substitution possibilities. For example, production
plan P0 in the middle panel (b) of Figure 1 uses more labor than P1. Using
information contained in the relative factor price ratio for either production
plan (t0 or t1), we can control for input differenceswithout having to estimate
the shape of the isoquant. Instead, we use the average labor share in costs for
both production plans to control for the input substitution possibilities. As
discussed in Section III(i), this productivity measure corresponds to the
geometricmean of themeasures using either production technology (B toP1

using the technology of plan 0 or C to P0 using technology 1).
The second approach (ii) is entirely nonparametric. It constructs a piece-

wise linear isoquant to maximize the productivity estimate for P0, without
allowing any other observation to lie below the isoquant. The relevant
section of the isoquant, connecting P2 and P3 in the bottom panel (c) of
Figure 1, implicitly defines relativeweights for labor and capital.Weights are
chosen to minimize the distance from P0 to the isoquant. For each
observation, different weights are calculated using linear programming
techniques, as discussed in Section III(ii). The productivity of P0 relative to
the frontier indicates how much its inputs can be reduced for the plan to
equal a linear combination of the two comparison plans (P2 and P3).

11

The parametric approach (iii) to measure the shift relies on functional
form assumptions about technology (i.e., on the input trade-off) to estimate
the exact shape of the unit isoquant. Most studies use a simple functional
form12 and virtually all applications restrict parameters to be equal across
firms.13 One reason for the restrictiveness in the deterministic portion of the
model is that unobserved productivity differences make input choices

10Throughout, we assume firms are only producing technologically efficient production
plans; i.e., while we allow allocative inefficiency (except with the index number approach), we
rule out technical inefficiencies. To some extent, this ismerely definitional as the feasible output
for each firm is shifted in or out by its productivity. In contrast, the stochastic frontier literature
has traditionally interpreted all firms with below first-best productivity as ‘inefficient.’

11 Inputs are rescaled in proportion, along a ray through the origin. The output-based
definition of productivity rescales output, but this cannot be represented in input space.

12 Even though a large literature investigates the impact of functional form assumptions in
the parametric framework (see Berndt and Khaled [1979] for an early example and Gagné and
Ouellette [1998] for a Monte Carlo investigation) the simple Cobb-Douglas production
function remains extremely popular.

13A notable exception is the random coefficients model inMairesse andGriliches [1990], but
they find very volatile and unstable technology parameters, which seem unrelated to any
observable plant differences. A more recent paper by Klette [1999] achieved more stable
estimates with random coefficients, but only by introducing variations in price-cost margins,
which in turn makes deflated sales a problematic measure of output.
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endogenous.14 Estimating flexible functional forms is likely to exacerbate
this simultaneity problem. It also explains the popularity of nonparametric
approaches which are able to calculate productivity without estimating the
exact input trade-off. We implement several estimators that control for the
simultaneity, discussed in Sections III(iii) to III(vi).
The different methodologies are introduced briefly in the following

section. Appendix B describes two more estimation methods that explicitly
purge the estimates of random errors in the production function. Estimators
from different literatures are presented in a unified framework with
references to the literature.15

III. ESTIMATIONMETHODS

III (i). Index Numbers (IN)

Index numbers provide a theoretically motivated aggregation method for
inputs and outputs, while remaining fairly agnostic as to the exact shape of
the production technology. For example, Solow [1957] used the following
formula for total factor productivity (TFP) growth in his original growth
accounting exercise:

ð3Þ
lnAIN

it � lnAIN
it�1 ¼ ln

Qit

Qit�1
� ðs

L
it þ sLit�1

2
Þln Lit

Lit�1

� ð1� sLit þ sLit�1
2

Þln Kit

Kit�1
:

All variables on the right-hand side of (3) are observable: output, inputs, and
the fraction of the wage bill in output (sL).
While Solow rationalized the TFP formula as a discrete approximation to

the continuous divisia index, Caves, Christensen and Diewert [1982a] show
that this Törnqvist index has a much broader validity. It exactly equals the
geometric mean of the two Malmquist productivity indicesFusing either
production plan’s technologyFif the technology is characterized by a
translog (output) distance function.16 Some heterogeneity in production

14 This has been awell-knownproblem since the earlywork ofMarschak andAndrews [1944]
and Zellner, Kmenta and Drèze [1966].

15 For a more detailed exposition, the reader is referred to the working paper version, Van
Biesebroeck [2004].

16 The production technology can be equivalently represented by the input requirements
function x1 ¼ giðq; ~xÞor the output distance function diðq; xÞ � mind fd : giðq=d; ~xÞ)x1g. The
latter measures the amount of output deflation (or inflation) needed for any production plan to
lay on the transformation function of technology i; by definition d i (qi, xi)5 1. TheMalmquist
firm i output-based productivity index comparing production plan j to i is the ratio of two
output distance functions: Mi(x j, xi, q j, qi) � d i(q j, x j)/d i(qi, xi). The higher Mi, the more
productive plan j is relative to plan i, using the input trade-off embodied in technology i.
Equivalently, the firm j basedMalmquist index isMi(xj, xi, q j, qi) � di(q j, x j)/d j(qi, xi). If the
distance function is translog, the Törnqvist index comparing plans j and i (t and t� 1 in
equation (3)) exactly equals

ffiffiffiffiffiffiffiffiffiffiffiffiffi
MiMj
p

, see Theorem 3 in Caves et al. [1982a].
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technology across observations is allowed; only the coefficients on the second
order terms have to be equal for the twounits compared. The relativeweights
on the input factor ratios (labor versus capital shares in output) exploit the
information on the slope of the input trade-off contained in the factor prices.
For multilateral productivity level comparisons, Caves, Christensen and

Diewert [1982b] propose an index where each firm is compared to a
hypothetical firm, with average log output (lnQ), labor share (sL), etc. The
productivity level of firm i at time t is

ð4Þ lnAIN
it � lnA

IN

t ¼ðln Qit � ln QtÞ � ~sitðlnLit � lnLtÞ
� ð1� ~sitÞðlnKit � lnKtÞ

with s̃it 5
sLitþsLt

2 . This yields bilateral comparisons that are transitive, and still
allows for technology that is firm-specific.
For the theory to apply, i.e., to enable the last term in equation (2) to be

calculated from observables without having to estimate the production
function, a number of assumptions have to be satisfied. The most important
ones are perfect competition in output and input markets, optimizing
behavior by firms, and the absence of measurement error. While it is not
strictly necessary to assume constant returns to scale, one would need
outside information on scale economies to control for them in the
productivity estimates. To absorb the scale effect, an additional factor has
to be added to (subtracted from) equation (3) for each input if returns to
scale are decreasing (increasing): see equation (8) in Van Biesebroeck [2004].
Estimating scale economies parametrically or obtaining information on the
cost of capital would be sufficient, but we will follow common practice and
limit attention to the constant returns to scale case.
The main advantages of the index number approach are the straightfor-

ward computations (no estimation is required), the ability to handlemultiple
outputs and many inputs, and the flexible and heterogeneous production
technology it allows. Technical change can be factor-biased and the only
separability assumption is between outputs and inputs. The main disadvan-
tages are thedeterministic natureof themodel and thenecessary assumptions
on firm behavior and market structure.17 It is impossible to deal with
measurement errors or outliers, except for some ad hoc data trimming.

III (ii). Data Envelopment Analysis (DEA)

Data envelopment analysis, also called non-parametric frontier estimation,
dates back to Farrell [1957]. It was operationalized by Charnes, Cooper and

17Adjustments exist for regulated firms, non-competitive output markets and temporary
equilibrium, but they either involve estimating some structural parameters or are more data
intensive.

ROBUSTNESS OF PRODUCTIVITY ESTIMATES 537

r 2007 The Author. Journal compilation r 2007 Blackwell Publishing Ltd. and the Editorial Board of The Journal of Industrial
Economics.



Rhodes [1978] and an overview of the method with applications can be
found in Seiford and Thrall [1990]. No particular production function is
assumed. Instead, efficiency is defined as the ratio of a linear combination of
outputs over a linear combination of inputs. Weights on inputs (ul, uk) and
output (vq) are chosen directly to maximize efficiency (productivity) for the
unit under consideration, indicated by y.18 Observations that are not
dominated are labeled 100% efficient. Domination occurs when another
firm, or a linear combination of other firms, produces more of all outputs
with the same input aggregate, using the same weights to aggregate inputs.
A linear programming problem is solved separately for each observation.

For unit (firm-year) 1, in the single-output case, the problem amounts to

ð5Þ

max
vq;ul ;uk

y1 ¼
vqQ1 þ v�

ulL1 þ ukK1

subject to
vqQiþv�
ulLiþukKi

)1 i ¼ 1 . . . N

vq; ul þ uk>0; ul ; uk*0

v�*0 ðv� ¼ 0 for constant returns to scaleÞ

In addition to sign restrictions on the weights, the only constraints are that
the efficiency of all firms i cannot exceed 100% when the same weights are
applied to them. For the problem to be well-defined, a normalization is
needed; doubling all input andoutputweights in (5) would leave productivity
estimates unchanged.Theusual choice is to put ulL1þ ukK1 equal to one. v

� is
a complementary slack variable to allow for variable returns to scale. Under
constant returns to scale (v�5 0) the production frontier is a ray through the
origin in output-aggregate input space; under variable returns to scale, it is
the piecewise linear envelope of all production plans.19

The efficiency measure yi can be interpreted as the productivity difference
between unit i and the most productive unit: yi 5Ai/Amax. Estimates of
productivity levels and growth rates comparable to the ones obtained with
other methodologies can be defined as

ð6Þ lnADEA
it � lnA

DEA

t ¼ ln yit �
1

Nt

XNt

j¼1
ln yjt

ð7Þ lnADEA
it � lnADEA

it�1 ¼ ln yit � ln yit�1:

The y coefficients are estimated on the full sample that includes all firm-years
as separate observations. The transformations do not change the ranking of
firms, only the absolute productivity levels and growth rates.

18Multiple outputs would be aggregated linearly.
19 In practice,most estimation algorithms solve the dual problem,where y1 is chosen directly.

The other choice variables in the dual problem are weights on all firms to form linear
combinations of output and inputs and construct an explicit comparison production plan.
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The main advantage of DEA is the absence of functional form or
behavioral assumptions.Theunderlying technology is left entirelyunspecified
and allowed to vary across firms. The linear aggregation is natural in an
activities analysis framework. Each firm is considered a separate process that
canbe combinedwithothers to replicate the production planof theunit under
investigation. On the other hand, the flexibility in weighting has drawbacks:
Each firm with the highest ratio for any output-input combination is 100%
efficient. Under variable returns to scale, each firm with the lowest input or
highest output level in absolute terms is also fully efficient. The most widely
used implementations are not stochastic, making estimates sensitive to
outliers. Because each observation is compared to all others, measurement
error for a single firm can affect all productivity estimates.

III (iii). Parametric Estimation: Least Squares (OLS)

The parametric methods assume the same input trade-off and returns to
scale for all firms. The functional form assumption on the production
function concentrates all heterogeneity in the productivity term, but the
explicitly stochastic framework is likely tomake estimates less susceptible to
measurement error. We follow most of the literature by estimating a Cobb-
Douglas production function in logarithms,

ð8Þ qit ¼ a0 þ al lit þ akkit þ oit þ eit:

oit represents a productivity difference known to the firm, but unobservable
to the econometrician; eit captures other sources of i.i.d. error.
Consistent estimation of the input parameters faces an endogeneity

problem, first discussed by Marschak and Andrews [1944]. Firms choose
inputs knowing their own level of productivity and a least squares regression
of output on inputs will give inconsistent estimates of the production
function coefficients. We use the OLS estimates simply as a benchmark and
implement three estimators that explicitly address the endogeneity problem.
The stochastic frontiers in Section III(iv) make explicit distributional
assumptions on the unobserved productivity term; the GMM-SYS
estimator in Section III(v) relies on instrumental variables; the semipara-
metric estimator in Section III(vi) inverts the investment function
nonparametrically to obtain an expression for productivity.
Because the input aggregator is the same for all time periods and firms,

calculating productivity levels and growth rates is straightforward:

ð9Þ lnAOLS
it � lnA

OLS

t ¼ ðqit � qtÞ � âOLS
l ðlit � ltÞ � âOLS

k ðkit � ktÞ

ð10Þ
lnAOLS

it � lnAOLS
it�1 ¼ðqit � qit�1Þ � âOLS

l ðlit � lit�1Þ
� âOLS

k ðkit � kit�1Þ:
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To obtain a clean estimate of oit one should subtract an estimate for the
difference in error terms from the right-hand sides: (eit � et) in (9) and
(eit� eit� 1) in (10). Generally this is not possible and is ignored because
E(eit)5 0. For two alternative estimators introduced in Appendix B (SF2
and OP2), different formulas are used to purge the random noise from the
productivity estimates.

III (iv). Parametric Estimation: Stochastic Frontiers (SF)

The stochastic frontier literature uses assumptions on the distribution of the
unobserved productivity component to separate it from the random error.
The method is credited to Aigner, Lovell and Schmidt [1977] and Meeusen
and van den Broeck [1977] who model productivity as a stochastic draw
from the negative of, respectively, an exponential or half-normal distribu-
tion. Estimation is usually with maximum likelihood. In the production
function (8), the term oit is weakly negative and is interpreted as the
inefficiency of firm i at time t relative to the best-practice production frontier.
An alternative interpretation is that the firm-specific production function
lies oit below the most productive observation in the sample.
Initially developed to measure productivity in a cross section of firms, the

modelwas generalized for panel data in anumber ofways. Battese andCoelli
[1992] provide the most straightforward, but also the most restrictive
generalization, modeling the inefficiency term as

ð11Þ oit ¼ �e�Zðt�TÞoi withoi � Nþðg; s2Þ:

The relative productivity of each firm (oi) is a time-invariant draw from a
truncated normal distribution. Inefficiency increases (decreases) determi-
nistically over time if Z is positive (negative) at the same rate for all firms. If
firms are only observed once, making strong assumptions is the only
possibility to separate the productivity component from the random error.
Panel data contain more information on each firm and allow identification
under weaker assumptions. More flexible generalizations are discussed in
Van Biesebroeck [2004].20

While it is customary in this literature to calculate technical inefficiency as
TEit ¼ Eðeoit joit þ eitÞ, for comparability with the other methods, we
calculate the expected value of log-productivity. This boils down to the same
formulas as before, (9) and (10), but using different input coefficient
estimates.21

20 The estimator byCornwell, Schmidt and Sickles [1990] (seeAppendix B) is one example. It
uses a flexible parameterization of the firm effects included in the production function using
three coefficients per firm: a fixed effect and linear and quadratic firm-specific time trends.

21 The best estimate of Eðoitjôit þ êitÞ is lnASF
it ¼ ôit þ êit if oit is independent of eit.
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An advantage of stochastic frontiers is that the deterministic part of the
production function can be generalized easily to allow more sophisticated
specifications, e.g., to incorporate factor-bias in technological change or
flexible functional forms. The model described above and the alternative
stochastic frontier implementation in theAppendix trade off flexibility in the
characterization of productivity with estimation precision. The assumption
that the relative position of firms never changes, in equation (11), only
requires the estimation of three coefficients, but it will be less appropriate for
longer samples. The alternative estimator is much less restrictive, but it uses
3 � Ndegrees of freedomand it is the only estimatorwhere consistency relies
on asymptotics in the time dimension. With either approach, one might be
uncomfortable with identification coming solely from distributional
assumptions, which are especially restrictive in the first model.

III (v). Parametric Estimation: Instrumental Variables (GMM)

The general approach to estimate error component models of Blundell and
Bond [1998] was first applied to production functions in Blundell and Bond
[2000]. The productivity term is modeled as a firm fixed effect (oi) with an
additive autoregressive component (oit 5 roit� 1þ Zit). An additional term
eit captures measurement error and transitory productivity shocks. Quasi-
differencing the production function gives the estimating equation in its
dynamic representation,

ð12Þ qit ¼ rqit�1 þ alðlit � rlit�1Þ þ akðkit � rkit�1Þ þ o0i

þ ðZit þ eit � reit�1Þ:|fflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
eit

There is still a need for moment conditions to provide instruments, because
the inputs will be correlated with the composite error eit through Zit, the
annual productivity innovation, and the transitory productivity shocks eit
and eit� 1.
Estimating equation (12) in first-differenced form takes care of the firm

fixed effects.22 Three and more periods lagged inputs and output will be
uncorrelated with Deit under standard exogeneity assumptions on the initial
conditions. Three lags are necessary as the first differenced equation will
contain errors as far back as eit� 2. This error directly affects twice lagged
output and firms will have based their input choices two periods ago on this
shock. Additional lags can be used to increase precision.23

22 Time dummies can be included in both the level and first differenced production function
to absorb productivity growth that is common to all firms.

23 Van Biesebroeck [2004] lists the exact form of the necessary assumptions and moment
conditions.
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Blundell and Bond [1998] illustrate theoretically and with a practical
application that these instruments can be weak. If one is willing to make the
additional assumption that input changes are uncorrelated with the firm
fixed effects and that the same holds for the initial output change, twice
lagged first differences of the variables are valid instruments for the
production function in levels. As before, the presence of the lagged error
eit� 1 in equation (12) necessitates an additional lag on the instruments. In
this case, including more distant lags does not provide additional
information. The production function is estimated as a system combining
the first differenced and level equations, each with the appropriate set of
instruments. Productivity is again calculated using equations (9) and (10).
The GMM system estimator is flexible in generating instruments and one

can test the overidentification restrictions if many instruments are used for
the first differenced equation. This estimator allows for an autoregressive
component to productivity, in addition to a fixed and an idiosyncratic
component. Relative to the simple fixed effects estimator, it also uses the
information contained in the levels, which is likely to helpwithmeasurement
error (seeGriliches andMairesse [1998]). Themajor disadvantage is the need
for a long panel: at least four time periods are required if we allow for
transitory productivity shocks. If instruments are weak, the method risks
underestimating the input elasticities, just like the fixed effects estimator.

III (vi). Semiparametric Estimation (OP)

The last method we consider was introduced by Olley and Pakes [1996] to
estimate productivity effects of restructuring in the U.S. telecommunica-
tions equipment industry. Two assumptions are important. First, producti-
vityFa state variable in the firm’s dynamic problemFis assumed to follow
a Markov process unaffected by the firm’s control variables. Second,
investmentFone of the control variables of the firmFbecomes part of the
capital stock with a one period lag.
In afirst step, coefficients on the variable inputs in the production function

and the joint effect of all state variables on output are estimated. In our case,
the former is just labor and the latter are capital and productivity. Under
relatively mild conditions, investment is shown to be a monotonically
increasing function of productivity. Inverting the investment equation
nonparametrically provides an observable expression for productivity. This
expression is used to substitute the unobserved productivity term (oit) from
of the production function, hence allowing identification of the variable
input elasticities. If market structure or factor prices change over time, the
inversion can even be performed separately by year.24

24 Themethodology ismore general than this expositionmakes it appear. The basic idea is to
use another observable decision by the firm to provide separate information on the unobserved
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In a second step, the coefficients of the observable state variables
(only capital in our case) are identified, exploiting the orthogonality
of the quasi-fixed capital stock and the current innovation in productivity.
A nonparametric term is included in the production function to absorb
the impact of productivity, to the extent it was known to the firm
when it chose investment in the last period. The second term included in
equation (14) captures E[oit|oit� 1, t� 1] and uses the results of the first
stage.25

The estimating equations for the two steps are

ð13Þ qit ¼ a0 þ al lit þ ftðiit; kitÞ þ e1it

ð14Þ qit � âl lit ¼ akkit þ cðf̂it�1 � akkit�1Þ þ e2it:

The functions ft and c are approximated nonparametrically by a
fourth order polynomial or a kernel density. Productivity is calculated
as in Olley and Pakes [1996] from (9) and (10) and these estimates will be
labeled OP.26

A major advantage of this approach is the flexible characterization of
productivity, only assuming that it evolves according to a Markov process.
A potential weakness is the use of nonparametric approximations. The
functions that are inverted are complicatedmappings from states to actions,
since they have to hold for all firms regardless of their size or competitive
position. The prevalence of zero investment observations in many data sets
weakens themapping, prompting Levinsohn and Petrin [2003] to explore an
alternative proxy for productivity (material input). Ackerberg, Caves and
Frazer [2005] illustrate that the implicit assumptions required to identify the
variable input coefficients are relatively restrictive. The latter paper
generalizes the approach, estimating the elasticities on both the variable
and quasi-fixed inputs in the second step.

IV. DATA GENERATION

The different methodologies are compared using simulated data, con-
structed from a representative firmmodel. Details on the model, calibration
of the parameters, and evaluation of the different experiments are in
Appendix A. We highlight a number of features here.

productivity term.Alternatively, Levinsohn andPetrin [2003] invert thematerial input demand
and Van Biesebroeck [2003a] inverts the first order condition on the choice of the number of
shifts to operate a plant.

25An intermediate step to control for endogenous exit is omitted here, as no other method
that we consider explicitly deals with selection.

26 For an alternative way to calculate productivity, purging the random error eit from the
productivity estimates, see the alternative estimator (OP2) in Appendix B.
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Themodelwe use is the simplest possible that allows for input substitution
in the production function and optimal input choices over time. The firm
chooses labor input and investment over time to maximize the net present
value of profits, subject to a production function, an exogenously evolving
productivity level, the initial capital stock, and a capital accumulation
equation. The firm observes all variables at time t, including its own
productivity level. The first order condition for labor,

ð15Þ lnLit ¼
1

1� al
ðlnðalÞ þ lnAit � lnWtÞ þ

ak
1� al

lnKit;

provides an expression for optimal labor input as a function of
predetermined variables, including capital, and parameters. Under con-
stant returns to scale, rational expectations, and assumptions on the
evolution of exogenous variables, forward substituting the Euler equation
for investment gives an analytic expression for investment. Under
variable returns to scale, it is impossible to solve the investment function
analytically and we use univariate bifurcation methods to calculate optimal
investment numerically as a function of the capital stock and productivity
level.27

Simulating the sample starts with drawing values for the initial values of
capital and productivity for all firms. In addition, for each year, we draw the
industry wage rate and firm-specific productivity shocks. Adding a set of
parameters, we can generate all (endogenous) variables from the production
function, the first order condition for labor and the investment equation.
The results we report for all experiments are the averages over 50 simulated
samples, each consisting of 200 firms that are observed over 10 years. We
calibrated the parameters in the model to approximate a number of
summary statistics on an actual sample of plants taken from the textile
industry in Colombia between 1981 and 1991.
Using the simulateddata,we estimate the production function parameters

(al and ak), productivity levels (lnAit � lnAt) and growth rates (ln Ait� ln
Ait� 1) using eachmethodology. The estimates for each of the three statistics
and each of the six methods are compared with the true values of the data
generating process. For the production function parameters, we report the
bias between estimates and true values.28 For the productivity level we
report the Spearman rank correlation between estimates and true
productivity and for productivity growth we report the simple correlation

27 Bond and Söderbom [2005] use an alternative approach, numerically calculating the value
function first and subsequently deriving optimal input choices.

28 For the two methods that allow for heterogeneity in technologyFindex numbers and
DEAFwe report the average bias.
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statistic. Correlations are calculated by year and then averaged over the ten
year sample period.

V. RESULTS FOR THREE EXPERIMENTS

V (i). Heterogeneity in Factor Prices

The procedure outlined in the previous section can be used to simulate a
sample of firms, but without additional heterogeneity the model cannot be
estimated. The production function amounts to a transformation of the first
order condition for labor, which is used to calculate labor input. There is no
unobserved heterogeneity across firms that makes it a stochastic relation-
ship, see also Bond and Söderbom [2005]. For each of the three experiments
we perform, a different source of heterogeneity is introduced; each is
illustrated using the first order condition for labor in logarithmsFequation
(15).
Heterogeneity in factor prices enters (15) linearly, adding an additive error

(Zwit) to lnWt:

ð15aÞ lnLit ¼
1

1� al
ðlnðalÞ þ lnAit � lnWt � ZwitÞ þ

ak
1� al

lnKit:

If the error is assumed to be independent over time andnormally distributed,
the derivation of the investment equation remains unchanged. Interpreted
this way, the error will also appear in the wage bill. An alternative
interpretation for the same random variable is as optimization error in
the choice of labor. While firms on average choose labor input according to
the first order condition, some random mistakes are made.29 A third way to
rationalize the error term is as a shock to productivity after labor input
is chosen, but before production takes place or investment is chosen.30 In this
case, the productivity term used in the Euler equation for investment and in
the production function differs from the productivity term in the first
order condition for labor by the same error. The results we present are
consistent with the first two interpretations, which only differ for the index
numbers.
Table I contains the results using three different assumptions on the

evolution of unobserved productivity. In the top panel, productivity is the
sum of two processes: a firm fixed effect and decaying productivity shocks

29Heterogeneity in the cost of capital would enter themodel in the sameway as optimization
error in the choice of investment.Results inVanBiesebroeck [2004] indicate that such variation
would be of lesser importance, as the endogeneity problem in estimating the production
function is most severe for variable inputs. Heterogeneous adjustment costs for capital would
enter similarly as multiplicative optimization errors.

30As discussed in Ackerberg et al. [2005], this allows for identification of the production
function with the Olley-Pakes methodology, at least if the timing of input choices is exactly as
discussed above.
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following anAR(1) process with r5 0.3. Both productivity terms aremean-
zero normally distributed randomvariableswith a standarddeviation of 0.5.
In the next two panels, both processes are included separately; in these cases,
the productivity terms have a standard deviation of one.
When both the constant and autoregressive components are included, all

methods obtain high correlations between true and estimated productivity
levels, in column (1a), and generally even higher correlations for growth
rates, in column (2a). Especially the parametric methods provide accurate
estimates with correlation statistics of approximately 0.97 for the levels and
0.99 for growth rates. The improvement over OLS is much greater for

Table I

WageHeterogeneityFOptimizationError

correlation with true
productivity coefficient bias for

level growth labor capital

Productivity is the sum of an AR(1) process and a fixed effect
(1a) (2a) (3a) (4a)

IN (wage heterogeneity) 0.969 0.942 0.003 � 0.003
IN (optimization error) 0.705 0.665 0.027 � 0.027
DEA 0.771 0.568 � 0.086 � 0.010
OLS 0.792 0.963 0.022 0.083
SF 0.969 0.975 0.027 � 0.011
GMM 0.975 0.996 � 0.002 0.048
OP 0.973 0.990 0.009 � 0.024

Productivity consists of a firm-fixed effect and entirely transitory shocks
(1b) (2b) (3b) (4b)

IN (wage heterogeneity) 0.994 0.920 0.003 � 0.003
IN (optimization error) 0.916 0.615 0.027 � 0.027
DEA 0.812 0.332 � 0.042 � 0.133
OLS 0.594 0.592 0.124 0.149
SF 0.993 0.929 0.040 0.004
GMM 0.996 0.987 � 0.007 0.016
OP 0.737 0.702 0.088 0.167

Productivity follows an AR(1) process
(1c) (2c) (3c) (4c)

IN (wage heterogeneity) 0.885 0.912 0.029 � 0.029
IN (optimization error) 0.863 0.904 0.026 � 0.026
DEA 0.878 0.904 � 0.119 � 0.052
OLS 0.942 0.981 0.082 � 0.072
SF 0.709 0.880 0.193 � 0.228
GMM 0.889 0.994 0.030 0.210
OP 0.984 0.995 0.043 � 0.058

Notes: Columns (1) contain the Spearman rank-correlation between estimated productivity levels and the true

values of the data generating process. Columns (2) contain the correlation between estimated and true

productivity growth. Columns (3) and (4) contain the bias in the estimated labor and capital coefficients. For IN

andDEA, the average of the firmspecific biases are reported. IN is the onlymethodwhere it matters whether the

errors in the data generating process aremodeled as wage heterogeneity or optimization errors. Results for both

cases are reported.
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productivity levels than for growth.31 Especially the GMM and OP
estimators are able to reduce the upward bias in the labor coefficient
estimate, in column (3a). The bias for the capital coefficient remains
nonnegligible, in column (4a), and is smallest for the SF estimator. The index
numbers are almost as reliable as the parametric methods, but only if the
errors in (15a) are interpreted as wage heterogeneity, i.e., if the errors also
enter the wage bill. Finally, DEA results marginally improve over the IN
results for productivity levels, in the optimization error case, but for
productivity growth they are least accurate of all.
The different assumptions on the productivity process will influence a

firm’s investment policy and affect how serious the endogeneity problem is.
The lower the persistency of the shocks across periods, the lower the weight
of current productivity in the investment equation. In the limit, if r falls to
zero, the firm ignores productivity shocks, only investing to make up for
depreciation. This is the situation in the middle panel, and methods
including fixed effects, SF andGMMachieve almost perfect correlations for
productivity level estimates. Finally, results without permanent productiv-
ity differences, but with persistent productivity shocks, are in the bottom
panel. The OP estimator that exploits the firm’s knowledge about these
shocks, as captured by its investment decisions, estimates productivity levels
and growth rates almost perfectly. A more detailed discussion of the results
for each individual estimator follows in Section VI.
Results in Table I can be used to guide applied researchers in a choice of

productivity measurement methodology, at least if the data is measured
accurately, and if one is fairly confident that all firms in the sample share the
same production technology. Measurement errors are incorporated in
Section V(ii) (Table II) and heterogeneity in production parameters in
Section V(iii) (Table III). Situations where we expect this to be the case are,
for example, large census data sets in developed countries where the analysis
can be performed on narrowly defined industries. In developing countries,
where data is likely to be more noisy, the current results could still apply
reasonably well to agricultural applications or even formanufacturing firms
where output and inputs are more straightforward to measure.
These results will be especially relevant if we expect wage (or relative price)

heterogeneity to be important, e.g., when labormarkets are geographically or
functionally segregated or when firms face radically different costs of capital,
for example because smaller firms have no access to formal credit markets. If
optimizationerrors are expected tobeparticularly important, these resultswill
again be relevant. Examples would be data sets with many new firms or with

31 It is a strong assumption to introduce wage heterogeneity as purely independent across
firms and independent of productivity levels. In the likely case that productivity is positively
correlated with wages, the improvement of the more sophisticated parametric methods over
OLS would be less pronounced.
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inexperienced owners, or firms facing rapid technological change or other
changes in their environment. High frequency productivity shocks, occurring
after one input is fixed but before investment for next period’s capital takes
place, are a third situation where the current results are instructive.

V (ii). Measurement Error

Measurement error can be added to inputs or outputs to break the exact
relationship between the first order condition and the production function.
In this case, all variables are calculated as described in Appendix A, but the
variables the econometrician observes differ from these by some random
error. Mean-zero, independent and standard normally distributed error

Table II

MeasurementError

Measurement error in output

correlation with true
productivity coefficient bias for

level growth labor capital
(1a) (2a) (3a) (4a)

IN 0.307 0.131 0.014 � 0.014
DEA 0.090 0.086 0.255 0.088
OLS 0.027 0.079 0.404 � 0.404
SF 0.024 0.077 0.419 � 0.426
GMM 0.212 0.077 0.380 � 0.554
OP � 0.011 0.078 0.417 � 0.389

Measurement error in output with (some) wage heterogeneity

correlation with true
productivity coefficient bias for

level growth labor capital
(1b) (2b) (3b) (4b)

IN 0.302 0.129 0.013 � 0.013
DEA 0.233 0.114 � 0.068 0.208
OLS 0.176 0.125 0.080 0.010
SF 0.178 0.122 0.099 � 0.024
GMM 0.323 0.142 � 0.057 0.094
OP 0.292 0.128 0.042 � 0.048

Measurement error in inputs
(1c) (2c) (3c) (4c)

IN 0.390 0.159 0.012 � 0.012
DEA 0.446 0.170 � 0.223 0.046
OLS 0.417 0.177 0.019 � 0.031
SF 0.725 0.252 � 0.166 � 0.044
GMM 0.776 0.455 � 0.368 � 0.392
OP 0.734 0.252 � 0.119 � 0.213

Note: Statistics are the same as in Table 1. The wage heterogeneity in the middle panel can alternatively be

interpreted as optimization errors (not for IN). Productivity is the sum of an AR(1) process and a fixed effect.
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draws (eLit ; e
K
it ; e

Q
it ; e

I
it; e

W
it ) are added to the logarithmic values of labor,

capital, output, investment and the wage bill.
For the results in the first panel of Table II, only output is measured with

error. While this is sufficient to make the model estimable, the identical first
order condition for all firms leads to parametric estimates of the labor
coefficient equaling unity and zero for the capital coefficient.32 A more

Table III

Heterogeneity in ProductionTechnology

Enforcing constant returns to scale (aLi & 1�aLi)

correlation with true
productivity coefficient bias for

level growth labor capital
(1a) (2a) (3a) (4a)

IN 0.918 0.995 0.003 � 0.003
DEA 0.822 0.632 � 0.071 � 0.008
OLS 0.236 0.734 0.378 � 0.381
SF 0.213 0.737 0.378 � 0.376
GMM 0.490 0.884 0.273 � 0.243
OP 0.352 0.764 0.357 � 0.370

Enforcing constant returns to scale with (some) wage heterogeneity

correlation with true
productivity coefficient bias for

level growth labor capital
(1b) (2b) (3b) (4b)

IN 0.878 0.982 0.002 � 0.002
DEA 0.744 0.667 0.005 � 0.024
OLS 0.536 0.812 0.116 � 0.025
SF 0.721 0.838 0.105 � 0.094
GMM 0.800 0.889 0.060 � 0.080
OP 0.777 0.843 0.091 � 0.142

Allowing for variable returns to scale with (some) wage heterogeneity (aLi & aKi)

(1c) (2c) (3c) (4c)

IN 0.753 0.954 0.003 0.005
IN� 0.393 0.986 0.003 � 0.001
DEA 0.754 0.640 0.055 0.010
DEA� 0.457 0.553 0.191 � 0.162
OLS� 0.181 0.586 0.346 � 0.311
SF� 0.254 0.613 0.329 � 0.302
GMM� 0.384 0.813 0.104 � 0.131
OP� 0.200 0.605 0.335 � 0.294

Note: Statistics are the same as in Table 1. Productivity is the sum of an AR(1) process and a fixed effect.
�Indicates results when (some) wage heterogeneity (which can alternatively be interpreted as optimization

errorsFnot for IN) is added in the data generating process.

32 Solving the first order condition (15) for lnAt and substituting in the production function
(A.1) immediately makes clear why this is the case.
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interesting exercise is to include measurement error in output, together with
wage heterogeneity with only half the standard deviation used in the
previous section. These results are in the second panel of Table II. The
reduction in correlations for all methods, relative to Table I, is substantial.33

Finally, we add measurement error to the factor inputs, investment and the
wage bill, but not to output. The errors are added after all endogenous
variables are generated. For example, the labor input that the econome-
trician observes ( ~Lit) contains measurement error (ZLit),

ð15bÞ ln ~Lit ¼
1

1� al
ðlnðalÞ þ lnAit � lnWtÞ þ

ak
1� al

lnKit|fflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
lnLit

þZLit ;

but the labor input (Lit) substituted in the production function to calculate
output does not contain the error. The effect on the various methods differs
markedly; results are in the bottom panel of Table II. It is here that the
advantage of the stochastic nature of the parametric methods becomes
apparent.
Results in Table II apply when measurement errors are important, which

begs the question of how one is to know. In some cases variables will fail
obvious consistencychecks, e.g., thewagebillmight exceedvalueadded for an
implausibly large number of firms, output levels might display large spikes
which are not matched by input increases and disappear after a single year,
etc. Another situation in which these results are relevant is when input
measures are relatively crude, e.g., they lump together workers of varying
quality, do not adjust for intensity of input use such as capacity utilization or
temporaryworkers, or ignore cross-firmvariation inhoursworked. Similarly,
the output measure may combine different products and the composition
changes over time or between firms. If such data imperfections are exogenous
or at least uncorrelated with productivity, the effect will be similar to
measurement error. When variables are constructed from firm surveys that
use recall information in the absence of accounting data, as is often the case in
developing countries, measurement errors are of obvious concern.
At this point, it is also useful to mention the results for two additional

estimators, which are elaborated on in Appendix B. All parametric methods
distinguish implicitly between two sources of variation in the production
function (8), oit and eit, because only the first term leads to the endogeneity
problem. When productivity estimates are calculated according to equations
(9) and (10), the random errors (eit) are implicitly lumped into the productivity
estimate.To the extent that thesecaptureunobserved (to thefirm)productivity
shocks or shocks that are realized after inputs are chosen, that is still

33 The correlations for productivity growth tend to be affected much more, as i.i.d.
measurement errors for two time periods enter these calculations.
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satisfactory. If they representmeasurementerror, it reduces theaccuracyof the
productivity estimates. For the stochastic frontier and semiparametric
estimators, it is possible to calculate a pure estimate of productivity level
(oit � ot) or growth (oit�oit� 1), purged from the random errors.
The correlations in the third line of Table B.1 indicate that these methods

perform much better than any of the estimators in Table II if output is
measured with error, at least if one is interested in productivity levels.
Especially the alternative Olley-Pakes estimator (OP2) achieves a high
correlation (0.783), almost as high as for the experiments in Table I. The
alternative stochastic frontier method (SF2) also outperforms the other
methods in Table II and becomes the preferred estimator if all productivity
differences are fixed over time (results not reported).
These two alternative methods are more appropriate to estimate

productivity levels than growth ratesFnote the consistently low correla-
tions in columns (2a) and (2b). The SF2 method estimates a firm-specific
deterministic productivity growth rate, which performs very poorly in all
experiments. The OP2 estimator is the preferred estimator for productivity
growth if only output is measured with error and is second best if inputs are
noisy. Still, the correlations are sufficiently below the results with the usual
OP estimator in all the other exercises reported in Tables I and III to make
one wary of using OP2 for productivity growth calculations.

V (iii). Heterogeneity in Technology

Finally, heterogeneity can also be introduced through the technology
parameters.Normally distributed errors (Zliand/or Z

k
i ) are added to the input

elasticity parameters in the production function. These errors are assumed
to differ by firm, but to be constant over time. The first order condition for
labor (15c) and the Euler equation for investment will also contain the firm-
specific production parameters:

ð15cÞ lnLit ¼
1

1� al � Zli
ðlnðal þ ZliÞ þ lnAit � lnWtÞ

þ ak þ Zki
1� al � Zli

lnKit:

This change makes the parametric approaches misspecified, but not the two
nonparametric approaches, INandDEA,as theymakeonly limited functional
form assumptions on the deterministic part of the production model.
For the results in the top panel of Table III, the constant returns to scale

assumption in production is maintained in the data generating process. A
normally distributedmean-zero termwith standard deviation of 0.1 is added
to the labor coefficient (ali ¼ 0:6þ Zli), while the capital coefficient is still
1� ali. In the simulated samples, this amounts to a labor coefficient varying
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between 0.35 and 0.84, with an interquartile range of 0.55–0.65. Introducing
these errors makes the production function estimable, but they do not break
the link between the first order condition and production function.34 In the
middle panel of Table III, somewage heterogeneity is added as well, as in the
previous experiments. Finally, both input coefficients are varied indepen-
dently, results in the bottom panel, which relaxes the constant returns to
scale assumption in the data generating process. As a result, it becomes
impossible to derive an explicit investment equation and we have to rely on
equation (A.5) to compute optimal investment numerically.35

Without wage heterogeneity, the parametric approaches are very
unreliable, evident from the large biases on the input elasticity estimates
and the low correlations for productivity levels. In contrast, the INandDEA
estimators are able to deal very well with the technological heterogeneity.
Even when returns to scale vary, productivity level correlations for IN and
DEA are still around 0.75. With wage heterogeneity, the parametric
estimators perform not quite as badly under constant returns to scale,
although correlations are never as high as for the index numbers. Under
variable returns to scale, their adjustments for the endogeneity problem
are ineffective, resulting in upward biases in the labor coefficients almost as
large as with OLS. The correlation with the true productivity levels is on
average only 0.28 for the three parametric methods.
Given the stark differences between estimators in these experiments, it

would be particularly useful to know when the results in Table III apply.
One situation would be if one’s data set pools firms from different industries
or different countries and the sample size is not large enough to split the
sample. If observations are aggregate entitiesFe.g. industriesFor are
mostly larger firms in developed economies, the results under the constant
returns to scale assumption are likely to be most appropriate. If the
sample contains firms from developing economies, firms from a new
industry, or many entrants, the variable returns results are likely to be more
relevant.
Even if all firms come from a single industry, there might be good reason

to suspect that they do not all use the same production technology.
For example, plants producing steel have the choice to operate as an
integratedmill using the basic oxygen furnace tomelt iron ore or operate as a
so-called mini-mill using electric furnaces to process scrap metal.
Automobile assembly plants can use highly automated mass manufacturing

34 The model is only estimable because the intercept varies with the labor parameter.
35 Ideally, one would like to investigate the impact of the functional form of the production

function more thoroughly, as was done with U.S. data in Berndt and Khaled [1979]. Previous
Monte Carlo studies, for example Gagné and Ouellette [1998] and sources cited there, use
exogenously generated inputs to study robustness to functional form. In the current
framework, it is only possible to explicitly derive consistent input choices for the simplest of
technologies (Cobb-Douglas) and only if no scale economies are present.
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methods to maximize scale economies or alternatively rely on lean, more
flexible, manufacturing techniques. Larger textile firms in developing
countries that produce for the export market are often much more
automated than domestically-oriented, smaller competitors. In each case,
one might be hesitant to split the sample a priori, but when diverse firms are
pooled, heterogeneity in technology is likely to be important.
A final point to note is that these experiments underscore that identifying

the parameters of a Cobb-Douglas production function is not obvious. For
example, introducing measurement error in output or heterogeneity in
technology in the data generating process was not sufficient to break the link
between the first order condition and the production function. In these
experiments, we simply added some wage heterogeneity or optimization
errors when necessary. An alternative solution would have been to
make both inputs subject to adjustment costs or allow productivity to
change after labor input is chosen, but before production takes place.
Structural identification of the parametric estimators is studied in greater
detail in Bond and Söderbom [2005] and Ackerberg et al. [2005]Fsee also
footnote 16.36

VI. STRENGTHS ANDWEAKNESSES OF EACHMETHOD

VI (i). Index Numbers (IN)

This method tends to produce very robust results across the different
experiments.Correlations are consistently among the highest of the different
methods, especially for productivity growth estimates. If one has no a priori
information about the importance and the degree of persistence of
productivity shocks, the index numbers provide a compromiseFperform-
ing intermediate in the extreme situations of no or full persistence (compare
the bottom two panels of Table I).
Whenheterogeneity is added linearly in the first order condition, estimates

are especially accurate if it enters as wage heterogeneity, i.e., when the errors
also carry over to the wage bill. This is not surprising as the method exploits
firms’ optimization decision on the input trade-off, as reflected by the share
of labor in total costs. If the heterogeneity is merely optimization error, i.e.,
does not appear anywhere else, correlations are notably lower.

36One of the first papers to discuss explicitly the difficulty identifying parameters in a Cobb-
Douglas production function when inputs are chosen optimally is Zellner et al. [1966]. Bond
and Söderbom [2005 demonstrate that it is impossible to identify the parameters from cross
section variation if all inputs are perfectly flexible and input prices are common to all firms.
They introduce adjustment costs (also to labor) to achieve identification.Ackerberg et al. [2005]
investigate the (implicit) identification strategy for the semiparametric estimator. They argue
that the first stage suffers from a collinearity problem. Their alternative estimator purges the
random errors (eit) from the production function in the first stage and jointly estimates all
coefficients in the second stage using GMM.
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The advantage of the index numbers over other methods is most
pronounced when technology is heterogeneous. Correlations are especially
highwhen returns to scale are constant,whenother errors are absent, and for
the productivity growth estimates. We implemented the Törnqvist index
enforcing constant returns to scale, measuring the capital share in costs as
one minus the labor shareFas is most commonly done in applications.37

Still, even in the case of variable returns to scale, the IN results provide the
highest correlation for productivity growth.
As expected, the method is vulnerable to measurement error, but so are

the alternatives. The index numbers only perform notably worse than the
parametric alternatives when inputs, including the wage bill, are measured
with error. When only output is measured inaccurately, the productivity
level and growth correlations for IN are only slightly lower than for GMM,
the best-performing method in this case.
Bias in input weights is almost entirely absent throughout the three

tables. Even with optimization error, where correlations for IN are
relatively low, the biases are still moderate ( � 0.027). To a large extent,
this is by construction as the data generating process also features
constant returns to scale production; even when returns vary across firms,
they are constant on average. Moreover, when firms optimize input factors
subject to a Cobb-Douglas production function, the wage bill will always
be equalized to the labor input coefficient. Only for this particular
production function do we obtain the input parameter estimates with the
IN method at all.

VI (ii). Data Envelopment Analysis (DEA)

Unlike the results for other methods, the DEA correlations for productivity
growth are rarely higher than the correlations for productivity levels. It
underscores the comparative advantage of this methodFcalculating
productivity levels. Productivity growth comparisons are largely
ad hoc: production plans for different time periods are compared to the
same frontier, which is estimated by pooling all observations. For
comparability with other methods, the efficiency numbers in percentage
terms are rescaled to log differences, which further influences the simple
correlations for productivity growth, but not the rank correlations for
productivity levels.
For DEA, it does not matter whether the linear errors in the first order

condition represent wage heterogeneity or optimization errors. In the latter

37Generalizations exist that control for variable returns to scale, seeVanBiesebroeck [2004],
but they either require an outside estimate for the returns to scale or a user cost of capital.
Results in the latter paper suggest that, in some cases, productivity estimates aremore accurate
when constant returns are enforced, even if they are increasing or decreasing in the data
generating process.
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case, DEAoutperforms IN in the benchmark case (top panel of Table I), but
it still lags the parametric methods. The DEA method handles decaying
productivity shocks, according to the AR(1) process, slightly better than
firm fixed effects. The ad hoc weighting of inputs leads to sizeable biases on
the input elasticities in most cases, without any particular pattern.
Moreover, the variation in weights across plants tends to be large; much
larger than for the index numbers.
Other patterns are as expected. As it is a deterministic method, it is

vulnerable to measurement error. In contrast to the IN results, inaccurately
measured outputs pose more of a problem than measurement errors in
inputs. The correlation for productivity levels in themiddle panel of Table II
stands at only 30% of the comparable benchmark statistic in Table I;
correlations are almost twice as high in the bottom panel. The main
advantage of DEA is to estimate productivity levels when the production
technology is heterogeneous (Table III). Especially in the variable returns to
scale case, it is the most robust method of all. The linear aggregation of
inputs is surprisingly effective in matching the varying weights on the two
inputs. Absent wage heterogeneity/optimization errors (top panel) the
average bias for the labor and capital coefficients is only 0.055 and 0.010,
respectively. Its advantage over the runner-up (IN) in estimating produc-
tivity levels becomes more pronounced if wage heterogeneity compounds
the heterogeneity in technology (middle panel).

VI (iii). Parametric Estimation: Least Squares (OLS)

Ignoring the simultaneity of unobserved productivity and input choicesFas
with OLSFleads to upwardly biased parameter estimates in the production
function. While we expected a larger bias for the more variable input,
consistent with the discussion in Olley and Pakes [1996], the built-in
correlation between the initial capital stock and productivity (see footnote
A.5) leads to a larger bias for the capital coefficient in the benchmark results.
For longer panels, the relative bias eventually turned in the expected
direction. Adding any sort of measurement error has a similar effect.
Moreover, actual data sets tend to be unbalanced panels with a greater exit
probability for less productive firms. If firms with a larger capital stock
overcome greater negative productivity shocks, sample selection will impart
a further downward bias on the capital coefficient.
In the benchmark case, the three parametric methods that explicitly

control for the simultaneity have much smaller biases than the OLS
estimates. While small in absolute value, some biases are still significantly
different from zero, as coefficients are estimated very precisely. When
measurement error or production heterogeneity is added, the advantage of
the more sophisticated estimators over OLS in estimating the input
elasticities becomes less clearcut.
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It is worthwhile to note that the most accurate parametric method in one
situation can be among the least reliable in another situation. This is
especially true for the productivity level estimates. In Table I, the OP
estimator achieves the highest correlation when there are no fixed effects
(bottom panel), while the SF correlation is the lowest. Even without
changing the source of heterogeneity, if productivity is constant over time
instead of evolving according to an AR(1) process, the relative performance
of these two estimators is reversed. At the same time, the OLS correlations
are consistently among the lowest. There is clearly a payoff to the more
sophisticated estimators, but the magnitude of the benefit will depend on
selecting the right method for the situation.
Relative to IN or DEA, the parametric methods are superior if there is

measurement error, even though the production function parameters are
estimated with a downward bias. As expected, this is especially pronounced
with measurement in inputs, and affects the capital coefficient estimates
most. For the OLS results, the effects of the endogeneity problem and
measurement error in the explanatory variables work in opposite directions
in Table II. Coincidentally, for the parameter values and standard
deviations used, OLS estimates happen to be virtually unbiased.38

VI (iv). Parametric Estimation: Stochastic Frontiers (SF)

The highest correlations for SF are obtained in the middle panel of Table I,
where productivity is a firm fixed effect with only transitory productivity
shocks. The correlation with true productivity level drops by 2.5% if an
AR(1) process is added to the data generation process. If only the AR(1)
process is present, the correlation is a full 28.5% lower.While the correlation
for productivity level is an amazing 0.993 with only fixed effects present, the
GMMresultswhich also contain plant dummies are slightly better in the first
two panels and their advantage grows if no fixed effects enter the data
generating process.
Differences are smaller for productivity growth, but in the same direction:

the correlation is 10.7% higher when fixed effects are added to the AR(1)
process. The SF estimator we implemented is very restrictive on the
evolution of productivityFassumed to be the same for all firms and
constant over time. Results with the more flexible alternative estimator, see

38Additional results in Van Biesebroeck [2004] indicate that the performance of parametric
methods improves initially if measurement error is gradually increased.While the correlations
for the nonparametric methods decrease monotonically with increasing standard deviation on
the measurement error, the correlations for parametric methods tend to increase first and only
decline for very large errors. This stems from the difficulty identifying a Cobb-Douglas
production function. Adding some randomness helps (initially) in breaking the link between
the production function and the first order condition used to calculate labor input.
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SF2 in Appendix B, are not very robust either; at least in the current
experiments without any productivity trend in the data.
Given that the stochastic frontier estimators make explicit assumptions

on the underlying distribution of productivity, they are likely to be most
sensitive to the exact modeling of productivity in the data generating
process. For example, they generally assume that the productivity terms are
left-skewed, as they are truncated from above at zero. Generating errors
with such skewness built-in improved correlations slightly, see Van
Biesebroeck [2004]. It makes evaluating this estimator sensitive to the
maintained assumptions.
Overall, the results for SF tend to beworse than for either theOPorGMM

estimators, which each have their particular advantages. Nowhere in Tables
II or III are the SF correlations higher than both the OP and GMM results.
However, the difference are often small. The results for SF areweakest when
there are no fixed effects in productivity and with measurement error in
output. In these cases, the correlations are lower and the bias on the
parameter estimates larger than for the OLS results. In the latter case, the
SF2 method does provide good productivity level estimates.

VI (v). Parametric Estimation: Instrumental Variables (GMM)

The inclusion of firm dummies makes this estimator, just as the stochastic
frontiers, more apt at dealing with firm fixed effects in the productivity
process thanwith persistent productivity shocks. The built-inAR(1) process
stillmakes theGMMestimator perform ratherwell inmost experiments, but
this could change if actual productivity dynamics took a different form.
When all productivity growth is random and transitory, in the second panel
of Table I, it produces the highest correlations for both productivity levels
and growth rates, and parameter biases are almost as low as for IN.
The GMM estimator achieves the highest correlations in several of the

panels in Tables I–III, including in the benchmark results. Its advantage is
often higher for productivity growth rates than for the levels. In particular,
GMM results tend to be least sensitive to measurement error in both inputs
or output. It is the only parametric method to outperform the nonpara-
metric but deterministic approaches when output is measured with error
(middle panel of Table II). Still, results with measurement error tend to be
worse than for the other types of heterogeneity considered in Tables I or III.
Correlation statistics are less than one third of the benchmark results and
only slightly higher than for the deterministic DEA method that simply
ignores all errors. Finally, the stochastic frontier and semiparametric
estimators have alternatives that are particularly accurate when measure-
ment error primarily affects output.
In the benchmark case (top panel of Table I) and with measurement error

for inputs, the highest correlations for productivity levels and growth
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rates are achievedwith theGMMestimator, but it alsohas the highest bias for
the input parameter estimates. This discrepancy is particularly apparent in the
bottom panel of Table II. Its correlation for productivity growth is almost
twice as high as for any other method, but both input coefficients are
estimated with a very large downward bias. While the method allows for
general (unobserved) productivity processes, the trade-off is lower precision
in the estimates of the deterministic portion of the production process. The
coefficient restrictions on the lagged input termsFe.g., the coefficient on
lagged capital should equal rakFare always rejected and not enforced.
The inclusion of lagged terms and fixed effects in the model is also an

advantage when there is heterogeneity in the production technology; see
results in Table III. At least when some wage heterogeneity is added to the
first order condition, theGMMcorrelations approach the IN results. Just as
for the other parametric estimators, the average bias on the production
function parameter estimates is higher than in the benchmark case.
However, in the variable returns to scale case (in the bottom panel), only
the GMM estimator is able to improve over the OLS parameter estimates.

VI (vi). Semiparametric Estimation (OP)

This estimator has its strong points, but is not as consistent as the index
numbers or GMM estimator. In the benchmark case (top panel of Table I),
OP results virtually tie with the GMM results. Correlations are marginally
lower, but so is the bias on the coefficient estimates. Correlations for OP are
in turn marginally higher than for IN, but coefficient biases are somewhat
higher as well.
OP productivity estimates are extremely accurate in the absence of fixed

effects. If productivity shocks are idiosyncratic, large, and at least partly
persistent, the control function approach in OP contains useful information
about the arrival of shocks. In particular, when productivity evolves
according to a pure AR(1) process, which satisfies the Markov assumption
in themodel, the correlations are 0.984 for the levels and 0.995 for the growth
rates. The advantage of OP over SF or GMM is likely to be even larger if
productivity evolves according to a more general process, e.g., if shocks
decay at firm-specific rates or if persistency varies over time. In contrast, if
shocks are entirely transitory and firm fixed effects are important (middle
panel of Table I), correlations with OP are low and the biases on the
parameter estimates are even larger than for OLS.
Among the parametric methods, if one is mainly interested in measuring

productivity growth, the GMM and OP methods seem preferable.39 If the

39 The low correlation for productivity growth with OP in column (2b) of Table 1 is not very
informative. The firm-specific growth in this case is merely the arrival and disappearance of
transitory shocks, which averages to zero over the sample.
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principal interest is in cross-firm comparisons of productivity levels, one has
to consider the process that governs the evolution of productivity. If
productivity differences are likely to be stable and productivity shocks are
transitory, GMM and SF are preferable. The same would hold if
productivity shocks aremostly common to all firms. If shocks are persistent,
OP is the most reliable method.
In the experiments that introducemeasurement error andheterogeneity in

technology, but no other errors (top panels in Tables II and III), the
correlations for OP are clearly lower than for GMM. When some
wage heterogeneity is introduced additionally (middle panels) the differ-
ences are smaller. OP correlations with measurement error and wage
heterogeneity (or optimization error) stand at 91% of the GMM
correlations; with heterogeneity in technology they are even 96% of the
GMM correlations, on average. If the extra heterogeneity is introduced as
high frequency productivity shocks occuring after labor input is cho-
senFthe third interpretation of the shocks in the first experimentFOP
correlations are higher than theGMMstatistics. In this case, the investment
equation provides the most up to date information on the state of
productivity of any observable variable.40

Finally, results in the bottom two panels of Tables II and III are less
encouraging forOP. Ifmeasurement errors affect inputs and investment, OP
is almost as effective as GMM to estimate productivity levels, but not for
growth rates. Results in Van Biesebroeck [2004] indicate that if only
investment is observed with error, the effect on OP is smaller than for
similarly sized errors to output or inputs, which is reassuring. When
technology is heterogeneous and returns to scale are variable, the advantage
of OP over OLS in each of the four columns is marginal. In this case,
investment decisions are more complicated as they also depend on the
capital stock. Moreover, the actual impact of both productivity and capital
differs by firm as the input elasticities enter the Euler equation for
investment.

VII. CONCLUSIONS

For five widely used techniques to estimate productivity, we have compared
the robustness of the results to different ways randomness can enter the
model of production. While the different literatures have evolved more or
less independently, our discussion of the different estimators highlights the
fact that the underlying model is very similar, but that methods differ in
the assumptions they make on two unobservables: the nature of the input
trade-off embodied in technology and the evolution of productivity. Using

40These last results are not reported, as the empirical relevance is unclear, but are available
upon request.
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simulated samples of firms, we introduced three sources of variation in the
data generating process: factor price heterogeneity (which alternatively can
be interpreted as optimization error or productivity shocks occurring after
inputs are chosen), measurement error, and differences in production
technology.
As mentioned earlier, each method has its own strengths and weaknesses.

It is no surprise then, that the different experiments tend to favor different
estimators. Even though several of the findings are in line with a priori
expectationsFfor instance, nonparametric methods do well when the
production function is heterogeneous; stochastic methods do well if there is
measurement errorFwe believe several findings are novel. Moreover,
researchers do not always base their choice of methodology for estimating
productivity explicitly on the expected performance in the specific situation
at hand. Even though the simulated experiments represent only a fraction of
the situations onemight face, we can draw some lessons concerningwhenwe
expect each methodology to be particularly appropriate. We summarize
these here:

(i). Index numbers (IN): Unless one expects the data to be subject to a lot of
measurement error, this method produces consistently accurate
productivity growth estimates. When the units of analysis (firms,
industries, . . .) are likely to employ different technologies, productivity
level estimates are among the most robust as well.

(ii). Data envelopment analysis (DEA): While never the ideal method for
estimating productivity growth, it is the preferred estimator for
productivity levels if technology is likely to vary across firms and scale
economies are not constant. Examples would include situations where
one has to pool firms fromvery different industries, at different stages in
their lifecycle or operating in countries with different levels of
development.

(iii). Ordinary least squares (OLS): Given the well-known problem of
simultaneity among inputs and unobserved productivity, this method
is generally not advisable.A simple fixed effects estimatorwill do better
in most situations. Its disadvantage is less acute for productivity
growth than for productivity levels.

(iv). Stochastic frontiers (SF): When one has good reason to believe that
productivity differences are constant over time, that output is
measured accurately and that observations share the same technology,
this method produces accurate productivity level estimates.

(v). GMM-SYS: In the presence of measurement error or heterogeneous
production technology, this provides themost robust productivity level
and growth estimates of the parametricmethods. In the absence of these
forms of heterogeneity, it provides the most reliable results overall if at
least part of the productivity difference is constant over time.
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(vi). Semiparametric estimator (OP): When firms are subject to idiosyn-
cratic productivity shocks that are not entirely transitory, this
estimator will exploit the firm’s knowledge about these shocks. In
addition, if output is measured with error, the alternative estimator,
which purges random noise from the productivity estimates (discussed
in Appendix B), provides accurate results, especially for productivity
levels.

APPENDIX A

DATA GENERATION

A (i). A Representative Firm

The different methodologies are compared using simulated data, constructed from a

representative firm model. The model is the simplest possible that allows for input

substitution in the production function and optimal input choices over time. The firm

chooses labor input and investment over time to maximize the net present value of

profits, subject to a production function, initial capital stock and a capital

accumulation equation:41

ðA:1Þ

max
Lt; It

Et

X1
t¼0

bt½Qt �WtLt � gðItÞ�

subject to Qt ¼ AtL
al
t K

ak
t

Ktþ1 ¼ ð1� dÞKt þ It

K0 ¼ K :

Qt is the value of output, Wt the wage rate, and g(.) is a convex function capturing all

costs associated with investment, including adjustment costs, the purchase price of

capital, and the present value of all user costs. Current investment only becomes

productive in the next period. The firmobserves all variables at time t, including its own

productivity level At.

The first order condition for labor immediately gives optimal labor input as a

function of predetermined variables and parameters

ðA:2Þ Lt ¼ ð
alAt

Wt
Þ1=ð1�alÞKak=ð1�alÞ

t :

The Euler equation for investment is

ðA:3Þ g0ðItÞ ¼baka1=ð1�alÞl Et½A1=ð1�alÞ
tþ1 W

al=ð1�alÞ
tþ1 K

ðalþak�1Þ=ð1�alÞ
tþ1 �

þ bð1� dÞEt½g0tþ1ðItþ1Þ�:

Under constant returns to scale, the capital stock drops out of (A.3). Assuming

quadratic investment costs, gðItÞ ¼ b
2
I2, and forward substituting equation (A.3) gives

41 The exposition in this section benefited from Chapter 4 in Syverson [2001]. For an
alternative approach to simulate the data, using the firm’s value function, see Bond and
Söderbom [2005].
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the investment function as a function of current and future exogenous variables,

ðA:4Þ It ¼
baka

1=ð1�alÞ
l

b
Et½
X1
t¼0
½bð1� dÞ�tA1=ð1�alÞ

tþ1þt W
�al=ð1�alÞ
tþ1þt �:

Adding rational expectations and assumptions on the evolution of exogenous

variables, we can forward substitute Atþ 1þ t and Wtþ 1þ t to express investment as a

function only of current variables and parameters. The wage rate is modeled as a

random walk (lnWt � i:i:d:Nð0; s2wÞ) and log-productivity is an autoregressive

process with a firm fixed effect (ln Ait 5 aiþ ait with ait 5 rait� 1þ Zit and Zit � i.i.d.

Nð0; s2aÞÞ. This reduces the investment equation to a deterministic function42

ðA:5Þ It ¼
baka

1=ð1�alÞ
l

b

X1
t¼0
½bð1� dÞ�t expðai þ aitrtþ1

1� al
Þ
Yt
s¼0

expð1
2
ð sar

s

1� al
Þ2Þ:

Under variable returns to scale, it is impossible to solve the investment function

analytically as a function of exogenous variables. Because the future capital stock is a

function of current investment, equation (A.3) is a nonlinear function of It. Univariate

bifurcation methods can be used to find the investment that solves for f[I]5 0, as a

function of productivity and capital, in

f½IðAt; KtÞ� ¼bIðAt; KtÞ
� a1Et½ A

1=ð1�alÞ
tþ1|fflfflfflfflffl{zfflfflfflfflffl}

expðaiþraitþeitÞ

W
al=ð1�alÞ
tþ1 K

ðalþak�1Þ=ð1�al Þ
tþ1|fflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflffl}
ð1�dÞKtþIðAt;KtÞ

�

� a2Et½bIðAtþ1|ffl{zffl}; Ktþ1|ffl{zffl}Þ�
¼bIðAt; KtÞ

� a1 exp ð
s2wa

2
l þ s2a

2ð1� alÞ2
þ ai þ aitr

1� al
Þ½ð1� dÞKt þ IðAt; KtÞ�ðalþak�1Þ=ð1�alÞ

� a2b
Z
e
Iðexpðai þ rait þ eÞ; ð1� dÞKt þ IðAt; KtÞÞf ðeÞde;

where the coefficients a1 ¼ baka
1=ð1�alÞ
l and a2 5 b(1� d) come from equation (A.3) and

the logarithm of the wage rate is assumed to follow a randomwalk withmean zero.We

use the Newton-Raphson algorithm to find the root for f[I]5 0 and the integration is

handled by Gaussian quadrature using five points of support.

Simulating the sample starts by drawing values for the annual industry wage rate

(Wt) and initial values for capital (Ki0) for all firms. In the benchmark model, the wage

rate and cost of capital are normalized to one, but this can easily be relaxed. The capital

series is initialized to resemble the first year of an actual sample of firms, details are in

Van Biesebroeck [2004]. Log-capital is drawn from a normal distribution with mean

five and standard deviation 1.5. In addition, for each firm we draw the productivity

shocks (Zit), the fixed component of productivity (ai), and initial values for productivity

(ai0) from mean-zero normal distributions.43 The parameters governing the evolution

42 The derivation uses that E ½exp ðgetÞ� ¼ expð12ðgsaÞ
2Þ for normally distributed variables.

43According to the Euler equation, more productive firms will invest more in the simulated
data. We incorporate this past investment behavior by forcing a correlation of 0.3 between
initial productivity and the capital stock in the first year. Without such an initialization, the
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of productivity are discussed in the main text; see Section V(i). Adding a set of

parametersG5 [al, ak,b, d, b], one can generate all (endogenous) variables y5 [Q,K,L,

I, WL]. We use the following parameter values: 0.6 for the labor coefficient in the

production function (al), 0.4 for capital (ak), 0.95 for the discount rate (b), 0.15 for the
depreciation rate (d), and the adjustment cost for capital (b) is calibrated to match the

investment share in an actual data set (see below).

Without additional heterogeneity, the model cannot be estimated, as the first order

condition for labor is merely a transformation of the production function. There is no

unobserved heterogeneity across firms thatmakes it a stochastic relationship. For each

of the three experiments discussed in Section V, we introduce a different source of

heterogeneity. Each can be illustrated straightforwardly modifying the deterministic

first order condition for labor in logarithms:

ð150Þ lnLit ¼
1

1� al
ðlnðalÞ þ lnAit � lnWtÞ þ

ak
1� al

lnKit:

A (ii). A Reality Check

To verify that the firm samples simulated with this data generation process resemble an

actual data set, we compare a number of summary statistics with the corresponding

statistics for an actual sample of plants. The real data was taken from the Colombian

census of manufacturing, limited to 256 textile plants over the 1981–91 period; details

on the data source are in Roberts [1996]. The data generating process used to compare

the simulated and real data includes the first two sources of heterogeneity

(heterogeneous wages/optimization error and measurement error). The standard

deviations for the error terms are only half as large as in themain analysis in Section V,

where each source is considered separately.44

The comparison indicates that appropriately choosing the parameters in the

representative firm model generates a sample of firms that closely resembles an actual

data set. Full results are in the working paper version (see Tables I and II in Van

Biesebroeck [2004]) and available upon request for each of the individual sources of

heterogeneity as well. There are sufficient degrees of freedom to match the observed

statistics much better, for example the size of measurement error could vary by

variable, but we are mainly interested in verifying whether production function

estimates are similar for the real and simulated data.

A number of findings are worthwhile mentioning specifically. Average levels and

standard deviations of all observable variables match reasonably well, even without

including any time trends in the data. On the simulated data, the labor coefficient in a

Cobb-Douglas production function is estimated much higher than the wage share in

output, 0.89 versus 0.62 (0.98 versus 0.62 in Colombia), while the R2, at 0.83, is similar

to that for the Colombian data (0.82). The correlation of the (log) level of output with

standard deviation of capital almost doubles, as some highly productive firms go on an
investment binge because theywere randomly started offwith a low capital stock and vice versa
for large but unproductive firms.

44 To obtain an unbalanced panel, as in most data sets, we augment the algorithm with an
exogenous exit rule that drops firms randomly. The probability of exit is modeled as a
decreasing function of productivity and the size of the capital stock.
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labor is 28% higher (29% in Colombia) than the correlation with capital. The

correlation between capital and labor is one of the lowest of all pairs in both cases: 0.70

for the simulated and 0.69 for the Colombian data. The correspondence is not as tight

for the growth rates: the average correlation between all simulated variables is 0.33,

while it is only 0.22 for the Colombian variables. In addition, the relative correlations

tend to vary quite a bit. One notable pattern is that correlation between the wage bill

and labor input in the observed data is close to unity (in levels or growth rates),

suggesting a small role for wage heterogeneity. Hence, the additive errors in

(150)Fresults in Table I and the middle panels of Tables II and IIIFare more likely

to represent optimization error than wage heterogeneity, which matters for the IN

results.

The simulated and actual samples differ most notably on three dimensions, which

can be moderated by introducing further sources of heterogeneity in the data

generating process. First, investment as a share of capital is higher in the simulated data

and the standarddeviations of investment and capital, but not the investment share, are

lower. These differences are reduced if some heterogeneity in the (adjustment) cost of

capital is introduced. Second, correlations between output and input growth are higher

in the simulated data. This becomes less pronounced if a stochastic component is added

to underlying productivity growth (currently there is no trend at all). Both

generalizations are explored in Van Biesebroeck [2004]. Third, the standard deviation

of the wage share is much lower in the simulated data. While it increases when we

introduce heterogeneity in the technology parameters, in the third experiment, the

standard deviation in the simulated data is never as high as in the the observed data.

This suggests that the technology in the real data is more flexible than the simple Cobb-

Douglas production function.

A (iii). Evaluation

The results we report for all experiments are the averages over 50 simulated samples,

each consisting of 200 firms that are observed over 10 years. Panels are balanced. The

limitation on the number of simulations is the DEA method, which can take up to an

hour for a sample of 2,000 observations if firms vary dramatically in size.

Using the simulated data, production function parameters (al and ak), productivity
levels (lnAit � lnAt) and growth rates (ln Ait� ln Ait� 1) are estimated using each

methodology. The following table summarizes the acronyms we will use when

discussing the results and lists the formulas used to calculate productivity for each

method.

Mehtod (level)–(growth)

IN Törnqvist index enforcing constant returns to scale (4)–(3)
DEA Data Envelopment Analysis: nonparametric frontier (6)–(7)
OLS Least squares estimation of output on L and K (9)–(10)
SF Stochastic frontier with time-invariant productivity ranking (9)–(10)
GMM joint estimation of prod. function in levels and first differences (9)–(10)
OP Semiparametric inversion of investment equation (9)–(10)
Alternative estimators (in Appendix B)
SF2 Stochastic frontier with three sets of dummies per firm (B.1)–(B.2)
OP2 Estimation as OP, productivity calculated without error term (B.3)–(B.4)
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For eachmethod, the estimates for each of the three statistics are compared with the

true values of the data generating process. To evaluate the results, for the production

function parameters we report the bias between estimates and true values. For

methodologies that estimate a distribution of parameters or for the parametric

methods when the underlying technology is heterogeneous, we report the average bias.

For the productivity level, we report the Spearman rank correlation between estimates

and true productivity. This focuses on the order of firms rather than the absolute size of

the estimates, but results are extremely similar using the simple correlation statistic. For

productivity growth, we report the simple correlation statistic. Correlations are

calculated by year and averaged over the ten year sample period. An alternative

evaluation criterion, the mean squared error (MSE) between the actual and estimated

values for productivity and parameter estimates, is reported in the working paper

version; seeVanBiesebroeck [2004]. The ranking of estimators was invariably the same

with the MSE as with the correlations or biases.

APPENDIX B

TWO ALTERNATIVE ESTIMATORS

Twoalternative estimators that calculate productivity (oit in equation (8)) purged from

the random error (eit) are worth mentioning. Cornwell et al. [1990] introduced a more

flexible generalization to panel data of the cross-sectional stochastic frontier,

estimating a time-varying, firm-specific effect using three coefficients per firm:

oit ¼ ai0 þ ai1tþ ai2t2:

Productivity evolves deterministically, but the growth rate changes over time andvaries

by firm. Productivity level and growth can be calculated as

ðB:1Þ lnASF2
it � lnA

SF2

t ¼ ðâi0 � â0Þ þ ðâi1 � â1Þtþ ðâi2 � â2Þt2

ðB:2Þ lnASF2
it � lnASF2

it�1 ¼ ðâi1 � âi2Þ þ 2âi2t:

While the estimator uses a lot of degrees of freedom, it is easy to implement and

straightforwardly generalizes the popular fixed effects estimator.

When the production function (8) is estimated with the semiparametric estimator of

Olley and Pakes [1996], one can calculate a direct estimate of ôit, purged from random

noise êit, but only for firms with non-missing investment. The semiparametric part of

the production function estimated in the first stage (f) combines the effects of

productivity and all other state variables. As this is computable as a nonparametric

function of observable variables, we can obtain a productivity estimate as follows:45

ðB:3Þ ln AOP2
it � lnA

OP2

t ¼ ðf̂it � f̂tÞ � âkðkit � ktÞ

ðB:4Þ ln AOP2
it � ln AOP2

it�1 ¼ ðf̂it � f̂it�1Þ � âkðkit � kit�1Þ:

45Yet another alternative estimator, described in Ackerberg et al. [2005], also purges the
random error from the production function in a first stage, but treats variable and quasi-fixed
inputs similarly.
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TheOP2 productivity estimate only captures the part of productivity known to the firm

at the time it chooses investment, not any subsequent innovation in productivity that

might still contribute to output. In this sense, its interpretation differs from the other

estimators as it explicitly takes out idiosyncratic productivity shocks or shocks that are

realized after inputs are chosen.

The results for these two estimators in Table A.1 are comparable to the three

experiments considered in Tables I–III.46 Their advantage shows up in the results with

measurement error (lines 2–4 in both panels of Table A.1 are comparable to the results

in Table II). The two new estimators outperform their alternative implementationsF
even all other methodsFwhen measurement errors are large. When only output is

measured very imprecisely, they are clearly superior. The correlation with true

productivity level for the SF2 estimator is at least twice as high as for SF: 0.048 versus

0.024 without any wage heterogeneity and 0.406 versus 0.178 in the more realistic case.

The OP2 estimator only works well when there is at least some wage heterogeneity, in

which case it obtains a surprisingly high correlation with true productivity levels of

Table B.1

TwoAlternative Estimators

Productivity is the sum of an AR(1) process and a fixed effect

Stochastic frontier alternative (SF2)

correlation with true
productivity coefficient bias for

level growth labor capital
(1a) (2a) (3a) (4a)

wage heterogeneity 0.898 0.182 0.019 � 0.111
errors in output 0.048 0.019 0.384 � 0.387
errors in output with W.H.� 0.406 0.033 0.095 � 0.157
errors in inputs 0.764 0.067 � 0.527 � 0.372
technology diff. (CRS) 0.250 0.151 0.373 � 0.392
technology diff. with W.H.� (CRS) 0.752 0.151 0.088 � 0.195
technology diff. with W.H.� (VRS) 0.302 0.117 0.226 � 0.189

Olley & Pakes alternative (OP2)

(1b) (2b)

wage heterogeneity 0.866 0.385
errors in output � 0.214 � 0.009
errors in output with W.H.� 0.783 0.309
errors in inputs 0.761 0.281
technology diff. (CRS) 0.469 0.119
technology diff. with W.H.� (CRS) 0.771 0.301
technology diff. with W.H.� (VRS) 0.126 0.173

Notes: Statistics are comparable to the results in Tables 1–3. The biases in coefficient estimates for OP2 are the

same as for OP in Tables 1–3.
�Wage heterogeneity added to aid identification of production function parameters (as before).

46We limit the comparison to the results where productivity is the sum of an AR(1) process
and a fixed effect, i.e., from the nine panels in Tables 1–3, we omit results comparable to the
middle and bottom panels of Table 1.
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0.783 versus 0.292 for OP.47 Interestingly, when only inputs are measured imprecisely,

SF2 and OP2 still have advantages. Even though the correlation differences are

reduced, they still improve over SF and OP: 0.752 versus 0.725 for SF and 0.771 versus

0.734 forOP. Still, the correlation statistic for theGMMestimator (0.776) ismarginally

higher.

Their advantage is almost as large for estimating productivity growth in the presence

of measurement error, as for productivity levels. However, the uniformly low

correlations in columns (2a) and (2b) indicate that these approaches are not preferable

if one is mainly interested in estimating productivity growth. The SF2 and OP2

productivity growth correlations for the exercises inTable I and III are thatmuch lower

than for SF and OP, that it seems extremely risky to use the alternatives to estimate

productivity growth. For productivity levels, correlations for SFandOPalso tend to be

higher in Table I and for the CRS results in Table III, but the differences with SF2 and

OP2 are relatively small. Furthermore, if measurement errors are firm-specific, the

error in the growth estimates (eit� eit� 1) is likely to be relatively small and randomly

distributed in the sample, leading to smaller effects on the productivity growth

correlations.
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