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Abstract. We study local pattern mining in the context of probabilistic
relational databases, developing algorithms for probabilistic variants of
both frequent and correlated pattern mining that use principles of statis-
tical relational learning. As probabilistic selection criteria, we introduce
both a likelihood function and a probabilistic frequency. We report on
experiments on a challenging biological network mining task.

1 Introduction

Local pattern mining traditionally aims at identifying patterns that satisfy cer-
tain constraints w.r.t. a given database [8]. Numerous works have been devoted
to local pattern mining since the introduction of item-set mining, cf. [1]. Promi-
nent approaches search for all such patterns (frequent pattern mining [1]) or the
best k patterns (correlated pattern mining [9]). Transferring local pattern min-
ing techniques to probabilistic databases allows to account for uncertainty, which
often arises naturally, e.g. in scientific data or robotics. This requires changing
the membership relation determining when a query matches a tuple from de-
terministic to probabilistic. This work investigates the mining of local relational
patterns in probabilistic databases. It is motivated by and empirically evaluated
in a large biological database containing information about known or predicted
relationships for various types of objects [10, 7, 3]. We employ ProbLog [3] to rep-
resent the database, but the techniques and principles are directly transferable
to other probabilistic formalisms. As ProbLog is a direct extension of Prolog,
our work builds upon existing work in multi-relational data mining and induc-
tive logic programming, where local pattern mining is known under the names
of query mining [5] and query flocks [11]. We adapt both correlated and frequent
pattern mining, introducing two types of probabilistic membership functions: a
kind of likelihood criterion as well as a probabilistic frequency measure.

2 Query Mining

Query mining upgrades traditional local pattern mining to the representations
of multi-relational databases [5]. We use Datalog to represent databases and
queries, abbreviating vectors of variables as X. We assume a designated table
ID containing the set of tuples or examples to be characterized using queries,



and restrict the language L of patterns to the set of conjunctive queries of the
form

r(X) : −ID(X), l1, ..., ln (1)

where the li are positive atoms or conjunctive conditions. Additional syntactic
or semantic restrictions, called bias, can be imposed on the form of conjunctive
queries by explicitly specifying the language L, cf. [11, 4, 5].

Frequent Query Mining aims at finding all queries satisfying a selection pred-
icate φ. It can be formulated as follows, cf. [5, 4]:

Given a language L containing queries of the form (1), a database D including
the designated relation ID, and an anti-monotonic selection predicate φ

Find all queries q ∈ L such that φ(q,D) = true.

A prominent example of an anti-monotonic selection predicate is minimum fre-
quency, requiring a minimum number of tuples covered. Anti-monotonicity is
based on a generality relation between patterns. We employ OI-subsumption [6],
as the corresponding notion of subgraph isomorphism is favorable within the in-
tended application in network mining.

Correlated Pattern Mining [9] uses both positive and negative examples,
given as two designated relations ID+ and ID− of the same arity, to find the
top k patterns, that is, the k patterns scoring best w.r.t. a function ψ. The
function ψ employed is convex, e.g. measuring a statistical significance criterion
such as χ2, cf. [9], and measures the degree to which the pattern is statistically
significant or unexpected. The task of correlated pattern mining is defined as:

Given a language L containing queries of the form (1), a database D including
the designated relations ID+ and ID−, and a correlation function ψ

Find argk maxq∈L ψ(q,D)

Multi-relational query miners such as [5, 4] often follow a level-wise approach
for frequent query mining [8], where at each level new candidate queries are
generated from the frequent queries found on the previous level. In contrast to
Apriori, instead of a “joining” operation, they employ a refinement operator ρ
to compute more specific patterns, and also manage a set of infrequent queries
to take into account the specific language requirements imposed by L. To search
for all solutions, it is essential that the refinement operator is optimal w.r.t. L,
i.e. ensures that there is exactly one path from the most general pattern to every
pattern in the search space. This can be achieved by restricting the refinement
operator to generate queries in a canonical form, cf. [4].

Morishita and Sese [9] adapt Apriori for finding the top k patterns w.r.t. a
boundable function ψ, i.e. for the case where there exists a function u (different
from a global maximum) such that ∀g, s ∈ L : g � s → ψ(s) ≤ u(g). Again,
at each level candidate queries are obtained from those queries generated at the
previous level that qualify for refinement, but here, this requires that such a
query either belongs to the current k best queries, or is still promising, that is,
has an upper-bound higher than the value of the current k-th best query.



3 Probabilistic Query Mining

The framework for query mining as outlined above can directly be adapted
towards the probabilistic case. While the overall structure of the algorithms re-
mains the same, two key components change: the database D is probabilistic,
and the selection predicate φ or the correlation measure ψ is based on the prob-
abilities of queries. In principle, any formalism defining such probabilities could
be used. We employ ProbLog [3], as it is a very simple yet powerful logic.

A ProbLog program T consists of a set of labeled facts pi :: ci together with
a set of definite clauses. Each ground instance of such a fact ci is true with
probability pi, where all probabilities are assumed mutually independent. The
program therefore naturally defines a probability distribution P (L|T ) over logic
programs L ⊆ LT = {c1, · · · , cn}. It can be used to specify two types of query
probabilities:

Ps(q|T ) =
∑

L⊆LT

P (q|L) · P (L|T ) (2)

Px(q|T ) = maxe∈E(q) P (e|T ) = maxe∈E(q)

∏
ci∈e

pi (3)

where P (q|L) = 1 if there exists a θ such that L |= qθ, and P (q|L) = 0 oth-
erwise, and E(q) is the set of all explanations or proofs for query q [7]. The
success probability Ps(q|T ) thus corresponds to the probability that q is prov-
able in a randomly sampled logic program, the explanation probability Px(q|T )
to that of sampling all clauses needed in the most likely proof. Evaluating Ps

is computationally hard. In [3], an approximation algorithm is proposed that
repeatedly computes an upper and a lower bound on Ps until their difference
becomes sufficiently small. Px can easily be calculated using a best-first search.

To define probabilistic selection predicates, we use either Ps(q(t)|D) (2) or
Px(q(t)|D) (3) as the probabilistic membership function P (t|q,D). Note that P
is anti-monotonic: if q1 � q2 then P (t|q1,D) ≥ P (t|q2,D). As in the case of the
traditional frequency function, which can be seen as the sum of a deterministic
membership relation over all tuples, a selection predicate can naturally be ob-
tained by combining a minimum threshold with the aggregated probabilities of
all tuples t in the relation ID, aggt∈ID(P (t|q,D)) > c. As typical functions used
in correlated pattern mining such as χ2 rely on hard 0-1 decisions, they cannot
easily be employed here. Instead, we modify the aggregation function to account
for the class of each example, i.e. increase with increasing probability of positive
examples, but decrease with increasing probability of negative examples. Note
that this includes using unclassified instances, as in frequent pattern mining,
as special case with ID+ = ID and ID− = ∅. Choosing sum as aggregation
function results in a probabilistic frequency pf (4) also employed by [2] in the
context of item-set mining, whereas product defines a kind of likelihood LL (5).
Notice that using the product in combination with a non-zero threshold implies
that all positive examples must be covered with non-zero probability. We there-
fore introduce a softened version LLn (6) of the likelihood, where n < |ID+|



examples have to be covered with non-zero probability. This is achieved by re-
stricting the set of tuples in the product to the n highest scoring tuples in ID+,
thus integrating a deterministic (anti-monotonic) selection predicate into the
probabilistic one. More formally, the three functions used are defined as follows:

pf(q,D) =
∑

t∈ID+

P (t|q,D)−
∑

t∈ID−

P (t|q,D) (4)

LL(q,D) =
∏

t∈ID+

P (t|q,D) ·
∏

t∈ID−

(1− P (t|q,D)) (5)

LLn(q,D) =
∏

t∈n(ID+)

P (t|q,D) ·
∏

t∈ID−

(1− P (t|q,D)) (6)

Here, n(ID+) contains the n highest scoring tuples in ID+. Note that when-
ever the membership function P is monotone, combining one of these functions
with a minimum threshold leeds to monotone selection predicates w.r.t. OI-
subsumption. In correlated pattern mining, omitting the scores of negative ex-
amples provides an upper bound in all cases.

4 Implementation and Experiments

Our implementation of both frequent and correlated pattern mining in Yap-
5.1.2 starts from the (non-probabilistic) frequent query mining system c-armr
of [4], but employs a modified canonical form ordering literals primarily on their
arguments. ProbLog is used to evaluate probabilistic membership. As in c-armr,
the bias can be defined using type and mode restrictions as well as background
knowledge. To deal with classified examples, we keep track of patterns that
are infrequent, but cannot be pruned based on their upper bound. To increase
pruning, we modified the search strategy for correlated pattern mining to use
the score of the kth best pattern so far as threshold.

We perform experiments in the context of the weighted biological database
of [10], concentrating on the 142 human genes in our database known to be
related to Alzheimer disease according to Entrez. As the known practical limita-
tions of frequent pattern mining are inherited in the probabilistic case, we focus
on correlated pattern mining. We study the following questions:

Q1 How do Ps and Px differ in performance?
Q2 Can the top queries discriminate unseen positive and negative examples?
Q3 Does the correlated pattern miner perform effective pruning?
Q4 Can the correlated pattern miner use the full network?

We used the full graph G0 of around 1M nodes and 6M edges, as well as two
connected subgraphs G1 (658 nodes, 3544 edges) and G2 (3364 nodes, 17666
edges) around Alzheimer disease also used in [7]. Each graph is represented as
a probabilistic table of typed edges and a deterministic table of labeled nodes.
The refinement operator adds literals of the form edge(X,Y,e), edge(X,Y) (ab-
breviating edge(X,Y,_)) and node(X,n) where X and Y are variables of type



LLs LLs
n pfs LLx LLx

n pfx

(a) .95/.95/.94 .57/.28/.07 .66/.41/.16 1/1/.96 1/1/1 1/1/1

(b) .13 .70 .77 .91 .79 .78

Table 1. Fraction of completed runs for k = 1/5/20 (a) and fraction of positives ranked
before first negative, averaged over completed runs with at least 5 pairs of examples (b).

node name, X already appears in the pattern, and e and n are constants de-
noting labels. The bias further states that labels are mutually exclusive, that
edge(X,Y,e) implies edge(X,Y), and how to invert labels when using edges
backwards. This ensures that edges in patterns map to database entries inde-
pendent of direction. Training examples are gene nodes annotated (positive)
resp. not annotated with AD (negative) randomly picked from G1. We use 100
datasets with 1 to 10 examples of each class. q(X):-id(X),node(X,’Gene’) is
used as most general query. We approximate Ps by the lower bound of the ap-
proximation algorithm with interval width δ = 0.1 and a timelimit of 60 sec for
the evaluation of each individual bound. We use the likelihood LL (5) and the
probabilistic frequency pf (4). For m ≥ 5 pairs of examples, we also consider the
softened likelihood LLn (6) with n = dm/2e, indicating the probability used by
superscripts where needed. Experiments are performed on a cluster, requesting
at least 1GB of memory, with a timelimit of 23:20 hours per run.

To answer Q1 and Q2, we use G1 with k = 1, 5, 20. Table 1 illustrates the
performance in terms of the fraction of successful runs. Unsuccessful runs are
due to the timelimit for Px and to exhausting memory for Ps. To compare
Ps and Px in terms of their results, we use the best pattern (omitting id(X))
to retrieve covered examples from G2, and rank those using the corresponding
P , excluding training examples. In case of equally likely patterns, we choose
the most specific one, and break remaining ties randomly. We found that all
patterns return several positive examples first. Table 1 also shows that, except
for the very general patterns obtained by LLs, a large fraction of all positive
examples is returned before the first negative one. Together, these results show
that the best patterns are indeed able to distinguish the unseen positive from
the unseen negative examples, thus answering Q2 positively. Combining resource
requirements and results, the answer to Q1 is that using Px is more favorable.

Mining on G2 with pfx on average examines up to 200 patterns for k = 1 and
at most 2500 for k = 50. Given more than 2M queries of length at most 4, this
clearly answers Q3 affirmatively. Using pfx on the full graph G0 with datasets
of size ten, runs for k = 1 took 7 to 149 minutes on a 2.2GHz 4GB machine, with
an average of 64 minutes. For k = 5, the timelimit was reached. Although prob-
abilistic relational query mining is computationally challenging, large networks
can thus in principle be used for small values of k. This answers Q4 affirma-
tively, but improving the efficiency of the ProbLog engine is clearly necessary
and actually part of our current work.



5 Conclusions and Related Work

We extended local pattern mining towards a probabilistic relational framework
by providing a frequent as well as a correlated pattern mining algorithm, with
scoring functions aggregating probabilities. Results on challenging biological net-
work mining tasks show that correlated pattern mining with pfx is most effective
in terms of both function and efficiency. Although a very large network can be
used, improving the efficiency is needed and actually underway.

Our work builds upon existing multi-relational data mining systems such
as c-armr [4]. As far as we are aware, the only existing approach to mining
probabilistic data is that of [2], who study frequent item-set mining using ex-
pected support, corresponding to the probabilistic frequency of Equation (4),
but neither consider relational data nor correlated pattern mining. Probabilistic
explanation based learning (PEBL) [7] is a related approach in that it also re-
sults in a set of patterns. However, it is also significantly different: patterns are
obtained by generalizing the logical structure of proofs of the examples w.r.t. a
domain theory defining a target predicate. PEBL thus searches a highly con-
strained space of possible patterns, and hence, it is more efficient to use, but
also more restricted.
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