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ABSTRACT 
Three post-processing methods are described that can be used to 
enhance the performance of concept classifiers in news video. 
Two of them, consider the semantic relationships between 
concepts. The first method, Ancestor Boosting, aims to improve 
classifier performance for the case where one concept class is the 
semantic ancestor (superset) of another concept class, which is a 
child (subset) of the first. The second method, Sibling Confusion 
Removal, considers the case where concepts are semantically 
mutually exclusive in order to lessen the frequency of false 
positives amongst sibling classifiers. A final method, Chi-square 
Boosting, improves classifier performance by considering the 
influence of frequently co-occurring concepts. 

Categories and Subject Descriptors 
H.3.1 [Information Storage and Retrieval]: Content Analysis 
and Indexing-Indexing Methods; I.2.6 [Artificial Intelligence]:  
Learning-Concept Learning 

General Terms 
Algorithms, Management, Performance. 

Keywords 
Multimedia information retrieval, news video indexing, post-
processing, rank boosting, semantic classification, statistical 
pattern recognition. 

1. INTRODUCTION 
The advent of the digital age has led to a rapid proliferation of 
video data. In order to be used in computing applications such as 
browsing, summarization, or retrieval, video data must be 
annotated on a semantic level. The vast amounts of data available 
preclude manual annotation efforts, which means that automated 
efforts, by analyzing the video contents, is the only option.  

The TRECVID [5] workshops have been instrumental in the 
development of classification methods capable of crossing the 
semantic gap, the divide between machine induced multimedia 
features to semantically understandable concept labels. The 

classifier of choice for this has been the Support Vector Machine 
(SVM), which is resistant to over-training and the curse of 
dimensionality [2, 3].  

Even with a technique as robust as that of Support Vector 
Machines, the baseline concept detection scores in the MediaMill 
Challenge [6], are often greater when the number of training 
samples are also large. This means that certain semantically 
interesting, but underrepresented concepts, have poor classifier 
performance. This paper aims to demonstrate that by considering 
the relationships between concepts, semantic or statistical, once 
can improve classifier performance, even if there are few training 
samples. 

The rest of the paper is organized as follows. Section 2 describes 
the basic experimental setup, while section 3 describes the three 
respective post-processing methods, Ancestor Boosting, Sibling 
Confusion Removal, and Chi-Square Boosting.  We present our 
conclusions in section 4. 

2. Experimental Setup 
We evaluated our techniques on the MediaMill Challenge dataset 
[6], which defines 101 semantic concepts on the video data from 
the TRECVID 2005/2006 benchmark [5]. Multimedia features 
were also provided, as well as fairly optimized SVM parameter 
settings [6]. In order to make use of these readily provided 
parameters, we chose to use SVM classifiers for our baseline. Our 
SVMs trained on both textual and visual features, which had been 
shown to give the best, or near-best, performance compared to 
other fusion combinations for all concepts in the dataset [6].  
SVM classifiers were trained using the parameters provided by 
the MediaMill dataset. Post-processing was then applied to the 
SVM classifiers of a concept, and the average precision of the 
initial and final classifiers were then compared.  

We generated an ontology for the dataset, in order to capture the 
semantic relationships between the 101 concepts. We were able to 
quickly do this by calculating the posterior probabilities of each 
concept against the others in order to determine which concepts 
were supersets of each other. Manual inspection was then 
performed to ensure that each concept was in the proper semantic 
set grouping and hierarchy.  This method would obviously not be 
available in a real-life application, so an ontology would have to 
be generated or fetched from elsewhere. The focus of this paper, 
however, is not on ontology generation, and as such this method 
seems a valid way to quickly generate an ontology that best 
reflects the intended semantic relationships of the concepts in the 
dataset.   

 
Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that 
copies bear this notice and the full citation on the first page. To copy 
otherwise, or republish, to post on servers or to redistribute to lists, 
requires prior specific permission and/or a fee.  
DIR-2008 April 14-15, 2008, Maastricht, the Netherlands. 
Copyright 2008 by the author(s). 



The structured hierarchy of resultant ontology allowed for easy 
identification of semantic relationships. For example, the concepts 
“Bird”, “Dog”, “Fish”, and “Horse” are all sibling concepts, with 
a common ancestor, “Animal”.   

 
Figure 1. A fragment of the resultant ontology of the concepts in 

the MediaMill dataset. 
These relationships were then used to perform Ancestor Boosting 
(Section 3.1) and Sibling Confusion Removal (Section 3.2). Chi-
square boosting (Section 3.3) however, was performed 
independently of the ontology.  Each of the three post-processing 
methods was applied to the baseline classifiers for all applicable 
concepts, and the performance change, as expressed in terms of 
average precision (AP), was measured. Parameter training was 
performed only on the training set, which consisted of 70% of the 
dataset, and evaluation was performed strictly on the test set, 
which consisted of the remaining 30% of the set.  

Prior to performing operations on them, each concepts’ 
confidence estimates were normalized into the range [0-1], as this 
improved the results of the EM algorithm applied in sections 3.1 
and 3.3.  

3. Boosting 
3.1 Ancestor Boosting 
Fewer training examples are present, generally, when a concept is 
semantically more specific. This adversely impacts the training 
phase of such a concept detector, and results in a less robust 
detector. Ancestor concepts, however, have broader semantic 
definitions and thus occur more frequently in the dataset, and as 
such are detected more robustly. The idea behind this experiment 
is to leverage the performance of the more accurate and powerful 
ancestor-concept detectors to boost the performance of their 
child-concept detectors. Since the ancestor and child concepts are 
semantically related it seems plausible to combine the results of 
their detectors. Thus one compensates for a less accurate, but 
specifically targeted, child concept detector by using a more 
robust ancestor detector with a broader semantic coverage. This is 
a more detailed examination of a technique first developed by Wu 
[8]. 

Thus a child concept detector is a linear interpolation of all the 
ancestor detectors, whose weights are determined in a training 
phase. Expressed formally, the updated confidence detector for 

child concept Ci, given shot s and ancestor concepts {Cj … Ck}, 
would have the following formula: 

P(s|Ci)’= λiP(s|Ci)+ λjP(s|Cj)+…+ λkP(s|Ck) 

The parameters λ are determined by empirically finding the 
optimum weights through the use of the Expectation 
Maximization (EM) algorithm detailed in [4] and presented 
below:  

1. A concept grouping is selected, consisting of a child concept 
{Ci}, and its ancestors, {C2…Cn}.  

2. Each λ1…λn is initialized with a random number in the range 
[0-1]. 

Steps 3 and 4 are iterated until λi  converges:  

3. For every concept Ci ∈{C1,C2…Cn} 

For every shot s in the set of shots predicting the child concept, C1 

 βi = ∑s∈S(λiP(s|Ci)/ ∑mλj mP(s|Cj) m)  

4. λi=βi /∑βj 

After sufficient iterations, λi will have been determined. These 
can then be used to update the shot scores for that particular child 
concept detector. 

For the current dataset, there were 93 possible combinations of 
ancestor-child subtrees. Because of space considerations a 
representative sample is presented in Table 1, and the complete 
set of results may be seen in [7].  

Table 1: Ancestor Boosting 
Sub-tree  Concept 

 
Original 

AP 
Boosted 

AP 
% 

change(Ordered from child to 
parent)     

Swimming pool, Water Body  Swimming 
pool  0.0014 0.0054 285.88%

Tank, Vehicle  Tank  0.0107 0.0250 132.60%

Desert, Outdoor  Desert  0.0933 0.1837 96.87%

Swimming pool, Water body, 
Outdoor 

 Swimming 
pool  0.0014 0.0021 48.04%

Basketball, Sports  Basketball  0.1791 0.2207 23.26%

House, Building  House  0.0066 0.0080 21.19%

Tennis, Sports  Tennis  0.2985 0.3184 6.65%

Anchor,  Studio, Indoor  Anchor  0.6192 0.6355 2.62%

Face, People  Face  0.8921 0.8922 0.01%

Basketball, Walking/running  Basketball  0.1791 0.1765 -1.47%

Anchor, Face  Anchor  0.6192 0.5714 -7.72%

Smoke, Violence   Smoke  0.3659 0.3324 -9.15%

Kerry, Government leader  Kerry  0.0022 0.0013 -38.36%

Dog, Animal  Dog  0.1027 0.0214 -79.22%

Soccer, Walking/running, 
People  Soccer  0.0793 0.0027 -96.55%



In this experiment, 17 out of 61 distinct concepts had improved 
AP scores. The assumption behind this experiment was that child 
concepts only occur rarely in a dataset, and thus have weak 
concept detectors. These child detectors are insufficiently able to 
recognize the low-level features that determine the semantic 
meaning of the concept. Ancestor concepts, on the other hand, 
occur more often, and thus have stronger detectors. Since 
semantically a child concept is automatically a subset of the 
parent concept, the assumption is that the low-level features that 
determine the child concept are also the features that determine 
the parent concept. Thus it should be possible to interpolate the 
scores from the ancestor and child concept detectors for a 
particular shot, and arrive at a more definitive detector than the 
original. This should be conceived of as the expansion of the 
classification boundary of the child detector, based on the 
classification boundaries of the ancestor concepts.  

Both these assumptions only hold sometimes. A positive example 
would be the case  of “Desert”, whose AP improves from 0.0933 
to 0.1837 when interpolated with its ancestor concept, “Outdoor”.  
A negative example would be the drop in average precision of 
“Dog”, from 0.1027 to 0.0214 when interpolated with its ancestor, 
“Animal.”   

Ancestor boosting is a promising technique, as evinced by the 
number of improved child detectors in the dataset. For ancestor 
boosting to work successfully, however, it is necessary that 
ancestor and child concepts be tightly linked semantically, as this 
implies a high degree of concurrency between concepts. Not all 
ancestor detectors performed better than their respective child 
concept detectors. In those cases, the resultant interpolated 
detectors performed worse than the original concept detectors.  

3.2 Sibling Confusion Removal 
Sibling concepts are semantically very related, and this tends to 
be reflected in their feature sets, which also are likely to be very 
similar. For example, one would assume that the sibling concepts 
“Tower”, “House” and “Government Building” are all 
discriminated by similar architectural-shape features. This causes 
confusion among their concept detectors, which are unable to 
distinguish the features correctly, resulting in many false 
positives. Based on work by Wu [8], the Sibling-confusion 
removal technique reduces the amount of false positives detected 
by normalizing detector scores based on the confusion factor, a 
number that indicates the likelihood of a false positive occurring 
for a particular shot. 

This experiment assumes that every set of sibling concepts of a 
sub-tree in the ontology is distinct and complete. The assumption 
of mutual exclusivity of sibling concepts is crucial to the 
experiment. If a shot has been classified as a member of the 
parent class e.g. “Building”, then it must be one of the specific 
child classes, either: “Government Building,”  “House,” or 
“Tower.” However, as the specificity of a concept increases, so 
does the scarcity of positive training examples, resulting in less 
robust concept detectors. As such there is a significant chance that 
shots may score highly among several sibling concept detectors, 
especially if there is little to distinguish between the concepts, 
resulting in several false positives. This is known as the confusion 
factor [8]. This experiment focuses on modifying sibling concept 
detectors to deal with the confusion factor. By reducing the 

amount of false positives between sibling concept detectors, the 
average precision of each detector will be increased. 

Intuitively, the confusion factor is only an important 
consideration when a shot scores highly on two or more sibling 
class detectors. Only one detector can be correct, and the others 
must be detecting false positives (because mutual exclusivity is 
assumed on sibling classes in the ontology, due to their semantic 
meanings). Formally, given shot s, concept Ci, and the set of 
concepts Csibling, which are the sibling concepts of Ci, the 
confusion factor is defined as       P(s|Ci)-max(P(s|Csibling)), the 
difference between the probability that s is an example of Ci and 
the highest scoring sibling concept.  P(s|Ci) is the confidence 
score given by the SVM classifier for that concept.  The initial 
confidence score P(s|Ci) for each concept in the dataset must be 
updated to take the confusion factor into account. As such, the 
general equation for this update becomes: 

P(s|Ci)updated= P(s|Ci)initial* f(confusion factor) 

where the confidence score is updated as a function of the 
confusion factor: 
P(s|Ci)updated = P(s|Ci)initial * |f(P(s|Ci)initial -max(P(s|Csibling))|   

The function max simply returns the highest scoring sibling 
concept, P(s|Csibling)), of Ci. Several considerations have to be 
taken into account when determining the function for the 
confusion factor. Two highly similar concepts ought to cause a lot 
of uncertainty, and a large drop in the resultant P(s|Ci)updated, 
while two dissimilar ones ought to cause P(s|Ci)updated to remain 
stable. Thus the requirement that f(confusion factor) be an 
exponential, non-linear function. The family of functions f(x)=ex 
meets this requirement. For the sake of simplicity, this experiment 
used the function functions f(x)=ex.  The resultant, normalized 
formula then is: 

P(s|Ci)updated  = P(s|Ci)initial * e(P(s|Ci)initial -max(P(s|Csibling)-1)   

In essence, this formula can be thought of the normalization of 
confidence scores based on the interference from closely related 
sibling concepts. This formula was used to update the confidence 
scores of each sibling concept in the dataset, after which a new 
average precision was computed. As there are 96 possible 
combinations of sibling concepts, which can be seen in their 
entirety in [7], a précis is presented in Table 2.  

Table 2: Sibling Confusion Removal 
Concept Sibling 

concept 
Original  

AP 
  Updated 

AP 
% change 

Charts Maps 0.2541 0.2658 6.13% 

Maps Charts 0.3039 0.2989 -1.67% 

Outdoor Indoor 0.7095 0.7212 1.65% 

Indoor Outdoor 0.5926 0.6019 1.56% 

Male Female 0.0678 0.0676 -0.38% 

Female Male 0.0610 0.0406 -33.44% 

Dog Animal 0.1027 0.1034 0.61% 

Fish Animal 0.4075 0.4076 0.01% 

Horse Animal 0.0003 0.0003 -1.60% 

Bird Animal 0.7611 0.7442 -2.23% 



In this experiment, 30 out of 64 concepts had improved AP 
scores. The total improvement per concept was sometimes only 
modest, however. This does beg the question whether the 
confusion removal technique actually works.  The increase in the 
AP of the concept ‘Indoor, from 0.59 to 0.60, and the concept 
‘Outdoor, from 0.71 to 0.72, should be taken as a qualified 
success however. What then, however, are the reasons for the 
general decrease in AP over many sibling-concept groupings? 

One important requirement is that each set of sibling concepts has 
to be closed, and each concept within has to be complementary to 
all the others. That is to say, given the presence of parent concept 
Cp in shot s, one, and only one, of the child concepts that make up 
the sibling concept set also had to be present in shot s. For 
example, when one sees an animal with four legs in a shot, it to be 
classified as either a “Horse” or “Dog.” The incorrect assignment 
to, or exclusion of, a concept from a particular sibling set can 
adversely affect the performance of all other concepts of that 
same sibling set. This potential error was avoided by closely 
inspecting the assignment of concepts during the ontology 
generation phase.  

A possible explanation is poor classifier performance. Both the 
“Male” and “Female” detectors gave low confidence estimates, 
which tended towards 0. This was compounded in the exponent, 
resulting in a further decrease in classifier performance. 

A final consideration is that the Sibling Confusion Removal 
algorithm is only appropriate for the case where there are in fact, 
a sufficient amount of false positives. The initial assumption 
behind this technique was that semantically similar concepts, 
siblings, would have similar features too, causing confusion 
between the detectors. For example, an animal with four legs and 
a brown coat could either be a “Horse” or “Dog.” One would not 
however, suspect that it could be a “Fish” or “Bird”, which given 
their entirely different body structure and coloring, would be 
clearly identified by their respective classifiers. Nonetheless, all 
four concepts are considered part of the “Animal” class, and their 
mutual participation in the algorithm results in a non-trivial value 
in the exponent and ultimately a re-ranking of their confidence 
estimates, where in this case a single classifier, acting alone, 
would provide better results. 

3.3 Chi-Square Boosting 
The first two post-processing methods, Ancestor Boosting and 
Sibling Confusion Removal, discussed in Sections 3.1 and 3.2, 
focused on improving classifier performance by considering the 
semantic relationships between concepts, as specified by an 
ontology. This method instead considers the effect of concepts 
which have been identified as statistically related. 

Inspired by Yan [9] and Hauptmann[1], who used the chi-square 
test to find related concept pairs, this experiment determines 
concept correlations through the application of this method. The 
chi-square test does not make use of a structured relationship, as 
the tree-hierarchy of an ontology might, but simply identifies 
concept pairs that are significantly related, in other words, 
concepts that frequently occur together in the same shot.  

The insight behind this method is that if a concept is significantly 
related to another concept, then the chance of the other related 
concept also appearing in a shot is very high. In essence, one 
could use the detector for one concept and still detect the related 

concept, simply because the presence of one implies the other. 
Thus one could compensate for a poorly performing concept 
detector by using the detector from the related concept. If the 
representative features of each of the concomitant concepts are 
fairly independent of each other, a combined detector could 
potentially perform more robustly for both concepts because it 
would perceive both sets of representative features. If one set of 
features was faint, it could still detect the other set of features. 

The Chi-Square test was performed on the dataset at significance 
level 0.05. Further details on the mechanics may be found in [7].  
In total, 23 pairs of concepts, consisting of 36 unique concepts, 
were identified which were deemed statistically related to each 
other. A combined detector was created for each concept pair by 
interpolating each pair using the EM algorithm from [4] and 
described fully in Section 3.1. A complete set of results may be 
seen in [7], but a representative sample is given in Table 3. 

Table 3:Chi-Square Boosting 
Concept  Related concepts Original 

AP 
Updated 
AP 

% 
change

Swimming 
Pool 

Swimming Pool, Duo-
Anchor 0.0014 0.0034 140.07%

Bicycle Bicycle, Cycling 0.2234 0.3444 54.14%

House House, Building 0.0066 0.0080 21.19%

Maps Maps, Graphics 0.3039 0.3383 11.32%

Waterbody 
Waterbody, Beach, 
Waterfall, Boat 0.1317 0.1421 7.86%

Charts Charts, Graphics 0.2541 0.2658 4.58%

Fireweapon Fireweapon, Military 0.0602 0.0628 4.33%

Flag Flag,  Flag USA 0.1196 0.1224 2.35%

Tower Tower, Building 0.0235 0.0239 1.88%

Building 
Building, House, 
Tower 0.2326 0.2341 0.62%

Building Building, Tower 0.2326 0.2341 0.61%

Fireweapon 

Freweapon, 
Walking/Running, 
Military 0.0602 0.0605 0.54%

Flag Usa Flag USA,  Flag 0.1568 0.1573 0.31%

Lahoud Lahoud, Chair 0.1151 0.1152 0.06%

Chair Chair, Lahoud 0.2613 0.2613 0.00%

Beach Beach, Duo-Anchor 0.0652 0.0276 -57.70%

Beach Beach, Waterbody 0.0652 0.0082 -87.39%

 

22 of the 36 concepts had an improvement in average precision. 
46 detectors were created as a result of pair-wise concept 
interpolations, and 9 concept detectors resulted from 
interpolations of more than two concepts. 27 of the 46 concept 
pairs showed an improvement after interpolation. Of the 27, 18 
concepts in a pair both improved. It is interesting to examine a 
few concept pairs, and to speculate about the reasons for their 
results.  

The concept “Flag USA” is in fact a strict subset of  “Flag”.  
More interesting is that the nominal ancestor detector performs 



better when combined with its child detector. This is contrary to 
the assumption that ancestor detectors are stronger than their child 
detectors, which was made in the Ancestor boosting section. A 
possible explanation for this behavior may rest with the 
distinguishing features for the semantic content of each concept, 
which varies slightly, and the number of training examples for 
each concept. “Flag USA” is a “Flag” detector, with specialized 
color components specific to the American flag. It seems almost 
as if both ancestor and child concept detectors engage in a sort of 
mutual error compensation. A possible explanation for why these 
detectors are able to engage in mutual error compensation may be 
that the individual detectors are not expert enough, due to a lack 
in positive training examples. In the whole set, there are only 500 
positive examples for “Flag” and 400 for ‘Flag USA.” 

A different case is the concept “Graphics,” which is the superset 
of concepts “Charts,” and “Maps”.  Both child concepts benefit 
from the contribution from their more powerful ancestor detector, 
as evinced by their improvement in AP from 0.2541 to 0.2657 and 
from 0.3039 to 0.3383 respectively.  

A final observation pertains the concept pairs which are disjoint, 
such as “Lahoud” and “Chair”, “Military” and “Fire Weapon.” 
Neither concept is a subset or superset of the other, and they were  
only identified during the chi-square test. They were not 
identified as semantically related by the ontology used in Sections 
3.1 and 3.2, nor would one make the association giving the 
semantic connotations of each concept. These pairs simply occur 
because many shots which contain “Lahoud” also contain 
“Chair”. The fact that both the revised detectors for “Lahoud” and 
“Chair” show improvement suggest there is merit in detecting for 
disjoint concepts that often occur together 

One can make a number of categorizations about the types of 
average precision improvements observed in the results. 

 Child (subset) concepts leveraged the functionality of their 
more powerful ancestor concept detectors. 

 Concepts that singularly, or mutually, benefited from 
detecting the related concept and thus implicitly a 
different feature set. These concepts may be entirely 
disjoint (co-occurrence), or part of an ancestor-
descendent relationship (semantically related).  

4. Conclusion and Future Research 
 

The first two techniques, Sibling-confusion removal and Ancestor 
boosting, employ an ontology to determine the semantic 
relationships between concepts in a dataset.  

Sibling concepts are semantically very related, and this tends to 
be reflected in their feature sets, which also are likely to be very 
similar. This causes confusion among their concept detectors, as 
they misclassify data into one semantic class while in reality the 
data belongs to a different, mutually exclusive, sibling class. The 
Sibling-confusion removal technique reduces the amount of false 
positives detected by normalizing detector scores based on the 
confusion factor, a number that indicates the likelihood of a false 
positive occurring for a particular shot. When run on the 
MediaMill[6] dataset, Sibling-confusion removal resulted in 
improved AP scores for 30 out of 64 concepts. Although the 
technique showed some promise, it was sensitive to a number of 

negative influences. This technique can be hampered by a poor set 
of sibling concept groupings provided by an ontology.  These 
groupings have to contain concepts which are semantically 
related, closed, and where, for every shot, each concept is 
complementary to the set of remaining concepts. Next, there is a 
basic level of performance required by the concept detectors of a 
sibling set before any positive improvement is noticeable. The 
effect of weak concept detectors are compounded by the 
application of Sibling-confusion removal. Finally, there have to 
be a certain amount of false positives in the concept set under 
consideration for the technique to be worthwhile. For many 
concepts, this was not so, and the application of the technique led 
to a decrease in average precision. 

The premise of the Ancestor boosting technique is that ancestor 
concepts occur more often in the dataset, and thus have more 
robust detectors, than child concepts. Because ancestor concepts 
are supersets of child concepts, and thus should occur together, it 
is possible to improve child concept detectors by interpolating 
them with their ancestor concept detectors, thereby increasing the 
decision boundaries of the child concept detectors. When applied 
to the dataset, Ancestor boosting resulted in improved AP scores 
for 17 out of 61 distinct concepts. The failure to improve certain 
concept detectors was due to the semantic distance between the 
child and ancestor concepts, which meant that there often was 
little correlation between ancestor and child concepts. Another 
reason was that the notion that ancestor concept detectors were 
more robust than child concept detectors proved to be incorrect.  

Chi-square boosting utilizes the chi-square test to identify 
concepts with similar frequency distributions from a sample of the 
dataset. This is used to infer concepts that frequently occur 
together. Detector performance is increased because detectors can 
make use of the presence of one concept to infer the presence of 
the related concept.  Chi-square boosting resulted in an 
improvement in 22 out of 36 concepts. Comparatively, this is a 
greater increase than delivered by the Ancestor boosting and 
Sibling-confusion removal techniques. The concept improvements 
could be attributed to: child concepts leveraging the functionality 
of their more powerful ancestor concept detectors (identical to 
Ancestor boosting) and concepts which singly or mutually 
benefited from detecting the related concept and thus implicitly a 
different feature set. 

The use of a validation set during classifier development would 
be useful in selecting the optimum post-processing technique, or 
none, in the case that this would lead to a performance decrease. 
What then, for the case where two or more post-processing 
methods both provide a performance increase for a particular 
concept? This is a further direction for research, an investigation 
into the effects of combining the three techniques presented. 
Ancestor boosting and Chi-square boosting are very similar in 
nature, so the logical approach would be to take the union of the 
best concept detectors resulting from these two techniques, prior 
to applying Sibling-confusion removal. It is not possible to 
applying Sibling-confusion removal first, as the re-ranking 
procedure breaks the confidence metric. A brief inquiry suggests 
that the above combination results in additional improvements in 
average precision, better than the best single boosting technique. 
Table 4 presents some  preliminary findings: 

 



 

Table 4: Combined Boosting 
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 Concept Original 
AP 

Best 
Boosting 
boosting 
AP 

Sibling-
confusion 
removal 
AP 

Best 
single 
detector 
% 
change 

Boosting 
followed 
by Sibling-
confusion 
removal 
AP 

Combined 
% change

Charts 0.2541 0.2658 0.2697 6.13% 0.3049 19.98% 

Maps 0.3039 0.3383 0.2989 11.32% 0.2878 -5.31% 

Tower 0.0235 0.0254 0.0223 8.07% 0.0255 8.46% 

House 0.0066 0.0080 0.0066 21.15% 0.0081 21.37% 

Government 
building 0.0793 0.0793 0.0793 0.02% 0.0794 0.09% 


