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Christophe Costa Florêncio (Katholieke Universiteit Leuven)
Joost Kok (Leiden Institute of Advanced Computer Science)

ECML PKDD Workshop Chairs

Siegfried Nijssen (Katholieke Universiteit Leuven)
Arno Siebes (Universiteit Utrecht)

Workshop Program Committee

Andreas Bender (Leiden/Amsterdam Center for Drug Research, The Netherlands)
Amanda Clare (University of Aberystwyth, UK)
Luc Dehaspe (Oncomethylome Sciences, Belgium)
Paolo Frasconi (University of Florence, Florence, Italy)
Yves Moreau (ESAT, K.U.Leuven, Belgium)
Marcel Reinders (TU Delft, The Netherlands)
Herman Van Vlijmen (Tibotec, Belgium)



Program

10:30-11:20Invited speaker: Stephen Muggleton,Developing Robust Syn-
thetic Biology designs using a Microfluidic Robot Scientist

11:20-11:40 Henning Christiansen and Ole Torp Lassen,Optimization and
Evaluation of Probabilistic-Logic Sequence Models

11:40-12:00 Joel Bruno Santos da Costa, Juliana S Bernardes, VĂtor San-
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Preface
The ECML Workshop on Statistical and Relational Learning in Bioinfor-

matics (StReBio) will be held at the University of Antwerp, Antwerp, Belgium,
on September 19, 2008. This workshop is intended to bring together researchers
from both the fields of statistical and relational learning and the field of bioin-
formatics. Hopefully this will contribute to communication between these com-
munities and will stimulate the development of new relational techniques for
application in the biological domain.

Bioinformatics is a domain where information is naturally represented in
terms of relations between heterogenous objects. Modern experimentation- and
data acquisition techniques make the study of complex interactions in biolog-
ical systems possible, yielding huge amounts of data. This raises challenges
for the machine learning and data mining communities, where interest in rela-
tional and statistical learning has been growing in the last few years. Apart
from the amount of (relational) data, the information is often incomplete, and
measurements may be noisy, creating additional challenges.

We have tried to choose a workshop format which promotes as much as
possible the exchange of ideas. Aspects which can help to achieve our goal
are the problem statement presentations, the time allocated in the program
for questions and discussion, the informal proceedings and the workshop web-
site (http://www.ecmlpkdd2008.org/StReBio) where the abstracts, papers and
some presentations will be available.

We selected four papers for full presentation and three for poster presenta-
tion. All these contributions, in varying degrees, fit the format of the workshop:
they apply statistical or relational techniques to problems from the biological
domain. Furthermore, we accepted three problem statements to be presented
at the workshop.

The idea of the problem statement track is to stimulate the interaction be-
tween biologists and computer scientists by presenting biological problems in a
more mathematical form, making more explicit structure and uncertainty of the
data. We hope that the problem statements will lead to lively discussions and
the exchange of ideas. We feel honoured to have Stephen Muggleton and Walter
Luyten as invited speakers, who, in the spirit of this workshop, are authorities
in the fields of machine learning and bioinformatics, respectively.

The organizers would like to acknowledge the (financial) support from the
Machine Learning group of the Department of Computer Science at K.U. Leuven
and the ECML/PKDD organisation. We like to thank the reviewers and pro-
gram committee members for their support. Furthermore, we thank ECML/PKDD’s
Organizing Comittee for their help and making this workshop possible.

Christophe Costa Florêncio, Jan Ramon, Fabrizio Costa and Joost Kok
August 2008
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Developing Robust Synthetic Biology designs

using a Microfluidic Robot Scientist (invited talk)

Stephen Muggleton

Abstract

Synthetic Biology is an emerging discipline that is providing a concep-
tual framework for biological engineering based on principles of standardi-
sation, modularity and abstraction. For this approach to achieve the ends
of becoming a widely applicable engineering discipline it is critical that the
resulting devices are capable of functioning according to a given specifi-
cation in a robust fashion. This describes the use experimental validation
and revision based on the development of a microfluidic robot scientist to
support the empirical testing and automatic revision of robust component
and device-level designs. The approach is based on probabilistic and log-
ical hypotheses generated by active machine learning. A previous paper
based on the author’s design of a Robot Scientist appeared in Nature and
was widely reported in the press. The techniques extend those in the PI’s
previous publications in which it was demonstrated that the scientific cy-
cle of hypothesis formation, choice of low-expected cost experiments and
the conducting of biological experiments could be implemented in a fully
automated closed-loop. In the present work we are developing the use
of Chemical Turing machines based on micro-fluidic technology, to allow
high-speed (sub-second) turnaround in the cycle of hypothesis formation
and testing. If successful such an approach would allow a speed-up of sev-
eral orders of magnitude compared to the previous technique (previously
24 hour experimental cycle).
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Challenges in relational and probabilistic data

mining: a peptidomics case study (invited talk)

Walter Luyten

Abstract

Peptidomics is (by analogy with other -omics like genomics and pro-
teomics) the systematic study of the complete set of (endogenous) pep-
tides of an organism, tissue, cell, or organelle and its changes in space and
time under different conditions. Endogenous peptides play a critical role
as signaling molecules in most biological systems and their disturbance
underlies many disease processes.

Mass spectrometry is the most common and powerful experimental
analytical tool for peptidomics. However, the data it generates (mass of
a peptide and of a number of its fragments) are usually insufficient to
identify a peptide uniquely. Probabilistic methods as well as background
knowledge can help to solve this problem.

Apart from this experimental approach, data mining has also been
used to discover novel candidate peptides based on (sub)sets of known
ones.

The identification of novel (candidate) peptides leads to the question of
their function. Various data mining approaches have been used to assign
function to peptides; we will review the literature and illustrate some of
our own approaches.
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Optimization and Evaluation of
Probabilistic-Logic Sequence Models

Henning Christiansen and Ole Torp Lassen

Research group PLIS: Programming, Logic and Intelligent Systems
Department of Communication, Business and Information Technologies

Roskilde University, P.O.Box 260, DK-4000 Roskilde, Denmark
E-mail: {henning, otl}@ruc.dk

Abstract. Analysis of biological sequence data demands more and more
sophisticated and fine-grained models, but these in turn introduce hard
computational problems. A class of probabilistic-logic models is consid-
ered, which increases the expressive power from HMM’s and SCFG’s
regular and context-free languages to, in principle, Turing complete lan-
guages. In general, such models are computationally far too complex for
direct use, so optimization by pruning and approximation is needed. The
first steps are made towards a methodology for optimizing the models
by approximations using auxiliary models for preprocessing or splitting
them into submodels. An evaluation method for approximating models
is suggested based on automatic generation of samples. These models
and evaluation processes are illustrated in the PRISM system developed
by other authors.

1 Introduction

Our main goal with the present work is to promote new strong models defined
in declarative languages (such as extensions to Prolog) for biological sequence
analysis. This provides the familiar advantages of declarative programming; it
is known that standard models such as HMM and SCFG are embedded in nat-
ural ways, they can be extended and combined in very flexible ways, and long-
distance context-sensitive dependencies can be modelled using logical variables
and arbitrary auxiliary data-structures and predicates.

The resulting expressive power up to in principle Turing complete languages,
evidently has serious consequences for computational complexity. The present
work suggests the first steps towards a methodology for optimizing such models
by approximations and assessing the quality of the approximating models. We
focus currently on models that can be expressed in the PRISM system [11, 12],
but our general framework is independent of the particular formalism used.

2 Probabilistic-Logic Models and Basic Assumptions

We consider probabilistic models that describe relationships between sequence
data and annotations that capture the information or the “semantics” embedded



in the data, and we intend that such models can be used for computing the best
annotation for a given sequence, where “best” is defined as the one with highest
probability.

The models defined below may attach auxiliary annotations to a sequence,
which are projections of the full annotation; they are redundant, but are utilized
later when we introduce preprocessors which may gradually produce larger and
larger parts of the full annotation.

Definition 1. An annotation domain of degree n, n ≥ 0 is a sequence of sets
[A0,A2, . . . ,An] equipped with projection functions π : Ai−1 → Ai, i = 1 . . . , n.

Example 1. For given sets Street, City, Country, we may have A0 = Street ×
City × Country, A1 = City × Country, A2 = Country, and π clips of the first
element of the tuple to which it is applied.

Models range over sets of ground first-order atoms built over a finite signature
which includes list construction for representation of sequences and operators
that form annotations. The underline symbol is used to denote an “anonymous
variable” as in Prolog, i.e., each occurrence is a unique variable.

Definition 2. A probabilistic-logic model m = 〈Lm, Pm〉 consists of a logical
part Lm which is a set of ground atoms of a predicate m(Ao, A1, . . . , An, S) and
a probabilistic part which is a probability distribution over Lm. The arguments
of predicate m are characterized as follows.

– [A0, . . . , An] belongs to an annotation domain specific for m [A0,A2, . . . ,An],
and π(Ai−1) = Ai, i = 1 . . . , n; this property is referred to as a functional
dependency.

– A0 is called the (full) annotation, A1, . . . , An the auxiliary annotations,
– S represents the sequence.

The distribution is extended to any nonground m atom, M , as follows.

Pm(M) =def

∑
M ′ is a ground instance in Lm ofM

Pm(M ′)

For given model m, we use the following shorthands; S is a sequence and
A0, A1, . . . , An are (auxiliary) annotations.

Pm(S) = Pm(m( , , . . . , , S))
Pm(A0|S) = Pm(m(A0, , . . . , , S)|m( , , . . . , , S))

We refer to the task of computing argmaxα(P annot(S)
m (α)) as prediction and as

predicting the best annotation for the given S; recall that argmaxα(· · ·) is a value
of α that provides a maximal value of the inner expression.

The following basic assumptions are made about the interpretation of the
probabilities provided by such models.



Assumption 1 A model may be distinguished as canonical, and its quality is
not questioned; it is assumed to represent the best knowledge about the domain
(e.g., a projection of nature) available among domain specialists (e.g., biologists).

Assumption 2 The probabilities given by a canonical model are inherently cor-
related to the quality of a given sample: an annotation with a relatively high
probability for a given sequence scores high with accepted measurements, e.g.,
precision and recall for genes found by a model when compared with laboratory
experiments; and vice versa. Furthermore, a sequence with high probability shows
high similarity with those sequences that can be observed in nature.

We notice some immediate consequences of these assumptions, when P is a
canonical model and S a sequence with a relatively high probability.

– Two annotations A and A′ with relatively high probabilities P (A|S) and
P (A′|S) are similar, i.e., when comparing their detailed structure, there will
be a considerable overlap in the occurrences of phenomena that are counted
in accepted measurements (e.g., particular genes counted for recall and pre-
cision).

– An annotation A′ produced by an implemented procedure is acceptable (i.e.,
scores high in accepted measurements), whenever the magnitude of P (A′|S)
is comparable to P (A|S) where A is the best annotation of S given by P , P
being the probability distribution of a canonical model.

These observations allow us to consider approximating models that prune not
only low probability candidate annotations, but also some of the high probability
ones.

3 Optimization by Preprocessing and Combined
Submodels

An interesting canonical model is most likely computationally too complex for
predictions over sequences of realistic size and we consider in this section ap-
proaches to produce approximating models in terms of preprocessing to address
the issues of complexity. We also show how their qualities may be evaluated. By
preprocessing, we mean producing auxiliary annotations by specialized analyses,
expected to run significantly faster that the canonical model itself.

3.1 Preprocessing

Consider a canonical model mc with annotation domain [A0, . . . ,An] and pro-
jections π. By a preprocessor system for mc, we refer to a set of n + 1 models
ma

i = 〈La
i , P a

i 〉, i = 0, . . . , n such that ma
i (Ai, . . . , An, S) ∈ Li implies that

Ak ∈ Ak and π(Ak+1) = Ak, k = i − 1, . . . , n. A preprocessor system gives rise



to the composition of an approximating distribution defined as follows.

P a(A0, . . . , An, S) =def P a
0 (A0, . . . , An, S)

where
An = argmax

An

(P a
n (An, S))

An−1 = argmax
An−1

(P a
n (An−1, An, S))

...
A1 = argmax

A1

(P a
i−1(A1, . . . , An, S))

Notice that we use argmax to fix a particular value gradually for each annotation
An, An−1, . . . except for the topmost A0 where a degree of freedom is kept open,
as to define a distribution. However, we may expect that P a is used for the
prediction of a best A0 for given sequence S.

There is one big difficulty in comparing the distributions P c and P a in that
they do not in general describe the same annotations for the same S. So our
Assumption 2 above is essential in order to consider approximating models by
preprocessing of any use. This means that the annotations predicted by a good
P a must be among those that score high in P c, but we cannot insist on the
reverse property.

An especially interesting instance of this general framework case is a pre-
processor that chops the given sequence into smaller pieces, and then applies
specialized versions of a canonical interpreter to each sequence; this is an effec-
tive application of divide-and-conquer which may have significant influence on
time complexity. Consider a canonical model mc(A,S) where the annotation A
is of the form [t1 : A1, . . . , tk : Ak] where each ti indicates a specific subsequence
type and Ai an annotation of subsequence Si, where S = S1•· · ·•Sk; “•” denotes
concatenation. We assume that mc is implemented in terms of detailed models
mc

ti for the different types.
For the optimization of mc, we may introduce an auxiliary model mchop

producing a unique chopping into subsequences of claimed type and define an
approximation model as follows.

P a([t1 : A1, . . . , tk : Ak], S) =def p1 × . . .× pk

where
[t1 : S1, . . . , tk : Sk] =

argmax
[t1:S1,...,tk:Sk]

P chop([t1 : S1, . . . , tk : Sk], S)

pi = P c
ti(Ai, Si), i = 1, . . . , k

Notice that argmax for P a can be obtained by evaluating an argmax value for
each P c

ti
separately.



3.2 Estimating the Quality of an Approximating Model

In order to evaluate the quality of the approximating model respective to the
canonical model, we would ideally compare their respective predicted annota-
tions; but in particular the complexity of the canonical model prevents us from
doing so.

However, sampling provides us with samples 〈A,S〉 that we can analyze with
the approximating model and compare the result. Ignoring for the moment aux-
iliary annotations, we consider canonical and approximating models mc(A,S)
and ma(A,S), and suggest the following process to collect a set R of observed
ratios between probabilities for the annotation guessed by sampling and the one
found by approximation for the same sequence.

1. R = ∅
2. generate a sample mc(Ac, S),
3. let Aa = argmaxAa(P a(Aa, S))
4. insert P c(Aa, S)/P c(Ac, S) into R
5. goto 2, unless the designated time is exhausted

Notice at this point that probabilistic models often tend to assign unnaturally
high probabilities to short sequences, and if this is known to be the case for
mc(A,S), we may in this process discard any sequence of length below a certain
minimum.

We cannot present evaluation criteria that reflect a deep statistical analysis,
and we doubt that this is possible without detailed assumptions about a partic-
ular class of models. At present, we suggest a subjective analysis of the set of
ratios involving the following rules of thumb.

– A substantial segment of ratios greater that 1 may indicate that there is a
class of sequences, each of which has several good annotations with about
the same probability, and that the approximation is likely able to find one
of them in such cases.
(Obviously some observed ratios greater than 1 may be caused by mc sug-
gesting a very bad annotation, so such a single observation does not say
much about ma.)

– A substantial segment of ratios below but close to 1 may indicate that there
is a class of sequences, each of which has only few good annotations and that
the approximation is able to find them.

– A substantial segment of ratios far below 1 indicates that there is a class of
sequences for which the approximation is very inaccurate.

4 Case Study: A Simple Genefinder in PRISM

We sketch here a setup with a canonical model based on a SCFG, and an ap-
proximating model involving an auxiliary model that provides a unique splitting
into subsequences according to the principles outlined in section 3.1.



4.1 A Canonical Model

The model is based on a SCFG that describes a structure for genomic sequences
consisting of subsequences of genes and noncoding regions. Noncoding regions
are seen as unstructured sequences of random letters.

A gene is indicated by a start and a stop codon (one of {〈a, t, g〉, 〈g, t, g〉, 〈t, t, g〉}
and of {〈t, a, a〉, 〈t, g, a〉, 〈t, a, g〉}, respectively), and their lengths must be a mul-
tiple of 3 as to fit with a codon structure. Within a gene, the grammar indicates
possible two-dimensional structures of so-called hairpins. So for example, the
subsequence agata . . . tatct may form a hairpin, where the outermost 5+5 letters
form a stem and those indicated by the dots form a loop at the top; for simplicity
we do not allow recursive hairpin structures.

The grammar rules are straightforward and omitted; the hairpin structures
do not necessarily follow the codon structure so the grammar rules need to keep
track of substring lengths modulo 3. A given hairpin is as long as possible, i.e.,
attractor pairs are not allowed at the positions next to the two ends of the stem.

For a given sequence, this grammar may assign many different parse trees
due to the ambiguity caused by accidental triplets that are identical to start- and
stop codons, and there are likely alternative foldings into hairpins. Probabilities
in the model were set manually so as to keep sequence lengths sufficiently small
for our experiment.

4.2 An Approximative Model

As described in section 3.1, we provide an approximating model by an auxiliary
model that chops a sequence into subsequences classified as genes and noncoding;
it ignores any structure inside a gene, except that genes must be multiples of
3 and wrapped in proper start/stop codons. Subsequently these substrings are
analyzed with the well defined subgrammars of the canonical one for the two
subsequence types.

As described above, when the combined model is executed for prediction,
first the best chopping is found and fixed, and then the complex grammar rules
find best subtrees for each subsequence in isolation.

4.3 Evaluation by Sampling

We executed the procedure described in section 3.2 for generating samples and
finding the ratio of the canonical probabilities of the two annotations (here: parse
trees) given by sampling and by the approximating model. Due to performance
problems, we added a timeout for the parsing of the subsequences. We ended
up considering 18 samples of lengths between 20 and 150; shorter sample strings
were discarded.

It appears for one third of the samples, that the separation into subsequences
defined by the sampling procedure and by the chopper model are identical (or
very close to identical), represented by ratios above 0.99. In the remaining cases,
we observed ratios above 0.9. However, due to the small number of samples and



their short lengths, we cannot at present give any clear conclusions about the
quality of the chopper or the entire approximative model. With more substantial
test data we would expect fewer ratios of 1 and a few > 1.

5 Related Work

Bayesian networks, HMMs, and SCFGs are traditional methods for sequence
analysis that can be seen as instances of probabilistic-logic models; while their
flexibility for modeling and formal expressive power is far below the models we
are aiming at (PRISM and similar), there exists a plethora of efficient algorithms
and implemented systems; see [5] for background and overview. These provide a
catalogue of possible preprocessors to be used within our approach

More general and powerful formalisms have been suggested as extensions to
logic programs or equally expressive formalisms within the last 15 years, we
may mention PRISM [11, 12] that we have exemplified, Stochastic Logic Pro-
grams [10], Stochastic functional Programs [7], and Relational Bayesian Net-
works [6]. While such models have been used for systems biology, e.g., [3, 1],
the application to analysis of sequence data seems to be sparse, which we may
tentatively attribute to prejudices concerning efficiency in both time and space.

We may refer to [4] as a precursor of the present work, where similar ideas
are applied for a comparative test of three different genefinder programs [2, 8, 9].

6 Conclusion and Future Work

We advocate the use of probabilistic-logic models based on logic programs (or
similarly expressive languages) as the basis for analysis of biological sequence
data; due to flexibility and generality, such models are candidates for providing
better and more detailed finds than the currently most used methods, however,
this is still to be proved.

We intend that such models should be developed without consideration about
performance in order to document in a formal way and as faithfully as possible,
the available knowledge about the phenomena being modeled in what we called
a canonical model.

Using preprocessors, e.g., based on existing and efficiently implemented tech-
nologies, as a way to reach realistic execution times, we intend to get the best
of both worlds, flexibility and sophistication of the probabilistic-logic models
combined with feasible execution times.

Finally, we recommended heuristics for the evaluation of implemented and
approximating versions based on sampling and probability measurements, which
are basically the only computational usages that can be made of such canoni-
cal models. Although we described this method for implementations based on
probabilistic-logic technology, the evaluation method can be applied for any im-
plementation. Consider the example of section 4; here we can rebuild the ap-
proximating model using software specialized for SCFGs for both the chopping



and detailed analysis of substrings. We intend to extend the methodology with
a more firm statistically basis for evaluation of the measurements produced by
the sampling principle.

Acknowledgement: This work is supported by the project “Logic-statistic
modelling and analysis of biological sequence data” funded by the NABIIT pro-
gram under the Danish Strategic Research Council, and the CONTROL project,
funded by Danish Natural Science Research Council.
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Abstract. Many biomedical applications involve temporal data, for ex-
ample time-series gene expression experiments or longitudinal clinical
data. From the statistical modeling side of SRL, dynamic Bayesian net-
works are a natural fit for such data, but they normally cannot in-
corporate additional types of relational information, such as the inter-
action between genes. In this paper, we examine the construction of
logical DBNs from rules, either learned by relational learning methods
or human-provided; in some cases, this construction requires combin-

ing rules. In some cases using such DBNs requires improved inference
algorithms; we propose efficient inference within such DBNs by a Rao-
Blackwellized particle filter. This work is motivated by two very different
biomedical applications. One is incorporating the rich available back-
ground knowledge about genes and proteins when modeling time-series
gene expression data. The other is modeling longitudinal nursing home
data to estimate health status and health trajectory of individual pa-
tients and of groups of patients at specific facilities. This paper focuses
on general principles rather than specific representations; we believe the
lessons here are applicable for modeling time-series data within SRL.

1 Introduction

An important broad class of applications for SRL is time-series analysis. In
this work-in-progress paper, we examine two important biomedical applications
within this class.

First, we examine the task of modeling time-series gene expression data in
the presence of additional background knowledge. Much work has been invested
into learning biological regulatory networks from gene expression data collected
by microarray technology. A major challenge is determining the direction of
causality in such networks. If Gene A is a good predictor of Gene B, this does
not mean Gene A controls Gene B. Rather, Gene A may be a good predictor
of Gene B because Gene B controls Gene A, or because both are controlled by
a third gene, or even because of more complicated scenarios. Time-series data
can give more insight into causality. If a change in Gene A is a good predictor
of a change soon thereafter in Gene B, then we can be more confident (though
still not certain) that the change in Gene A is helping to cause the change
in Gene B, and not vice-versa. If we furthermore have additional background
knowledge indicating that Gene A and Gene B are known to interact, we can be
even more confident at least of a connection between Gene A and Gene B. Such



additional background knowledge is especially important given the limited data
we typically have from gene expression experiments, particularly time-series ex-
periments. With this motivation, we examine SRL for modeling time-series gene
expression data with respect to relevant background information. The resulting
approach can be seen as an extension of previous work using dynamic Bayesian
networks (DBNs) to model time-series gene expression data, where the extension
incorporates background knowledge.

The second task we examine is modeling longitudinal clinical data. Specifi-
cally, we examine the task of modeling data about nursing home patients over
time. Given observed variables about patient health, we wish to infer the hidden
actual health state of a patient and accurately predict the patient’s health tra-

jectory - the values of this health state – over the coming weeks. If this task can
be performed accurately, one major practical benefit to society is to intervene
sooner when a patient’s health is in danger of rapid deterioration. Another prac-
tical benefit is to identify patterns in patient health in various nursing homes,
so that homes with poorer results can be improved.

Both of the applications in this study involve modeling of time-series data.
Nevertheless, we use both rather than a single one because these two applica-
tions illustrate different issues and require different capabilities within SRL. The
gene expression application requires learning rules to predict when one gene’s
expression will change based on changes in other genes; these rules can utilize
background knowledge. Inference within the learned models is not particularly
difficult. The clinical application, on the other hand, can begin with a reasonable
set of human expert-constructed rules, and the major challenge is in the infer-
ence, because the key step is inferring the values of the hidden state variables
over time. This application can also benefit from learning to further refine the
rules, though initially parameter learning (which relies on inference) is sufficient
for the task.

2 Gene Fold Prediction

We used time-series gene expression data of environmental stress response ex-
periments, including DNA-damaging agents from Gasch et al. [5, 4]. Our study
focused on the DNA damage checkpoint pathway because it has been widely
studied. The time-series expression data was discretized by determining the rel-
ative change in expression from one time step to the next, i.e. comparing the
expression levels between two consecutive time series measurements. The time-
series data were discretized into one of three possible discrete values by compar-
ing two consecutive time series measurements: if the change increased by 0.3, we
consider the expression to be up-regulated, if the change decreased by 0.3, we
consider the expression to be down-regulated, otherwise we say the expression
stayed the same.

There are many other spatial and molecular interactions that are not cap-
tured by expression data, thus we incorporated other relational sources of data
to facilitate learning. Known transcription factors for specific target genes can



allow the learning algorithm to focus on specific proteins that are known to in-
teract with the DNA of the target gene and potentially discover combinations of
transcription factors (pairs, triples, etc.) required to trigger a change in expres-
sion of a particular set of genes. Because transcription factors can also interact
with other proteins or metabolites on their way to activating gene expression,
background knowledge of proteins that are known to interact with each other
were included to allow for the discovery of novel proteins in the pathway. Fur-
thermore, an estimated 30% of proteins need to be phosphorylated in order to
trigger a change in the protein’s function, activity, localization and stability [6].
Thus, background knowledge about a large number of protein phosphorylation
in yeast was also included [2].

We aim to link known interactions with gene expression activity to possibly
learn new mechanisms. We do this by associating the up- or down-regulation of
specific genes from the previous time step with its transcription factor, a protein
it might interact with, or a phosphorylation event. We assume that an event in
the previous time step will contribute to the change in expression at the current
time. This assumption does not necessarily hold for all biological activity but a
similar assumption, that of using a gene’s expression level to approximate the
activity of other genes within the same pathway, have been used by others [14].

The ILP system, Aleph [13], was initially used to learn rules from the data.
The following are three examples of rules learned:

Rule 1 up(GeneA,Time,Expt) :-
previous(Time,Time1), down(GeneA,Time1,Expt), interaction(tof1,GeneA), up(tof1,Time1,Expt),
function(GeneA,’CELL CYCLE AND DNA PROCESSING:cell cycle:mitotic cell
cycle and cell cycle control:cell cycle arrest’).

Rule 2 up(GeneA,Time,Expt) :-
previous(Time,Time1), down(GeneA,Time1,Expt),
phosphorylates(GeneA,GeneE), up(GeneE,Time1,Expt),
transcriptionfactor(GeneF,GeneE), down(GeneF,Time1,Expt),
transcriptionfactor(GeneF,cdc20), down(cdc20,Time1,Expt).

Rule 3 up(GeneA,Time,Expt) :-
previous(Time,Time1), down(GeneA,Time1,Expt),
interaction(GeneE,GeneA), down(GeneE,Time1,Expt),
interaction(GeneE,mms4), down(mms4,Time1,Expt),
function(GeneA,’METABOLISM’).

These rules all specify the activity of specific genes involved in the larger
DNA damage pathway. For further details, see [12].

In order to develop a model that would allow us to understand the mechanism
of the underlying regulatory network, we wanted to use the rules to construct
a Dynamic Bayesian Network and learn the parameters. Though the approach
seems to be efficient, the process of creating a ground DBN loses the relational
information that was gained using ILP. We wanted to maintain the relational
information learned as it could potentially provide a better understanding of
the regulatory mechanisms involved. For example, there are many interactions



between regulators and promoter regions that do not necessarily result in the
expression of a particular gene, only some particular combination would result in
expression. This interpretation would be lost without the relational information.
Furthermore, the relational models can exploit parameter tying which helps in
accelerating the learning process. In the next section, we outline our proposed
relational learning method.

2.1 Utilizing a Relational Learner

The ILP rules are learned to predict a target predicate. We interpret the rules
probabistically. In the spirit of SRL models, associated with every rule y :
xi

1, .., x
i
n is a conditional probability tables P (y|xi

1, ...x
i
n). Note that this rela-

tional representation is similar to several logic based formalisms such as Bayesian
Logic Programs [8],Markov Logic Networks [1] etc. It should be specified that
our models are directed (unlike MLNs) and is in the spirit of other directed re-
lational formalisms. As can be seen, there could be more than one rule learned
using ILP for a single target predicate (denoted by the superscript i). In many
cases, a single parameterized rule can result in multiple instantiated sets of par-
ents that influence a single ground target variable. Also, there could be a number
of rules for a single target predicate. Hence there is a necessity for combining
the distributions at multiple levels. The multiple instances of a single rule are
combined using the mean combining rule while the distributions that arise due
to the different rules are combined using the weighted mean combining rule.

Let us assume that each ILP rule Si (‘rule i’ for short) for the target pred-
icate Y has k influents, Xi

1 through Xi
k (which we jointly denote as Xi), that

influence the target variable. When this rule is instantiated or “unrolled” on a
specific database, it generates multiple, say mi, sets of influent instances, which
we denote as Xi

1 . . .Xi
mi

. This is shown in Figure 1. In the figure, the instan-
tiations of a particular statement are combined with the mean combining rule.
The distributions resulting from the different ILP rules are combined via the
Weighted-Mean combining rule. Recall that in our problem the variable Y refers
to the predicate up.
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Fig. 1. Unrolling ILP rules



The role of the combining rule is to express the probability Pi(Y |Xi
1 . . .Xi

mi
)

as a function of the probabilities Pi(Y |Xi
j), one for each j, where Pi is the CPT

associated with Si. For example, with the mean combining rule, we obtain:

P (y|Xi
1 . . .Xi

mi
) =

1

mi

mi∑

j=1

Pi(y|X
i
j) (1)

If there are r such rules, we need to estimate the conditional probability P (Y |X1
1,1...X

r
mr,k).

If wi represents the weight of the ith combining rule, the conditional of Y is :

P (Y |X1
1,1...X

r
mr,k) =

∑r

i=1 wiP (Y |Xi
1 . . .Xi

mi
)∑r

i=1 wi

(2)

Learning algorithms based on Gradient descent that employs either mean-
squared error or log-likelihood and on EM have been presented in [11]. We are
currently investigating the use of these methods in learning the CPTs associated
with the ILP rules. It has been established in [11, 7] that learning with the
presence of combining rules in relational models is very efficient compared to
unrolling them to a propositional model. These results form the basis of our
current research to directly learn the parameters of the ILP rules. Lastly, it
should be mentioned that unlike the other domain, the inference in this domain
is not a hard problem. This is due to the fact that all the influents of the different
ILP rules are observed and hence the inference problem reduces to computing
the probability distribution as presented in equation 2.

3 Nursing Home DataSet - Predicting Chronic diseases

Chronic diseases can comprise a significant portion of a life span and can have
impact on a range of aspects of functional and biological health. Due to the
long natural history of chronic disease, there is more potential for interaction
with other diseases (e.g. diabetes and atherosclerosis), risk factor exposures
(e.g. cigarette smoking and obesity) and age-related declines in physiology (e.g.
changes in brain tissue and temporally accumulated arterial damage). These ef-
fects appear to leave the individual more at risk for developing other diseases, a
condition known as comorbidity, which refers to the occurrence of one or more
other diseases among people with an index or baseline disease. Comorbidity has
been shown to be associated with mortality, length of hospital stay and disabil-
ity thus when assessing a person’s overall state of health, accounting for their
total disease burden can improve diagnostic and prognostic efficiency. In elderly
populations, comorbidity occurs frequently and as the aged population increases
in our society, the assessment of comorbidity has become progressively more
important, particularly for health policy makers and administrators in regard
to health costs and health planning. Thus it is necessary to model disease be-
havior in the elderly as a multidimensional stochastic system evolving according
to internally programmed age dynamics, the dynamics of the chronic diseases



and comorbidity, and the interaction of the various dimensions of specific health
status of individuals [3].

The data that is used in this analysis comes from a set of nursing home
quality indicators that are gathered and maintained by the UW Center for Health
Systems Research. All U.S. Nursing homes which have a resident population of
over 2,000,00 have been required to assess the health status of each resident
quarterly beginning in 1998. These assessments are standardized in United States
and the assessment instrument (resident assessment instrument - RAI) consists
of 250 separate items that are grouped into 12 categories (such as cognition,
communication, vision, mood, health conditions, disease diagnosis etc). These
are intended to measure dimensions of health that support the clinical processes
in the nursing home. In this instrument, multiple items are grouped together to
form a summary scale or index, representing the dimension of focus. It could be
argued that all biomedical studies involve latent variables of some kind since it
is almost impossible to directly measure the variables of primary interest. In the
case of development of RAI there was no use of statistical methodology in the
design phase. Hence, there is not a statistically sound description of the latent
constructs that are actually measured by the instrument. Thus the modeling
task involves determining the number of latent constructs and their relationship
to the items measured by the instrument in addition to the determination of the
temporal dynamics of the co-evolution of the latent constructs.

The general approach to modeling the relationship of measured assessment
items to underlying latent constructs is to apply Bayesian networks structure
learning methods. The unsupervised learning of an optimal Bayesian network
from data is NP-hard and as such constrained versions of Bayesian networks
such as nave Bayes have been applied with promising results. The assumption
of nave Bayes is that all attributes are conditionally independent given the class
label which in the context of the measurement of dementia in the RAI is clearly
violated. One of the research ideas is to build a baseline learner based on Tree-
Augumented Naive Bayes (TAN). These TAN networks retain the tractability
for learning and inference while not making the independence assumption. The
challenge in this approach would be to construct a dynamic version of the TANs
to monitor the health variables over time.

3.1 Relational Modeling

Yet anther possible solution for this problem would be to construct a hand-
crafted DBN and then perform inference on the latent variables. The main bot-
tleneck is that this DBN would involve about 250 variables. It would be extremely
tedious for a domain expert to construct this DBN. Also, the number of latent
variables will be very high and hence performing inference is not possible in such
cases. Hence we resort to using a relational model and performing inference. We
are currently in the process of designing this model after collaborations with the
domain expert and the work presented is preliminary in nature. In this section,
we present a Rao-Blackwellized particle filter algorithm for performing inference.



The model that is being developed is a logical version of a DBN i.e., the
model consists of two kinds of relationships. First is the intra-time slice relation-
ship which is described by a set of probabilistic ILP rules as presented in the
previous section. The second is the inter-time relationship which describes the
probabilistic relationship between certain predicates at two consecutive time-
steps (similar to a DBN except that the variables are logical predicates). Given
certain observations, the task is to perform inference over the latent predicates.
It is important to note that not all the other variables are observed.

Let us denote the set of latent variables as xt and the observation at time
step t is denoted by yt. Corresponding to the relationships, there are 2 kinds
of distributions in the model: the selection distribution which specifies the joint
distribution P (xt, yt) over the variables at the current time-step and the sec-
ond is the transition distribution that specifies the joint distribution over the
transitions between the variables at consecutive time-steps. Samples are drawn
according to the optimal proposal distribution P (xt|xt−1, yt) where,

P (xt|xt−1, yt) =
P (yt|xt)P (xt|xt−1)∑
xt

P (yt|xt)P (xt|xt−1)
(3)

and the weight wt is given by,

wt ∝ P (yt|x
i
t−1) =

∑

xt

P (yt|xt)P (xt|xt−1)

The states are then re-sampled based on the weights of the samples. The
health variables can then be marginalized out of the resulting distribution. Since
particle filter has been shown to have a poor performance in high-dimensional
spaces, we plan to resort to a Rao-Blackwellized version. In this version, we
plan to sample the predicates at the next time-step while exactly marginalizing
out the variables in the predicate. The intuition is that since the data is highly
relational, the variables would be related to one another. For example, a person’s
chance of having a disease might be influenced by his parents’ attributes. Hence,
if the person’s identity is known, the parents’ identities can be obtained. A similar
particle filter was proposed recently for Logical Hierarchical HMMs [10]. The
authors show that if a large number of relationships are observed, the particle
filter can perform very well and is extremely fast compared to the exact inference
procedure.

4 Conclusion

In this paper, we have presented two of our current focus time-series problems
that pose slightly different challenges. In the gene fold prediction problem, the
complexity lies in learning the relational models while in the chronic diseases do-
main, the problem is to perform efficient inference. We propose to use combining
rules to combine the distributions due to different instantiations and different
rules. We further propose to use learning algorithms based on EM and gradient



descent for learning the parameters of the distributions and the rules. In future,
we would also like to extend our work to search through a suite of combining
rules and find the best combining rule that fits the data. In the chronic disease
domain, we propose to use a logical version of DBN and develop an inference
algorithm based on Rao-Blackwellized particle filter. We also currently looking
to compare this relational model against a Tree Augumented Naive Bayes (TAN)
model as a baseline. Also, it would be useful to compare other approaches such
as MCMC that have been recently proposed for relational models[9]. Finally, it
would be useful to develop a dynamic model based on SRL principles that can
be used to perform both learning and efficient inference for temporal bio-medical
applications.
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Italy

Abstract. Type Extension Trees (TET) have been recently introduced as an ex-
pressive representation language allowing to encode complex combinatorial fea-
tures of relational entities. They can be efficiently learned with a greedy search
strategy driven by a generalized relational information gain and a discriminant
function. In predicting the metal bonding state of proteins, TET achieve signifi-
cant improvements over manually curated motifs, and the expressiveness of com-
binatorial features significantly contributes to such performance. Preliminary col-
lective classification results seem to indicate it as a promising direction for further
research.

1 Learning Type Extension Trees

A TET [1] consists of a tree-structured logic formula where nodes are conjunctions of
literals, and edges are labeled with sets of variables. Instead of a simple truth assign-
ment, a TET defines a complex combinatorial feature whose recursive value structure
accounts for the number of times each subtree can be satisfied, given the possible bind-
ings of its edge variables. A simple discriminant function [2] can be defined over TET
as a kind of pseudo maximum-likelihood ratio, and TET structure learning have been
addressed [2] with a recursive top-down strategy. The algorithm basically generates a
set of candidate extensions of the current TET, according tosome pre-specified lan-
guage bias as standard in ILP methods, but instead of directly evaluating each of them,
it relies on a generalized infogain criterion [2] to select the most promising directions
for further expansion. Generalized infogain aims at measuring bothdirect andpoten-
tial informativeness of a certain extension, the latter being conditioned on appropriate
refinements further down in the tree structure, thus performing a kind of selective looka-
head strategy [3]. The discriminative power of a whole subtree is eventually evaluated
once a certain pre-specified depth has been reached, or the score of further expansions
falls below a given threshold (see [2] for details).

Supervision on related entities can be introduced in TET by allowing target pred-
icates to be included as candidate extensions (with proper constraints to avoid trivial
TET with the target predicate instantiated with target variables). A simple iterative pro-
cedure can be also conceived in order to implement a collective classification approach:
first, a bootstrap TET is learned without using target predicates, and its predictions are



used to initialize the labels of all instances; second a collective TET is learned by includ-
ing target predicates in the language bias. During testing,the bootstrap TET initializes
predictions, and the collective TET iteratively refines them until no relabeling occurs
between two successive iterations, or a maximum number of iterations is reached.

2 Metal Bonding State Prediction

Metal ions play a central role in living organisms, performing structural, catalytical and
regulatory functions in the cell. About one third of the known proteins is believed to
bind metal ions in their native conformation. Metal bindingsites are quite specific in
terms of number and type of coordinating residues: CYS and HIS are the most common
ligands, followed by GLU and ASP which are however much more frequent in proteins,
and each ion has few preferred coordination numbers, ranging from one to eight. Regu-
larities in terms of number, type, and distance of ligands and surrounding residues have
been encoded by biologists in motifs [4], either regular expressions or position-specific
profiles with amino acid weights and gap costs. Such motifs provide interpretable fea-
tures characterizing metal binding sites, but their performance are far below those of
complex machine learning approaches employing multiple alignment profiles [5]. Pre-
liminary experiments [2] showed that TET are able to significantly improve over man-
ually curated motifs while retaining much of their interpretability, and that counts-of-
counts features significantly contribute to such improvements, as shown by comparisons
to results obtained learning standard regular-expressionlike TET and to those achieved
by the Tilde ILP system. The dataset and the 5-fold cross validation procedure used in
the experiments were taken from [5]. Residue attributes made available to TET learn-
ing consist of the binarized evolutionary conservation of either relevant residue types
such as CYS, HIS, ASP, GLU or PRO, or relevant residue classessuch assmall, hy-
drophobic or negative. Relations have the formWithin n(p,r1,r2) andPlus n(p,r1,r2),
and represent pairs of residues(r1,r2) in a certain proteinp whose sequence separa-
tion is at most or exactlyn, respectively. Figure 1 (left) shows a TET branch4 which
proved quite stable in predicting CYS ligands, encoding counts-of-counts features of
the candidate residue neighbourhood. HereXXX andY Y Y can be: HIS ornegative
identifying candidate co-ligands (ASP and GLU are both negatively charged);polar
or positive identifying hydrophilic residues and thus an exposed protein surface;small
indicating a small residue which favours the local flexibility. Collective classification
experiments introduce an additional learning issue, as target predicates available for
candidate extensions are predicted and thus subject to predictive errors. Figure 1 (right)
shows an ideal TET learned assuming that labels of related residues are given. The left
branch considers the number of co-ligands occurring in the protein, while the right one
searches for other proteins having ligands in the same position (residues are identified
by their position in sequence), and for nearby ligands in thetarget protein. Such TET
fails to generalize to new proteins, where knowledge of the labels of related residues
cannot be assumed and must be replaced by predicted labels, as it relies too heavily on
the quality of such predictions. More robust TET can be learned assuming predicted

4 In all reported TETs, inequality constraints forcing newlyintroduced variables to be different from root
ones were skipped for simplicity.



labels (according to a non-collective TET) instead of true ones for related residues dur-
ing training. However, using the same acceptance thresholdfor extensions employed
in [2] tends to produce too simplified collective TET on some of the folds, worsening
performance with respect to the corresponding non-collective TET. The problem can be
partially fixed by decreasing the acceptance threshold. Table 1 reports areas under the
ROC curve for different folds with non-collective and collective TET, where not con-
served residues are considered non-binding by default, in order to focus on ambiguous
cases. Collective classification outperforms individual predictions on 2 and 3 out of 5
folds for CYS and HIS respectively. The fact the HIS prediction benefits more from
collective classification is not surprising, as CYS predictions tend to be more accurate,
and can thus propagate to nearby HIS.

Table 1. Area under the ROC curves for CYS and HIS metal bonding state prediction for different
folds. Comparison between single TET as in [2] and collective TET with different thresholds for
extension acceptance.

CYS HIS
fold TETsingle TETcoll simple TETcoll complex TETsingle TETcoll simple TETcoll complex

1 89.6± 1.6 91.6± 1.4 91.7± 1.4 83.1± 2.1 80.5± 2.2 80.0± 2.2
2 92.0± 1.4 91.1± 1.4 91.0± 1.5 84.1± 2.4 84.8± 2.3 85.4± 2.3
3 84.6± 1.8 85.6± 1.7 87.6± 1.6 78.2± 2.2 80.0± 2.2 80.3± 2.2
4 85.8± 1.7 85.1± 1.8 85.7± 1.7 79.6± 2.4 76.8± 2.5 79.5± 2.4
5 89.8± 1.6 81.0± 2.0 83.9± 1.9 82.1± 2.2 86.2± 2.0 87.3± 2.0

Figure 2 shows the best conserved fragments which were learned across differ-
ent folds in CYS prediction. The TET combines target information from the relational
neighbourhood with unsupervised features in order to account for possible estimation
errors. The first branch considers predicted co-ligands in the protein as in the corre-
sponding branch of the ideal TET, but it further refines such information considering
their distance to the target residue, and the presence of additional conserved CYS nearby
as an indication of possible ligands. The second branch considers unsupervised features
only, looking for candidate co-ligands (CYS or HIS) or smallresidues improving flexi-
bility in the neighbourhood.

⊤(p, r)

within 5(p, r, r1)

r1

consCYS(p, r1)

within 5(p, r1, r2)

r2

consXXX(p, r2) consYYY(p, r2)

⊤(p, r)

ligand(p, r1)

r1

ligand(p1, r)

p1

within 5(p1, r, r2)

r2

ligand(p, r2)

Fig. 1. TETs for metal bonding state prediction: (left) TET fragment from [2];(right) TET learned
assuming that labels of related residues are given
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Fig. 2. TET fragments learned assuming a collective classification setting
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Abstract. An important problem in Computational Molecular Biology is the 
detection of remote homologues. We show that discriminative models, such as 
CRFs, can be useful in this task, and that we can elegantly encode structural 
information through logic, in frameworks such as TildeCRF.  
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1   Introduction 

An important problem in Computational Molecular Biology is the detection of remote 
homologues, often proteins that have a common ancestor but that have diverged 
significantly in their evolutionary history. A number of tools have been developed 
toward this purpose. Arguably, a popular and effective approach is to model a family 
of proteins as a profile hidden Markov models (pHMM) [3]. Query proteins are 
aligned against the pHMM for the family. Such models are most often trained on 
primary sequence information only, although recent work has shown that greater 
sensitivity can be achieved by using secondary or tertiary information when available 
[2]. 

Hidden Markov models [10] provide a generative model for sequence data. 
Recently, there has been much interest in discriminative models of sequence data, 
such as conditional random fields (CRFs) [7]. In recent work, Kersting el al. [5] 
proposed TildeCRF, an extension to CRFs where the sequence is formed by logical 
atoms, thus providing a natural framework for expressing structured data. Initial 
LogCF results in predicting secondary structure were very promising. 

In this work, we investigate whether probabilistic logical models of sequences can 
be competitive models for detecting remote homologues. In our experiments, we 
encode sequences with structural information as logical atoms, and we use the 
boosting based learning of TildeCRF to generate a discriminative model. 

This paper is organized as follows. After discussing related work in Section 2, we 
will briefly review CRF and TildeCRF in the next two sections. We describe our 



methodology and experiments in Section 5. Preliminary results are discussed in 
Section 6. Finally, Section 7 presents our conclusions and cites future work we intend 
to do. 

2   Related work 

Traditional approaches for homology detection are based on sequence information, 
i.e. they search the database using PSI-BLAST [13] or match against a profile hidden 
Markov model (pHMM) that describes preserved residues of protein sequences by 
creating a statistical model of aligned sequences [3]. These methods work well for 
simple conserved structures with strong sequence similarities, but fail for remote 
homology. More precisely, in the twilight zone of homology, where sequence 
similarity across proteins is poor, but structure is quite often well conserved, 
Bernardes et al. [2] show that alignments obtained using structure information can 
lead to more expressive models than alignments obtained from sequence data only. 

This raises the question of how best one can improve sequence similarity detection 
through structural information. One approach relies on the widely available pHMM 
implementations, such as SAM [11] and HMMER [4], are widely available. Systems 
such as HMMER-STRUCT extend HMMER by considering structural information 
when computing the probabilistic model [9,27]. HMMER-STRUCT achieved good 
experimental results. Experiments showed that secondary and tertiary structural 
information could improve model quality, independently. In a related experiment, it 
was shown that there was a benefit in using packing and accessibility information, 
which is readily available. 

HMMER and SAM are very efficient implementations of a generative 
propositional model for sequence data. Recently, there has been exciting work on 
discriminative models, such as CRFs [7], on the one hand, and on logical models of 
structured sequences, on the other hand.  PRISM [24], SLPs[25], CLP(BN) [26], 
LoHMMs [6], Relational Markov networks (RMN) [15] , Relational Markov models 
[16] and TildeCRF are different approaches to this approach, but all can be used to 
models structured sequence data. PRISM and CLP(BN) have been used to implement 
HMMs. They provide very general frameworks, but allow more compact descriptions 
in the model. In contrast, LoHMMs is a framework specifically designed to handle 
sequences of logical atoms. As a very different alternative, Markov Fields have also 
been upgrade to first order logic, as in Models Relational Markov networks (RMN) 
[15] and Markov logic network (MLN) [14]. In the same spirit as LoHMM, TildeCRF 
can be seen as an attempt towards downgrading such highly expressive frameworks 
for the specific goal of handling logical sequences [5]. 

Interest in CRFs is further motivated by successful applications of CRFs in   
several bioinformatics applications, such as protein secondary structure prediction [5], 
protein fold classification [5,20] and RNA secondary structural alignments [21].  



3   Conditional Random Fields 

CRFs are undirected graphical models to compute a conditional probability 
distribution P(Y|X), where X is a input sequence that we assume has been observed, 
and Y is a set of output variables that we wish to predict. The principal advantage of 
discriminative modelling is that conditional distribution P(Y|X) does not include a 
model of P(X), which often contains many highly dependent features [17]. 

Formally, in special case of a linear chain structure, let G be an undirected 
graphical model over sets of random variables X and Y the labelling of an observed 
sequence X. Then a CRF defines the conditional probability as 
 

P(Y|X) = Z(X)-1 exp { �1..K �kfk(yt, yt-1, xt) } (1) 

 
where {fk(y, y’,xt)}k=1..K is a set of real-valued feature functions, witch are given and 
fixed, Z(X) is a normalization factor and {�k} k=1..K is a parameter vector that will be 
learned via maximizing the conditional likelihood of the training data. In a linear 
chain CRF, a first order Markov assumption is made on the hidden variables and there 
is one feature per transition and one feature per state-observation pair, very much as 
in HMMs. 

Parameter estimation is frequently performed by conditional log likelihood and 
optimized by gradient-based techniques. Because often we have a large number of 
parameters, a kind of penalty called regularization is adopted to avoid overfitting. 
Inference tasks can be performed efficiently by variants of the standard HMM 
algorithms, such as the Viterbi algorithm for finding the most likely explanation. 

4   TildeCRF 

In this work we rely on TildeCRF, to the best of our knowledge the first system that 
can train conditional random fields on logical sequences. The key idea of TildeCRF is 
to use relational regression trees in Dietterich et al.'s gradient tree boosting approach 
[19]. Following Dietterich's work, TildeCRF's potential functions are represented as 
weighted sums of regression trees. On the other hand, in TildeCRF regression trees 
are relational, as in Tilde [18]. Relational regression trees allow abstraction through 
logical variables and unification. 

The compactness and even comprehensibility of TildeCRF, however, comes at the 
expense of a complex parameter estimation problem: the system relies on a non-
parametric functional representation. Therefore, gradient-based optimization 
techniques such as McCallum's MALLET [23], which assume a parameterized 
representation, cannot be applied. Instead, TildeCRF follows Dietterich et al.'s 
gradient tree boosting technique [19], called TreeCRF. In TreeCRF, potential 
functions are represented by sums of traditional regression trees, which are grown 
stage-wise by a variant of boosting. Each regression tree can be viewed as defining 
several new feature combinations one corresponding to each path in the tree from the 



root to a leaf. The resulting potential functions still have the form of a linear 
combination of features, but the features can be quite complex. 

Boosting is implemented in a style similar to Dietterich et al.: one evaluates the 
gradient function at every position in every training example and fits a regression tree 
to these derived examples. But, simplify the derivation of the gradient and afterwards 
the evaluation, it does not use the complete input but a window. Relational regression 
trees upgrade the attribute value representation used within classical regression trees: 
every test is a relational conjunction of atoms. 

In order to induce a relational regression tree, TildeCRF essentially employs 
Blockeel and De Raedt's Tilde, which also explains the name of its approach. Tilde 
learns relational trees by applying the learning from interpretations setting, where 
each example is an interpretation, or more precisely, a set of ground atoms. To learn, 
Tilde basically follows Quinlan's well-known C4.5 algorithm. 

5   Methodology 

 In our study, we work at the super family level of the SCOP database [1], which 
groups families such that a common evolutionary origin is not obvious from sequence 
identity, but probable from an analysis of structure and from functional features. We 
believe that this level best represents remote homologies. 
We aim at investigating the following open problems: (i) does TildeCRF achieve 
significantly better results by using structural information; (ii) is TildeCRF 
competitive with standard tools developed for this task, such as pHMMs. 

 

 
Fig. 1. Experiment schema: the information needed in each test is represented for the three 
arrows ending in TildeCRF box. 

 



In a preliminary test, we select three super families of the alpha class. We then use 
cross-validation [8], leaving one-family out of the training, to evaluate our results. We 
repeat the process three times. In the first experiment, we use sequences of amino 
acids, thus including no structural information whatsoever. In a second experiment, 
we first align a new sequence against a multiple alignment for the family, obtained 
from Clustal-W [12]. In the third step we use information of the secondary structure 
of the protein, obtained using JOY [22]. Finally we compare these results with 
HMMER and HMMER-STRUCT results. 

We have defined a simple form to represent the amino acids of the protein 
sequences into first-order logical sentences: a unique predicate “a” having an arity 1, 
2 or 3, depending on the test being performed. The first term represents the amino 
acid properly and may receive one of 20 letters that are used to represent amino acids 
in biology. The second encode the secondary structure of protein witch that amino 
acid is part and receive “C” for coil, “H” for helixes, “E” for beta and “P” for phi 
angle. The last encode the alignment information, meaning “m” for matches, “i” for 
inserts and “g” for gaps. Then the input sequences are made up of sequences of amino 
acids represented like below. 

 

 
Fig. 2. Input sequence schema.  

6   Evaluation 

Three super families were chosen at random from SCOP alpha class: a.1.1, a.3.1 e 
a.4.1. Accuracy on training and test sets of Java version of TildeCRF are shown in 



tables 1 e 2. The input features consisted of an 11-residue slide window and we 
allowed regression trees of depth 5 at maximum. 

Table 1.  Accuracy on training set 

Super family Amino acid info. Alignment info. Secondary structure info. 
a.1.1 0.43 0.87 0.94 

a.3.1 0.41 0.67 0.75 

a.4.1 0.31 0.71 0.80 
 
Our results show that including more information usually improves both train-set and 
test-set accuracy. This affirmatively answers (i). 

Table 2.  Accuracy on test set 

Super family Amino acid info. Alignment info. Secondary structure info. 
a.1.1 0.17 0.38 0.78 

a.3.1 0.20 0.37 0.34 

a.4.1 0.31 0.46 0.62 
 

In order to assess the significance of the results was used paired t-test [8] 
considering the results as significant at p = 0.05. 

Table 3.  Paired t-test over test results (table 2): P value and statistical significance 

 Amino acid info. Secondary structure info. 
Amino acid info.  0.03934 (yes) 

Alignment info. 0.00277 (yes) 0.00006 (yes) 
 
We next repeated the same experiments using HMMER, arguably one of the most 

popular tools in searching for remote homologues, and HMMER-STRUCT that build 
five pHMMs from the same train set, one for each structural property. The properties 
used are: primary, secondary and tertiary structures, accessibility and packing residue. 
Here we have used HMMER-STRUCT by considering only primary and secondary 
structure properties. Table 4 show results per super family. 

Table 4.  Comparing TildeCRF with others, accuracy on test set 

Super family HMMER HMMER-STRUCT 
Secondary structure info. 

TildeCRF 
Secondary structure info. 

a.1.1 0.67 0,74 0.78 

a.3.1 0,97 0,97 0.34 

a.4.1 0,54 0,56 0.62 
 



HMMER achieved an average accuracy of 0.73 and HMMER-STRUCT 0.76. In 
contrast, TildeCRF achieves only 0.58. This results apparently shows that TildeCRF 
does not perform as well as the others. But it obtained best the results in two of three 
super families we considered, suggesting that question (ii) needs further research in 
improving the performance of TildeCRF through better usage of the structural 
information used by HMMER-STRUCT. 

7   Conclusions and Future Work 

We believe that discriminative statistical relational models, such as conditional 
random fields, can be beneficial in the important problem of remote homology 
detection.  

As a next step, we will include further experiments. We are running the same 
experiments presented in this work for super families of SCOP beta and alpha-beta 
classes. Our intention is to investigate how TildeCRF performs in the three major 
classes of the SCOP database. After, we will enlarge the sampling, running it for as 
many super families as possible. 

 
Acknowledgments. The second author is financially supported by the Brazilian 
Agency CAPES, the third author is partially supported by the Fundação para a 
Ciência e Tecnologia, and by the JEDI (PTDC/EIA/66924/2006) and STAMPA 
(PTDC/EIA/67738/2006) projects, and the last author is partially supported by the 
Brazilian Research Agencies CNPq, FAPERJ and FACEPE. 

References 

1. Andreeva, A., Howorth, D., Brenner, S., Hubbard, T., Chothia, C., Murzin, A.: SCOP 
database in 2004: refinements integrate structure and sequence family data. Nucleic Acids 
Research, v. 32, n. 1, pp. 226-229 (2004) 

2. Bernardes, J. S., Davila, A. M. R., Santos Costa, V., Zaverucha, G.: Improving Model 
Construction of Profile HMMs for Remote Homology Detection Through Structural 
Alignment. BMC Bioinformatics, v. 8:435, p. 1-12 (2007) 

3. Durbin, R., Eddy, S., Krogh, A., Mitchison, G.: Biological SequenceAnalysis: Probabilistic 
Models of Proteins and Nucleic Acids. Cambridge University Press, Cambridge UK (1998) 

4. Eddy, S.: Profile hidden Markov models. Bioinformatics, v. 14, n. 9, pp. 755-763 (1998) 
5. Gutmann, B., Kersting, K.: TildeCRF: Conditional Random Fields for Logical Sequences. 

In Proc. of the 15th European Conf. on Machine Learning (ECML). Lecture Notes of 
Artificial Intelligence, v. 4212, pp. 174-185 (2006) 

6. Kersting, K., De Raedt, L., Raiko, T.: Logical Hidden Markov Models. Journal of Artificial 
Intelligence Research, Volume 25, pages 425-456 (2006) 

7. Lafferty, J., McCallum, A., Pereira, F.: Conditional random fields: probabilistic models for 
segmenting and labeling sequence data. Proc. of 18th International Conf. on Machine 
Learning (ICML), pp. 282-289 (2001) 

8. Mitchell, T. M.: Machine Learning. McGraw-Hill, New York (1997) 
9. Bernardes, J. S.: Remote Homology Detection with HMM and Structural Issues. M.Sc. 

thesis, In Portuguese, Federal University of Rio de Janeiro, COPPE/UFRJ (2006) 



10. Rabiner, L.: A tutorial on hidden Markov models and selected applications in speech 
recognition. In Proceedings of IEEE, volume 77, pp. 267-296 (1989) 

11.Hughey, R., Krogh, A.: SAM: Sequence alignment and modeling software system. 
Technical Report UCSC-CRL-95-7, University of California, Santa Cruz (1995) 

12.Thompson, J., Gibson, T.: CLUSTAL W: improving the sensitivity of progressive multiple 
sequence alignment through sequence weighting, position-specific gap penalties and weight 
matrix choice. Computer Applications in the Biosciences, v. 22, n. 22, pp. 4673-4680 (1994) 

13.Altschul, S. F., Madden T. L., Schaffer, A. A., Zhang, J., Zhang, Z., Miller, W., Lipman, D. 
J.: Gapped BLAST and PSI-blast: a new generation of protein database search programs. 
Nucleic Acids Res., 25(17): 389–402, (1997) 

14. Richardson, M., Domingos, P.: Markov Logic Networks. Machine Learning, 62:107-997 
(2006) 

15.Taskar, B., Abbeel, P., Koller, D.: Discriminative Probabilistic Models for Relational Data. 
In Proc. of the 8th Conf. on Uncertainty in Artificial Intelligence(UAI-02), pp. 485-492, 
(2002) 

16.Anderson, C. R., Domingos, P., Weld, D. S.: Relational Markov Models and their 
Application to Adaptive Web Navigation. In Proc. of the 8th Int. Conf. on Knowledge 
Discovery and Data Mining (KDD-02), pp. 143-152 (2002) 

17.Sutton, C., McCallum, A.: An Introduction to Conditional Random Fields for Relational 
Learning. Book chapter in Introduction to Statistical Relational Learning. Edited by Lise 
Getoor and Ben Taskar. MIT Press. (2006) 

18. Blockeel, H., De Raedt, L.: Top-down Induction of First-order Logical Decision Trees. 
Artificial Intelligence, 101(1-2):285-297 (1998) 

19. Dietterich, T., Ashenfelter, A., Bulatov, Y.: Training conditional random fields via gradient 
tree boosting. In Proc. 21th International Conf. on Machine Learning, pp. 217-224. ACM 
(2004) 

20. Liu, Y., Carbonell, J., Weigele, P., and Gopalakrishnan, V.: Segmentation conditional 
random fields (SCRFs): A new approach for protein fold recognition. In ACM International 
conference on Research in Computational Molecular Biology - RECOMB05 (2005) 

21.Sato, K., Sakakibara, Y.: RNA secondary structural alignment with conditional random 
fields. Bioinformatics, 21:ii237-242 (2005). 

22.Mizuguchi, K., Deane, C., Blundell, T., Johnson, M., Overington, J.: JOY: protein sequence-
structure representation and analysis, Bioinformatics, v. 14, n. 7, pp. 617-623 (1998) 

23.McCallum, A.: Efficiently inducing features of conditional random Fields. In Proc. of the 
21st Conference on Uncertainty in Artificial Intelligence (2003). 

24.Sato, T., Kameya, Y.: PRISM: A symbolic-statistical modeling language. Proceedings of the 
15th International Joint Conference on Artificial Intelligence (IJCAI), pp.1330–1335 (1997) 

25.Muggleton, S.: Stochastic logic programs. In De Raedt, L., ed., Advances in Inductive Logic 
Programming, 254–264. IOS Press (1996) 

26.Santos Costa V., Page, D., Cussens J: CLP(BN): Constraint Logic Programming for 
Probabilistic Knowledge. Probabilistic Inductive Logic Programming, pp. 156-188 (2008) 

27.Bernardes, J. S., Davila, A. M. R., Santos Costa, V., Zaverucha, G.: HMMER-STRUCT: 
Adding structural properties to profiles HMMs. (To be submitted). 



Ensemble of Dissimilarity based Classifiers for
Cancer Samples Classification
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C/Compañ́ıa 5, 37002, Salamanca, Spain.
ablancogo@upsa.es mmartinmac@upsa.es

2 Cancer Research Center (CIC-IBMCC, CSIC/USAL)
Salamanca, Spain. jrivas@usal.es

Abstract DNA Microarray technology allow us to identify cancer sam-
ples considering the gene expression levels across a collection of related
samples.
Several classifiers such as Support Vector Machines (SVM), k Nearest
Neighbors (k-NN) or Diagonal Linear Discriminant Analysis (DLDA)
have been applied to this problem. However, they are usually based on
Euclidean distances that fail to reflect accurately the sample proximi-
ties. Several classifiers have been extended to work with non-Euclidean
dissimilarities although none outperforms the others because they mis-
classify a different set of patterns.
In this paper, we combine different kind of dissimilarity based classifiers
to reduce the misclassification errors. The diversity among classifiers is
induced considering a set of complementary dissimilarities for three diffe-
rent type of models. The experimental results suggest that the algorithm
proposed helps to improve classifiers based on a single dissimilarity and
a widely used combination strategy such as Bagging.

1 Introduction

DNA Microarray technology allow us to monitor the expression levels of thou-
sands of genes simultaneously across a collection of related samples. This tech-
nology has been applied particularly to the prediction of three different type of
cancer with encouraging results [12].

A large variety of machine learning techniques have been proposed to this
aim such as Support Vector Machines (SVM) [10], k Nearest Neighbors [9] or
Diagonal Linear Discriminant Analysis (DLDA) [9]. However, the algorithms
considered in the literature rely frequently on the use of the Euclidean distance
that fails to reflect accurately the proximities among the sample profiles [8,4].
The classifiers mentioned above have been extended to work with non-Euclidean
dissimilarities [18]. In spite of this, the resulting algorithms misclassify a different
set of patterns and fail to reduce significantly the errors. This can be explained
because each dissimilarity reflects different features of the data and they induce
different type of errors.



Several authors have pointed out that combining non-optimal classifiers can
help to reduce particularly the variance of the predictor [14,20]. In order to
achieve this goal, different versions of the classifier are usually built by sampling
the patterns or the features [6]. Nevertheless, in our application, this kind of
resampling techniques reduce the size of the training set. This may increase the
bias of individual classifiers and the error of the combination [20].

In this paper, we build the diversity of classifiers considering three different
kinds of models such as SVM, k-NN and DLDA. The diversity is increased
considering a set of complementary dissimilarities for each model. The classifiers
induced will take advantage of the whole sample avoiding the bias introduced by
resampling techniques such as Bagging. In order to incorporate non-Euclidean
dissimilarities the base classifiers are modified in an appropriate way. Finally,
the classifiers are aggregated using a voting strategy [14]. The method proposed
has been applied to the prediction of different type of cancer using the gene
expression levels with remarkable results.

This paper is organized as follows. Section 2 introduces the dissimilarities
considered to build the diversity of classifiers. Section 3 comments how the cla-
ssifiers can be extended to work from a dissimilarity matrix. In section 4 we
present our combination strategy. Section 5 illustrates the performance of the
algorithm in the challenging problem of gene expression data analysis. Finally,
section 6 gets conclusions and outlines future research trends.

2 Dissimilarities for gene expression data analysis

An important step in the design of a classifier is the choice of a proper dissimi-
larity that reflects the proximities among the objects. However, the choice of a
good dissimilarity is not an easy task. Each measure reflects different features of
the data and the classifiers induced by the dissimilarities misclassify frequently
a different set of patterns. Therefore, no dissimilarity outperforms the others.
In this section, we comment shortly the main differences among several dissimi-
larities proposed to evaluate the proximity between samples considering the gene
expression levels. For a deeper description and definitions see [8,4,11].

The Euclidean distance evaluates if the gene expression levels differ signifi-
cantly across different samples. An interesting alternative is the cosine dissimila-
rity. This measure will become small when the ratio between the gene expression
levels is similar for the two samples considered. It differs significantly from the
Euclidean distance when the data is not normalized by the L2 norm.
The correlation measure evaluates if the expression levels of genes change simi-
larly in both samples. Correlation based measures tend to group together samples
whose expression levels are linearly related. The correlation differs significantly
from the cosine if the means of the sample profiles are not zero. This measure
is sensitive to outliers. The Spearman rank dissimilarity is less sensitive to out-
liers because it computes a correlation between the ranks of the gene expression



levels. An alternative measure that helps to overcome the problem of outliers is
the Kendall-τ .

Due to the large number of genes, the sample profiles are codified in high di-
mensional and noisy spaces. In this case, the dissimilarities mentioned above are
affected by the ‘curse of dimensionality’ [1,16]. Hence, most of the dissimilarities
become almost constant and the differences among them are lost. To avoid this
problem, it is recommended to reduce the number of features before computing
the dissimilarities.

3 Dissimilarity based classifiers

Classical Support Vector Machines (SVM) [21] and Diagonal Linear Discriminant
Analysis (DLDA) [9] are not able to work directly from a dissimilarity matrix. In
this section, the classical SVM algorithm is extended to work from a dissimilarity
matrix by defining a kernel of dissimilarities. Next, we comment shortly how to
adapt DLDA to work with dissimilarities.

The SVM algorithm looks for a linear hyperplane f(x;w) = wT x + b that
maximizes the margin γ = 2/‖w‖2. γ determines the generalization ability of
the SVM.

The optimization problem can be solved efficiently in dual space and the
discriminant function can be expressed exclusively in terms of Mercer kernels
[21],

f(x) =
∑
αi>0

αiyiK(x, xi) + w0 (1)

Non-Euclidean dissimilarities can be incorporated into the SVM algorithm
by defining a kernel of dissimilarities [18,19]. Next we detail the idea.
Let d be a dissimilarity [7] and R = {p1, . . . , pn} a subset of representatives
drawn from the training set. Define the mapping D(z,R) : F → Rn as:

D(z,R) = [d(z, p1), d(z, p2), . . . , d(z, pn)] (2)

This mapping defines a dissimilarity space where feature i is given by d(., pi).
The set of representatives R determines the dimensionality of the feature space.
The choice of R is equivalent to select a subset of features in the dissimilarity
space. Due to the small number of training samples in our application, we have
considered the whole sample as a representative set. It has been suggested in
the literature that selecting a smaller subset of representatives does not help to
improve the resulting classifier [18].

Once the patterns have been represented in the dissimilarity space, a kernel
of dissimilarities can be defined as:

Kij = 〈D(xi, R), D(xj , R)〉 (3)

where 〈., .〉 denotes the scalar product in the feature space. Thus, for the linear
SVM the kernel matrix is written as K = DDT . This matrix is positive definite



and keeps the nice properties of the optimization problem in the original SVM
algorithm.

The DLDA is a variant of the Linear Discriminant Analysis (LDA) that consi-
ders diagonal and constant covariance matrices along the classes [9]. However,
in order to apply this technique, a vectorial representation of the data should
be obtained. To this aim, we follow the approach of [18]. First, the dissimilari-
ties are embedded into an Euclidean space such that the inter-pattern distances
reflect approximately the original dissimilarity matrix. Next, the test points are
incorporated via a linear algebra operation. Finally, the DLDA is applied con-
sidering the vectorial representation obtained.

4 Combination of dissimilarity based classifiers

In this section, we introduce our ensemble of classifiers to reduce the errors and
comment briefly the related work.

Our method builds the diversity of classifiers considering three different kind
of models such as SVM, k-NN and DLDA. To increase the diversity among cla-
ssifiers, we have considered several dissimilarities introduced in section 2. Each
dissimilarity reflects different features of the data and the resulting classifiers will
produce different errors. Thus, the combination will improve the performance of
classifiers based on a single dissimilarity [6,15]. Besides, the diversity of classifiers
is generated considering the whole training sample. In this way, we do not reduce
the size of the training set which may induce bias in the individual classifiers.
Notice that the combination strategies are not able to reduce the bias of single
classifiers [20].

Figure 1 shows in an intuitive way how the combination of classifiers reduces the
misclassification errors. For instance bold patterns are assigned to the wrong
class by one classifier but using a voting strategy the patterns will be assigned
to the right class.
Hence, our combination algorithm proceeds as follows: First, the set of comple-
mentary dissimilarities introduced in section 2 are computed. As we mentioned
earlier, each classifier incorporates the dissimilarities in a different way. For the
SVM algorithm, the kernel of dissimilarities is computed and the optimization
problem is solved in the usual way. k-NN is able to work directly from a dissi-
milarity matrix but to avoid the ’curse of dimensionality’ and to increase the
diversity among them it is recommended to reduce previously the number of
features. For the DLDA algorithm, the dissimilarities should be embedded in
an Euclidean space via a Multidimensional Scaling algorithm. The ensemble of
classifiers is aggregated by a standard voting strategy [14]. The diagram 1 shows
the steps of the algorithm.

A related technique to combine classifiers is the Bagging [6,3]. This method gene-
rates a diversity of classifiers considering several bootstrap samples as training



Figure 1. Aggregation of classifiers using a voting strategy. Bold patterns are misclas-
sified by a single hyperplane but not by the combination.

Algorithm 1 Aggregation of classifiers based on multiple models and dissimi-
larities.
1: For each measure compute the dissimilarity matrix
2: Compute the kernel of dissimilarities using equation (3) for the SVM algorithm
3: Embed each dissimilarity into an Euclidean space via MDS for DLDA algorithm
4: Train the classifiers for each dissimilarity
5: Combine the different models using a voting strategy
6: Evaluate the ensemble by ten-fold cross-validation.
7: End

sets. Next, the classifiers are aggregated using a voting strategy. Nevertheless
there are three important differences between Bagging and the method pro-
posed in this section.
First, our method generates the diversity of classifiers by considering the whole
sample. Bagging trains each classifier using around 63% of the training set. In
our application the size of the training set is very small and neglecting part of
the patterns may increase the bias of each classifier. It has been suggested in
the literature that Bagging does not help to reduce the bias [20] and so, the
aggregation of classifiers will hardly reduce the misclassification error.
A second advantage of our method is that it is able to work directly from a
dissimilarity matrix.
Finally, the combination of several dissimilarities avoids the problem of choo-
sing a particular dissimilarity for the application we are dealing with. This is a
difficult and time consuming task.

5 Experimental results

In this section, the ensemble of classifiers proposed is applied to the identification
of cancerous samples using Microarray gene expression data.



Three benchmark gene expression datasets have been considered. The first
one consisted of 72 bone marrow samples (47 ALL and 25 AML) obtained from
acute leukemia patients at the time of diagnosis [12]. The RNA from marrow
mononuclear cells was hybridized to high-density oligonucleotide microarrays
produced by Affymetrix and containing 6817 genes. The second dataset con-
sisted of 49 samples from breast tumors [22], 25 classified as positive to estrogen
receptors (ER+) and 24 negative to estrogen receptors (ER-). Those positive
to estrogen receptors require a different treatment. The RNA of breast cancer
cells were hybridized to high-density oligonucleotide microarrays produced by
Affymetrix and containing 7129 genes. Finally the third dataset consists of 40
tumor and 22 normal colon samples, analyzed with an Affymetrix oligonucleotide
array complementary to more than 6,500 human genes. The number of genes was
reduced in the original dataset to 2000 [2].

Due to the large number of genes, samples are codified in a high dimensional
and noisy space. Therefore, the dissimilarities are affected by the ’curse of di-
mensionality’ and the correlation among them becomes large [16]. To avoid this
problem and to increase the diversity among dissimilarities we have reduced the
number of genes using the standard F-statistic [11]. The number of genes consi-
dered for SVM and DLDA are 14% while for k-NN the number of genes kept is
3% because this technique is more sensitive to noise.
The dissimilarities have been computed without normalizing the variables be-
cause as we have mentioned in section 2 this operation may increase the corre-
lation among them.
The algorithm chosen to train the Support Vector Machines is C-SVM. The C
regularization parameter has been set up by ten fold-crossvalidation [17,5]. We
have considered linear kernels in all the experiments because the small size of the
training set in our application favors the overfitting of the data. Consequently
error rates are smaller for linear kernels than for non linear ones.
The number of neighbors for k-NN algorithm is estimated by cross-validation.
Before applying DLDA the dissimilarities should be embedded in an Euclidean
space using a Multidimensional Scaling algorithm.

Table 1. Empirical results for the best single classifier for each technique.

Technique Datasets Error % False negative %

SVM (Correlation) Golub 6.94% 2.77%
SVM (Tau) Breast 6.12% 2.04%
SVM(Correlation) Colon 14.5% 6.45%

K-NN (Tau) Golub 1.38% 1.38%
K-NN(Tau) Breast 8.16% 2.04%
K-NN (Cosine) Colon 12.9% 4.83%

DLDA (Tau) Golub 2.77% 1.38%
DLDA(Spearman) Breast 8.16% 2.04%
DLDA (Euclidean) Colon 11.29% 4.83%



Table 2. Empirical results for the combination of classifiers. The Bagging technique
has been taken as reference.

Technique Datasets Error % False negative %

Golub 2.77% 1.38%
Bagging (SVM) Breast 6.12% 2.04%

Colon 12.9% 4.83%

Golub 5.55% 5.55%
Bagging (k-NN) Breast 14.28% 6.12%

Colon 14.51% 9.67%

Golub 6.94% 4.16%
Bagging (DLDA) Breast 14.28% 2.04%

Colon 11.29% 3.22%

Golub 1.38% 1.38%
Combination Breast 4.08% 2.04%

Colon 11.2% 3.22%

The algorithms have been evaluated considering the global errors and the false
negative errors. Both have been estimated by ten-fold cross-validation which
gives good experimental results for the problem at hand [17].

Table 1 shows the experimental results for the best single classifier for each
technique. Table 2 compares the method proposed with Bagging, introduced in
section 3. Both, Bagging and the best classifiers based on a single dissimilarity
for each model have been taken as a reference.

From the analysis of tables 1 and 2, the following conclusions can be drawn:

– The dissimilarity that minimizes the error depends strongly on the classifier
and on the particular dataset considered. No dissimilarity outperforms the
others for a wide range of models and datasets. Hence the choice of a proper
dissimilarity is not an easy task for human experts.

– The combination strategy proposed improves the misclassification errors of
the best single classifiers. In particular, the ensemble of classifiers improves
significantly the SVM algorithms for the three problems considered. False
negative errors are particularly reduced in Golub and Colon datasets. We
also report that our method improves the best k-NN classifier for Breast
and Colon which are the most complex datasets according to the literature.
Finally, DLDA is also improved.

– The ensemble of classifiers proposed compares favorably with a widely used
combination algorithm such as Bagging. Our algorithm improves often the
errors of the best bagging technique. Besides, the combination strategy pro-
posed performs always as well as the best bagging technique based on a
single dissimilarity. Finally, note that Bagging fails often to reduce the mis-
classification errors of classifiers based on a single dissimilarity.



6 Conclusions and future research trends

In this paper, we have proposed an ensemble of classifiers based on a diversity
of models and dissimilarities. Our approach aims to reduce the misclassification
error of classifiers based solely on a single measure. The algorithm has been
applied to the classification of cancerous samples using gene expression data.

The experimental results suggest that the method proposed improves the
misclassification error of classifiers based on a single dissimilarity. We also report
that our method compares favorably with a widely used combination algorithm
such as Bagging.
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Abstract. We developed a methodology that both facilitates and en-
hance the search for homogeneous subtypes in data. We applied this
methodology to medical research on Osteoarthritis and Parkinson’s Dis-
ease and to chemical databases in chemoinformatics. We release this
methodology as the R SubtypeDiscovery package to enable reproducibility

of our analyses. In this paper, we present the package implementation
and we illustrate its output on molecular data from chemoinformatics,
which we bring public. Our methodology includes different techniques
to process the data, a computational approach repeating data modelling
to select for a number of subtypes or a type of model, and additional
methods to characterize, compare and evaluate the top ranking models.
Therefore, this methodology does not solely cluster data but it also pro-
duces a complete set of results to conduct a subtype discovery analysis.

1 Introduction

In medical research, it is of interest to identify subtypes of diseases like Os-
teoarthritis (OA) and Parkinson’s Disease (PD) that present clinical heterogene-
ity. We can do so by searching for homogeneous clusters in values of markers
that reflect the severity of the disease. For chemoinformatics, in order to under-
stand the relationship between different bioactivity classes of molecules, subtype
discovery of chemical databases may improve our understanding of the similar-
ity (and distance) between different phenotypic effects as induced by drugs and
chemicals.

To this aim, we developed a methodology mimicking a cluster analysis pro-
cess: from data preparation to cluster evaluation. In particular, it implements
various data preparation techniques to facilitate the analysis given different data
processing [1]. It also features a computational approach that repeats data mod-
elling in order to select for a number of subtypes or a type of model. Additionally,



it defines a selection of methods to characterize, compare and evaluate the top
ranking models [2].

As the search for subtypes appears in many areas, we abstract from the
application we have done up to now and make it available as the R SubtypeDis-

covery package. We present its implementation in this paper. The outline is as
follows: in section 2, we give the main features of our methodology, in section 3
we discuss the design of the package, which we illustrate by an example on the
chemoinformatics molecular data.

2 A methodology for subtype discovery

The methodology consists of a number of steps. We next discuss these steps in
detail.

Data preparation. As data preparation can influence largely the result of data
analyses, our methodology includes various methods to transform and process
data, e.g. computing the z-scores of variables to obtain scale-invariant quantities.
Alternatively, we may want to remove the time dimension in the data because we
do not want to model clusters only characterized by the time. As an example,
age in OA and disease duration in PD are two time variables known to play
a major role in the overall severity of these diseases. To proceed, we analyze
the residual variance of a regression on the time [1]. Other methods implement
L2/L1 and max data normalization, and centering with respect to the mean,
the median or the min.

Cluster analyses. We use the model based clustering framework developed by
Fraley and Raftery [3]. As shown in [4], the framework relies on the concept of
reparameterization of the covariance matrix which enables to select and adapt
the level of complexity of the covariance by controlling its geometry, see Fig. 1.

Fig. 1. On the left, we illustrate a simple modelling with three mixtures in two di-
mensions which are defined by their center µk and their geometry Σk, k = 1, 2, 3. On
the right, we illustrate two mixtures on a single dimension. The gray is most likely
and determines the cluster membership. The black is less likely and informs on the
clustering uncertainty.



For a given number of mixtures and a covariance model, the EM-algorithm is
used to estimate the model parameters. It alternates iteratively between Expec-
tation to estimate for each observation its cluster membership likelihood, and
Maximization to optimize the model parameters that maximize the likelihood.
Then the iterative process stops as likelihood improvements become very small.
Moreover, as the starting point of EM may influence the final result, in our anal-
yses we repeat model estimation given different starting points. We then use the
starting point that leads to the most likely model.

BIC analysis. The larger the number of parameters, the more likely it is that
our model may overfit the data which restricts its generality and comprehen-
siveness. Therefore, to select the most likely model, Kass and Raftery [5] prefer
the Bayesian Information Criterion (BIC) to the Akaike Information Criterion
(AIC) because it approximates the Bayes Factor; we use the BIC in our analyses,
BIC = −2 logLMIX + log (N × ♯params). We further approach the problem of
selecting a number of subtypes and a type of model computationally by repeating
the data modeling. Thus, especially analyzing the BIC scores of those models,
we report in first place a BIC table that aggregates the best scores given all
repeats. Second, we provide rankings on models, number of clusters and starting
values. Finally, in another set of tables, we characterize those BIC scores given
their mean, standard deviation, median, 2.5 and 97.5% quantiles. See Table 2
for an extract output of those tables.

Selected methods to characterize, compare and evaluate subtypes. To more easily
evaluate the influence on the cluster results of different data preparation or
to compare two by two cluster results, we need efficient visualization tools to
see the prominent characteristics of the cluster results. Influenced by Tukey [6]
and Tufte [7,8] for scientific data visualization and by Brewer’s suggestions for
color selection in geography [9], we selected three types of visual-aids, namely
the heatmaps [10], the dendrograms of hierarchical clustering [11], and parallel
coordinates [12].

In complement to visual-aids, we use table-charts that report the main clus-
ter characteristics and that allow cross-comparison between cluster results. We
address the first aspect using the log of the odds which we express for a cluster
k on a factor l as logoddskl = log ((A×D)/(B × C)), see Table 1.

Table 1. For each sum score l, we consider a middle value δl such as the data set mean
or median. For cells A and B, we use it to count how many observations i in the cluster
Sk have a sum score above and below its value. For cells C and D, we proceed to a
similar count but on the rest of the observations i ∈ {S − Sk}.

xi < δl xi ≥ δl

i ∈ Sk A B
i ∈ {S − Sk} C D



We address the second aspect using regular association tables. From these
tables, the χ2-statistic is calculated to draw a single association measure in
terms of the Cramer’s V nominal association coefficient. It expresses as V =
√

χ2/(n×m) where n is the sample size and m = min(rows, columns) − 1. It
takes values in [0, 1], one stands for completely correlated variables and zero for
stochastically independent ones.

As we perform unsupervised analyses, it is important to know whether the
cluster result generalizes to the total patient population. We address this aspect
from the machine learning point of view by measuring the classification accuracy
of machine learning algorithms like naive Bayes, linear Support Vector Machines
or one nearest neighbor as a baseline.

Finally, when conducting a subtype discovery analysis, a key concern is the
cluster evaluation. For that purpose, we implemented a simple mechanism to
add study-specific evaluation procedures of the subtypes. In OA for instance, as
the study involves siblings pairs, we defined two statistical tests that assess the
level of familial aggregation in each subtype and its significance.

3 The package, its implementation and a sample analysis

Package design. The implementation articulates around three main containers:
the data set cdata, the cluster model cmodel and the set of cluster results
cresult. Their entity-relationship cardinalities is as follows: a cresult describes
a SubtypeDiscovery analysis, it holds a data set cdata and it holds several cluster
models cmodel. In Fig. 2, we illustrate cdata requiring an input data set and a
description of how it should be interpreted into settings. We also describe the
relation between cdata, cmodel and cresult.

Plotting a cdata container gives for each variable its boxplot, histogram and
information like, e.g. its empirical mean or standard deviation. Regards cresult,
plotting can be restricted to a queried cmodel or, by default, it plots all of them.
We illustrate such plot for the top-ranking model (VVI, 6, 6022) in Fig. 3. Finally,
a print on a cresult generates a report that includes the different table charts
from the BIC analysis and those focusing on the top-ranking cluster results
characterististics, two-by-two comparison, and evaluation. We report some of
the most important table-charts in Table 2.

Public wada2008 data set and sample analysis. Originally generated by Edward
O. Cannon, the data set is composed of substances taken from the 2008 WADA
(World Anti-Doping Agency) Prohibited List together with molecules having
similar biological activity and chemical structure from the MDL Drug Data
Report database. Those molecules may belong to ten different activity classes:
the β blockers, anabolic agents, hormones and related substances, β-2 agonists,
hormone antagonists and modulators, diuretics and other masking agents, stim-
ulants, narcotics, cannabinoids and glucocorticosteroids. This list of molecules
was imported into Molecular Operating Environment (MOE) from which all 184
two dimensional descriptors were calculated. The wada2008 data set is similar
to the wada2005 which was previously published in [13].



library(SubtypeDiscovery)
# LOAD DATA SET
data(wada2008)

data(wada2008_settings)
# PREPARE CDATA

cdata1 <- set_cdata(data=wada2008,
prefix="WADA2008_Sample_Analysis", settings=wada2008_settings)

# PREPARE NEW CDATA FOR CANALYSIS ON PRINCOMP (EXPL. 95\% OF THE VAR.)
cdata2 <- get_cdata_princomp(cdata1)
# PREPARE THE SET OF RESULTS FOR CLUSTER MODELLING

x <- set_cresult(cdata=cdata2, fun_pattern=list(mean=patternMean)
cfun_settings=list(modelName=c("EII","VII","EEI","VEI","EVI","VVI"),

G=3:6, rseed=6013:6024))
# PROCEED TO THE MODELLING, SAVING, BIC ANALYSIS, PLOT, PRINT AND WRITE MODELS
x <- analysis(x)

cresult

function(cmodel)
fun_plot

function(cmodel)
fun_stats

function(cmodel)
fun_pattern

nbr_top_models

cfun_params
G, modelName, rseed

rinfo

ranking
bicanalysis

prefix

fun_bic_pattern

cdata

tdata

prefix
“2008-12-12_prefix”

transf.

cmodel

model
G
modelName
mu_k
sigma_k
...

pattern
mu_k
median_k
2.5%_k
97.5%_k
...
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Fig. 2. In the top figure, we illustrate graphically the making of a cdata data set
container by set cdata() which takes as input raw data and settings. These settings
describe in particular the sequence of transformation to apply on the data. Next, we
report the main three classes of our package, i.e. the data container cdata, the model
container cmodel and the set of cluster results container cresult.

4 Concluding remarks

We developed a methodology to facilitate and enhance the search for more ho-
mogeneous subtypes with application to medical research and chemoinformatics.



Table 2. Given all repeats, we report tables with the best BIC scores, the starting
values leading the most likely model, the ranking of the models given a number of
clusters and vice versa and the cross comparison of cluster results (VVI, 6, 6022) and
(VVI, 6, 6016). Then, on factor A/d, A/B, C.1, C.2, KHK, Q, Pha., Phys., numbers
above 1 and below -1 illustrate high odd ratios especially characterizing a subtype,
whereas the association table and the Cramer’s V measure (65%) illustrate the level
of association between the results.

EII VII EEI VEI EVI VVI

3 -172857.6 -137398.7 -173010.0 -120257.3 -133262.9 -109035.2
4 -173025.8 -131224.6 -173178.1 -114099.2 -129299.2 -104159.8
5 -173194.1 -127733.5 -173346.4 -109503.1 -126058.9 -99545.5
6 -173362.1 -124697.7 -173514.5 -105724.1 -122780.8 -93887.8

EII VII EEI VEI EVI VVI

3 6013 6013 6013 6022 6017 6014
4 6013 6013 6013 6023 6017 6017
5 6016 6019 6016 6018 6020 6017
6 6016 6022 6016 6016 6024 6022

EII VII EEI VEI EVI VVI

3 1 4 1 4 4 4
4 2 3 2 3 3 3
5 3 1.9 3 2 2 2
6 4 1.1 4 1 1 1

3 4 5 6

EII 5 5 5 5
VII 3.7 3.8 3.9 4
EEI 6 6 6 6
EVI 3.3 3.3 3.1 3
VEI 1.8 2 2 2
VVI 1.3 1 1 1

1 2 4 6 3 5 A/d A/B C.1 C.2 KHK Q Pha. Phy.

2 824 227 - .4 - .8 .93 Inf -1.3 -2.6 -1.6 -1.4
5 15 13 7 42 494 446 .8 1.5 -1.5 .5 1.7 0.5 1.5 1.4
1 193 243 - .3 - .9 .8 Inf - .9 -3.3 - .8 .0
3 177 55 -3.8 -Inf Inf - .5 -Inf -Inf -Inf -Inf
4 5 156 60 27 .9 1.6 -1.3 -2.3 1.5 2.1 2.0 2.1
6 53 -Inf -Inf Inf -Inf -Inf Inf -Inf -Inf

A/d - .9 - .6 .4 1.4 - .0 .6
A/B -1.5 - .6 1.2 1.1 1.4 .1
C.1 1.5 .7 - .8 -1.3 -1.2 - .2
C.2 1.2 Inf - .7 -7.8 Inf 2.7

KHK -1.9 - .9 1.0 1.4 1.5 .2
Q -3.7 -1.5 .8 5.5 - .0 - .7

Pha. -2.2 - .6 1.2 1.4 1.5 .0
Phys. -2.1 -1.1 1.8 1.1 1.4 .5

χ2 0
V 65%
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Fig. 3. This Figure exhibits a color image illustrating the six average pattern of (VVI, 6,
6022). It also characteristizes the different subtypes on all variables which we grouped
by factor. The plot-scale refers to the z-scores with 95% of the values that should
fit within [−2, 2]. In this Figure, the yellow subtype with (248) molecules displays
an especially high profile on most descriptors. In the contrary, the blue (53) and red
(232) subtypes show comparatively low profiles. These two subtypes differentiate on
the Partial charge factor where we may account the blue zigzag pattern to the type of
the variables which are scores.



In this context, to enable reproducibility of our analyses, we release and docu-
mented this methodology as the R SubtypeDiscovery package. In this paper, we
presented the package implementation and we illustrated its output on an ex-
ample from chemoinformatics. Ongoing research focuses on the stability of the
cluster results given different random starts or when noise is added to data. Parts
of the package are also regularly revised or improved aiming for a more reliable
and usable methodology.
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Abstract. Signal transduction networks (STN), as complex biological
systems, are crucial for inter- and intra-cellular signaling. The essence
of STN is underlain in some signaling features scattered in various data
sources, and the biological components overlapping among STN. The in-
tegration of those signaling features presents a challenge. In this paper,
we introduce an effective method that combine various signaling data
features, and detect out the components overlapping among STN. This
work has two main contributions. Many structured data of signaling fea-
tures, i.e., protein-protein interaction networks, domain-domain interac-
tions, signaling domains, and protein functions, have been extracted and
combined to comprehensively construct STN. Those heterogenous data
are known to be significant and useful in STN construction. The uncer-
tain components overlapping among STN have already been found, using
soft-clustering. We did the experiments with five biological processes in
the Reactome database. Those processes were reconstructed with small
errors. The experiment results were promising to discover new STN in
system biology.

Keywords: signal transduction network, structured data, protein-protein
interaction network, signaling features, soft-clustering.

1 Introduction

Signal transduction networks are the primary means by which eukaryotic cells
respond to external signals from their environment as well as coordinate complex
cellular changes [1]. STN are important in the correct functioning of the cell and
producing appropriate outcomes, such as cell division, apoptosis, or differenti-
ation in response to a variety of biological signals. The dominant molecules in
STN are proteins, which have several signaling features. To transmit biological
signals in cells, those proteins need interactions as signaling channels among
them. Therefore, a STN can be considered as a complex protein interactions.



Because of the biologically significant roles of STN in cells, both biologists and
bioinformaticians have taken much interest in finding out molecular components
and/or the relations among these molecular components in STN. Experimental
methods have been effective in generating detailed descriptions of specific linear
signaling pathways; however our knowledge of complex signaling networks and
their interactions remains incomplete [2]. Recently, an enormous amount of high-
throughput protein-protein interaction (PPI) data has been generated [6], [8].
The available PPI data is one of important signaling feature data, and invaluable
to study STN. There is a great need for developing computational methods to
take advantage of information-rich protein interaction data to study complex
signaling mechanisms inside STN.

Constructing STN based on PPI is an area of much ongoing research. Gomez
et al. modeled STN in terms of domains in upstream and downstream protein in-
teractions, using Markov chain Monte Carlo method [5]. Steffen et al. developed
a computational method for generating static utilized PPI maps produced from
large-scale two-hybrid screens and expression profiles from DNA micro-arrays in
STN construction [11]. Liu et al. applied a score function that integrated PPI
data and micro-array gene expression data for predicting the order of signal-
ing pathway components [8]. Concerning protein modification time-course data,
Allen et al. applied a method of computational algebra to modeling of signaling
networks [1]. Fukuda et al. represented the model of signal transduction path-
ways based on a compound graph structure [4]. One of recent work proposed
some cost functions to search for the optimal subnetworks (as STN) from PPI
[12].

Although the previous work achieved many results, there are some biolog-
ical characteristics of STN, which did not take much into account. Firstly, it
is known that the deep level underlying the PPI to transmit signals are func-
tional domains, the so-called signaling domains, and their interactions [3], [10].
The data regarding those significant signaling features are structured, complexly
relational, and sparse in various data sources. In order to construct STN effec-
tively, those data is needed to be appropriately integrated. Second, STN indeed
have many overlapping components, including proteins and their interactions
[9]. This work aims to solve those two intricate problems of STN to better con-
struct STN from PPI networks. To this end, we developed an effective computa-
tional method to construct STN that (1) integrated multiple signaling features
of STN from heterogenous sources, i.e., protein-protein interactions, signaling
domains, domain-domain interactions, and protein functions; and (2) detected
the overlapping components using soft-clustering. Additionally, in previous work
an clustered object was often an individual protein, but our method handled a
clustered object as a functional or physical protein interaction (as the signaling
means).

We evaluated the performance of the proposed method, using human pro-
tein interaction network extracted from the Reactome database. Five complex
biological processes in the Reatome database were tested by our method. The
experimental results demonstrated that our method could reconstruct those five



processes with small errors and detect nearly the exact number of overlapping
components. To the best of our knowledge, this work is the first one that com-
putationally solves the STN problem for Homo Sapiens. The preliminary results
open a prospect to study other problems related to complex biological systems
in Homo Sapiens.

The remainder of the paper is organized as follows. In Section 2, we present
our proposed method to construct STN using soft-clustering and multiple sig-
naling feature data. The evaluation is given in Section 3. Finally, Section 4 give
some concluding remarks.

2 Method

The proposed method has two main tasks. The first one is to extract and pre-
process signaling feature data from various data sources. Those relational data
in heterogenous types were then weighted and normalized by some proposed
functions. The second is to combine extracted data and cluster protein-protein
interactions into STN using soft-clustering. Two subsections, 2.1 and 2.2, de-
scribe two mentioned tasks in succession.

2.1 Extracting signaling feature data from multiple data sources

STNs have a two-level signaling machinery. The first level of complexity in cel-
lular signaling derives from the large number of molecules and multiple types of
interactions between them. The second level of complexity of signaling biochem-
istry is apparent from the fact that signaling proteins often contain multiple
functional domains, thus enabling each to interact with numerous downstream
targets [3]. Based on those facts of STN, we extracted a lot of signaling feature
data as follows.

1. Protein-protein interactions (PPI): the upper level consists of the compo-
nents as interfaces to transmit signals. PPI data were extracted from the
Reactome database4.

2. Domain-domain interactions (DDI): the deep level consists of interactions
of protein domains, which are the basic elements in PPI. DDI data were
extracted from the iPfam database5.

3. Signaling domain-domain interactions: the deeper functional level consists
of signaling domains (specific functional domains) that act as key factors
to transduce signals inside STN. Signaling DDI data were extracted from
SMART database6 and referred in [10].

Protein function were also extracted from Uniprot database7 as keywords tagged
to proteins).

4 www.reactome.org/
5 www.sanger.ac.uk/Software/Pfam/iPfam/
6 smart.embl-heidelberg.de/
7 www.uniprot.org/



The raw data in different databases are stored in different types, e.g., the
numerical type for number of PPI, interaction generality, number of signaling
DDI or categorical type for protein functions. Those data have the complex
relations. For example, one protein may have many PPI and one PPI may have
many DDI. Interacting partners of one DDI may be a signaling domain or not.
To exploit those relations, after extracting data from multi-data sources, we
weighted and normalized by some proposed weight functions. Table 1 shows the
functions and their corresponding explanations.

Table 1. Weight functions for the extracted signaling features.

Weight functions Notations and explanation

gij : Interaction generality, the number of proteins that interact
with just two interacting partners, pi and pj .

wppi(pij) =
g2

ij

ni∗nj
ni: The number of protein-protein interactions

of the protein pi.

nSddi: The number of signaling domain-domain

wSddi(pij) = nSddi+1
nddi+1

interactions shared between two interacting proteins.

nSddi: The number of domain-domain interactions
shared between two interacting proteins.

wfunc(pij) =
k2

ij

ki∗kj
kij : The number of sharing keywords kij of two interacting

partners, pi and pj .
ki: The number of keywords of the protein pi.

– PPI weight function (wppi): The topological relation of proteins in a PPI
network was extracted in terms of the numbers of interactions of each partner
and the interaction generality.

– Signaling DDI weight function (wSddi): The relation between a PPI and
their DDI was exploited in terms the numbers of DDI and the numbers of
signaling DDI, which mediate the PPI.

– Keyword weight function (wfunc): The relation of a PPI and protein func-
tions was taken into account in terms of the keywords tagged in each partner
and the keywords shared between them.

2.2 Combining signaling feature data to construct STN using
soft-clustering

After weighting signaling features, it is necessary to combine them in a unified
computational scheme to take full advantage of those data. We integrated these
data and represented them in forms of feature vectors. Every PPI has its own
feature vector, which has three elements corresponding to three features, vij

= {wppi, wSddi, wfunc}. Subsequently, we employed a soft-clustering algorithm
to cluster the PPI based on their features vectors. Soft-clustering can construct
STN and detect the overlapping components that can not be found by traditional



hard-clustering. Note that we used the Mfuzz software package [7] to implement
fuzzy c-means (FCM) clustering algorithm in our experiments. Fuzzy c-means
(FCM) clustering algorithm is one of popular soft-clustering algorithms.

Figure 1 summarizes the key steps of our method that does (1) extracting
and weighting signaling features and (2) integrating the extracted features and
cluster PPI into STN, using a soft-clustering algorithm. Given a large protein-
protein interaction network N, the outputs are STN, which are considered as the
subgraphs of edges (as protein interactions) and nodes (as proteins). Step 1 is to
obtain the binary interactions from the protein-protein interaction network N.
Steps 2 to 5 are to carry out the first task, extracting and then weighing signaling
feature data by the functions shown in Table 1. These steps are done for all
binary PPI to exploit the relations between PPI and signaling features. Step 6 is
to perform the second task, combining weighted feature data, representing them
in forms of feature vectors vij = {wppi, wSddi, wfunc}. Step 7 is to soft-clustering
PPI with their feature vectors into STN S. Finally, STN S are returned in Step 8.

Figure 1 The proposed method to construct STN from PPI networks using soft-
clustering and multiple signaling feature data.

Input:
Protein-protein network N.
Set of signaling features F ⊂ {fppi, fSddi, ffunc}.

Output:
Set of signal transduction networks S.

1: Extract binary interactions {pij} from the protein-protein network N. P := {pij}.
2: For each interaction pij ⊂ P
3: Extract and formalize data for the feature PPI fppi

4: Extract and formalize data for the feature signaling DDI fSddi

5: Extract and formalize data for the feature function ffunc

6: Combine and represent the all features in the feature vectors vij = {fppi, fSddi,
ffunc}.

7: Apply a soft-clustering algorithm with the set of feature vectors {vij} to cluster
interactions pij into signal transduction networks S.

8: return S.

3 Evaluation

To evaluate the performance of the method, we considered a complex PPI net-
work to detect STN out of other biological processes. The tested PPI network
does contain not only signaling processes, but also other biological processes
functioned inside the PPI network. The mixture of the diverse processes in a
PPI network is popular in cells. The experimental results are needed to reflect
this complicated phenomena. Namely, the signaling processes are reconstructed
with small error and the overlapping components are detected out. We extracted
five heterogeneous processes from the Reactome database and the results demon-
strated that our method effectively constructed STN from the PPI network with
their overlapping components.



3.1 Experiments

The Reactome database consists of 68 Homo sapiens biological processes of 2,461
proteins. There are 6,188 protein interactions, and 6,162 interactions participat-
ing in biological processes. 636 proteins partakes in at least 2 different processes,
400 proteins in at least 3 processes, 119 proteins in 5 processes. Therefore, we can
see that there exists a lot of proteins and their interactions overlapping among
biological processes.

In our experiments, we extracted a group of five biological processes and two
of them are signaling processes. Table 2 shows some information related to those
five processes. In total, this group consists of 145 distinct interactions of 140
distinct proteins. There are many interactions and proteins overlapping among
the processes.

Table 2. Five tested biological processes and some related information.

Reactome annotation Description #Proteins #Interactions

REACT 1069 Post-translational protein modification 40 23
REACT 1892 Elongation arrest and recovery 31 68
REACT 498 Signaling by Insulin receptor 39 44
REACT 769 Pausing and recovery of elongation 31 68
REACT 9417 Signaling by EGFR 40 25

The proteins partaking in five processes were extracted and looked for their
interactions in the Reactome interactions set. We strictly extracted only the
interactions that have both interacting partners joining in processes because
the method considers the proteins but more importantly their interactions. The
extracted interactions and their signaling features were then input in the soft-
clustering algorithm.

In this paper, we applied the Mfuzz software package to run fuzzy c-means
(FCM) clustering algorithm. It is based on the iterative optimization of an ob-
jective function to minimize the variation of objects within clusters [7]. As a
result, fuzzy c-means produces gradual membership values µij of an interaction
i between 0 and 1 indicating the degree of membership of this interaction for
cluster j. This strongly contrasts with hard-clustering, e.g., the commonly used
k-means clustering that generates only membership values µij of either 0 or 1.
Mfuzz is constructed as an R package implementing soft clustering tools. The
additional package Mfuzzgui provides a convenient TclTk-based graphical user
interface.

Concerning the parameters of Mfuzz, the number of clusters was 5 (because
we are considering 5 processes) and the so-called fuzzification parameter µij was
chosen 0.035 (because the testing data is not noisy).

3.2 Results and Discussion

Actually, two processes REACT 1892 and REACT 498 share the same set of
proteins and the same interactions as well. Also, two signaling processes, RE-
ACT 9417 and REACT 498 have 16 common interactions. Nevertheless, the



process ‘post-translational protein modification’ is separated from the other pro-
cesses. The complex STN were effectively constructed and the overlaps among
STN were detected.

We set a threshold ε as 0.1. The threshold ε means that if the membership of
an interaction i with a cluster j µij ≥ ε (0.1), this interaction highly correlates
with the cluster j and it will be clustered to cluster j. Five clusters were produced
and then matched with 5 processes. The results are shown in Table 3.

Table 3 shows that we can construct signal transduction networks with the
small error and can detect the nearly exact number of overlapping interactions.
The combination of signaling feature data distinguished signaling processes from
other biological processes, and soft-clustering detected the overlapping compo-
nents among them. When we checked the overlapping interactions among the
clusters, there were exact 16 interactions that are shared in two signaling pro-
cesses ‘signaling by Insulin receptor’ and ‘signaling by EGFR’. Also, the same
interaction set of the process ‘elongation arrest recovery’ and the process ‘paus-
ing and recovery of elongation’ are found in their clusters. In fact, REACT 1069
does not overlap other processes but the results return three overlapping inter-
actions, i.e., one with REACT 1892 and REACT 769 and two with REACT 498
and REACT 9417.

Table 3. Clustered results for five tested biological processes.

Process True positive1 False negative2 False positive3 #Overlap Int4

REACT 1069 0.565 0.174 0.435 3/0
REACT 1892 1.000 0.103 0.000 70/68
REACT 498 0.818 0.068 0.182 17/16
REACT 769 1.000 0.103 0.000 70/68
REACT 9417 0.960 0.120 0.040 17/16

1 True positive: the number of true interactions clustered/the number of interactions
of the fact process.

2 False negative: the number of interactions missed in fact processes/the number of
interactions of the fact process.

3 False positive : the number of false interactions clustered/the number of interactions
of the fact process.

4 #Overlap Int: the number of overlapping interactions among the clusters/the num-
ber of overlapping interactions among the fact processes.

We analyzed interaction (P00734, P00734) shared among REACT 1069, RE-
ACT 498 and REACT 9417. Protein P00734 (Prothrombin) functions in blood
homeostasis, inflammation and wound healing and joins in biological process as
cell surface receptor linked signal transduction (have GO term GO:0007166). In
the Reactome database, interaction(P00734, P00734) does not happen in the
processes REACT 498 and REACT 9417, however according to the function of
P00734, it probably partakes in one or two signaling processes REACT 498 and
REACT 9417.

Although, the experiment carried out a case study of five biological processes;
the proposed method is flexible to be applied to the larger scale of human in-



teraction networks. In the intricate relations of many biological processes, the
proposed method can well construct signal transduction networks.

4 Conclusion

In this paper, we have presented a soft-clustering method to construct signal
transduction networks from protein-protein networks. Many structured data of
signaling features were extracted, integrated, using soft-clustering. The exper-
imental results demonstrated that our proposed method could construct STN
effectively. The overlapping components among STN were well detected. In fu-
ture work, we would like to further investigate signaling features of proteins and
protein interactions. The experiments with various parameters and other soft-
clustering algorithms (not only FCM algorithm in Mfuzz) should be tested. We
will consider some other methods in relational learning and statistical learning to
improve the work. It is also promising to discover the novel signal transduction
networks from large interaction networks.
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1 Problem background

Glycosylation is the most common post-translation modification of proteins and
glycans are increasingly recognised as having important biological functions re-
lated to development and diseases.

The process of protein glycosylation starts with the addition of a precur-
sor glycan molecule to either an asparagine (N-linked) or a threonine/serine
residue (O-linked). The precursor is trimmed down (in case of N-linked gly-
cosylation) and then the molecule is enlarged by the sequential addition of
further monosaccharide components carried out by specific enzymes. The final
molecule is composed by a number of monosaccharides ranging from 2 to 20-30.
The monosaccharides can be linked at several positions around their ring, thus
resulting in branched structures.

Mass spectrometry is the main technique used to identify the structures of
the glycan molecules expressed by a cell or a group of cells in a tissue. Normally
the glycans are first detached from their protein counterparts and then a mass
spectrum of this mixture of molecules is produced. By the interpretation of the
mass signals a glycan profile for the analysed sample can then be derived.

CS translation

After RNA is translated into proteins, Glycosylation happens. Glycans are
molecules which are attached to the proteins in this process. Glycans consist of
atomic components called monosaccharides, and grow in a tree shape (the tree
getting a size up to 20-30).

Mass spectrometry is a (noisy) process used to retrieve the mass of a (frag-
ment of) a glycan. This can be used as a hint for the (unknown) structure of
the glycan.

1



2 Available data

The Consortium for Functional Glycomics (http://www.functionalglycomics.org)
is a large research initiative formed to define the paradigms by which protein-
carbohydrate interactions mediate cell communication. The strategy to achieve
this goal is to work with the scientific community to create unique resources
and services that Participating Investigators can utilize in their own research.
Data produced by the Scientific Cores, much of which is generated using sam-
ples provided by investigators, are uploaded into the CFG relational database
and are available from the project website.

Glycan profiling experiments performed by the Analytical Glycotechnology
Core (C) identify the presence of various N- and O-linked glycans in human
and mouse tissues. For each species and tissue type there are several profiles
available. Each profile is essentially a list of proposed glycan structures matching
the measured mass signals. In the website each profile is pictured as a spectra
annotated with cartoons representing the glycan structures, but the profiles are
also available as a list of structures encoded using a linear string format.

CS translation

Glycan molecules are represented as labelled trees. Vertices have discrete labels
for the monosaccharide type and real labels for the individual monosaccharide
mass (mass is a deterministic function of type). Profiles are histograms of
the mass of glycan molecules which is computed as the sum of the mass of
the vertices. Each tissue-specie pair is associated with a specific set of glycan
molecules.

3 Sources of uncertainty and noise in the prob-
lem

The various arrangements of monosaccharide in the tree structure of the gly-
can molecules and the existence of various classes of monosaccharide having
the same atomic compositions result in a high number of possible glycan struc-
tures with the same mass. In order to assign a limited set of structures to a
given mass signal, additional information about the biosynthesis of the glycans
must be used. This information consists of the specificity of the enzymes which
recognise a part of the growing molecule and attach a defined monosaccharide
to it. Information about the biosynthetic process is not complete and is mostly
known only for human/mammalian organisms. For the specific purposes of this
exercise, this information is supposed to be totally unknown although the way
experts use it may inspire the proposed solution. Additional experiments can
be carried out to disambiguate between the possible structures but this data
will not supposed to be available in this setting. Other basic knowledge such as
the monosaccharide masses is given.

2



CS translation

Information on the total mass is not enough to unambiguously derive the tree
structure of the glycan. This is because each monosaccharide does not have a
unique mass value and vertices order and hierarchical arrangement information
is just not derivable (as the total mass is the result of a commutative operation).
Glycan molecules that have the same mass contribute to the same bin in the
histogram profile.

The tree structures are built in an incremental fashion (i.e. no revision of
previous building decisions is allowed at later steps). Specific biological entities
(enzymes) can attach new vertices at the actual frontier of the tree (the glycan
as it is being synthesized). Each enzyme can be therefore interpreted as a rule
of a generative mechanism. The attachment is dependent on the actual status of
the tree frontier. The enzyme set is tissue-specie specific. There exist similarity
relationships across tissue-species pairs (i.e. species phylogenetically close are
likely to share the same set of enzymes). Data is available only for two species:
human and mouse. The rules and the enzyme set is supposed to be unknown
in this setting.

The tissue-specie specific abundance of each enzyme determines the weight
or probability assigned to each rule. This in turn determines the probability (the
ratio of the masses) of the trees (glycan molecules) in the given (tissue-specie
specific) histogram (profile).

4 Questions the domain experts would like to
have answered

Given a set of available profiles derived by experts:

1. use the assigned structures to create a model of the biosynthetic process
and produce the minimal set of all possible glycans that can be produced
by a given organism; this set should contain all the assigned structures
and should not contain any isomer of the existing structures which has
never been previously assigned; the quality of the model will be validated
leaving out from the training set all the molecules with a specific mass;

2. use the model to produce a complete profile for a given set of mass values;
in this setting the information given by the complete list of mass values
should be used to correlate the assignments of the single signals, given
that the presence of a particular structure would reinforce the possibility
of finding all the molecules that can be produced from it by addition of
monosaccharides.

CS translation

1. Determine the specie specific generative model for the tree (glycan molecules)
set. Evaluate the model by allowing training over a subset of the trees
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(e.g. all glycan molecules with total mass in a specific range) and testing
the generalization properties of the model over the remaining instances.

2. Determine the tissue-specie specific generative model for the tree (glycan
molecules) set. Evaluate the model by allowing training over a subset of
the trees (e.g. all glycan molecules with total mass in a specific range)
and testing the generalization properties of the model over the remaining
instances.

4
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Abstract. HIV is a rapidly evolving virus leading to AIDS, a disease
responsible for an estimated 2 million deaths in 2007. For optimal guid-
ance of a patient’s therapy and for the design of more effective drugs, it
is important to understand how the virus becomes resistant to the cur-
rent drugs and how this understanding can be used to predict therapy
response. However, it is difficult to make a distinction between muta-
tions that are inherited through epidemiological dependency and muta-
tions that are being newly selected by a particular treatment selective
pressure. Several approaches exist to separately model the two processes
responsible for these mutations, but they experience problems when both
processes are simultaneously at work. An integrated approach that takes
into account both processes will lead to an improved understanding of
the resistance development of the virus and the long-term spread of drug
resistance.

1 Introduction

The Human Immunodeficiency Virus (HIV), which causes the Acquired Immun-
odeficiency Syndrome (AIDS), is difficult to treat due to its ability to evolve
rapidly and to accumulate mutations, leading to antiviral resistance to the ad-
ministered drugs. This often involves cross-resistance to other drugs in that class.
To understand the process of resistance development, it is important to distin-
guish between two kinds of mutations. On the one hand, particular mutations are
selected in a particular patient because they make the virus resistant against the
administered drugs, such that patients that receive the same treatment have a
more similar virus. This process is known as drug selective pressure and we refer
to such mutations as drug-related mutations. On the other hand, mutations can
be inherited from the transmission donor, such that patients that infected each
other will have a more similar virus than viruses from unrelated patients. We



call this process epidemiological dependency and the corresponding mutations
polymorphisms.

Given genetic data, there exist several methods to model the two processes
responsible for these mutations independently. Firstly, data mining methods can
be used to model the dependencies between mutations and the presence of drugs,
which gives an understanding of drug selective pressure [1]. Secondly, methods
that build phylogenetic trees, which show the ancestral relationship between dif-
ferent viruses, can be used to understand the process of epidemiological depen-
dency [2]. However, as both processes happen at the same time and the difference
between drug-related mutations and polymorphisms is not distinguishable from
the sequence information, both kinds of methods experience problems: (1) differ-
ences in prevalence of polymorphisms between treated and untreated populations
will bias the search for drug-related mutations, and (2) drug-related mutations,
which have not been inherited from the transmission donor, can mislead phy-
logenetic analysis to cluster similarly treated patients closer than according to
their epidemiological dependence. In this text, we will present some of the chal-
lenges for data mining techniques which build models from inter-patient HIV
sequences.

Discriminating between the two kinds of mutations will lead to more accurate
models: (1) understanding how drug-related mutations give rise to resistance
will lead to better treatments, and (2) a correct phylogenetic analysis will give a
better insight in how the virus spreads over the world and evolves in the host or
in a group of hosts. Although an integrated technique that takes both processes
into account at the same time might be useful for several types of organisms,
our focus is on HIV. Because of its high evolution rate, it is a key example to
illustrate the setting in which intra-patient evolution due to a particular selective
pressure and inter-patient evolution due to either selective pressure or genetic
drift need to be teased apart.

2 Shortcomings of Existing Methods

Now that we have described the biological background of the problem, we turn
to a more technical description. To briefly summarize the preceding: we have
here a problem setting where the observed data are the result of two different
kinds of processes, and where algorithms exist that can identify each one of these
processes from data where the other process is absent, but not from data where
both processes are at work.

In this section we will first cover the available data and we will then briefly
discuss the methods used to model intra-patient evolution due to a particular
selective pressure (in our case drug selective pressure) and inter-patient evolu-
tion. We will show what their assumptions are and how these assumptions are
violated when dealing with data that contain mutations due to both types of
evolution.



2.1 Available Data

Two kinds of data are relevant for this application. By genotypic data we mean
the sequence of nucleotides of one or several proteins that are targeted by the
drugs. Phenotypic data contain information about the level of resistance of a
virus carrying a particular sequence against one or more drugs. Testing whether a
sequence is associated with phenotypic resistance against a drug is performed by
monitoring the replication rate of a virus carrying that sequence in the presence
of varying amounts of that drug (in vitro phenotype), or by testing the in vivo
level of replicating virus (called viral load) in a patient under treatment of that
drug.

There are two kinds of genotypic data. Longitudinal datasets consist of se-
quence pairs with a baseline and follow-up sequence for a single patient during a
particular treatment. Cross-sectional datasets on the other hand use populations
of unrelated sequences where each population has a specific treatment history.
Cross-sectional datasets are more popular because they are generally more abun-
dant than longitudinal datasets, since longitudinal data require keeping track of a
single patient over time, with its associated privacy issues. A drawback of cross-
sectional datasets is a possible effect of unknown epidemiological dependency
that must be dealt with (see Section 2.2).

Throughout the section we will illustrate the problem using an example orig-
inating from Ramon et al. [3]. Consider a cross-sectional dataset of treated and
untreated sequences consisting of eight nucleotides, given in Table 1. The first
four nucleotides are strongly therapy-related (the wildtype is AACC while the
treated sequence is mostly GGCT), while sites 5-8 evolve randomly.

Table 1. An example of a hypothetical HIV database.

ID sequence date treatment area subtype

S1 AACCCCGA 12-01-97 untreated Africa C

S2 GACCCCGT 24-01-07 untreated Africa C

S3 GGCTGCGT 01-02-02 treated Europe C

S4 AACCACGT 01-02-98 untreated Africa C

S5 GGTTATTC 07-12-02 treated Europe B

S6 AACCATTT 04-12-02 untreated Europe B

S7 GGCTACAT 01-02-02 treated America B

S8 GGTTACTT 01-02-02 treated Europe B

2.2 Methods that Model Intra-Patient Evolution

Different evolutionary and population genetic processes are shaping viral di-
versity within and between patients. However, both during inter-patient and
intra-patient evolution selective forces (both positive and negative) and stochas-
tic forces (genetic drift) are involved in shaping HIV genetic diversity. In this



problem statement, we focus on the selective pressure1 that is exerted upon the
HIV virus by administration of antiviral drugs. To investigate this, we have in-
formation on whether or not a particular drug selective pressure has been active
resulting in a particular sequence during an intra-patient evolution.

Antiviral drugs inhibit viral replication by blocking the activity of key en-
zymes and proteins. Treatment aims to maximally and durably suppress viral
replication, leading to a decreased number of virus copies in the blood. However,
ongoing replication of virus particles that can escape this suppression allows the
virus population to adapt and select for one or more mutations that reduce its
susceptibility to one or more drugs in the therapy. This ultimately results in ther-
apy failure, determined by a rebound in viral load. Resistance has been described
for every approved drug, and requires from only one to several mutations.

A specified selective pressure can be modeled by data mining methods such as
Bayesian network learning [1], when information of genetic variation in presence
and absence of this particular selective pressure is available. Mutations that
are associated with resistance against a drug may be learned by comparing a
population of sequences from untreated patients with a population of sequences
from patients treated with that drug. A difference in prevalence of a particular
mutation between these two populations may indicate a role in resistance. In
addition, a structured accumulation of mutations has been observed in many
cases, revealing information on drug resistance pathways. Yet, the exact order
and rate are unknown for most of the drugs.

Data mining methods typically assume individuals (i.e. sequences) to be inde-
pendent and identically distributed (i.i.d.), i.e. not connected somehow through
their ancestry. This means that when these populations are not drawn from the
same epidemiology of HIV infection, differences may also reflect epidemiological
dependencies of distinct HIV populations, for example when within a particular
epidemiologically closely related network, a different therapy strategy is used
than in another network while both are included in the analysis. Returning to
the example given in Table 1, the following rule could be learned by an associa-
tion rule miner: “If 7G then 2A”. This rule describes a correlation between some
polymorphism and a drug-related mutation and from this it is very hard to filter
out the actual drug resistance pathway. The main problem here is that a clas-
sical rule learner will not be able to distinguish therapy-related mutations from
polymorphisms without knowledge about the evolution of the population. In
conclusion, the epidemiological relationship between different viruses invalidates
the independence between different data.

1 Selective pressure is any external cause that changes reproductive success of par-
ticular variants in a population. This selective pressure is called positive, when the
variant increases its fitness relative to the other variants in the population, and
negative, when the variant has a decreased fitness. On the other hand, accumula-
tion of genetic variation can also be due to genetic drift, which is the process of
accumulating mutations that occurs entirely due to chance events [2].
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Fig. 1. A phylogenetic tree of actual evolution.

2.3 Methods that model Inter-Patient Evolution

The shape of inter-patient evolution is primarily determined by (selectively) neu-
tral processes. Positive selection is a less potent force among patients, compared
to within a patient. By inter-patient evolution we mean the accumulation of
mutations due to genetic drift or unknown selective pressure (potentially even
treatment selective pressure) in the viral ancestor before transmission to a recipi-
ent which then becomes infected. Epidemiological relationships between patients
can be modeled by a phylogenetic tree (also called an evolutionary tree). This
is a tree showing the evolutionary relationships among various biological species
or other entities that are believed to have a common ancestor. In a phylogenetic
tree, each node with descendants represents the most recent common ancestor
of the descendants, and the edge lengths in some trees correspond to genetic
distance, and thus indirectly to time estimates.

A lot of research has focused on the automated construction of phylogenetic
trees from data e.g., neighbor-joining (an agglomerative clustering algorithm),
maximum likelihood and parsimony methods [2, 4]. The idea behind these meth-
ods is that individuals that strongly resemble each other genetically are probably
closely related, i.e. they have a recent common ancestor.

Phylogenetic tree construction assumes mutations to occur independently,
i.e. it is assumed that an occurrence of mutation m does not increase the proba-
bility of mutation n occurring within a certain time frame. Classical phylogenetic
tree reconstruction algorithms are easily misled when this assumption is wrong.
This can be illustrated in the case where drug selective pressure is present. In
this case, certain specific mutations (e.g., AACC to GGTT at sites 1-4 in our
example) may reoccur frequently, causing different strains of the virus to be-
come more similar again (since they develop the same mutations). This process
is known as convergent evolution. Figure 1 shows an actual tree of evolution
according to our hypothetical example, while Fig. 2 shows a tree that might be
learned by a standard phylogenetic tree learner. In conclusion, phylogenetic tree
reconstruction algorithms tend to give converging strains a more recent common
ancestor than they should.
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Fig. 2. A naively constructed phylogenetic tree.

3 Formal Problem Description

In this section, we will state the problem more formally. First, we will call an
evolutionary operator any function Pev that describes how likely it is to obtain
a particular descendant sequence through evolution given a particular ancestor
sequence, a particular drug treatment and an interval of time.

The problem that we are trying to solve can now be described as follows:

Given:

– the known existence of an (unknown) evolutionary operator P
mut

ev
;

– the known existence of an (unknown) phylogenetic tree Tev , where mutations
happened both according to the evolutionary process described by P

mut

ev
and

according to other evolutionary operators in which we are not interested and
whose existence we do not know. We do have the information along which
branches P

mut

ev
was present or absent;

– a dataset D consisting of the descriptions of the leaves (terminal species) of
Tev ;

Find: Tev and P
mut

ev

4 Related Work

Different methods have been proposed to correct for the confounding effects of
the respective processes in existing modeling methods [1]. In this section, we
explain some of these methods, and we discuss advantages and disadvantages.

A first approach circumvents the problem by using longitudinal data, which
includes multiple time points for a single patient. This excludes influences of dif-
ferent epidemiologies and therefore allows a more accurate identification of mu-
tations associated with resistance. However, this kind of data is hard to obtain. A
second approach involves the restriction of the dataset to one epidemiologically
closely related cluster (such as one subtype). It reduces the confounding effect
of epidemiological dependency, but it does not take into account the smaller but



existing intra-cluster epidemiological dependencies. Moreover, it might be dis-
advantageous to leave out data and given the increasing treatment of patients
infected with different subtypes, single subtype-based studies are considered too
limited. A third approach involves stratification according to HIV subtype in
order to achieve a similar subtype distribution in the datasets. This method also
leaves out part of the data, but offers the advantage of incorporating broad HIV
diversity.

The idea of using phylogenetic techniques to correct for the confounding ef-
fect of epidemiology is not new. By reconstructing the evolutionary history of
sequences, one may determine whether the observed difference in prevalence of a
mutation is an indication of multiple independent cases of convergent evolution,
occurring at the tips of the phylogenetic tree, and thus most probably a conse-
quence of evolution of resistance, versus an indication of inherited substitutions
occurring at internal branches deeper in the phylogenetic tree. Unfortunately,
as shown in Section 2.3, convergent evolution of resistance itself confounds the
phylogenetic tree estimation [5], but this can initially be remedied by omitting
from the analysis positions which are already known to be under drug selective
pressure (hereby relying on the correctness of the selective pressure model). This
introduces a chicken-and-egg problem, which stresses the need for a method that
learns both the selective pressure model and a phylogenetic tree at the same time.
Another approach is to use the reconstructed evolutionary history to obtain a
more similar (with-in) subtype distribution across the datasets. For example,
this can be done by defining a population of treatment naive sequences by sam-
pling sequences from a larger treatment naive population which are evolutionary
most closely related to the treated population [1, 6].

5 Conclusions

In this problem statement we have pointed out the need for a method that
simultaneously models the two evolutionary mechanisms related to HIV. Ideally,
this method can be trained from cross-sectional data.

Such a method would help to improve the untangling and discovery of re-
sistance mutational pathways in a correct manner, which will eventually lead
to better treatments. Moreover, a correct phylogenetic analysis would provide
insight in how the virus spreads over the world and in a host or group of hosts.
This can for example be useful when investigating the transmission history in a
group of hosts.
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Multivariate projection methods like Principal Component Analysis (PCA),
Partial Least Squares (PLS), Spectral Mapping Analysis (SMA) and many oth-
ers aim at reducing the dimensionality of the data matrix with a minimal loss
of information. Such well-established data reduction techniques are quite often
used in data visualization and knowledge gathering in drug discovery research.

However, drug discovery data matrices are seldom complete. In a classical
drug discovery data matrix, each row represents a different chemical compound
and each column displays the readout from a different biological experiment.
Typically, not every compound is tested in every biological assay of the matrix.
Hence, the resulting data matrix will be a sparse matrix that could contain from
10 up to 90 percent missing values.

A second characteristic of pharmacological data is the use of censors. The
classical example is the determination of the 50% inhibitory concentration (IC50)
of a chemical compound on substrate conversion by an enzyme. No effect is
seen at infinite compound dilution, while at a high compound concentration
the enzyme is completely blocked. As the aim is to identify the more active
compounds, most compounds are not screened at very high concentrations and
compounds that do not inhibit the enzyme at the highest measured concentra-
tion will appear as censored values in the matrix.

The appearance of missing and censored data is not random (e.g. some
assays are more difficult than others and are used as second line screens only).
Therefore, distribution of holes in the matrix is likewise not random. A typical
data matrix could look like a [100 (compounds) *100 (assays)] 50% sparse matrix
with a non-random distribution of missing and censored data. Robust (partial)
visualization and importance-based highlighting of such data is the Holy Grail
in chemoinformatics data mining.

Disregarding missing values and/or censors, or simply setting them to zero is
a very dangerous approach. Alternatively, missing and censored elements could
be imputed from an ANOVA model or a similar approach. While better than
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simply setting the elements to zero, this approach is still not appropriate and
ignores the (hidden) available information.

There are several algorithms described in literature for the estimation of
missing values in expression profiles. Examples are based on K-nearest neigh-
bor (KNNimpute) or on SVD (SVDimpute). In addition, probabilistic PCA
(PPCA), Bayesian PCA (BPCA) and NIPALS are examples of such algorithms.
All these algorithms are available in R, making them easily accessible. In addi-
tion, various algorithms are available for censored data imputation.

If censored data are turned into missing data, the above-mentioned algo-
rithms can be evaluated on (simulated) pharmacological sparse matrices. These
algorithms do however not deal with the extra information available in censored
data.

A typical characteristic of pharmacological data that can be beneficial for
imputing censored and missing values is the existence of potential Quantitative
Structure-Activity Relationships (QSAR) and chemical structural descriptors.
This characteristic enables the production of additional (temporary) columns
that reduce the sparseness and might be quite beneficial in the imputation.
Finding the relevant descriptors that help in solving the original problem (fea-
ture selection) is an open issue in this approach.

Key questions for this workshop include the availability, applicability and
robustness of algorithms that cope with both missing and censored data. What
are the potential pitfalls? Can possible solutions deal with large-scale data?
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