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Abstract. Inductive definitions are frequently encountered in software,
underlying many common program and algorithm components, such as
recursive functions and loops. Therefore, in disciplines such as program
verification or specification extraction, it is important to be able to rep-
resent and reason with inductive definitions in a formal way. Ideally our
formal representation language would extend classical logic and take ad-
vantage of the powerful symbolic proof systems that exist for it. FO(ID) is
a language that extends classical logic with inductive definitions, which
are captured by the well-founded semantics of logic programming. In
this paper we present an automated tableau theorem prover for FO(ID),
which has the potential to be of much use in the application of symbolic
proof techniques to software science. We describe the tableau rules and
their implementation, and discuss some possible extensions and applica-
tions of the system.

1 Introduction

Inductive definitions (also known as recursive definitions) are a fundamental con-
struct in software science. It is well known, for example, that all iterative loops
may be expressed as inductive definitions, and many functional and logical pro-
gramming languages eschew explicit iteration altogether in favour of recursive
calls. To this end, a formal means of representing and reasoning with inductive
definitions is highly desirable in any discipline that concerns the formal treat-
ment of computer programs and algorithms, such as verification or specification
extraction.

The most well-established and extensively studied formal language for knowl-
edge representation and reasoning is classical first-order logic; the maturity and
power of the many proof techniques and solvers developed for this language make
it a desirable choice for use in formal software methods. However, first-order logic
lacks the ability to represent inductive definitions.

Example 1. As a running example, consider the transitive closure of a graph,
defined by the following simple induction

– if the edge (x, y) is in the graph, then it is in the transitive closure of the
graph;



– if for a pair of vertices (x, y), there is a vertex z such that (x, z) and (z, y) are
in the transitive closure of the graph, then (x, y) is in the transitive closure
of the graph.

It is well known that this definition is impossible to express in first-order
logic.

It was shown in [1] that the notion of ‘inductive definition’ is formally cap-
tured by the well-founded semantics of logic programming [10]. The language
FO(ID), the first-order variant of ID-logic ([2]) uses the well-founded semantics
to extend classical first-order logic with inductive definitions. It allows various
inductive definitions (such as the one above) to be represented uniformly, and
in a more intuitive manner than, say, fixpoint logics. It has also been shown to
be a useful language for general knowledge representation, allowing a concise
expression of classic KR formalisms such as the situation calculus ([3]).

Example 2. The following is the transitive closure relation from Example 1 as
expressed in FO(ID). Here the predicate T denotes the set of pairs of vertices
in the transitive closure of the graph, while G denotes the set of edges. The
correspondence between the FO(ID) rules and the natural languages rules above
should be intuitive and straightforward.{

∀x, y T (x, y)← G(x, y).
∀x, y T (x, y)← ∃z T (x, z) ∧ T (z, y).

}

Automated symbolic reasoning is an important research topic for any for-
mal language. Reasoning on a symbolic level brings greater flexibility to an
automated solver: a problem can be isolated from its particular instances, and
inconsistency and other properties of a theory can be detected independently of
a domain. In the software verification setting, automated symbolic reasoning is
particularly important: when exhaustive model checking is not feasible, symbolic
inference needs to be applied.

Existing reasoning systems for FO(ID) are either not automatable ([7]) or
domain dependent ([8]), the former requiring guesswork on the part of a human
reasoner, and the latter dependent on knowing the precise domain of a given
problem. In this paper we present an incomplete automated symbolic reasoning
system for a useful subset of FO(ID), based on the Tableau method ([5]). While
incomplete, this system has proved successful in reasoning with many standard
example problems, and provides a useful first step towards an automated sym-
bolic reasoning system for FO(ID), which could be used in verification problems.

The outline of this paper is as follows. In the next section we introduce
FO(ID) and define its syntax and semantics. Following that, we define a Tableau
Calculus for FO(ID). Then we describe the implementation of this Tableau Cal-
culus and prove the soundness of our implementation of the FO(ID)-specific
rules. Finally we offer some concluding remarks.



2 Preliminaries

In this section we introduce FO(ID), define its syntax and semantics and give
some examples.

ID-logic ([2]) is the name of a family of formal representation languages
that consist of classical logic extended with inductive definitions. The particular
branch of ID-logic we are concerned with in this paper is FO(ID): first-order
logic extended with inductive definitions. In FO(ID), an inductive definition ∆
(which from now on we refer to simply as a ‘definition’) is a set of rules of the
form

∀x p(x)← φ

where φ is a first-order formula and← is a symbol denoting definitional implica-
tion, which we distinguish from the material implication⇒ of first-order logic 1.
We refer to p(x) as the head of the rule r, denoted head(r), and to the formula
φ as its body, denoted body(r). We call the set of predicates that appear in the
heads of the rules of ∆ the defined predicates of ∆, which we denote by Def(∆).
All other symbols in the definition are called open; the set of open symbols is
denoted by Op(∆). The purpose of ∆ is to define the predicates Def(∆) in terms
of the symbols Op(∆).

Example 3. The FO(ID) definition ∆ from Example 2 defines the transitive clo-
sure relation of a graph in terms of its edge relation.{

∀x, y T (x, y)← G(x, y).
∀x, y T (x, y)← ∃z T (x, z) ∧ T (z, y).

}
Here, Def(∆) = {T/2}, where T/2 is a predicate denoting the set of pairs of
vertices of the graph that are in its transitive closure relation. Op(∆) = {G/2},
where G/2 is a predicate denoting the set of pairs of vertices that have a directed
edge between them. The definition states that vertex y is reachable from vertex
x if there is a directed edge from x to y, or if there is a vertex z such that z is
reachable from x and y is reachable from z.

A theory in FO(ID) consists of a set of definitions and a set of assertions.
Assertions are ordinary sentences of first-order logic, defined in the usual way.
The meaning of these first-order sentences is standard; to define the semantics
of FO(ID), we therefore only need to define the semantics of a definition.

We first introduce some semantical concepts. A two-valued interpretation I
of a vocabulary Σ consists of a domain D, a mapping from function symbols
f/n to n-ary functions on D, and a mapping of pairs (P,d) of predicate symbols
P/n and n-tuples d ⊆ D to the truth-values {t, f}. We also denote such a pair
(P,d) as P (d) and refer to it as a domain atom. A three-valued interpretation ν
is the same as a two-valued one, except that it maps domain atoms P (d) to the

1 A definitional rule can be seen as a general logic program clause.



truth values {t, f ,u}. Such a ν assigns a truth value to each logical atom P (c),
namely ν(P (cν1 , . . . , c

ν
n)). Using the standard Kleene truth tables for the logical

connectives, this assignment can be extended to an assignment ν(φ) of a truth
value to each formula φ.

Let H(∆,D) be the set of all defined domain atoms of the definition ∆ in
D, i.e. the set of all domain atoms of the predicates in Def(∆) in D. We define
U(∆, ν) ⊆ H(∆,D) to be the unfounded set of ∆ with respect to a three-valued
interpretation ν if each atom P (d) ∈ U(∆, ν) satisfies the following: For each
instantiated rule r[d] in ∆ such that P (d) = head(r[d]), either:

– ν(body(r[d])) = f
– an element of U(∆, ν) positively occurs in body(r[d]).

If A is a set of domain atoms and v a truth-value, we will denote by ν[A/v]
the three-valued interpretation that assigns v to each domain atom in A and
coincides with ν on all other atoms.

We now define when an interpretation I is a model of a definition ∆. Since
∆ defines the predicates Def(∆) in terms of the symbols Op(∆), we should
assume the interpretation of Op(∆) as given and try to construct a corresponding
interpretation for Def(∆). Let O be the restriction R(I,Op(∆)) of I to the open
symbols.

We are now going to construct a sequence of three-valued interpretations
(να)0≤α≤β , each of which extends O; the limit of this sequence will tell us how
to interpret Def(∆).

– ν0 assigns O(P (d)) to P (d) if P ∈ Op(∆) and u if P ∈ Def(∆);
– νi+1 is related to νi in one of two ways:

1. νi+1 = νi[P (d)/t], such that ∆ contains a rule ∀x P (x) ← φ(x) with
νi(φ[d]) = t

2. νi+1 = νi[U(∆, νi)/f ], where U(∆, νi) is an unfounded set of ∆ with
respect to νi as defined above.

– For each limit ordinal λ, νλ is the lub w.r.t. ≤p of all νδ for which δ < λ.

We call such a sequence a well-founded induction of ∆ in O. Each such sequence
eventually reaches a limit νβ . It was shown in [4] that all sequences reach the
same limit. It is now this νβ that tell us how to interpret the defined predicates.
To be more precise, we define that:

I |= ∆ if and only if R(I,Def(∆)) = R(νβ , Def(∆)),

where R(νβ , Def(∆)) is the restriction of νβ to the symbols Def(∆). Note that
if some domain atom is still assigned u by νβ , the definition has no models
extending O. Intuitively, this means that, for this particular interpretation of its
open symbols,∆ does not manage to unambiguously define its defined predicates,
due to some non well-founded use of negation.



Example 4. Consider the following FO(ID) theory containing the definition ∆:{
∀x, y T (x, y)← G(x, y).
∀x, y T (x, y)← ∃z T (x, z) ∧ T (z, y).

}
¬T (a, c).

Given D = {a, b, c} and an interpretation I mapping G(a, b) and G(b, c) to t
and all other open atoms to f , and T (a, b) to f and all other defined atoms to u,
then O is the interpretation mapping G(a, b) and G(b, c) to t and all other open
atoms to f . Then the calculation of νβ proceeds as follows:

– ν0 assigns G(a, b) and G(b, c) to t, all other open atoms to f , and all defined
atoms to u.

– ν1 assigns T (a, b) and T (b, c) to t, since the bodies of these atoms in the first
rule of the definition are true in ν0. It can be verified that the unfounded
set U = {T (a, a), T (b, a), T (b, b), T (c, a), T (c, b), T (c, c)}; all these atoms are
assigned to f .

– ν2 assigns T (a, c) to t, since the body of this atom in the second rule is true
in ν1. We have now reached a fixed point.

Since T (a, c) is true in the model extending O, but false in I, there is no
model extending I. (In fact, since T (a, c) must be false in any model satisfying
the constraint ¬T (a, c), this theory is unsatisfiable in the given domain and
interpretation of the open predicates.)

3 A Tableau Calculus for FO(ID)

In this section we introduce the tableau calculus and describe a tableau calculus
for FO(ID).

3.1 The Tableau Calculus

The tableau calculus [5] is a proof procedure for logical languages, in which a
binary tree known as a tableau is constructed. The nodes of the tableau are sets
of formulas. Tableau expansion rules describe the ways in which branches of the
tableau may be extended. Given a tableau rule and a branch containing formulas
that match the rule prerequisities, the branch can be extended according to the
tableau rule.

A branch is closed if it contains a contradiction, and open otherwise. Tableaux
are often used to prove by refutation. Given a theory T and a formula φ, to
show that T |= φ, we apply the tableau rules on the theory T ∪ ¬φ and show
that every branch in the tableau so constructed can be closed. Tableau can also
be used in symbolic model generation. For theories in languages for which the
tableau method is a complete proof system (such as propositional logic), once
all possible tableau rules have been applied, each open branch contains a model



of the theory – in the propositional case, the model is simply the set of literals
in the branch. This property holds because the tableau method is essentially an
algorithm for converting a theory to disjunctive normal form. At each stage of
the tableau procedure, each branch is a conjunction of formulas entailed by the
theory, which is equivalent to a disjunction of the branches.

For compactness, we will state our tableau rules using Smullyan’s classifica-
tion of first-order formulas [9]. Under this classification, first-order formulas are
of type α, β, γ or δ. Types α and β are conjunctive and disjunctive formulas, re-
spectively. Formulas of these types each have two components, defined as follows
(where φ and ψ are arbitary formulas):

α α1 α2 β β1 β2

φ ∧ ψ φ ψ φ ∨ ψ φ ψ
¬(φ ∨ ψ) ¬φ ¬ψ ¬(φ ∧ ψ) ¬φ ¬ψ
¬(φ⇒ ψ) φ ¬ψ φ⇒ ψ ¬φ ψ

Quantified formulas are of type γ or δ. γ formulas are universally quantified;
δ formulas are existentially quantified. γ and δ formulas have instances γi and
δi, defined as follows:

γ γi

∀xφ(x) φ(c) (where c is any constant symbol in the language)
¬∃xφ(x) ¬φ(c) (where c is any constant symbol in the language)
δ δi
∃xφ(x) φ(k) (where k is a new skolem constant)
¬∀xφ(x) ¬φ(k) (where k is a new skolem constant)

Note that these rules are independent of the domain.

3.2 Tableau Rules for FO(ID)

The Tableau Calculus has proven useful for defining proof systems for expressive
knowledge representation languages; we base our tableau expansion rules on a
subset of those defined for ASP in ([6]). The list of rules is given in figure 1.
Each rule states that if the branch contains the formulas that occur above the
line, it may be extended with the formulas that occur below the line. For the
β-rule, this involves splitting the tableau into two new branches.

Note that rules (f) and (h) are sound under the well-founded induction se-
quence defined in the previous section, and that rule (g) is simply the contrapo-
sition of rule (h). Rule (f) would also be sound if we concluded that a member
p of any unfounded set of the definition were false, but specifying the greatest
unfounded set improves the completeness of the expansion rule.



Fig. 1. Tableau Expansion rules for FO(ID)

a) Z-rule:
¬¬Z

Z

¬t
f

¬f
t

b) α-rule:
α

α1

α2

c) β-rule:
β

β1 | β2

d) γ-rule:
γ

γi

e) δ-rule:
δ

δi

f) “Well-founded negation” rule:
∆

¬p
where p is a member of the greatest
unfounded set of definition ∆ in the
branch.

g) “Backward false” rule:
∀x p(x)← φ
¬p(c)

¬φ[x : c]
where φ[x : c] is the formula φ with
all occurrences of the variables in x
replaced by the constants in c.

h) “Forward true” rule:
∀x p(x)← φ(x)
φ(c)

p([x : c])
where p([x : c]) is the domain atom
p(x) with all occurrences of the vari-
ables in x replaced by the constants
in c.

3.3 Example

Consider the theory T :

{
∀x, y T (x, y)← G(x, y).
∀x, y T (x, y)← ∃z T (x, z) ∧ T (z, y).

}
¬T (a, b).

The following is a possible partial tableau for T :{
∀x, y T (x, y)← G(x, y).
∀x, y T (x, y)← ∃z T (x, z) ∧ T (z, y).

}
¬T (a, b)

¬∃z T (a, z) ∧ T (z, b)
¬(T (a, a) ∧ T (a, b))

¬T (a, a) ¬T (a, b)

The root node of the tree contains the theory T . The formula ¬∃z T (a, z) ∧
T (z, b) is then added to the node by applying tableau expansion rule (g) on
the second rule of the definition and ¬T (a, b). Rule (d) is then applied on this



formula to extend the node with ¬(T (a, a)∧ T (a, b)). Finally, rule (c) is applied
on this formula to produce two branches with ¬T (a, a) and ¬T (a, b).

4 Implementation: A Domain-Independent Tableau
Theorem Prover for FO(ID)

It is clear from the rules above that the most difficult part of the implementation
of a domain-independent theorem prover for FO(ID) is the automated calculation
of the greatest unfounded set of a definition. Unfounded sets was defined in
section 2 with respect to a given interpretation in a given domain. In this section
we give an alternative definition in terms of a given tableau branch. We then
describe an automated procedure for calculating an unfounded set, as the fixed
point of a monotone operator.

4.1 A fixed point algorithm for an unfounded set

In this subsection we describe a subset of FO(ID) for which we can define an
algorithm for computing an unfounded set of a definition in a given tableau
branch, and then describe the algorithm itself in terms of calculating the fixed
point of a monotone operator. Since a branch can be extended by application of
tableau rules, we need to prove that the algorithm is monotone with respect to
branch extensions: any member of the calculated unfounded set of a definition
in a branch will also be in the unfounded set of the definition in an extension of
the branch.

In the subset of FO(ID) with which we are concerned in this subsection, a
definition ∆ is a set of rules of the form ∀x p(x1) ← φ(x2), x1 ⊆ x, x2 ⊆
x, where p is a defined predicate, and each φ(x2) is a conjunction of literals
l1 ∧ · · · ∧ ln with free variables in x2. At times we will abuse notation and treat
φ(x2) as a multiset of literals {l1, . . . , ln}.

A tableau branch B is a set of formulas and definitions; we denote by C(B)
the set of all ground terms in branch B.

Informally speaking, our algorithm will begin with a set H(∆,B) of “ground”
atoms of the defined predicates in ∆ in B, and will then iteratively remove
members of this set until we reach a fixed point, which will be a representation of
an unfounded set. We now concern ourselves with defining a useful set H(∆,B).

We could ground the defined predicates of ∆ with the Herbrand universe of
B, but if there are function symbols in B then this set will be infinitely large,
which is obviously not desirable. We must therefore place limits on the function
terms we include. In addition, to give us a measure of domain independence, we
would like to include variables in H(∆,B), so as to enable us to conclude, for
example, that p(a, x) is in an unfounded set for any x. With this in mind, we
now define the set of grounding terms for a definition ∆ in a branch B.

Definition 1. The set G(∆,B) of grounding terms of definition ∆ in B is de-
fined as follows.



– Each member of the set V ′ of new variables {x1, . . . xm}, where m is the
greatest arity of the predicates in ∆, is a grounding term.

– A member of C(B) is a grounding term.
– If f is a function symbol of arity n in B, and t1, . . . , tn are elements of C(B)

or V ′, then f(t1, . . . , tn) is a grounding term.

We denote by F (∆,B) the set of all ground atoms of the defined predicates
in ∆, ground with the symbols in G(∆,B). It is not necessarily the case that
F (∆,B) = H(∆,B). Care should be taken when grounding defined predicates
with the terms that contain variables: it could be the case that the newly ground
atom has no rule body in the definition. We allow inH(∆,B) only those members
of F (∆,B) for which there is a valid substitution from one of the rule heads in
∆. We define a substitution [a : b] as valid if for each ai and bi, either ai and bi
are both variables, or ai is a variable and bi is a constant symbol.

Definition 2. Let A be the set of rule heads in a definition ∆.
We define H(∆,B) as the set {h | h ∈ F (∆,B) and either h contains no

variables, or there is an a ∈ A and a valid substitution θ such that aθ = h}

Example 5. Given a definition {∀x, y p(x, y)← φ(x, y)}, and C(B) = {a}, then
H(∆,B) = {p(a, a), p(x1, a), p(a, x2), p(x1, x2), p(x1, x1)}.

Example 6. Given the definition{
Even(0)←

∀x Even(s(x))← ¬Even(x)

}

and C(B) = {0, s(0)}, thenG(∆,B) = {x1, 0, s(0), s(x1), s(s(0))} andH(∆,B) =
{Even(0), Even(s(0)), Even(s(x1), Even(s(s(0)))}. Note that Even(x1) /∈ H(∆,B),
since neither [0 : x1] nor [s(x) : x1] is a valid substitution.

We can think of the free variables in H(∆,B) as being implicitly universally
quantified. If, for example, p(x1) is a member of H(∆,B), we consider this as a
claim that p(x1) is unfounded for all x1. If our algorithm fails to remove p(x1)
from our representation of an unfounded set, we can conclude that ∃xp(x) is
false.

For each atom p(a) ofH(∆,B), we define body(p(a)) as the set of all conjunc-
tive formulas φi(b), where ∀x p(x1)← φi(x2) is a rule in ∆, and b is the result
of applying the substitution [x1 : a] on x2, if the substitution is valid. Note that
the definition of H(∆,B) ensures that body(p(a)) is nonempty if a contains a
variable. We assume all free variables in body(p(a)) are implicitly existentially
quantified. Note that body(p(a)) is independent of and therefore constant in the
size of the branch. This fact will be important in proving that our algorithm
behaves monotonically with respect to repeated tableau rule applications.

We now define the notion of an unfounded set of a definition in a branch.
An unfounded set for a definition ∆ in branch B is a set U of ground defined
atoms p in ∆ for which, for all φ ∈ body(p), either φ is false in B or φ contains



a member of U . To refine this notion for our set H(∆,B) of defined atoms h
that may include free variables, we must define what it means for a member of
body(h) to be false in B, or to contain a member of U .

The former in general involves determining whether a universally quantified
disjunctive formula (i.e. the negation of the existentially quantified conjunctive
body) is entailed by the branch, which is a nontrivial problem that would require
multi-branch tableau reasoning in itself. The latter involves determining whether
an existentially quantified conjunctive formula is entailed by the unfounded set,
which is also a nontrivial problem that would require some auxiliary tableau
reasoning.

However, for efficient computation, we can identify some simple cases in
which these conditions are satisfied. We will not identify any case in which the
conditions are satisfied. Thus, it is possible that some atoms may not be members
of the greatest fixed point of our operator, even though these atoms are in the
greatest unfounded set. However, the fixed point algorithm will still compute an
unfounded set. Thus, our inference rule will be sound, but not complete.

Definition 3. A substitution θ = [x : y] is a variable substitution if for each xi

and yi, both xi and yi are variables.
Let φ be a formula p1(a1) ∧ · · · ∧ pn(an), where each pi(ai) is a literal with

free variables xi ⊆ ai. Then, assuming all free variables in φ are existentially
quantified, φ is false in a branch B if (but not only if) ¬∃y pi(b) (or an equiv-
alent formula, where y consists of the free variables in pi(b)) is a member of B
and there is a variable substitution θ such that pi(ai)θ = pi(b). We define the
function falseformula(φ,B) to be true if and only if this condition holds.

Similarly, let φ be a formula p1(a1) ∧ · · · ∧ pn(an), where each pi(ai) is a
literal with free variables xi. Then φ intersects with a set Hk ⊆ H(∆,B) (for
some definition ∆ and some branch B) if (but not only if) there is a pi(b) with
free variables y in Hk, and a variable substitution θ such that pi(ai)θ = pi(b).
(In other words, if we assume pi(b) is unfounded for all y, then ∃x p1(a1) ∧
· · · ∧ pi(ai) ∧ . . . ∧ pn(an) is false.) We define the function intersects(φ,Hk) to
be true if and only if this condition holds.

Note that the function falseformula(φ,B) is not true if and only if formula
φ is false in branch B. However, if falseformula(φ,B) is true, then φ is false in
B (assuming all free variables in φ are existentially quantified). The same holds
for intersects(φ, S) as defined above.

We now define the operator we will use in our algorithm.

Definition 4. Assume S is an element of P(H(∆,B)), the powerset of H(∆,B).
We define an operator Φ on P(H(∆,B)) 7→ P(H(∆,B)) as follows:

Φ =def {h ∈ S | for each φ ∈ body(h), falseformula(φ,B) or intersects(φ, S)}

Proposition 1. Φ is a monotonic operator on the subset relation, i.e. if S1 ⊆ S2

then Φ(S1) ⊆ Φ(S2).

Proof. Assume S1 ⊆ S2 but Φ(S1) ⊃ Φ(S2). Then, since falseformula(f,B) is
independent of S1 and S2, some h ∈ S1 has a body that contains an element of



S1, but not S2. This is a contradiction, since body(h) is independent of S1 and
S2, and S1 ⊆ S2.

Therefore, since Φ is a monotone operator on a complete lattice, it has a
greatest and least fixed point. We denote by US (∆,B) the greatest fixed point
of Φ(S), S ∈ P(H(∆,B)).

We will now show that US (∆,B) is monotonic with respect to iterated
tableau rule applications on a branch B.

Since tableau rules never delete anything from a branch, to prove mono-
tonicity of our unfounded set estimate with respect to iterated tableau rule
applications it is sufficient to prove monotonicity over the subset relation on the
branch, i.e. to show that if B ⊆ B′, then US (∆,B) ⊆ US (∆,B′).

The following proposition is trivially true:

Proposition 2. Given B ⊆ B′, if falseformula(φ,B) is true for some conjunc-
tion of ground literals φ, then falseformula(φ,B′) is true.

Theorem 1. Given some definition ∆, if B ⊆ B′, then
US (∆,B) ⊆ US (∆,B′).

Proof. The proof is by induction on k, where k is the number of iterated appli-
cations of Φ(S) beginning with S = H(∆,B). We denote by SB

k the value of the
argument to Φ (in the domain P(H(∆,B)) at application k.

For k = 0, SB
0 = H(∆,B), and SB′

0 = H(∆,B′). It is trivial to show that
H(∆,B) ⊆ H(∆,B′), and so SB

0 ⊆ SB′

0 .
We assume indictively that SB

k ⊆ SB′

k .
Then some h is an element of SB

k+1 if, for all φ ∈ body(h), either
falseformula(φ,B) is true, or intersects(φ, SB

k ) is true.
If falseformula(φ,B) is true, then from proposition 2 it is the case that

falseformula(φ,B′) is true.
By the induction hypothesis, if intersects(φ, SB

k ) is true, then
intersects(φ, SB′

k ) is true.
(It is important to note here that body(h) is independent of B, i.e. the num-

ber of instantiated bodies for a defined atom does not increase as the branch
increases. So it is sufficient to check the same φ ∈ body(h) in B and B′.)

Therefore, SB
k+1 ⊆ SB′

k+1.

We now show that any instance of US (∆,B) is a member of an unfounded
set.

Theorem 2. Given a branch B and an interpretation ν over a domain D,
which satisfies the first-order formulas in B, then for a definition ∆ ∈ B,
ground(US (∆,B), D), the grounding of US (∆,B) over D, is an unfounded set
of ∆ with respect to ν.

Proof. By definition, for every h ∈ US (∆,B), for each φ ∈ body(h), either
falseformula(φ,B) is true, or intersects(φ,B) is true.



Since ν satisfies the first-order formulas in B, then for each such formula
ψ ∈ B, ν(ψ) = t. Then it can be shown that for any φ ∈ body(h) with free
variables x, if falseformula(φ,B) is true then ν(∃xφ) = f , and, by extension, for
any ground instance φ′ in ground(φ,D), ν(φ′) = f .

If intersects(φ,B) is true, then an element of φ positively occurs in US (∆,B).
Then it can be shown that any ground instance φ′ in ground(φ,D) has an element
which positively occurs in ground(US (∆,B), D).

Therefore, ground(US (∆,B), D) is a set of atoms h for which, for each φ ∈
body(h), either ν(φ) = f or an element of φ positively occurs in ground(US (∆,B), D).
In other words ground(US (∆,B), D) is an unfounded set of ∆ with respect to
ν.

Because of this result, we can use the algorithm to compute unfounded sets
for tableau rule (f).

4.2 Examples

In this section we present two examples of the use of our algorithm. The first is
our running example of transitive closure, and the second an inductive definition
of the even numbers.

Example 7. Consider the branch B:{
∀x, y T (x, y)← G(x, y).
∀x, y T (x, y)← ∃z T (x, z) ∧ T (z, y).

}
(1)

T (a, a). (2)

∀x ¬G(x, a). (3)

¬G(a, a). (4)

(Note that line 4 is the result of applying tableau expansion rule (d) to line
3.)

We denote by ∆ the definition in line 1. Then
H(∆,B) = {T (a, a), T (x1, a), T (a, x2), T (x1, x2), T (x1, x1)}.

Then the following are the values of body(h) for each h ∈ H(∆,B) (recall
that each variable in body(h) is implicitly existentially quantified):

body(T (a, a)) = {G(a, a), T (a, z) ∧ T (z, a)}
body(T (x1, a)) = {G(x1, a), T (x1, z) ∧ T (z, a)}
body(T (a, x2)) = {G(a, x2), T (a, z) ∧ T (z, x2)}
body(T (x1, x2)) = {G(x1, x2), T (x1, z) ∧ T (z, x2)}
body(T (x1, x1)) = {G(x1, x1), T (x1, z) ∧ T (z, x1)}

The calculation of US (∆,B) proceeds as follows. The initial estimate S0

of the unfounded set is H(∆,B). Then we compute Φ(S0). (For brevity, if
intersects(φ, S) is true, we say “φ contains a member of S”).



– T (a, a) is a member of Φ(S0), since one of its body elements (G(a, a)) is
negated in the branch by line 4, and the other contains two members of S0.

– T (x1, a) is a member of Φ(S0), since one of its body elements (G(x1, a)) is
negated in the branch by line 3, and the other contains two members of S0.

– T (a, x2) is not a member of Φ(S0), since its body element G(a, x2) is neither
a member of S0 nor negated in the branch.

– T (x1, x2) is not a member of Φ(S0), since its body element G(x1, x2) is
neither a member of S0 nor negated in the branch.

– T (x1, x2) is not a member of Φ(S0), since its body element G(x1, x1) is
neither a member of S0 nor negated in the branch.

Then Φ(S0) = {T (a, a), T (x1, a)}. We now compute Φ(Φ(S0)).

– T (a, a) is a member of Φ(Φ(S0)), since one of its body elements (G(a, a)) is
negated in the branch by line 4, and the other contains T (z, a), a member
of Φ(Φ(S0)).

– ∃x T (x1, a) is a member of Φ(Φ(S0)), since one of its body elements (G(x1, a))
is negated in the branch by line 3, and the other contains T (z, a), a member
of Φ(Φ(S0)).

Then Φ(Φ(S0)) = {T (a, a), T (x1, a)} = Φ(S0), and we have reached a fixed
point.

It can easily be verified that {T (a, a), T (x1, a)} describes an unfounded set
for ∆ in B, and we can use the tableau expansion rule (f) to conclude that both
T (a, a) and ∃xT (x, a) are false.

Example 8. Consider the branch B, which includes a definition of the even num-
bers: {

Even(0)←
∀x Even(s(x))← ¬Even(x)

}
(5)

Even(0). (6)

(Note that line 6 is the result of applying tableau expansion rule (h) to the
first rule in the definition ∆ in line 5.)

Similarly to example 6, H(∆,B) = {Even(0), Even(s(0)), Even(s(x1))}.
The values of body(h) for each h ∈ H(∆,B) are trivial to determine and will
not be printed here. To calculate US (∆,B), we make an estimate S0 of the un-
founded set to be H(∆,B). Then we compute Φ(S0). It should be clear that
the only member of Φ(S0) is Even(s(0)), and that this is the fixed point of the
calculation. Therefore US (∆,B) = {Even(s(0))} and we can use the tableau
expansion rule (f) to add ¬Even(s(0)) to the branch.

Let B′ = B ∪ ¬Even(s(0)). Then H(∆,B′) = {Even(0), Even(s(0)),
Even(s(x1), Even(s(s(0)))}. However, US (∆,B′) = US (∆,B) since the body of
the new atom Even(s(s(0))) is true in the branch, and no new atoms appear in
the unfounded set.



Let B′′ = B′ ∪ Even(s(s(0))), the result of applying tableau expansion rule
(h) to the second rule of ∆ and the element ¬Even(s(0)) of B′. Now H(∆,B′′) =
{Even(0), Even(s(0)), Even(s(x1), Even(s(s(0))), Even(s(s(s(0))))}, and, it can
be verified, US (∆,B′′) = {Even(s(0)), Even(s(s(s(0))))}. Now we can use the
tableau expansion rule (f) to add ¬Even(s(s(s(0)))) to the branch.

This sequence can be repeated to infinity to calculate the set of all even
numbers.

4.3 Implementation Details

The tableau expansion rules, and the algorithm for computing the greatest un-
founded set described above, were implemented in Prolog as a tableau theorem
prover for FO(ID). Our initial implementation was not designed with perfor-
mance in mind, but we nevertheless we found it necessary to adopt a more
optimised rule selection strategy in order to help the prover derive certain re-
sults. Since the GUS computation algorithm is more useful when there are a
large number of literals in the branch (and the backward false rule requires a
negated literal as ‘input’), our strategy was to apply the first-order tableau rules
first as far as possible. When applying first-order rules, we follow the standard
tableau strategy of delaying application of the β-rule to prevent unnecessary
branching, and removing non-universally-quantified formulas once a first-order
rule has been applied upon them. To limit infinite looping we imposed a hard
limit on the number of times the γ-rule could be applied; this limit could be
specified by the user.

5 Conclusion

In this paper, we described an automated tableau theorem prover for FO(ID),
a language that extends first-order logic with inductive definitions, which we
claim is a useful language for representing and reasoning with problems in formal
software methods. We gave an overview of the syntax and semantics of FO(ID),
and described a tableau calculus for the language. We described an incomplete
algorithm for implementing the most difficult expansion rule in this calculus: a
rule which deduces the negation of an atom that is in the greatest unfounded
set of a given definition, and briefly described how the rules and algorithm were
implemented in a tableau theorem prover for FO(ID).

This research offers much opportunity for further work. Many optimisations
are yet to be done on the prover itself, for example on its memory management
and arithmetic performance. We are investigating the possibility of extending
the tableau rules with other proving techniques for FO(ID) that are currently
being researched, and looking at the feasibility of improving the ‘completeness’
of the unfounded set algorithm. We are also investigating applications for this
theorem prover. One intended application is program verification, and the use
of this theorem prover for verification has been proposed as a master thesis.



A formal investigation of the soundness and completeness of this proof system
is yet to be done. Since entailment in FO(ID) is undecidable, a proof system for
FO(ID) is necessarily incomplete. In particular, since our algorithm for the larger
subset of FO(ID) does not calculate the greatest unfounded set of a definition
in a branch, there will be atoms in unfounded sets that are not derived to be
false by the system. In our example problems, we believe the algorithm struck
an acceptable compromise between incompleteness and complexity; it remains
to be seen how well this compromise will hold for practical problems.

The main contribution of this research is a domain-independent algorithm
for calculating unfounded sets. This algorithm is not strongly bound to a tableau
proof system. Further work involves investigating state-of-the-art theorem provers
and proof systems for classical logic, to determine how or whether the algorithm
can be adapted for and integrated into similar systems for FO(ID).
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