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Abstract

Planar languages offer an alternative to grammars and
automata for representing languages. They are based on hy-
perplanes in a feature space associated with a string kernel,
which corresponds to a set of linear equalities over features.

This makes planar languages inherently learnable, in the
sense of being identifiable in the limit from positive data,
i.e. learnable in an unsupervised setting, even under strong
constraints on the learner’s behaviour and on computa-
tional resources used.

The position in the Chomsky hierarchy of any class of
planar languages depends on the particular kernel it is
based on. Even quite simple string kernels generate mildly
context-sensitive languages, and so already have enough
expressive power to deal with linguistic constructions.

We extend the notion of planar language to tree pla-
nar language. The motivation for this is mainly linguis-
tic. These trees could be used to represent derivations, or
meaning as logical forms, for example, but there are also
applications in bioinformatics or web mining.

In this paper the expressive power of some tree planar
languages is analysed and it is shown that some extend be-
yond the range of regular tree languages. They thus are
able to capture all sorts of linguistic phenomena, making
them potentially interesting for NLP applications.

1 Kernels and planar languages

Planar languages, first proposed in [2, 3], offer an al-
ternative to grammars and automata for representing lan-
guages. They are defined as sets of strings that map to
points in a feature space associated with a string kernel,
these points make up a hyperplane. They can be notated
in different ways, perhaps the most obvious (and readable)

one is as a set of linear equalities over features. Kernels are
commonly used in a supervised learning setting, in combi-
nation with support vector machines, to learn halfspaces or
clusters. The planar language approach deviates from this,
in the sense that no negative data is required. It does take
full advantage of the benefits that kernels offer, i.e. com-
putational efficiency and modularity. Kernels can be com-
bined at will, and can be used with any (geometric) learning
algorithm.

Planar languages form a parameterized family of lan-
guage classes. The position in the Chomsky hierarchy of
any such class from this family depends on the particu-
lar kernel it is based on. Since the motivation for planar
languages is mainly linguistic, we are especially interested
in kernels that generate mildly context-sensitive languages.
Even languages based on quite simple ‘standard’ string ker-
nels, originally intended for use in bioinformatics, turn out
to contain such languages. These languages have enough
power to handle constructions like crossing dependencies,
permutation closed languages like MIX, center embeddings
etcetera ([2]).

It has been shown that planar languages are learnable
in the sense of being identifiable in the limit from positive
data, even under strong constraints on the learner such as
strong monotonicity, set-drivenness, small training sets and
polynomial update time ([3]). Any class of planar languages
is closed under intersection and reversal, but, remarkably,
not under union and concatenation.

1.1 Applications

In this paper the notion of planar language is extended to
tree languages. This is a natural and obvious step both from
a linguistic and a practical perspective; being able to obtain
some kind of derivation for a given utterance is obviously
far more desirable than simply judging its grammaticality.
One can for instance think of an application where strings
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are mapped to points in a feature space by a string kernel, a
linear map is used to find corresponding points in a feature
space associated with a tree planar language, and an inverse
function is used to obtain the trees corresponding to these
points. These trees might represent derivations, or logical
forms, for example. Such a system could be trained with
string-tree pairs.

Like many other techniques from the field of grammar
induction, potential applications are not limited to natural
language processing. Tree languages are also relevant to,
for example, the fields of web mining, bioinformatics and
computer vision.

2 Definitions

2.1 Planarity

We will use mainly notation from [3]. Given a particular
kernel κ and associated feature map φ : Σ∗ → H we can
give the following definition:

Definition 2.1 A language L ⊆ Σ∗ is κ-planar if there is a
finite set of strings {u1, . . . , un} such that L = {w ∈ Σ∗ |
∃α1 . . . αn ∈ R :

∑n
i=1 αi = 1 ∧

∑n
i=1 αiφ(ui) = φ(w)}.

Given a κ-planar languageL we can define the rank of L
to be the cardinality of a minimal subset U ⊆ L that defines
the language.

Note that this definition restricts planar languages to
those of finite rank, and secondly that we restrict ourselves
to affine combinations of strings ui.

Definition 2.2 For a language L ⊆ Σ∗, we define H(L) =

{h ∈ H | ∃n > 0, w1 . . . wn ∈ L, α1, . . . αn such that
∑n

i=1 αi = 1,
∑n

i=1 αiφ(wi) = h}

where H is the feature space. Thus H(L) is the smallest
hyperplane that contains the image of L.

For any finite set of stringsU = {u1, . . . , un}, test string
v, and any polynomially evaluable kernel κ with associated
feature map φ, there is an algorithm for deciding whether
φ(v) ∈ H(u1, . . . , un), which runs in time polynomial in
n, |v| and

∑

i |ui|. This algorithm is described in [10] and
is based on standard mathematical techniques. It involves
computations using only the matrix of kernel values. It then
normalises this matrix, which has the effect of translating
the data in feature space so that the mean of the data lies
in the origin, and performs an eigendecomposition of this
matrix. It is then easy to project the test point v onto the
perpendicular vectors to compute the (Euclidean) distance
in feature space of the point from the hyperplane spanned
by U .

2.2 Trees

First we give some standard definitions concerning trees:

Definition 2.3 A tree T is a directed connected acyclic
graph in which each node n has in-degree d−(n) = 1, ex-
cept the root r(T ) which has in-degree 0.

Nodes with out-degree d+(n) = 0 are called leaf nodes
or leaves, nodes with out-degree d+(n) > 0 are called in-
ternal nodes.

The nodes directly reachable from an internal node n
are called its children, n is their parent. Two children of a
single parent are said to be siblings.

The nodes reachable from a given node n are its descen-
dants, n is called their ancestor.

The depth of a node is the length of the path from the root
to the node (number of edges).

The height of a tree T is the maximum of the depths of
leaves in T .

A proper tree is a tree that contains at least one edge.
A structured (ordered) tree has a fixed order over the

parent-child relation, given by ch1(n), . . . , chd+(n)(n).
A k-ary tree is a tree such that the out-degrees of all its

nodes is bounded by k. In the case of k = 2, such a tree
is called a binary tree. In the case that every node has an
out-degree of either 0 or 2, such a tree is also a full binary
tree.

A labelled tree is a tree in which each node is associated
with a label. The set of all proper trees is denoted by T , the
set of all proper trees with labels from A by TA.

One can think of the following as the tree analogues of
prefixes, suffixes and substrings:

Definition 2.4 A complete subtree τ(n) of a tree T at node
n is the tree that has n as its root and is composed of all and
only the descendants of n, and all edges leading out from n

and its descendants.
A co-rooted subtree of a tree T is the tree obtained by

removing the complete subtrees of all children of some set
of internal nodes.

A general subtree of a tree T is any co-rooted subtree of
a complete subtree of T .

We will use ni(T ) ≤ nj(T ) to denote that in tree T , the
node indexed by j is an ancestor of the node indexed by i,
in the case of a proper ancestor we will use <.

The least (or nearest) common ancestor of ni and nj is
denoted by ni ^ nj .

Similarly, ni(T ) ≺ nj(T ) is used to denote that in tree
T , the node indexed by i is to the left of the node indexed
by j.

An elastic subtree is said to occur in tree T if it is embed-
ded in T while respecting ancestor and sibling relationships.
More formally:
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Definition 2.5 An elastic subtree S of proper tree T is a
tree such that

1. S is a proper tree,

2. there exists a mapping ψ from indices over nodes of
S to indices over nodes of T such that the ancestor-
descendent and sibling order in T is respected, i.e.:

(a) for all i for which ni(S) is defined,
Label(ni(S)) = Label(nψ(i)(T )),

(b) if ni(S) ≤ nj(S), then nψ(i)(T ) ≤ nψ(j)(T ),

(c) if ni(T ) ≤ nj(T ), then nψ−1(i)(S) ≤
nψ−1(j)(S), if ψ−1(i) and ψ−1(j) exist,

(d) if ni(S) ≺ nj(S), then nψ(i)(T ) ≺ nψ(j)(T ),

(e) if ni(T ) ≺ nj(T ), then nψ−1(i)(S) ≺
nψ−1(j)(S), if ψ−1(i) and ψ−1(j) exist.

This notion is closely related to the Tai mapping ([11]),
which was defined in the context of tree-edit distance. It
is also related to the notion of alignment of trees. See [7]
and [8] for a detailed discussion. An efficient algorithm for
computing edit distance for ordered trees can be found in
[1].

In the rest of the paper, trees will be written as terms of
the form (R,C1, . . . , Cn), where R is the label of the root,
and C1 . . . Cn are its children. These are either labels of the
child nodes, or are themselves trees.

3 Tree kernels

If one views tree kernels as generalizations of string ker-
nels, the obvious first step is to consider the tree planar
language based on the generalization of the simplest pos-
sible string kernel. This is the Parikh kernel, which is based
simply on the counts of occurrences of symbols in a given
string. The analogous tree kernel is based just on counts of
labels of the nodes and ignores structure. This tree kernel
is known as the Bags of Labels (Bol) kernel ([7]), and is
of little interest, other than providing a baseline for exper-
imentally validating tree kernels. The class of Parikh-tree
planar languages thus consists simply of all tree languages
definable by linear equalities over occurrences of node la-
bels.

Before we discuss more involved tree kernels, we discuss
the simpler occurrence-based tree kernels.

3.1 Occurrence-based tree kernels

We deem a (tree) kernel occurrence-based if the values
in the feature vector obtained from its corresponding em-
bedding are boolean and are assigned according to whether
a given subtree occurs in the trees that are being compared.

3.1.1 The co-rooted subtree kernel

Consider the following definition taken from [10]:

Definition 3.1 The feature space associated with the co-
rooted subtree kernel is indexed by I = T , the set of all
proper trees, with the embedding given by

φrS(T ) =

{

1 if S is a co-rooted subtree of T ;

0 otherwise.

The associated kernel is defined as

κr(T1, T2) = 〈φr(T1), φ
r(T2)〉 =

∑

S∈T

φrS(T1), φ
r
S(T2).

Note that the embedding is injective: since the largest co-
rooted subtree of T is T itself, the inverse function exists.

3.1.2 The all-subtree kernel

The definition of the all-subtree kernel is also taken from
[10]:

Definition 3.2 The feature space associated with the all-
subtree kernel is indexed by I = T , the set of all proper
trees, with the embedding given by

φS(T ) =

{

1 if S is a subtree of T ;

0 otherwise.

The associated kernel is defined as

κ(T1, T2) = 〈φ(T1), φ(T2)〉 =
∑

S∈T

φS(T1), φS(T2).

Note that this embedding is again injective, since the
largest subtree of T is T itself.

3.1.3 Occurrence-based tree kernels: their associated
planar languages

It is easy to see that both the co-rooted and all-subtree pla-
nar languages form the class of all finite tree languages.
This class is of course completely trivial, but there is at least
one obvious way of deriving more interesting classes from
them: bounding the size of the subtrees that are considered
by the kernels.

Analogous to the string kernel case we can define the
k-co-rooted subtree kernel and k-subtree kernel where k
specifies the size (height) of the subtrees considered. The
corresponding embeddings are not injective, but the size
constraints restrict the corresponding classes of planar lan-
guages in a way that makes them more interesting in terms
of expressive power.
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Let S be a finite set of trees of height k. It is easy to see
that any k-co-rooted planar language consists of the union
of just such a set S with the set of all trees for which a tree
in S is a co-rooted subtree.

Any k-subtree planar language can be defined by n fi-
nite sets of trees of height k, S1 to Sn, the correspond-
ing language L is such that for any tree t in L, all trees
in Si, 1 ≤ i ≤ n occur as its subtrees.

3.2 Count-based tree kernels

As the name implies, count-based kernels are based on
counting the number of occurrences of subtrees. Convo-
lution kernels ([6]) offer a general framework for dealing
with structured data. A convolution kernel can be defined by
specifying decompositions of such structures and comput-
ing the products of sub-kernels before summing over these
decompositions. This approach allows formulation of tree
kernels in the form of recursive definitions. Such definitions
suggest naive algorithms that can be implemented very eas-
ily. These will generally not be very efficient, however their
recursive structure generally permits the use of dynamic
programming techniques to speed up certain subcomputa-
tions. We will not pursue algorithmic issues further in this
paper, see [7] for some examples and pseudocode. We will
not use recursive definitions either, since alternatives exist
that are conceptually cleaner and more readable.

3.2.1 The labeled ordered tree kernel

The labeled ordered tree kernel was first proposed in [7]. It
is much like the parse-tree kernel from [5], but their kernel
was less flexible, since its use is limited to trees where no
node has its label in common with any of its siblings.

Definition 3.3 The feature space associated with the la-
beled ordered tree kernel is indexed by I = T , the set of
all proper trees, with the embedding given by

φS(T ) = the number of times S occurs as subtree of T .

The associated kernel is defined as

κ(T1, T2) = 〈φ(T1), φ(T2)〉 =
∑

S∈T

φS(T1), φS(T2).

Injectivity is trivial.
The class of labeled ordered tree planar languages is the

class of all finite tree languages. If we limit the kernel so
that it only considers subtrees of height k, we obtain the
k-labeled ordered tree planar languages. This class con-
tains tree languages reminiscent of derived tree languages
of Multi-Component TAG (MCTG), which allow specifi-
cation of simultaneous adjoining. Given k = 3, a linear

equation like S|(VP,V,N)| = S|(PP,P,N)| states that all oc-
currences of the former subtree in a given tree must have
a matching occurrence of a subtree of the latter form, and
vice versa. Such tree languages are obviously not regular.

Apart from considering just subtrees of height k, it is
also possible to consider just subtrees of height up to k,
we call the corresponding class the all-k-subtree tree pla-
nar languages. This class contains context-free tree lan-
guages, amongst which is one that is well-known from the
TAG literature. This tree language consists of ‘fish-bone’-
like derivations for anbncndn, i.e., they take the form of
(S, a, (S, c, ε, d), b), (S, a, (S, a, (S, c, (S, c, ε, d), d), b), b)
etc. Obviously, the yields of these trees constitute a mildly
context-sensitive language. Expressed in the form of linear
equations it looks like this:

S|(S,a,S,d)| = S|(S,b,S,c)| (1)

S|(S,a,S,d)| = S|a|, S|(S,b,S,c)| = S|b| (2)

S|(S,a,S,d)| = S|d|, S|(S,b,S,c)| = S|c| (3)

S|(S,b,(S,a,S,d),c)| = 0 (4)

S|(S,a,a,a)| + S|(S,a,a,b)| + S|(S,a,a,ε)| + · · ·

+S|(S,a,a,S)| + S|(S,ε,S,S)| + S|(S,S,S,S)| = S|S|

(5)

S|(S,b,ε,c)| = 1 (6)

These equations specify the following restrictions:

1. states that the auxiliary subtrees that have S as root,
and a, d and b, c as left- and rightmost leaves, respec-
tively, occur equally often,

2. states that such subtrees with a, b as leftmost leaf can
only have d, c as rightmost leaf, respectively,

3. states that such subtrees with c, d as rightmost leaf can
only have a, b as leftmost leaf, respectively,

4. states that the auxiliary subtrees with b, c as left- and
rightmost leaves, respectively, cannot occur above aux-
iliary subtrees with a, d as left- and rightmost leaves,
respectively,

5. states that only S can be a label for an internal node,

6. states that ε occurs once at the bottom of the tree, and
nowhere else.
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Note that in order to state these restrictions, counts of sev-
eral different sizes of subtrees seem to be needed, so this
language does not seem to be planar for the k-subtree ker-
nel. It is of course possible to define a tree kernel that
considers subtrees up to height k, analogous to the all-k-
subsequences string kernel. The tree language specified
above is an element of the set of tree planar languages in-
duced by such a kernel.

3.2.2 The elastic labeled ordered tree kernel

This kernel is an extension of the labeled ordered tree kernel
in the sense that the structures of subtrees are considered
elastic. Recall Definition 2.5:

Definition 3.4 The feature space associated with the elastic
labeled ordered tree kernel is indexed by I = T , the set of
all proper trees, with the embedding given by

φS(T ) = the number of times S appears as elastic subtree

in T .

The associated kernel is defined as

κ(T1, T2) = 〈φ(T1), φ(T2)〉 =
∑

S∈T

φS(T1), φS(T2).

Note that this kernel is very similar to a kernel discussed
in [7], the only difference is that it does not allow label mu-
tations. Injectivity is again trivial.

The class of elastic tree planar languages is equivalent to
the class of all finite tree languages. If we limit the kernel
so that it only considers subtrees of height k, we obtain the
k-elastic tree planar languages. Intuitively elastic trees are a
generalization of non-contiguous substrings, so one would
expect this embedding not to be injective, for the same rea-
son that the k-substring kernel is not injective ([3]).

This intuition is correct, it is easy to see that the corre-
sponding embedding is not injective. For k = 2 the unary-
branching tree (a, (b, (b, a))) maps to the same point in fea-
ture space as (b, (a, (a, b))). This example can be extended
to n-ary branching trees of the same height, for any given
n: any such tree, such that any path from its root to any
leaf is equivalent to either of these trees, maps to the same
point. This implies that this class does not contain all finite
languages.

3.2.3 The gap-weighted subtree kernel

The previous tree kernels can be regarded as generaliza-
tions of existing string kernels. As far as we are aware,
such a generalization has never been proposed for the gap-
weighted string kernel. This can be done in several different
ways, but before we propose one we give the formal defini-
tion of this string kernel:

Definition 3.5 The gap-weighted subsequences embedding
is based on all non-contiguous subsequences of length p

where each occurrence is weighted exponentially by the
number of gaps. This is adjusted by a hyper-parameter λ.
φu(s) =

∑

i:u=s(i) λ
l(i) where |u| = p. The function l(i) is

defined as 1 + i|i| − i1.
The gap-weighted subsequences feature kernel is the ker-

nel based on the gap-weighted subsequences feature map.

Thus, the coordinates will have values based on poly-
nomials over λ. The intuition behind using an exponential
decay value is that the larger the gaps in a subsequence that
two strings have in common, the less similar these strings
should be considered w.r.t. to that subsequence.

There are also sound theoretical reasons to do this. It has
often been noted in the kernel literature that without expo-
nential weighting, one often gets very large values on the
diagonal of the Gram matrix. Kernel methods do not per-
form well in such situations. This is known as the diagonal
dominance problem, see [9] for an extensive discussion and
a proposed solution.

This embedding is known to be injective, given a non-
integral rational value for λ (see [4] for a proof).

Definition 3.6 The feature space associated with the gap-
weighted subtree kernel is indexed by I = T , the set of all
proper trees, with the embedding given by φpS(T ) =

∑

i:u=T (i)

∑

a∈paths(S)

∑

b∈paths(u)

φpa(b), dim(u) = dim(S)

where paths(x) stands for paths(x, depth(S)). The as-
sociated kernel is defined as

κp(T1, T2) = 〈φp(T1), φ
p(T2)〉 =

∑

S∈T

φ
p
S(T1), φ

p
S(T2).

where paths(S) yields the set of all paths from the root
to any leaf in S, and depth(S) the length of the longest path
in S. The function dim(S) yields the dimensions of tree S,
φp is the embedding underlying the definition of the gap-
weighted string kernel.The embedding is injective, since the
largest gap-weighted subtree of tree T is T itself.

Informally, this kernel treats every distinct path from
the root of every elastic subtree of a given tree T as a
string Sub to be matched to the corresponding paths from
T . This matching is performed in the same way as in the
gap-weighted string kernel. Note that this kernel does not
simply treat all paths in T as strings to be used as input to
the gap-weighted string kernel. Such a kernel would treat
ordered trees as unordered trees, this kernel takes the order
into account.
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For the gap-weighted subtree kernel, we can define lan-
guages such as the following:1

S|(a,( ,b, ), )| = 3λ4

Informally, this corresponds to defining a language consist-
ing of just all trees containing exactly 3 subtrees that have
a as root and b as leftmost leaf, and have height 3. Further-
more, for no two nodes n1 and n2 from two distinct sub-
trees, n1 < n2, i.e., for any node from such a subtree, there
is no node from another such subtree that is on the same
path. This is not the only type of language in this class,
currently we do not have a full characterization.

3.3 Roots and leaves

Under certain circumstances it may be desirable to as-
sign some special status to the root and leave nodes of trees.
Analogous to the case of string languages, this can be done
by making the root a direct descendant of a node marked
with the special label #, and attach a node with the same
label to every leaf. If the resulting tree has to be binary,
we can of course attach extra nodes such that the original
root now has a (left) sibling marked #, and all the original
leaves have two descendants with that label.

In combination with any of the counting tree kernels con-
sidered in this paper it is possible to for example restrict the
labels on the leaves to a subset of all labels used in a given
tree language. This is obviously useful in a linguistic con-
text.

4 Conclusion

We have shown that the notion of planar string language
can be extended to tree planar language in a sensible way.
The resulting language classes have high expressive power
and are efficiently learnable from a small dataset. Our ap-
proach therefore has potential for applications in NLP, es-
pecially in the context of annotated corpora.

One drawback is that the learning algorithm from [2, 3]
is noise-sensitive. Given the modularity of kernel-based
methods, there is no problem at all with replacing it, but
whether a given learning algorithm is more robust to noise
depends partly on the language class, and thus on the kernel.
It also remains to be seen just how efficient a more robust
learning algorithm can be.

The tree kernels considered here are just a sample from
the existing literature. Many others exist, and it is generally
not that hard to come up with new ones that are designed
for use in a specific field. It might be interesting from a
theoretical viewpoint to see what tree language is planar for

1Note the similarity to the (string) schema kernel, and its relation to the
gap-weighted kernel.

a tree kernel based on, for example, the less-constrained tree
mapping, or the closest ancestor operator A ^ B = c.
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