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Department of Computer Science, K.U. Leuven,
Celestijnenlaan 200A,

B-3001 Leuven, Belgium
Chris.CostaFlorencio@cs.kuleuven.be

http://www.cs.kuleuven.be/

Abstract. We propose to apply concepts and techniques from the field
of Grammar Induction (GI) to graph mining and classification. From the
perspective of GI, sets of graphs are just formal languages, and learning
to classify graphs is equivalent to learning grammars for such languages.
Our aim here is to formulate kernels that are close to being injective. Full
injectivity is unlikely to be achieved or even approximated by an efficient
graph kernel, since this problem is known to be as hard as deciding
isomorphism. However, non-injective kernels can still be useful. One way
of viewing the planar languages corresponding to these kernels is as graph
languages defined by the closure under some graph transformations of
a core language. The question then is, given a kernel, exactly what do
these transformations look like?
We give some examples of such transformations for a few different graph
kernels. These kernels are progressively ‘more injective’, but for each one
an explicit counterexample to injectivity is given.

Key words: graph mining, grammar induction, graph kernels, planar
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1 Graph mining

Graphs offer a natural way of representing complex data objects. Thus, knowl-
edge discovery with complex data requires learning algorithms that can deal
with graphs. Up until now, most work on learning graphs consisted of extend-
ing well-known approaches from the field of machine learning to deal with more
complex, structured data.

For both technical and conceptual reasons, borrowing techniques from Gram-
mar Induction (GI) seems an obvious step. In GI, learning a classification task is
approached as learning a representation for a language, this representation can
then be used to decide whether or not previously unseen data is in the target
language. Such representations usually take the form of automata, rule-based
grammars or rewriting systems, and these can be used to represent graph lan-
guages as well as string or tree languages. Some attempts in this direction have
been made ([LS98,DHO02], for example), but much work still needs to be done.
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A novel approach to GI, called planar languages, makes use of linear equal-
ities over a kernel feature space as representation. These inequalities define a
hyperplane within the total feature space, and such a structure can easily be
learned. This way, inherently learnable language classes can easily be defined.
Given the amount of existing literature on graph kernels, one would expect some
expressive, well-understood kernels to be already available that, with minor ad-
justments, can be used as the basis for the definition of rich learnable classes of
graph languages.

2 Kernels and planar languages

The notion of planar languages was first defined in [CCFW06,CCFWS06]. Pla-
nar languages consist of sets of strings that correspond to data points that form
a hyperplane in a feature space defined by a string kernel. Kernels are normally
used in conjunction with an SVM or other classifier to perform supervised learn-
ing tasks. In the context of planar languages, the learning algorithm finds the
lowest dimensional space spanned by the images of (exclusively) positive exam-
ples in feature space, so planar languages can be learned in an unsupervised
manner.

It has been shown that all such language classes are learnable in the sense of
being identifiable in the limit, with polynomial update time and with just a very
small dataset. Furthermore, the learner can work under retionality constraints
on its behaviour such as strong monotonicity.

3 Graphs

We define graphs as follows:

Definition 31 A graph G = 〈V, E〉 consists of a set of n vertices V = {v1, . . . , vn}
and a set of edges E ⊆ V × V .

The in-degree and out-degree of a vertex are the number of edges leading
away from it, and the number of edges incident on it, respectively.

We define the product graph, a useful concept for dealing with synchronous
walks on two graphs:

Definition 32 Let graphs G = 〈V, E〉 and G′ = 〈V ′, E′〉 be given. A (direct)
product graph G× = 〈V×, E×〉 is a graph with |V | · |V ′| vertices, where each such

vertex represents a pair of vertices from G and G′, respectively. An edge e ∈ E×

connects two vertices in G× just if the corresponding vertices in G and G′ are

adjacent in both these graphs.

4 Graph kernels

In the context of planar languages, injectivity is a desirable property for kernels.
In the case of string languages this is feasible, the gap-weighted string kernel for
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example has been shown to be injective, for certain values of the decay value
([CWew]).

Unfortunately, in the case of graphs injectivity is not feasible. In [GFW03]
it was shown that computing an injective graph kernel is at least as hard as
deciding whether two graphs are isomorphic, a problem for which no polynomial
time algorithm is known.1 This result has been strengthened in [RG03], where
it was shown that even approximating such a kernel is hard.

However, non-injective kernels are still useful. In the context of learning pla-
nar languages, such a kernel can be regarded as taking care of part of the gen-
eralization task. Another way of viewing this is that graph planar languages are
defined as the closure of a core language under certain graph transformations.
The question then is, given a kernel, exactly what generalizations are made by
the kernel, i.e., what do these transformations look like, exactly? We will give
some examples of such transformations in the next section.

4.1 The random walk graph kernel

In [BK07] a graph kernel is defined that is based on counting the number of
matching random walks in graphs.2 Since this method does not limit itself to
comparing local features, one might expect the bad performance that other graph
kernels suffer from, typically O(n6) or worse. However, efficient and theoretically
sound algorithms do exist. In [VBS06], a reduction to Sylvester equations yields
algorithms with worst-case time-complexity of O(n3).

Given the weight matrix of the product graph W×, initial and stopping proba-
bility distributions p× and q×, and some discrete measure µ, this kernel is defined
as

κ(G, G′) =

∞∑

k=0

µ(k)q>
×

W k

×
p×. (1)

The function µ(k) is commonly defined as λk, with λ > 0. Given an appro-
priate value for λ, Equation 1 is well-defined.

Note that, even though the random walk graph kernel is associated with an
infinite-dimensional feature space, this does not imply that hyperplanes defining
planar languages have to have infinite rank. Their dimensionality is determined
solely by the size of the basis underlying the affine equations, which is finite by
definition.

1 Deciding isomorphism between two graphs is not known to be in P, and the lowest
known bound is moderately exponential. However, in practice this problem is often
tractable, see for example [BBLT97] for an algorithm that is polynomial if one of
the graphs is weakly compact.

2 It would obviously be possible to define a kernel based on the number of possible
paths. Such kernels would in some ways be easier to deal with, but unfortunately
they are known to be at least NP-hard to compute.
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Fig. 1. Graphs that map to the same point in walks feature space.

4.2 The composite graph kernel

There is an asymmetry that is inherent in the concept of a product graph;
absence of an edge between given vertices in both graphs G and G′ is treated in
the same way as absence of that edge in either G or G′. In some sense, potentially
interesting information is ignored.

To counter this, [BK07] introduces a composite graph kernel based on the
notion of complement graph. The complement graph G = 〈V, E〉 of a graph
G = 〈V, E〉 has the same vertices as G, but just all the edges missing from G.
The composite kernel is then defined as:

κcomp(G, G′) = κ(G, G′) + κ(G, G
′

). (2)

The practical usefulness of this kernel has been established in [BK07], it
outperforms the random walk graph kernel on real-world data (PPI and gene
expression data).

5 Graph planar languages

The walk kernel can be taken as the basis of a planar language. Since this kernel
is known not to be injective, it is necessary to investigate to what set of graphs
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Fig. 2. Cyclic graphs that map to the same point in walks feature space.

a given point in feature space can map. We call any pair of data points mapping
to the same point in feature space a congruent pair.

Consider the graphs in Figure 1, any two of these form a congruent pair for
the walk kernel.3 Let G be a directed, connected graph with some node n1 with
in-degree 0 and some node n2 with out-degree 0. Let Gn be the graph consisting
of G and n copies of the (acyclic) subgraph between n1 and n2, which are all
connected to these nodes in the same way as in G. Then G and Gn map to the
same point in the feature space spanned by the embedding underlying the walk
kernel, for any n. It is easy to see that the exact same random walks exist for
these graphs, and that they have the same likelihood. Figure 2 shows congruent
pairs for the walk kernel where the graphs contain cycles. Any cyclic path in G

can have a copy of itself inserted and the edges into and out of the cycle cloned,
all at the appropriate places, the resulting graph maps to the same point in
feature space as G. Note that the same examples hold for the composite kernel.

However, the composite kernel has greater expressive power; one can stipulate
the non-existence of edges between nodes with certain labels by setting the values
for all walks in which these labels appear next to each other to zero. This is not
possible for the walk kernel, since the product graph does not contain information
about absence of edges. Thus if graph G = 〈V, E〉 is in a walk-planar language,
then so is any graph G′ = 〈V, E∪E′〉, E′ 6= ∅ (note that from this it immediately
follows that for the walk kernel the edges into a cycle need not be cloned to obtain
a congruent pair). This is clearly an undesirable property for a graph kernel in
almost any context.

It is possible to combine the walks kernel with the Parikh (count) kernel over
vertex labels. This kernel cannot distinguish between the graphs in Figure 1,
provided that vertices are added to the first two graphs so that all three have
the same vertex label count.4

One obvious way to deal with this would be to use count kernels over both
vertices and edges. The graphs in Figure 3 form a congruent pair for this kernel.

3 This example is a generalization of an example from [RG03] based on graphs made
up of just 4 nodes.

4 Note that the first two graphs would then not be connected. It is presently unclear
whether this kernel is injective for graph languages restricted to connected graphs.
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Fig. 3. Graphs that map to the same point in walks + vertex count + edge count
feature space.

Intuitively, a kernel based on he neighbourhoods of vertices would be able to
distinguish between these graphs. We propose to combine the walk kernel with
a count kernel over triples of vertex label, in-degree and out-degree.

Given the mathematical properties of kernels, the sum of two distinct kernels
always yields a kernel as well. This property can be very useful. In [CCFWS06],
the gap-weighted+ kernel, a combination of the Parikh kernel (which simply
counts occurrences of symbols) and gap-weighted kernel, was defined in order to
obtain a kernel which is defined for strings of length 1 as well as for strings of
length > 1, yielding an injective kernel.

In the present context, we exploit this property with the purpose of making
graph kernels ‘more injective’. That is, we present a series of kernels, each of
these defined in such a way as to be able to distinguish between two graphs that
for the previous kernel formed a congruent pair.

The resulting kernel is again not injective; Figure 4 shows a congruent pair
for this kernel. However, in some intuitive, pre-theoretic sense, these graphs are
‘more similar’ than those in the previous figures. Therefore this kernel is expected
to be more useful than the previous ones, although this obviously also depends
on the application domain.

6 Conclusion

Planar languages offer a promising approach to learning rich classes of graph
languages, even though the graph kernels they are based on are in all likelihood
non-injective. For most kernels it should generally not be too hard to formulate
graph transformations that exactly describe in what way the kernel generalizes,
giving an explicit description of the structure of the graph planar languages
it defines. Combining different graph kernels yields kernels that are closer to
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Fig. 4. Graphs that map to the same point in walks + vertex signature count feature
space.

being injective, although full injectivity does not seem feasible. Depending on the
particular application domain this non-injectivity, which implies generalization,
may even be desirable (for example, two distinct graphs may represent isomers
of one particular molecule, a non-injective kernel may map these to the same
point in feature space).

It is expected that implementing efficient learning algorithms will pose few
problems. However, earlier experiments with a (string) planar language learner
[CCFW06] indicate this approach is noise-sensitive, so it would be interesting to
see how a graph planar language learner performs on real-world data.

Although we only considered walk-based kernels here, there are others that
are also good candidates for serving as a basis for graph planar languages,
the tree-structured pattern kernel [RG03] or the cyclic pattern kernels from
[HGW04], for example.
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ette Serayet. Planar languages and learnability. In International Collo-
quium on Grammatical Inference (ICGI), Tokyo, 2006.



8 C. Costa Florêncio
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