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Abstract The polytope model is widely used in compiler
analysis for representing a certain class of programs. Many
counting problems that occur in the analysis of such pro-
grams can be solved by counting the number of integer points
in a parametric polytope. In other counting problems, poly-
nomial weights are assigned to the integer points of a para-
metric polytope and the objective is to find the sum of these
weights over all integer points.

This paper briefly surveys a number of algorithms for solv-
ing such problems, extending them where needed and eval-
uating them on a set of realistic and constructed examples
from compiler analysis and beyond. The paper also serves to
document some of the algorithms implemented in the freely
availablebarvinok library.

Keywords:Barvinok’s decomposition, Laurent expansion, lo-
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1 Introduction

Counting the number of integer points in a parametric
polytope is the driving force behind many compiler op-
timization techniques. Counting examples include the
number of memory locations touched by a loop, the num-
ber of operations performed by a loop or the amount of
cache misses generated by a loop. Program transforma-
tions and optimizations exploiting these numbers include
parallelization, memory size optimization and cache ef-
fectiveness optimization. For a more extensive overview,
we refer to [1] and [2].

For some compiler techniques, we are not interested
simply in the number of integer points satisfying some
constraints, but in the sum of some (quasi)polynomial
evaluated in each integer point satisfying the constraints.
Examples include the amount of memory dynamically
allocated by a piece of code [3], where we need to sum
the amount of memory allocated in each iteration of a
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p = a;

for (i = 0; i < N; ++i)

for (j = i; j < N; ++j) {

p += j * ((j-i)/4);

*p = 0;

}

Listing 1: Artificial pointer conversion example.

loop; the estimation of the worst case execution time
[4, 5], where we need to sum the time required by an op-
eration or a function call in each iteration of a loop; and
pointer conversion or array recovery [6, 7], where pointer
manipulations are transformed into array indexing.

As an example of array recovery, consider the slightly
contrived code in Listing 1 and suppose we want to re-
place accesses to arraya through pointerp by explicit
accesses toa. To obtain an explicit indexation in terms
of the iterators, we need to accumulate the increments to
pointerp over all previous iterations. That is, we need to
sum the increment over all 0≤ i′ < N and i′ ≤ j′ < N
such that (i′, j′) 4 (i, j), where4 denotes the lexico-
graphical order. Note that “(j-i)/4” is an integer divi-
sion, i.e., the increment is

c(i′, j′) = j′
⌊

j′ − i′

4

⌋

.

The accumulated increment is therefore

d(i, j) =
∑

(i′, j′)∈S,(i′, j′)4(i, j)

c(i′, j′),

with S = { (i′, j′) ∈ Z2 | 0 ≤ i′ < N ∧ i′ ≤ j′ < N }.
Weighted counting problems can be reduced to un-

weighted counting problems (see Section 3) and then
solved by any unweighted counting algorithm, or they
can be solved by an algorithm specifically adapted to
weighted counting. In this paper, we will present an
overview of both unweighted and weighted counting al-
gorithms, restricting our attention to algorithms that are



both exactandparametric. It is clear that the array re-
covery application requires the weighted count to be ex-
act in order to preserve the semantics of the program.
Other applications are typically more lenient towards ap-
proximations, although care has to be taken to keep the
approximation error under control. For an overview of
some parametric, unweighted approximation techniques,
we refer to [8].

2 The Polytope Model

The polytope model [9] is a widely used representation
for many compiler analysis problems. In this model,
the iterations of a loop are represented by the integer
points in a polyhedron. The basic assumption is that most
loop iterators are integers and that most lower and upper
bounds of loops as well as conditions inside the loops are
affine expressions in outer loop iterators and parameters.
These parameters represent symbolic expressions that re-
main constant throughout the execution of the loop. Inte-
ger divisions

⌊

〈a,y〉+c
m

⌋

can be represented by introducing
a fresh variablef corresponding to the integer division
and the constraints〈a, y〉+ c− (m− 1) ≤ m f ≤ 〈a, y〉+ c.

We assume familiarity with (non-parametric) poly-
topes. A linearly parametric polytopeP(s)

P(s) =
{

t ∈ Qd | At + Bs+ c ≥ 0
}

(1)

can be written as a convex combination of parametric
verticesv(s), but the vertices appearing in this combi-
nation may be different on differentchambers Cj of the
parameter domain [10]. An important property of lin-
early parametric polytopes is that the supporting cones
along all proper faces are translates of fixed (i.e., non-
parametric) cones. This property is of crucial importance
in applying methods based on Barvinok’s decomposition
(Section 6) to parametric polytopes and is not shared by
non-linearly parametric polytopes [11].

3 Weighted Counting

We consider the computation of

s(s) =
∑

t∈P(s)∩Zn

q(s, t) =
∑

i

∑

t∈Pi (s)∩Zn

qi(s, t), (2)

where q(s, t) is a piecewise quasipolynomial function,
i.e., a function that, within each of a finite set of poly-
hedra Pi that form a subdivision ofP and for each
residue class modulo a lattice inPi , behaves as a poly-
nomial. The period ofq(s, t) is the index of this lattice.
We may assume, w.l.o.g. thatq(s, t) is a quasipolyno-
mial. A quasipolynomial can be represented by a “step-

polynomial”, i.e., a polynomial expression in greatest in-
teger parts (floors), or by a table of polynomials. We will
focus on the step-polynomial representation.

Since only one of the techniques discussed below has
any (very limited) support for handling quasipolynomi-
als directly, we will need various reductions, depending
on the applied counting algorithm. A quasipolynomial
can be written as polynomial by introducing a new vari-
able for each distinct floor expressions as in Section 2.
This reduction is best performed on each monomial indi-
vidually, to reduce the number of variables introduced in
each counting problem.

For methods that only directly support unweighted
counting, we need a further reduction. Ift1 attains only
non-negative values throughout the domainP(s), we can
removet1 from any given monomial by introducing as
many new variables as the exponent oft1 in the mono-
mial, expressing this power oft1 as the number of integer
points in a cube. If negative values are possible, we have
to split P(s) and apply transformations on the parts such
that only non-negative values remain.

4 Nested Sums

Despite its exponential behavior, the use of nested sums
for (weighted) counting is a popular technique within
compiler analysis [12, 13, 14, 5]. The success of this
technique can be explained by the fact that it is typically
used to count the number of iterations in a loop (or to
compute the sum of some polynomial over all iterations
in a loop), with loop bounds that are fairly simple expres-
sions. In these cases, the exponential behavior does not
come into play.

The method is well explained in [14]. The basic ob-
servation behind this technique is that one can efficiently
compute the sum of a univariate monomial over the inte-
gers in an interval [0,u− 1], with u ∈ Z, as

u−1
∑

x=0

xd =
1

d + 1

d
∑

k=0

(

d + 1
k

)

Bk ud+1−k, (3)

with Bi the Bernoulli numbers.
To compute the sum over a polytope, the formula is

recursively applied for each remaining variable in turn.
In case of unweighted counting, the initial monomial is 1.
To apply the formula, we may need to apply any of the
steps below.

• A polynomial is written as a sum of monomials.

• If the lower bound ofx is not zero (or one), but
still an integer affine combination of the remaining
variables and parameters, the domain can be split in
three parts, depending on the signs of the bounds.



• If the variable has multiple lower and/or up-
per bounds, then the domain is split into parts
where each lower [upper] bound is (strictly) greater
[smaller] than all other lower [upper] bounds.

• If the lower or upper bound of the variable is not
an integer affine combination of the remaining vari-
ables and parameters then “splintering” of the do-
main may be necessary. This can introduce a num-
ber of parts that is exponential in the input size.

The above algorithm can be optimized in several
ways. However, despite the claim in [14], splintering
cannot always be avoided.

A clear advantage of this technique is that it only re-
quires the constraints to be linear in the variables, but not
in the parameters. A hybrid method could therefore ap-
ply this technique first until all non-linearities have been
handled and then continue with a polynomial time algo-
rithm. A disadvantage of this technique is that it is very
sensitive to unimodular transformations of the domain.

Implementations: Although this algorithm has report-
edly been implemented many times, we are unaware of
any publicly available implementation except the one in
barvinok.

5 Interpolation

The technique of [15] is based on the structure of the
sum functions(s) (2) in case of unweighted counting.
We extend [15, Theorem 2] to polynomially weighted
counting.

Proposition 1 Let P(s) be a parametric polytope of di-
mension n with p parameterss and let q(s, t) in (2) be
a polynomial of total degree d. Then s(s) in (2) can be
represented within each chamber of P(s) as a quasipoly-
nomial of degree n+ d; the period qi in parameter i is
the l.c.m. of the denominators of the coefficients of that
parameter in the affine expressions representing the ver-
tices active on that chamber.

The idea is then to compute the quasipolynomial as a
table of polynomials and to construct each of these poly-
nomials through interpolation, using a total of

∏p
i=1(n +

d + 1)qi non-parametric counting problems, a number
which is exponential in the input size. Considering each
monomial in turn leads to an algorithm equivalent to the
reduction of Section 3 to unweighted counting problems.

Implementations: For unweighted counting problems,
this technique has been implemented inPolyLib [16]
and improved by [17].

6 Barvinok’s Decomposition

In this section, we will discuss three counting algorithms
that are, in part, based on an efficient reduction from ra-
tional cones to unimodular cones.

6.1 Barvinok’s Decomposition

Barvinok [18] showed that any rational coneC of fixed
dimensiond can be decomposed into a signed sum of
unimodular cones in polynomial time,

[x ∈ C] =
∑

i∈I1

εi [x ∈ Ci ] +
∑

i∈I2

εi [x ∈ Ci ], (4)

with εi ∈ {±1}, Ci unimodular cones of dimensiond for
i ∈ I1 and of lower dimension fori ∈ I2. The function
[x ∈ S] is known as theindicator functionof the setS.
Typically, we are only interested in decompositions of
type (4) modulo polyhedra containing straight lines. The
cones of lower dimension can then be avoided, either in
the dual space [19, 20] or in the primal space [21, 22, 23].

Implementations: Early implementations of both
LattE [24] andbarvinok used a dual decomposition.
LattE macchiato [25], the tool of [22] and more recent
versions ofbarvinok (also) implement a primal decom-
position. The first and the last also allow the decomposi-
tion to be stopped at cones with index higher than 1.

6.2 Unweighted Counting—Barvinok’s Al-
gorithm

Barvinok [26] uses his signed decomposition to provide a
polynomial time algorithm for computing the number of
integer points in a polytope of fixed dimensiond. The al-
gorithm first constructs a compact representation for the
generating function of the function [t ∈ P∩ Zd], i.e., the
formal power series

∑

t∈Zd

[t ∈ P] xt . (5)

In particular, a rational function is constructed to which
this power series converges on some neighborhood. This
rational function is then evaluated at1 to obtain the num-
ber of non-zero terms in the generating function and
hence the number of integer points inP. The construc-
tion of the generating function proceeds by first applying
Brion’s theorem [19] to write the generating function of
a polytope as the sum of the generating functions of the
vertex cones and then applying the signed decomposition
to write the generating function of a cone as the signed
sum of generating functions of unimodular cones. This



latter generating function can be written down trivially
as a multidimensional geometric series,

xw

∏d
i=1(1− xui )

, (6)

with ui the extremal rays of the unimodular cone andw
the integer point generating all integer points in the uni-
modular cone in the sense that each such point can be
written as the sum ofw and a non-negative integer linear
combination of the extremal rays.

Since Barvinok’s decomposition only depends on the
extremal rays of the vertex cones [20], it can be applied
to the vertex cones of the parametric vertices of a para-
metric polytope. The parameters only appear in the ver-
tices themselves and therefore only influence the value of
w(s) in (6), the coordinates of which are floors of affine
expressions in the parameters. Combining the generat-
ing functions of the vertices active on any given chamber,
and evaluating the result atx = 1, we obtain an explicit
function representation of the number of integer points in
the parametric polytope as a piecewise step-polynomial
[1]. Note that this a variation on the earlier algorithm in
[20, Theorem 10.6].

Implementations: Barvinok’s algorithm was first im-
plemented for (dilations of) non-parametric polytopes in
LattE [24] and for parametric polytopes inbarvinok.

6.3 Local Euler-Maclaurin Formulae

Berline and Vergne [27] devised a technique for com-
puting the sum of a polynomialh(s)(t) over a (paramet-
ric) polytopeP(s) using thelocal Euler-Maclaurin for-
mula[27, Theorem 26]

∑

t∈P(s)∩Λ

h(s)(t) =
∑

F(t)∈F (P(s))

∫

F(s)
DP(s),F(s) · h(s) s ∈ C j ,

whereΛ is a lattice,F (P(p)) are the faces ofP(s),
DP(s),F(s) is a specific differential operator associated to
the face of a polytope and the appropriate Lebesgue mea-
sure is used in evaluating the integral.

The differential operatorDP(s),F(s) is obtained by plug-
ging in the vectorD = (D1, . . . ,Dm) of first order dif-
ferential operators, i.e.,Dk is the first order differential
operator in thekth variable, in the functionµP(p),F(p).
This function is determined by thetransverse coneof the
polyhedronP(s) along its faceF(s), which is the support-
ing cone ofP(s) alongF(s) projected into the linear sub-
space orthogonal toF(s). We only need to worry about
constructingµ for unimodular cones sinceµ is a valua-
tion and we can apply Barvinok’s decomposition to write
µK for any transverse coneK as a linear combination of
µKi with all Ki unimodular.

Note that the original theorem is formulated for a
non-parametric polytope and a non-parametric polyno-
mial. However, the parameters in the polytope descrip-
tion only appear in the vertices of the faces and these
vertices in turn only appear as symbolic constants in the
differential operators, while the parameters in the poly-
nomial can equally be treated as symbolic constants. The
local Euler-Maclaurin formula can therefore be applied
within each chamberC j of the chamber decomposition
of a parametric polytope. See also [27, Section 6]. Care
has to be taken during integration to ensure we integrate
in the right direction, i.e., that we do not end up with
the negative of the integral. For integration over 1 and
2-dimensional domains, the information required on the
relative position of the vertices is fixed within a chamber
and can therefore be obtained by considering the vertices
for a single fixed value of the parameters from the interior
of the chamber. For more information on the application
to parametric polygons, we refer to [28].

Implementations: This technique was first implemented
by [22] for computing the sum of a monomial over
a (non-parametric) polygon and later implemented in
barvinok version 0.25 for polynomials over parametric
polygons.

6.4 Iterated Laurent Series

This technique of [29] is based on the observation that
the sum of a monomialtd over a polytopeP, i.e.,
∑

t∈P∩Zn td is equal to the coefficient of yd

d1!···dn! in

∑

t∈P∩Zn

e〈y,t〉,

which can be obtained by substitutingxi = eyi in (5).
The required coefficient can then be obtained by applying
iterated Laurent series expansions.

Implementations: This technique was first implemented
by [29] for computing the sum of a monomial over
a (non-parametric) polygon and later implemented in
barvinok version 0.27 for polynomials over parametric
polygons.

7 Factoring Polytopes

Since the polynomial time methods, i.e., those based on
Barvinok’s decomposition, are only polynomial time for
fixed dimensions, it is important to avoid needless in-
creases in the dimension. In particular, if a given para-
metric polytopeP(s) can be written as a (Cartesian) prod-
uct of smaller-dimensional polytopes,

U−1P(s) = P1(s) × · · · × Pk(s), (7)



with U a unimodular matrix, then the number of inte-
ger points inP(s) can be computed as #P(s) = #P1(s) ·
· · · · #Pk(s). If the constraint system ofP(s) is specified
as in (1), then in [1] it is shown that the best decom-
position of the form (7), i.e., with the largest number of
factorsk, can be obtained by computing the Hermite nor-
mal form of a full row rankd × d submatrixA′ of A and
grouping variables (columns) that appear with non-zero
coefficients in the same row.

In case of weighted counting, we obtain the identity,
∑

t∈Q(s)∩Zn

q(s, t) =
∑

t1∈Q1(s)

· · ·
∑

tk∈Qk(s)

q(s,U(t1, . . . tk)).

If q(s, t) is a polynomial, rather than a quasipolynomial,
then we can simply consider each monomial in turn and
factor each monomial along thet i . For the method based
on local Euler-Maclaurin formulae (Section 6.3), which
operates directly on polynomials, the distinct monomials
mj(t i) in the variablest i may be combined by introducing
a fresh parameterr and the method applied to the poly-
nomial

∑

j mj(t i) r j over the polytopeQi(s). If q(s, t) is
a quasipolynomial, we have to further group variablesti1
andti2 that appear in the same floor expression.

8 Experiments

8.1 Unweighted Counting

In this section, we mainly compare Barvinok’s algorithm
to the nested sums method on unweighted problems and
include interpolation in some of the experiments. In [1]
and [2], we have already compared interpolation with
Barvinok’s method on some realistic data sets from com-
piler analysis. We first repeat some of those experiments,
but include the nested sums method and use the most re-
cent versions of the software (barvinok andPolyLib)
on more modern hardware (Intel Core2). Of the 1562
polytopes in the cache line count data set of [1], with di-
mensions 1 or 2 and 1 to 3 parameters, we find 29 distinct
polytopes that take more than 0.01s to enumerate using at
least one method. Of these, 2 do not finish within 10 min-
utes using the interpolation method. For one of these 2 as
well as 2 others, the nested sums method performs sig-
nificantly worse (about a factor of 50) than Barvinok. For
the remaining 25 sets, the interpolation method is slower
by a factor between 7.6 and 5144.8, while the other two
methods require comparable computation times. This
confirms that interpolation performs consistently worse
than Barvinok.

Of the data reuse sets of [2], with dimension up to 4,
41 have significant running time. Ignoring interpolation,
decomposition performs better in 28 cases (up to a factor
5700), while nested sums performs better in 13 cases (up
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Figure 1: Computation times for the Hickerson data sets

to a factor 21). For the 21 cache behavior sets [2, 30], of
dimension 3 to 5, only 6 can be computed using nested
sums in less than 10 minutes, in each case running 15 to
750 times slower than Barvinok, which is able to com-
pute all sets in at most 10.5s.

Looking beyond compiler analysis, the first set of [31,
Section 3.2] in their modeling of the Borda rule has 1
parameter and 6 variables, with 1 equality among them.
Both interpolation and nested sums fail to produce an ex-
act count in less than 10 minutes, while Barvinok takes
0.136s. The computation times (capped at 10 minutes)
for the Hickerson sets from [32] are shown in Figure 1.
We conclude that Barvinok with default settings per-
forms significantly better than nested sums and we con-
firm the results of [32] that a stopped primal Barvinok
performs even better.

We conclude that for simple problems from compiler
analysis, the nested sums method performs fairly well,
but that it is not able to handle more complicated prob-
lems.

8.2 Weighted Counting

In this section, we compare the nested sums method
to the three methods based on Barvinok’s decomposi-
tion. As we have only implemented the Euler-Maclaurin
method for two-dimensional polytopes, we will only
consider such polytopes here. Let us first take a “diffi-
cult” (non-parametric) triangle with vertices (1/3,1/5),
(13/3,1/7) and (27/5,92/7) and compute the sum of the
monomialtd1td2 for increasing values ofd. The compu-
tation times are shown on the left of Figure 2. As may
be expected, Laurent expansion performs the best, with
Euler-Maclaurin performing second best and the reduc-
tion to unweighted Barvinok counting performing poorly
for all but the smallest degrees. Surprisingly, nested
sums performs reasonably well. The reason is likely that
although this method has to perform an exponential num-



ber of operations, the operations are fairly simple, as they
operate on numerical values. If we construct a paramet-
ric example by shifting one of the edges of the trian-
gle over a parameter then we obtain the results shown
on the right of Figure 2. For this parametric example,
Euler-Maclaurin performs best, while nested sums does
not even appear in the figure as even ford = 0 the com-
putation time exceeds 10 minutes.

Of course, such difficult examples rarely occur in
compiler analysis. If we perform a similar experiment
on the two-dimensional cache line count data set from
the unweighted experiments, we see that the combination
of the reduction to unweighted counting with Barvinok’s
method can only handle monomials up tod = 3 within 10
minutes, for all but one example, where it reachesd = 4.
Euler-Maclaurin reaches exponents betweend = 19 and
d = 28, depending on the set, Laurent expansion be-
tweend = 10 andd = 28, and nested sums between
d = 11 andd = 41, consistently outperforming both
Euler-Maclaurin and Laurent expansion on all but one of
these simple examples. Similarly, Euler-Maclaurin out-
performs Laurent expansion on all but one example.
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