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Estimating the global order of the fMRI noise model
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One of the major issues in GLM-based fMRI analysis techniques is the

presence of temporal autocorrelations in the residual signal after

regression. A possible correction method is that of prewhitening, which

fits an autoregressive (or other) model to the residual and uses the

expected temporal autocorrelations of the model to transform the data

and design matrix such that the residual becomes white noise. In this

article, a method is introduced to estimate the global autoregressive

model order of a data set, based on the residuals after regression. The

proposed global standardized partial autocorrelation (SPAC) method

tests whether the spatial profile of partial autocorrelations at a certain

lag is random, and uses random field theory to account for the spatial

correlations typical for fMRI data. It is tested both on synthetic and

fMRI data, and is compared to two traditional techniques for model

order estimation.
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Introduction

In General Linear Model (GLM)-based fMRI analyses, the

problem of autocorrelation in the residual signal after regression is

a well-studied topic. Since the GLM assumes the error term to

contain only white noise, i.e., to contain no temporal autocorre-

lations, the estimated variance of the regression coefficients can

become biased, leading to a biased hypothesis test for differential

activation. When the temporal structure of the noise disturbance is

known exactly, or can at least be estimated with sufficient

accuracy, prewhitening has been shown to be the best (minimum

variance) linear unbiased estimator (Bullmore et al., 2001; Friston

et al., 2000; Woolrich et al., 2001). In practice, however, the

underlying noise disturbance is unknown, and several noise models

have been proposed (Bullmore et al., 1996; Locascio et al., 1997;
1053-8119/$ - see front matter D 2005 Elsevier Inc. All rights reserved.

doi:10.1016/j.neuroimage.2005.03.015

T Corresponding author. Fax: +32 16 34 59 60.

E-mail addresses: temu@neuro.kuleuven.ac.be (T. Gautama),

marc@neuro.kuleuven.ac.be (M.M. Van Hulle).

Available online on ScienceDirect (www.sciencedirect.com).
Penny et al., 2003; Purdon and Weisskoff, 1998; Zarahn et al.,

1997), the most frequent of which is the autoregressive (AR)

model.

There are several approaches to the estimation of the final AR

coefficients used for prewhitening. In the traditional SPM analysis,

a fixed AR(1) model is estimated as the average AR(1) model over

all voxels in the brain. The approach suggested by Bullmore et al.

(1996) is to estimate an AR( p) model for each voxel. To reduce the

variance of the estimated coefficient, Worsley et al. (2002)

proposed to estimate the autocorrelation coefficients on a voxel-

wise basis and to spatially smooth them with a spatial kernel.

Gautama and Van Hulle (2004) further suggested a method to

optimize the size of this kernel on the basis of a cross-validation

measure.

Furthermore, the order of the AR model needs to be chosen,

which can either be done manually or following a criterion, with

either a variable order per voxel (voxel-wise model order selection)

or a fixed order across the brain (global model order selection).

Bullmore et al. (1996) proposed to estimate the model order on the

basis of the partial autocorrelation function (PACF) computed over

an average time series taken from a certain region. Woolrich et al.

(2001) also used the PACF, but determined the model order for

each voxel separately. Locascio et al. (1997) examined whether the

residuals, after removal of the modeled autocorrelation compo-

nents, were significantly different from white noise using the

Ljung-Box test. Penny et al. (2003) proposed to determine the

model order for each voxel using the variational Bayesian

framework.

In this paper, a method is introduced for determining the AR

model order on a global level, which is independent of the

coefficient estimation process. It is important to note at this point

that we do not claim that the global AR model order approach

yields superior results to local order ones: the focus of this

technical note is to describe a novel method to choose a suitable

global model order, therefore assuming the global AR model

order approach has already been decided on by the user. The

proposed method is based upon the fact that the partial

autocorrelation function (PACF) for lags exceeding the true order

of the underlying AR process follows a Gaussian distribution.

Therefore, when the PACF for each voxel is observed, the spatial

distribution of the PACF at lags exceeding the true model order is

expected to be random. Due to the presence of spatial correlations

http://www.sciencedirect.com
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in fMRI data, random field theory is used for developing the

statistical test.
Fig. 1. Histogram of the model order estimates for a set of AR(2) signals

with fixed coefficients, using the MDL and the voxel-wise SPAC

approaches. The true model orders are indicated by an asterisk on top of

the corresponding histogram bar.
Materials and methods

A basic assumption of the GLM-based analysis is that the

observed response y (column vector) can be expressed as a linear

combination of explanatory variables, column vectors arranged in

the design matrix X, plus an (unobservable) disturbance vector u:

y ¼ Xbþ u; ð1Þ
where b is a column vector of coefficients. Unless otherwise

stated, we have chosen the design matrix, X, to consist of two

responses alternating on/off every 10 time samples convolved with

a standard hemodynamic response function, and three polynomial

trend terms (second-order detrending). If b is estimated using the

ordinary least-squares (OLS) approach, the estimate b̂ is un-

biased, but fully efficient only if u¨N (0, r2), i.e., when the

disturbance is a Gaussian white noise source (no temporal

autocorrelation structure). To correct for the presence of temporal

autocorrelations in the disturbance, an AR( p) model is fit to the

residual signal e = y � Xb̂. The objective of this paper is the

estimation of the model order. First, two existing voxel-wise

estimation methods are described, after which the proposed global

model order estimation method is introduced.

Voxel-wise model order estimation

Minimal description length

A traditional method for determining the order of an autore-

gressive model is that of the minimal description length (Rissanen,

1978). The procedure fits AR models with gradually increasing

order p to the time series and the following measure is observed:

MDL pð Þ ¼ n loge E pð Þð Þ þ p loge nð Þ; ð2Þ

where E( p) is the mean-square fit of the AR( p) model to the data,

and n is the number of time samples. The value of p for which the

MDL is minimal, is taken as the Foptimal_ model order, and is a

trade-off between model fit and model complexity.

To illustrate this method, a set of N = 10,000 signals of n = 100

time samples is generated from the following (stable) AR(2) model:

x kð Þ ¼ 0:6 x k � 1ð Þ þ 0:4 x k � 2ð Þ þ m kð Þ; ð3Þ

where m is a Gaussian white noise source. For each time series, the

OLS residuals are computed using the dummy paradigm, X, after

which the model order of the residuals is estimated using the MDL

criterion. The results are shown in Fig. 1 (black bars). The correct

order, indicated by an asterisk on top of the corresponding

histogram bar, is estimated in 72% of the cases, and both over-

and underestimates occur.

Standardized partial autocorrelation (SPAC)

Partial autocorrelation plots are a commonly used tool for AR

model order estimation (see Box and Jenkins, 1970). The partial

autocorrelation at lag l is the autocorrelation between x(k) and

x(k � 1) that is not captured by lags one through (l � 1), and it is

zero for an AR( p*) process at lag ( p* + 1) and greater (we use p* to

denote the true model order when known). The partial autocorre-

lation at lag l of a time series is equivalent to the negative of the lth

coefficient of an AR(l) model fit to the signal. The sample variance
of the lth AR coefficient estimated in a white noise process (using

the Yule–Walke method) is:

r2
l ¼

n� 1

n nþ 2ð Þ ; ð4Þ

where n is the number of time samples. This variance estimate is also

a good approximation for the variance of the last parameter in all AR

processes above the true order p* (Broersen andWensink, 1998).We

will use the term Fstandardized partial autocorrelation coefficient_
(SPAC) at lag l to denote the last coefficient of an AR(l) model

divided by the square root of its expected variance, rl (Eq. (4)).

Since the SPAC at lag l follows approximately a standard

normal distribution if the true order p* is smaller than l, the order

for each voxel in an fMRI data set can be estimated by determining

the lowest value of l for which the probability of having an

SPAC(l) equal in magnitude or larger than that observed is lower

than a given threshold (two-sided testing), and setting the optimal

order to (l � 1). This approach was adopted by Woolrich et al.

(2001) in the context of fMRI, and will be referred to as the voxel-

wise SPAC approach (v-SPAC).

As an example, consider once more the set of AR(2) signals.

The histogram of estimated model orders of the residual signals

after regression (using a = 0.05) is shown in Fig. 1 (gray bars), and

is very similar to that of the MDL results. The model order is

estimated correctly in 74% of the cases (indicated by an asterisk),

and both under- and overestimates can be observed.

Global model order estimation

Rather than performing a hypothesis test for each voxel

separately, we propose to test a global null hypothesis, namely,

that all SPACs are zero (in a statistical sense). It will be shown that,

in this way, a global model order can be determined, which is the

same (or smaller, see further) for all voxels considered.

The proposed procedure is the following:

start with p = 1

Iterate

fit an AR(p) to the residual signal after regression in each

voxel and compute the corresponding spatial SPAC

profile for lag p
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statistically test the global null hypothesis at significance

level a/p
increment p

Until

the global null hypothesis is accepted

The global model order is found as the smallest value of l for

which the global null hypothesis is accepted, minus one. The

global null hypothesis is tested at level a/p rather than at level a, to
correct for multiple testing in a Bonferroni fashion: indeed, to

reject the global null hypothesis for the SPAC at lag p, the

hypotheses for the previous lags also have to be rejected (otherwise

the procedure would have terminated). Therefore, assuming these

tests to be independent, the Bonferroni correction can be used.

The global null hypothesis can be tested by means of the

maximum statistic (which also lies at the basis of the family-wise

error control used for corrected p-values in many statistical fMRI

analysis techniques, for an overview, see Logan and Rowe, 2004;

Nichols and Hayasaki, 2003): the SPAC of one or more voxels will

exceed a certain threshold value if and only if the maximum absolute

value, zmax, exceeds this threshold. If the SPACs at different voxels

were uncorrelated, the Bonferroni correction could be used, in

which case the corrected probability would be the probability of

observing a value with magnitude exceeding zmax in a standard

normal distribution, multiplied by N (the number of voxels).

However, it is well-known that fMRI data sets show spatial

correlations, due to which the spatial SPAC profile will also show

some degree of spatial smoothness. In the presence of these

correlations, the Bonferroni correction is likely to yield a statistical

test which is too conservative. Therefore, the theory of Gaussian

Random Fields will be adopted to test whether the spatial pattern is

a (possibly smooth) Gaussian random field with zero expectation

and unit variance. In the remainder, only a brief description of the

theory is given, and for more details on the theory and computa-

tional aspects, we refer to Worsley et al. (1996).

The probability of observing the peak absolute value, zmax, can

be estimated using the expected Euler characteristic (EC) of the

excursion set, i.e., the set of voxels for which the |z|-value exceeds

a certain threshold, of an isotropic field, which approximates the

probability of observing zmax for high thresholds (Worsley et al.,

1996):

Pðzmax � uÞ , ~
3

d ¼ 0

Rd Vð Þqd uð Þ; ð5Þ

with Rd the Fresel count_, V the (spherical) search volume in Fresel
space_ and qd the EC density. If the obtained probability is larger

than that obtained by a Bonferroni correction, the latter is used.

The transformation from voxel to resel space is achieved by

dividing the voxel coordinates by the smoothness of the field in the

corresponding directions, expressed as a FWHM (full width at half

maximum), which can be estimated using the approach proposed

by Forman et al. (1995). The spatial correlation structure is

modeled as resulting from a Gaussian filter, specified by its

FWHM: the observed spatial map is obtained by the convolution of

the (unobservable) unsmoothed map with this filter. The FWHM

for every spatial dimension is estimated as:

FWHMd ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
� 8 loge 2ð Þ

4 loge 1�
S2d; d

2S2

! 
vuuuut ; ð6Þ
where Sd
2 is the variance of the signal difference (in our case, the

difference between SPAC values at lag l) between each pixel and

its neighbors along the dth dimension over the complete map, and

S2 is the individual pixel variance.
Results

Synthetic data

To evaluate the performance of the proposed method, synthetic

benchmark data sets are considered, consisting of three-dimen-

sional arrays of voxels, each with a corresponding time series. The

time series are generated from AR( p*) models, the coefficients of

which follow a smooth 3D spatial pattern. To guarantee stability of

the AR models, the following procedure is followed:

(1) generate a 4D uniform noise pattern between �1 and 1 of

size [Nx � Ny � Nz � p*];

(2) convolve each 3D spatial pattern [Nx � Ny � Nz] with a

rectangular mask of size 3 � 3 � 3 voxels, each containing

the value 1/3; values beyond the [�0.95 0.95] interval are

set to 0.95 to ensure stability;

(3) interpret the p*-dimensional vector in each voxel as a vector

of reflection coefficients, and convert each vector to a vector

of AR coefficients.

In this way, the data sets contain signals generated from a stable

AR( p*) model with spatially smoothly varying coefficients. Data

sets of true orders p* = 0,. . .,4 are generated with spatial

dimensions [20 � 20 � 10], each time series containing n = 100

time samples. The distribution of the jth AR coefficient is similar

for all j (approximately Gaussian with zero-mean and standard

deviation of approximately 0.34). The OLS residuals, on which the

actual model order estimations are performed, are computed for

each voxel using the dummy paradigm.

The results of the (Nx � Ny � Nz) voxel-wise MDL tests are

shown in Fig. 2A for two data sets, namely, one generated with p* =

1 and the other with p* = 3 (gray value conventions as indicated in

legend and true model orders are marked by asterisks). The MDL

shows a very good performance for the p* = 1 data (93% correct),

but only moderate for the p* = 3 data (34% correct). Most incorrect

model orders are underestimations, probably due to small AR

coefficients and, consequently, only a marginal gain in performance

when a higher-order AR model is used, which fails to justify the

increase in model complexity following the MDL criterion.

The voxel-wise SPAC method correctly estimates the AR model

order in only 51% and 14% of the cases for, respectively, p* = 1 and

p* = 3 (Fig. 2A). The estimates for the majority of the residual

signals in the two data sets are zero (45% and 44%, respectively).

This is due to the distribution of the true AR(1) coefficients (i.e.,

those used for generating the data): the magnitudes of many AR(1)

coefficients are below threshold, thus failing to reject the voxel-

wise null hypothesis and leading to a zero-order estimate. The

expected rate of this occurring can be computed as the area under a

Gaussian N (0, 0.342) (the distribution of AR coefficients in the

synthetic data sets) within the values corresponding to the

significance thresholds for the null distribution of the first AR

coefficients [Tz(1�a/2)r1, see Eq. (4)]. In the current simulations

(a = 0.05 and n = 100), this yields an expected rate of 43%,



Fig. 2. Histogram of voxel-wise estimates of the model order for the synthetic data set using the MDL and v-SPAC approaches (A), using the proposed global

SPAC method (B), and for a null fMRI data set using the MDL and v-SPAC approaches (C). Gray scale convention as indicated in legend for panels A and C

and for panel B: true model orders from zero (dark gray) to four (light gray). For the synthetic data set, the true model orders are indicated by an asterisk on top

of the corresponding histogram bar. (D) Scatter diagram of the empirical F-score against the theoretical ones.
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corresponding very well to the actual rates. For this reason, a

high rate of zero-order estimations can be expected when the

AR(1) coefficients follow a zero-mean distribution.

To evaluate the performance of the proposed method for

determining the global AR model order, five sets of 1000 synthetic

benchmark data sets are generated ( p* = 0,. . .,4), and the global

model order of the corresponding residual signals (using the

dummy paradigm) is determined. The results are shown in Fig. 2B.

The global SPAC approach yields a correct model order estimate in

88% of the cases (asterisks in Fig. 2B). In the data sets considered,

the model orders are never underestimated. The lowest correct

estimation rate was found for p* = 0 (white Gaussian noise),

yielding a rate of 83% correct, and the rate tends to decrease slowly

for true orders exceeding three.

fMRI data

A null fMRI data set is considered, which is recorded in a

human subject who is asked simply to remain passive during

scanning with a 3T machine. The data set is publicly available from

http://www-bmu.psychiatry.cam.ac.uk/DATA/NULLdata/index.

html (data set 000413-m02_6_EPI). The voxel size is [3.9 � 3.9 �
5.0] mm, and each voxel has a time course of 80 time samples with

TR = 3 s, the first five of which have been discarded. The images

are realigned using SPM99 and a dummy paradigm has been used

for the GLM analysis, consisting of two responses, alternating 30 s

on and 30 s off, convolved with a standard hemodynamic response
function, and second-order detrending is used. Only the residual

signals corresponding to voxels within the brain mask, generated

using fmristat (Worsley et al., 2002), are taken into consideration.

The results of the MDL and the voxel-wise SPAC approaches

are shown in Fig. 2C. As expected, the voxel-wise SPAC yields

many zero-order estimates due to the distribution of the AR(1)

coefficients, which is approximately N (0.25, 0.172) (a zero-order

estimate is made for the residuals with AR(1) coefficients in the

T [z(1�a /2)r1] = T [0.22]-region). Most of the other voxel-wise

SPAC estimates indicate an AR(1) model, which is also the

predominant result for the MDL approach. The proposed global

SPAC approach yields a global AR model order of two (using a

significance level of a= 0.05). In the voxel-wise version, a model

order of two or higher is only found in 3% of the cases and in

12% of the cases using the MDL. The complete global order

estimation procedure takes 12 s on a Pentium 4 processor (3

GHz) running Matlab 6.5 (R13) on a Linux platform.

Next, the null fMRI data set is analyzed using the GLM (F-

testing for an effect of either of the two responses) with AR noise

models of orders ranging from one to seven. The parameters for the

AR models are estimated in an unbiased fashion (Worsley et al.,

2002), and they are spatially smoothed with a Gaussian kernel

(FWHM = 10 mm) to reduce the parameter variance. The

following evaluation criterion is computed for each model order:

MSEF ¼ 1

N
~
N

j¼1

Fj � fcdf
j

N þ 1
; df1; df2

�� �� 2

; ð7Þ
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where N is the number of voxels, Fj is the jth element of the sorted

series of (empirical) F-scores, and fcdf (I, df1, df2) is the cumulative

F-distribution function with df1 and df2 degrees of freedom (in this

case, df1 = 2 and df2 = 75 � 5). This measure is simply the mean-

square-error between the empirical and analytical (cumulative) F-

distributions. Although the proposed method estimated a global

model order of two, the MSEF is minimal for p = 3 (with MSEF =

2.11� 10�3 and a false-positive rate of 0.055, which is very close to

the nominal size = 0.05). Similar to the PP plots suggested by

Woolrich et al. (2001) and Marchini and Smith (2003), the

empirically obtained F-scores are plotted against those theoretically

expected in Fig. 2D, for model orders 1–3, with a corresponding

MSEF of, respectively, 6.89� 10�3, 4.58� 10�3, and 2.11� 10�3.

It is worthwhile to note that the minimal MSEF occurs, e.g., at p = 1

when the spatial smoothing FWHM for the autocorrelations is set to

5 mm instead of 10 mm. Using the FWHMs suggested by Gautama

and Van Hulle (2004), the minimal MSEF is found for p = 3.

To understand the source of the underestimation of the model

order, additional simulations have been performed. The fMRI data

are Fresynthesized_ in the following manner:

(1) for each voxel i, the GLM regression is performed, yielding

bi, and the residual signal ri;

(2) the unbiased autocorrelation coefficients for lags one to five

are estimated from ri, after which they are spatially

smoothed with a Gaussian kernel (FWHM = 5.85 mm, as

estimated using the method described by Gautama and Van

Hulle, 2004);

(3) the data and design matrix are prewhitened and the

regression coefficients are re-estimated;

(4) for every voxel, an AR(5) model is determined from the

spatially smoothed autocorrelation estimates, the corre-

sponding AR(5) signal is generated (ns time samples), and

the estimated trends (coefficients in bi not corresponding to

a response) are added.

This way, a synthetic null data set is obtained, in which there are

no artifacts (any effect which is not part of the design matrix), and

for which the underlying noise model is known to be AR(5).

Furthermore, the noise characteristics show approximately the same

spatial heterogeneity as the original fMRI data. Again performing

the GLM analysis with increasing model order, indicates, as is to be

expected, a minimal MSEF for p = 5 (results not shown). The global

model order is estimated using the proposed method for 100

different realizations of the resynthesized fMRI data set, and the

results are summarized in Table 1. The Fcorrect_ global model order
Table 1

Frequency of estimated global model order for the resynthesized fMRI data,

for different numbers of scans, ns (second row), for the fixed, fifth-order

model, and variable order model used for resynthesis (estimated model

orders in first column)

ns AR(5) Variable order

75 100 150 300 75 100 150 300

1 0.05 0.02 0.00 0.00 0.08 0.03 0.00 0.00

2 0.79 0.29 0.00 0.00 0.85 0.52 0.02 0.00

3 0.15 0.63 0.65 0.01 0.06 0.43 0.78 0.03

4 0.00 0.01 0.00 0.00 0.01 0.02 0.04 0.00

5 0.00 0.05 0.34 0.96 0.00 0.00 0.16 0.94

6 0.01 0.00 0.01 0.03 0.00 0.00 0.00 0.03
is five, but since the higher-order coefficients are quite small – e.g.,

the final AR coefficient (estimated on the real fMRI data) has a

mean of 0.027 and a standard deviation of 0.062 – it is expected

that this will only be estimated for very low variance (high ns) AR

parameter estimates. With ns = 75 (same as the original data set), the

global model order is two in 79% of the cases. When the number of

scans is increased to ns = 100, the model order is estimated as three

in 63% of the cases, and a further increase of ns allows the method

to estimate the Fcorrect_ model order (96% for ns = 300). Clearly,

the sensitivity of the method increases for a higher number of scans,

due to the reduced variance of the parameters (Eq. (4)). From these

results, we conclude that the underestimation of the model order is

likely attributable to the limited sensitivity of the method for such a

low number of scans (n = 75), since for this low number of scans,

both the actual and the resynthesized fMRI data yield the same

global order estimate. The estimated global model orders are

reliable for a higher number of scans.

Finally, the effect of a variable model order is examined.

Indeed, it cannot be assumed that the noise disturbances in all

voxels in the brain are best characterized by AR models of the

same order (see, e.g., Penny et al., 2003). However, a fixed model

order does not imply that the noise models of all voxels have to be

of this order. Indeed, suppose the noise disturbances in part of the

voxels is of order four, and the others of order five. When

estimating an AR(5) model for each voxel, the order-four voxels

will have four coefficients that are significantly different from zero,

and a fifth which follows the expected null distribution, while the

order-five voxels will have five coefficients which are significantly

different from zero. When estimating an AR(6) for each voxel, they

will all have a sixth coefficient which is not significantly different

from zero. Thus, the estimated global model order reflects the

maximal AR order, in line with the global null hypothesis that all

SPACs are not significantly different from zero. If the AR

coefficients can be estimated with sufficient efficiency (low

variance), which can, e.g., be achieved using spatial regularization

of the AR coefficients, one or more final coefficients for a given

voxel can have a value of approximately zero, thereby effectively

reducing the model order of that voxel. This can be illustrated by

reconsidering the resynthesized fMRI data [for which an AR(5)

model is fit to the residual signal in each voxel]. For each voxel,

the AR order is randomly set to two, three, four, or five (with equal

probability) by setting the appropriate coefficients to zeros before

generating the AR( p) noise (e.g., for a third-order model, setting

fourth and fifth coefficients to zero). The estimated model orders

are shown in Table 1. It can be observed that the sensitivity of the

method for the variable order case is slightly lower than that of the

fixed model order case (the estimated global order is predom-

inantly higher for the fixed model order case), and the difference is

most pronounced for the ns = 100 data sets.
Discussion

To account for the temporal autocorrelations present in the

residual signal after regression in the general linear model (GLM)

framework, the prewhitening approach requires an accurate and

robust estimate of the autocorrelation structure of the disturbance.

The disturbance is most often modeled as an autoregressive (AR)

model from the residual signal after regression. In this paper, a

method is introduced for estimating the global AR model order

used for modeling the disturbances. The proposed method, the
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global SPAC method, uses the standardized partial autocorrelation

(SPAC) function and tests whether the spatial profile of SPACs for

lag l is statistically different from a zero-mean Gaussian random

field. The method has been shown to perform very well on

synthetically generated data. As a test case, a null fMRI data set

has been analyzed, indicating a global AR model order of two.

With the proper degree of spatial smoothing of the autocorrelation

estimates, a model order of three yields better results (a null

distribution closer to that theoretically expected), and it has been

shown that the proposed method yields an underestimate of the

model due to its limited sensitivity (the analyzed fMRI data set

only contained 75 scans). It is further expected that a moderate

increase of the number of scans to, say, 100 scans, will yield

sufficient accuracy. It should be noted that for a different degree of

spatial smoothing of the autocorrelation estimates, a first-order

model yields the best results. The proposed method is independent

from the degree of spatial smoothing to balance the effects of

spatial heterogeneity and the reduction of the parameter variance,

and does not yield, nor does it use, information regarding a suitable

degree of spatial smoothing.

The global null hypothesis that is tested by the proposed

method will be rejected if at least one of the voxels has a non-zero

SPAC (in a statistical sense). Therefore, the estimated global model

order corresponds to the maximal model order for which there is

statistical evidence, and does not imply that all voxels have a noise

model of that order. Indeed, setting the final AR model coefficient

to zero effectively reduces the model order by unity, due to which

the model order is locally reduced when certain estimated AR

parameters are approximately zero for a given voxel.

For comparison, two methods have been tested that estimate the

AR model order separately for each voxel, namely, the minimal

description length (MDL, Rissanen, 1978) and an approach adopted

by Woolrich et al. (2001), which can be interpreted as a voxel-wise

version of the proposed test. It has been shown that, even when the

model order is known and fixed (but the AR coefficients vary

spatially), the estimated model orders are unreliable. In the voxel-

wise SPAC method, a zero-order model, i.e., no autocorrelations

present, is often concluded, which was also the case in the study

performed by Woolrich et al. (2001, Fig. 12 therein).

Bullmore et al. (1996) proposed to examine the partial

autocorrelation function of a time series that was an average over

156 individual time series from a given area in the brain,

concluding a first-order model was sufficient for their data. While

the appropriate model order might vary across data sets, it is still

important to note that averaging over time series can change the

signal characteristics. To illustrate this, we have repeatedly selected

100 time series from 1000 synthetic data sets with p* = 3, either

randomly or from a spatially contiguous region. For the selected

time series separately, the MDL method yielded estimates mostly

either one (33%), two (25%), or three (39%). When the time series

were averaged and the MDL was applied to the average, the most

frequent model order estimate was unity. For the random selection,

the model orders were either one (85%) or two (9%), while the

spatially contiguous selection yielded estimates of one (69%), two

(19%), or three (10%). This is an indication that an averaging

strategy can lead to underestimates of the global model order.

This paper only addressed one of the early decisions in the

modeling process of the noise disturbance, and thus, was not aimed

at evaluating the exactness of a statistical test using a global model

order approach versus one using a spatially variable model order.

The next step would be the estimation of the actual AR
coefficients, where other issues need to be considered, such as

the type of autocorrelation estimates (biased or unbiased) and the

possible spatial regularization (Gautama and Van Hulle, 2004;

Marchini and Smith, 2003; Worsley et al., 2002). The extent to

which these modeling choices can influence the required model

order is unclear at this point. It is, however, expected that the

proposed method is general enough to be incorporated in different

strategies.
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