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Voorwoord

In het begin van 1999 kwam ik solliciteren op de afdeling PMA. Ik
was allereerst gëınteresseerd in regeltechniek en kreeg ook enkel uitleg
over regeltechnische onderwerpen. Eigenlijk bij toeval kwam ik Marnix
tegen, die me vertelde over het onderzoek dat hij wilde gaan doen op het
gebied van intelligente robotica en lerende systemen. Daar was ook nog
een plek vrij op het gebied van ‘behaviour-based mobile manipulation’.
Ik was eigenlijk direct gëınteresseerd en enthousiast over onderzoek
naar robots die echt bij mensen thuis zouden moeten werken. Dat was
eigenlijk altijd al een stille droom van mij geweest. Ik ben Marnix en
prof. Van Brussel dan ook dankbaar dat mij die kans geboden is.

Behalve voor de kans die hij mij geboden heeft, ben ik prof. Van
Brussel ook zeer dankbaar voor de onvoorwaardelijk lijkende steun die
hij me al die tijd heeft geboden. Het was niet altijd een even gemakke-
lijke omgeving om mijn onderzoek in te doen, maar ondanks dat heeft
hij me altijd het gevoel gegeven dat hij mij voor de volle 100% steunde.

Herman moet ik ook bedanken. Hij was altijd bereid tot pittige
discussies. Ik weet dat ik veel heb gehad aan zijn kritische vragen en
vind het jammer dat we niet vaker bijeen hebben gezeten.

Van de directe collega’s zou ik Dirk Vanhooydonck en Eric De-
meester speciaal willen noemen. Ik had toch altijd een soort ‘drie-
musketiers’ gevoel bij onze groep. Ook de avonden in de bioscoop en
de avonden stappen heb ik altijd erg gewaardeerd.

Mijn bureaugenoten hebben mij verblijf hier ook altijd leuker ge-
maakt. Bij deze zou ik graag Abdelouahab Zaatri, Dirk Valkenburg,
Tegou Tjahjowidodo, Gudrun de Gersem en Hsiao-Wei Tang ‘persoon-
lijk’ willen bedanken. Ik ben vooral blij dat ik Dirk heb ontmoet en
er zodoende een vriend voor het leven bij heb. Het waren vaak zware
dagen met Dirk op het bureau, maar de avonden in de stad waren ge-
weldig. Ik zou Gudrun nog willen bedanken voor het laatste jaar. Het
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waren tijden van erg hard werken, maar de constant gevulde kast met
soep verlichte veel (honger vooral).

De ‘ondersteunende diensten’ hebben het werk ook altijd makkelij-
ker gemaakt. Speciaal wil ik Raymond bedanken voor de technische
hulp die ik vaak nodig had om LiAS werkend te houden en Ronnie, die
me in de eerste jaren heeft geleerd om gestructureerd te programmeren.

Ook de robotica groep heeft een vermelding verdiend. Peter Soetens
voor zijn altijd geduldige uitleg over en aanpassingen van Orocos. En
natuurlijk voor het ondergaan van mijn Orocos-grappen zonder kwaad
te worden. Klaas en Takis voor al hun Linux kennis, die ik af en toe
heel erg nodig had. En Tine voor de gezelligheid tijdens de enkele
conferenties die we samen hebben bezocht.

Ik wil ook graag de studenten bedanken die altijd enthousiast aan
het onderzoek hebben meegewerkt, hetzij voor hun thesis, hetzij voor
een stage: Juriaan, Aitzol, Rob, Greg, Wim en Johan. Jullie hebben
allen zeer nuttig werk verricht.

Ik heb gedurende mijn onderzoek een zeer aangename tijd gehad bij
PMA. Daarvoor waren zeer veel collega’s verantwoordelijk, ik begin er
maar niet aan om ze allen te benoemen, want dan vergeet ik er geheid
enkele. Het voetballen, de Alma-gangers in de beginjaren, het SET
team, de vrijdagmiddag drinks, de spaghetti-eters in het laatste jaar,
het heeft allemaal bijgedragen aan een zeer prettig verblijf.

Natuurlijk wil ik ook al mijn familie en vrienden bedanken, die altijd
gëınteresseerd bleven in mijn ‘afstuderen’. Door het blijvend refereren
naar mijn onderzoek als studeren hebben zij allen er voor gezorgd dat
ik met beide benen op de grond ben gebleven.

Als laatste wil ik Roos bedanken. Haar absolute gebrek aan inte-
resse voor mijn werk heeft er altijd voor gezorgd dat ik kon ontspannen
in de weekenden, die altijd te kort waren. Verder heeft ze me op be-
langrijke momenten wel altijd bijgestaan, door haar mensenkennis en
goede raad.

René Waarsing
Juni, 2004

II



Abstract

This research contributes to the introduction of mobile manipulators
in human-centred environments. An important facet of this new ni-
che for manipulation is the fundamentally different requirements on
performance, safety and task specification. Behaviour-based control is
adopted to solve the discrepancy between the common approach to con-
troller design and these different requirements, since behaviour-based
robotics has proven to be useful in unstructured dynamical environ-
ments.

In this dissertation, the general opinion on behaviour-based robotics
has been distilled into the definition of naive behaviour-based robotics.
A software environment has been implemented specifically useful for,
but not limited to implementing naive behaviour-based controllers.

Two approaches to designing intelligent controllers have been elabo-
rated. The first approach designs naive behaviour-based controllers for
existing hardware, while the second approach takes inspiration from
biology to redesign both hardware and controller. Both approaches
have been experimentally tested on our industrial mobile manipulator.

Finally, preliminary research in incremental (developmental)
learning is proposed, based on the biologically inspired system of the
second approach.

The main conclusions and contributions of this research are:

• The new niche for robotics desires a new definition of performance
and task. A natural task definition is proposed, based on human
perception;

• The direct application of the naive behaviour-based approach to
designing controllers is a powerful tool when designing complex
controllers for complex tasks. Two test cases of behaviour-based
mobile manipulation in stiff contact with the environment have
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Abstract

been implemented using the software framework designed during
the thesis;

• A systematic definition of behaviour-based robotics enables the
use of control theoretical tools in behaviour-based controller de-
sign and analysis. As illustration, the stability of two test cases
has been analysed;

• The redesign of the hardware based on biological inspiration is
a viable approach to designing manipulators for human-centred
environments and tasks;

• The preliminary study into incremental or developmental learning
supports the claim that the use of behaviour-based controllers on
hardware that allows natural interaction, forms a solid basis for
developing intelligent robots.
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Beknopte samenvatting

Het onderzoek van dit doctoraat richt zich op de introductie van robots
in de menselijke leefomgeving. Belangrijke facetten van deze nieuwe ni-
che zijn de fundamentele andere eisen aan bijvoorbeeld performantie,
veiligheid en taakspecificatie. De gedragsgebaseerde controle werd ge-
bruikt om het gat tussen de klassieke aanpak van regelaarontwerp en
de nieuwe eisen te overbruggen. Gedragsgebaseerde robotica heeft zich
al bewezen op andere gebieden in ongestructureerde veranderende om-
gevingen.

In deze thesis is het gros van de verschillende opvattingen over wat
gedragsgebaseerde robotica inhoudt gedistilleerd in een definitie van
näıeve gedragsgebaseerde robotica. Er is een software raamwerk ont-
wikkeld, speciaal om näıeve gedragsgebaseerde regelaars in te imple-
menteren; er is echter aandacht besteed aan de generalisatie van het
raamwerk, zodat het ook voor andere robot controle architecturen ge-
bruikt kan worden.

Twee verschillende aanpakken van gedragsgebaseerde (mobiele) ma-
nipulatie zijn onderzocht. De eerste aanpak ontwerpt näıeve gedrags-
gebaseerde regelaars voor bestaande hardware. De tweede aanpak ge-
bruikt inspiratie uit de biologie om zowel de hardware als de controllers
opnieuw te ontwikkelen. Beide manieren zijn in praktijk getest op onze
mobiele manipulator.

Als laatste presenteert de thesis de eerste stappen naar een incre-
menteel (ontwikkelings-) lerend systeem, gebaseerde met het systeem
dat met de tweede aanpak, hierboven genoemd, is ontwikkeld.

De belangrijkste conclusies en bijdragen van dit onderzoek zijn:

1. De nieuwe niche voor robotica vraagt om een nieuwe definitie
van performantie en van een taak. Een natuurlijke taak defini-
tie en performantie is voorgesteld, gebaseerde op de menselijke
waarneming;
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2. Het direct toepassen van de näıeve gedragsgebaseerde aanpak om
regelaars te ontwikkelen is krachtig, wanneer complexe regelaars
voor complexe taken ontworpen moeten worden. Twee test ca-
ses van gedragsgebaseerde mobiele manipulatie in stijf contact
met de omgeving zijn gëımplementeerd, gebruik makend van het
ontwikkelde raamwerk;

3. In tegenstelling tot de algemene opvatting over gedragsgebaseerde
robotica, biedt het systematisch definiëren van gedragingen de
mogelijkheid om regeltechnische gereedschappen te gebruiken in
de analyse en synthese van gedragsgebaseerde regelaars. Dit is
ook daadwerkelijk gedaan voor twee uitgewerkte test cases;

4. Het herontwerpen van hardware gebaseerd op biologische inspira-
tie is een waardevolle aanpak om manipulatoren voor menselijke
leefomgeving en menselijke taken te ontwerpen. Natuurlijk inter-
actie tussen manipulator en omgeving is hiervoor een voorwaarde;

5. De eerste stappen in het onderzoek naar incrementele of ontwik-
kelingsleren onderbouwt de claim dat gedragsgebaseerde regelaars
op hardware dat ‘natuurlijke interactie met de omgeving’ toelaat,
een solide basis vormt om intelligente robots te ontwerpen.
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Chapter 1

Introduction

Any intelligent fool can make things bigger, more complex,
and more violent. It takes a touch of genius - and a lot of

courage - to move in the opposite direction.
E. F. Schumacker, -

1.1 The new niche of robotics

Robotics is moving more and more into human-centred environments.
The first robotic vacuum cleaners have recently become commercially
available (e.g. [109], [110], [126]), while the robotic pet is already a
common phenomenon, with Sony’s AIBO [2].

A next step in this evolution will possibly be the use of mobile ma-
nipulators in house cleaning and human caretaking. One could compare
this to the creation of a robotic butler. Basically, two main opinions
on this subject exist. The first claims that humanoid robotics will pave
the way to the human home, the other says that the robotisation of
the human home will take a more distributed form.

In any case, the introduction of robotic help for elderly and han-
dicapped people will become very important in the future considering
the problem of the aging of the world population. It is estimated that
in the next 50 years, the share of world population aged 65 or over will
double. Retirees will make up nearly one quarter of the population
of the developed countries. The problems will be most keenly felt in

1



1 Introduction

Figure 1.1: An (unknown) artist’s impression of the robot of the future.

western Europe, the United States, and, in particular, Japan, where
42.3% of the population will be aged 60 or over by 2050, with 15.6%
aged 80+ [127].

The application of robotic manipulators hold great promise for
significantly increasing the possibilities for elderly and handicapped
people to gain more independence. But until now, only very few ma-
nipulators have really crossed the threshold of our homes. The Manus
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arm (see [73], [77]) is one of the very few. Currently, it is being tested
by a small group of end users.

Most existing manipulators are designed and controlled based on
industrial requirements. Roughly, these requirements can summarised
as providing sustained accurate performance under disturbances. Both
the mechanics and the control are developed with this requirement in
mind, either explicitly or implicitly. This makes such manipulators
extremely inappropriate to function around humans, since, popularly
put, these disturbances could very well be breakable things in the en-
vironment or even humans. The most common approach to facilitate
the use of manipulators around humans is to add extras to the sys-
tem and fine-tune the current designs. The Manus arm, for example,
is equipped with Slip-couplings to limit the maximum torque and is
designed very lightweight to reduce the effect of possible impact.

However, this completely new environment, the difference in de-
mands on and autonomy of the systems, and the interaction with hu-
mans calls for a re-evaluation of the methods currently used in robotics,
which might very well lead to a new generation of robots. The needed
change in approach to manipulators can maybe be compared to the
domestication of wild animals, to the transformation from a wild wolf
to a guide dog.

1.2 Re-evaluation of the requirements

This research is executed in the context described above. Mobile ma-
nipulators that are supposed to function in human-centred environ-
ments are investigated. The robots should be comparable to robotic
butler version of a guide dog, being able of executing human-like tasks,
for example cleaning windows, vacuum cleaning or loading and unload-
ing the dishwasher. However, these tasks are still very complicated.
Take a large step back and consider a task as opening a door. We
humans can do it without any problem, but is still a difficult task for
a robot1. Now, how could that be?

For a better understanding, let us first investigate manipulators
that exist nowadays. Mostly, these are stiff designed manipulators,
making them less sensitive to external disturbances. This design stems
from the industrial requirement of high accuracy and high speed. The

1Standard solutions to compliant motion tasks such as these do exist [34], but
this solutions still lack the ease of human motion.
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high accuracy demands are also visible in control design. Basically,
control design is focussed on optimising tracking performance. Franklin
[45] states it like this: “Control is the process of making a system
variable adhere to a particular value, called the reference value.” When
an interaction with the environment is required, this setup is extended,
e.g with a force sensor at the wrist, to enable it to sense the contact
force. With such a set-up, impressive force controlled manipulation
tasks can be executed (e.g. [34]) by closing a force-control loop around
the lower-level servo loops.

Now, when we look at humans, it is clear that the mechanics of the
arm solve many problems. Humans are not capable of executing exact
trajectories2, but this is also not necessary in our daily live. On the
other hand, humans are capable of executing ‘compliant-motion tasks’
without any problems; humans even prefer ‘low-stiffness’ movement.
Thus the human (all animals in fact) is equipped with an inborn ability
to function in and with its environment.

The striking difference is the fact the major design consideration
in industrial robotics, namely sustained accurate performance under
disturbances, is completely lacking in human manipulation. Since the
niche the research is focussed at is a human-centred environment, it
is questionable if these industrial approaches are a good starting point
for domesticating robots.

So, the classical approach to robotics might not be the best starting
point when one wants to introduce robots to human tasks. Although
this might seem a quite reasonable statement, very little research is
going on to create the required paradigm shift. In the next section a
first attempt is made to derive different design goals for such domestic-
ated household robots. In this, the current state of the art in robotics
is completely ignored, such that a very futuristic, long term goal is
described.

1.3 Problem description

Household robot A household robot is a robot that can do chores
autonomously and function as a servant in an unadjusted human-
centred environment. It should be able to incrementally replace
human labour in the house; the first robots should be able to

2Note the difference between absolute accuracy and repeatability. Humans have
a much better repeatability than accuracy (think of the serve of a tennis player).
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execute the most simple tasks, but the final goal is a robot that
can completely replace any human household help. Just as with
a new human help, the robot should be allowed training in the
tasks it performs. This means a natural (human-like) way of
interaction is imperative. Furthermore, the robot should be able
to use incremental learning, i.e. use things it has already learned
to improve the speed of learning new tasks.

This description, although very futuristic, provides some nice in-
sights. It paints a picture of a household robot that can gradually
replace any human household help. Naturally, this requires a certain
level of autonomy and intelligence. The robot should also have some
form of natural interaction with humans. This does not have to be
speech as such, think back again to the comparison with the guide dog.
Although commands are given through speech, communication is not
done at the level of speech alone. Although natural interaction will
not be discussed further in this dissertation, the demand of natural in-
teraction discards the use of standard techniques now used in robotics
to define a task (e.g. trajectory definitions, boundary conditions on
sensed force, etc). It is my intuition that a well-chosen control will
automatically pave the way for a solution to the discrepancy between
the technical description now used and the description used by humans.
This intuition is supported by the thoughts on embodied artificial intel-
ligence [102] and by several researchers on the philosophical aspects of
artificial intelligence [93]. Therefore, the search for a solid foundation
on which to incrementally build intelligent control is important.

Another important point is that household robots should be able
to do chores. This statement does not make demands upon execu-
tion time or accuracy of movement, etc. The important fact is that
‘things get done’3. The (autonomous) execution of simple household
and servant tasks by a household robot will greatly reduce the need
for assistance for elderly and handicapped people. Furthermore, this
might possibly provide commercially interesting prospects, since such
applications have the possibility of creating their own demand. Think
of an application such as a dish washer, which seem quite unnecessary

3By the way, this is exactly the approach that is used in the robotic vacuum
cleaners mentioned above. The vacuuming is not done in a manner that is optimal
in execution time or effort. The vacuum cleaner just wanders pseudo-randomly
around, based on the assumption that this way the whole area will be covered in a
couple of hours.
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until you have one. Then, you can’t imagine living without one.
Thus there is need for a different approach to stating goals and to

evaluating performance. The emphasis in task definition should lay on
the natural description (human-like if you want). The task definition
should be taken out of the artificial world of mathematics and put
into the world of human experience. E.g., a task description should
be ‘open the door’ or ‘get the glass’ in stead of ‘move with constant
tangent velocity along a predefined curve in space, while keeping the
forces in other directions below a certain predefined value’. This leads
to the concretisation into a definition of a ‘natural task description’.

Definition 1.1 (Natural task description) A natural task is a
piece of work assigned as part of the robot’s duties. A task should
be described in qualitative (‘natural’) terms.

The evaluation of such tasks leads to difficulties. How can be de-
cided when one is robot better than another, when mathematical de-
scription is no longer available? The solution lies directly in line with
the definition. When a task is defined in human terms, the evaluation
should also be done in human terms. Therefore, the term ‘natural task
performance’ is introduced:

Definition 1.2 (Natural task performance) The degree of ability
of a system to accomplish a natural task is measured by the ‘task per-
formance’. Task performance is a qualitative, non-absolute term, based
on human perception of the meant ability (i.e. ‘System A has a better
task performance than System B’).

1.4 The scope of this research

The previous sections have sketched a direction in which research
into intelligent robotics could go. This research steps away from pre-
programmed robots, steps away from intelligent positioning systems
and moves towards intelligent machines that exist in our environment.
These machines are capable of executing human-like tasks, in a human-
like, autonomous manner.

Of course, this is a long distant research goal. The research de-
scribed in this dissertation should be viewed in this context, but of
course the goals are nowhere near met. This dissertation focusses on
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looking for the basic requirements on which to base further research
into domestic robots. It is hypothesised that the industrial basis of ro-
botics is a wrong basis for the goals described in the previous section.

This dissertation could be viewed as a search for a good basis to
build intelligent manipulation upon.

1.5 Outline of the thesis

This section looks forward to the topics discussed in each chapter. The
dissertation is split into two main parts (as is the research). The first
part of the research focusses on applying the collection of opinions and
approaches of behaviour-based robotics to manipulation. The second
part of the research is focussed on bio-inspired robotics.

Part I

2. Literature survey of behaviour-based mobile manipula-
tion

In chapter 2 the global concepts of this dissertation are intro-
duced. First of all, the behaviour-based approach to robotics is
explained by describing the stream of research leading to the ap-
proach. The concept of behaviour-based robotics in general is
discussed, and some of the few approaches to behaviour-based
manipulation are discussed. The chapter will show that, in spite
of some researchers claiming differently, the behaviour-based ap-
proach to robotics is an immature research field, characterised
mainly by a digression of applications. Little concrete results
are attained on unifying different behaviour-based approaches.
The term ‘naive behaviour-based robotics’ is introduced, which
is defined as a pragmatic application of the behaviour-based ap-
proach.

The main approach towards mobile manipulation, is a more
model-based approach. The state of the art concerning mobile
manipulation is also presented.

3. Multi-agent Robot Control Architecture (Marca)

Chapter 3 discusses the software framework that has been de-
veloped during the thesis. The framework is focussed on the

7



1 Introduction

control of ‘intelligent robots’, making a trade-off between a con-
trol theory approach and an artificial intelligence approach. This
framework is the basis of the applications that have been imple-
mented.

4. Naive behaviour-based mobile manipulation

The naive behaviour-based approach as defined in the literature
study has been applied to the problem of mobile manipulation.
Two test cases have been implemented, both with a focus on
manipulator control in contact. The results are analysed and
the conclusion is drawn that the application of the behaviour-
based robotics approach to manipulation is especially useful in
task-oriented design of complex controllers. The results however,
also show that the application of behaviour-based robotics in this
setup cannot be considered separately from control theory. Using
this observation, we come to the definition of ‘natural interaction’.

5. On integration of control theory and behaviour-based
robotics

The previous chapter showed the close connection between the
behaviour-based approach and control theory. A popular mis-
conception states the behaviour-based controllers deny system-
atic analysis, e.g. stability analysis. This chapter shows that it
really is a misconception, by analysing the stability of the con-
trollers that were developed. Since the systematic development
of such an integration is besides the goal of this research, the
topic is not further elaborated.

Part II

6. Literature study on neuroscience with respect to manip-
ulation

The second part of the research focusses on applying inspiration
from human manipulation capabilities to robotic manipulation.
This chapter gives an overview of the thoughts and theories on
this topic in neuroscience.

7. Biologically inspired manipulation

Based on points taken from the literature review, guidelines for
both mechanic and controller design are proposed in this chapter.
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Using such an approach, the results should provide a better basis
for intelligent manipulation, as envisioned in the introduction.
The mechanical design of a ‘next-generation’ manipulator is not
done during the research. However, the dynamical behaviour
of such a system are simulated on an industrial robotic manipu-
lator, by implementing impedance control with a novel impedance
model. The natural response of this system is used as basis for
designing the behaviour-based controller. An important aspect
is that the controller is not designed to force the manipulator to
behave as desired, but the controller is designed such that it uses
the dynamics of the manipulator and the environment to execute
a task.

8. Learning in behaviour-based systems

The system introduced in the previous chapter allows safe inter-
action with the human environment (at least to the degree that
assumptions of the emulation of the biologically inspired hard-
ware are met). This allows the investigation of developmental
intelligence, as was set as a research goal. This chapter intro-
duces the investigatory research into the problem. A promising
approach to the problem of incremental learning is proposed. The
approach is based on a minimisation of a-priori knowledge, such
that the system can develop its own representation, which is sup-
posed to be a basic prerequisite for developmental intelligence.
Some aspects are illustrated by examples.
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This first part of the thesis will focus on what can be learnt from the
application of the behaviour-based approach to robotics in the domain
of (mobile) manipulation.

The large diversity of ideas on behaviour-based robotics is distilled
into the definition of naive behaviour-based robotics. A framework for
defining naive behaviour-based control programs is designed and it is
used in the test applications discussed in chapter 4.

Although this approach shows some definite advantages concern-
ing the decomposition of complex tasks and designing controllers for
them, it does not seem to provide the desired change of control which is
searched after. On the other hand, the research will give distinct clues
on what are the most important problem areas.
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Part I

Naive behaviour-based
mobile manipulation
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Chapter 2

Literature survey of
behaviour-based mobile
manipulation

This chapter presents an overview of the state of the art in the field of
(behaviour-based) mobile manipulation. But first, the behaviour-based
paradigm is introduced and placed in its historical context (section 2.2).
Since behaviour-based robotics sprouted from human’s desire to build
machines as intelligent counterparts, section 2.1 gives a small review
of early, but interesting examples of such attempts. This constitutes
what could be called the pre-history of intelligent robotics. Once the
stage has been set, section 2.3 will investigate the state of the art in
mobile manipulation, while section 2.4 investigates the state of the art
in behaviour-based (mobile) manipulation. Section 2.5 summarises the
important aspects of the chapter.

2.1 The pre-history of intelligent robots

Ever since the early history of humankind, man has dreamt of creating
intelligent machines. First this creation was restricted to legends and
stories. Human imagination rendered impressive images. From Talos,
a giant bronze guardian, mentioned in Greek mythology to the Ter-
minator movies, all were more or less intelligent human-like creatures
with, especially since Mary Shelley’s Frankenstein, an interesting tend-
ency to turn against their creators. Until today the fascination with
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(humanoid) intelligent robotics remains, with robots R2D2 and C-3PO
from the Star Wars films maybe being the most appealing (and prob-
ably the most friendly). But when did real machines start to be intel-
ligent for the first time?

Probably the first ‘intelligent’ machines that really appealed to the
imagination were the tortoises (‘Machina Speculatrix’) of W. Grey Wal-
ter. He was a member of a small group of leading scientists in the
1950’s, discussing all kinds of topics, among which what is now called
cybernetics. They laid out a range of design rules, which Grey Walter
applied to his tortoises. Some of these rules were (cited from [8], p. 8):

1. Parsimony: Simple is better. Simple reflexes can serve as the
basis for behaviour. “The variations of behaviour patterns ex-
hibited even with such economy of structure are complex and
unpredictable” ([53], p.126).

2. Exploration or speculation: The system never remains still except
when feeding (recharging). The constant motion is adequate un-
der normal circumstances to keep it from being trapped. “In its
exploration of any ordinary room it inevitably encounters many
obstacles; but apart from stairs and fur rugs, there are few situ-
ations from which it cannot extricate itself” ([53], p.126).

3. Attraction (positive tropism): The system is motivated to move
toward some environmental object. In the case of the tortoise,
this is a light of moderate intensity.

4. Aversion (negative tropism): The system moves away from cer-
tain negative stimuli, for example, avoiding heavy obstacles and
slopes.

5. Discernment: The system has the ability to distinguish between
productive and unproductive behaviour, adapting itself to the
situation at hand.

The tortoise was an analog device, the size of a shoe box, with three
wheels, like a tricycle. It was able to sense the environment through
a light cell and a bump detector. The light cell was attached to the
steering wheel, which made the tortoise look in the direction it drove.
The steering wheel had one motor that drove the orientation of the
wheel and one that drove the wheel itself. Complying with point 2,
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the motors were always on, causing the tortoise to always be moving.
Thus, the tortoise would wander around, apparently aimlessly. The
light sensor was connected in such a fashion that, as soon as it located a
weak light source, it locked the steering wheel, which caused the tortoise
to steer towards the light source (point 3). If the tortoise would lose the
light source again, the tortoise would wander until it found the light
source again. A similar mechanism made the tortoise back away from
strong light sources (point 4). When the battery was low, the tortoise
would perceive a strong light source as weak, and it would not perceive
a weak light source at all. Since the charging station had a strong
light, this caused the tortoise to move towards the charging station
when the battery went low. But, once the batteries were recharged,
the light source of the charging station would be perceived as bright
again, causing the tortoise to back away and start wandering around
again.

All in all, the tortoises were displaying a rather complex behaviour
(looking for light, recharging when necessary, etc). These were prob-
ably the first robots to display behaviour that an observer would label
‘intelligent’. This is a first, very important observation: the robot itself
is rather simple, but the interaction with the environment causes the
robot to display behaviour that an observer could label as intelligent,
using human characteristics to describe the behaviour: the tortoise
searches the environment, it likes dim lights, it needs to feed, etc.

Another scientist that should be mentioned here is Braitenberg, who
devised a series of thought experiments from a psychologist’s point of
view. In [18], he describes a few very simple vehicles. The vehicles
possess one or more light sensors and one or more motors. Each motor
is directly connected to a light sensor. Depending on the configuration,
these vehicles show rather interesting behaviour, when looking at their
extremely simple circuits, ranging from cowardice, aggression even to
love (see figure 2.1).

A few decades after Grey Walter, researchers started to build ‘in-
telligent’ robots again. These were mainly robots which relied heavily
upon symbolic AI approaches (e.g. Shakey [89], HILARE [50], the Stan-
ford Cart and the CMU Rover [84]). They all used cameras to sense
the world. An internal representation of the outside world was built
using the camera images. In this ‘internal world’ the problems at hand
were solved (taking many minutes to calculate solutions), resulting in
a plan of action. Once the first step(s) of this plan was/were executed,
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+
+

+

+

Figure 2.1: Two examples of direct wiring in Braitenberg vehicles. The
vehicle on the left exhibits photophobic behaviour, in the sense that it avoids
light. The two light sensors are positively connected to the motors on the
same side, causing the motor at the side of the light to move faster. The
vehicle on the right displays photophilic behaviour, since the wiring causes
the vehicle to move towards the light.

the procedure started again with sensing, updating the world model
etc. Especially the performance of Shakey seems impressive (consid-
ering the limited computational power of that period). Shakey could
navigate through a specially designed (blocks world) environment. The
environment consisted of a well-lit office-like collection of rooms, filled
with brightly coloured, specially shaped objects (e.g. a red cube or
a green pyramid). This simplification of the environment to suit the
sensing and modelling capabilities showed immediately the weakness
of these kind of systems. For example, an amusing anecdote about the
real-world performance of the Stanford Cart ([26], chapter 2) tells how
the Cart was tested outside one day, out of the controlled laboratory en-
vironment. One of the assumptions of the modelling component of the
Cart was that the world did not change much during the period that it
was not sensed. But once outside, it appeared that the shadows of the
placed objects actually changed quite a lot during the fifteen minutes
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of calculation. Paradoxically, Moravec had to change the outside world
to match the inner representation.

2.2 A very short introduction into behaviour-
based robotics

This section will give a short introduction into behaviour-based robot-
ics. For more information on the subject, the reader is referred to
the standard work on the subject by Arkin [8]. Paragraph 2.2.1 will
place the behaviour-based approach into a historical context and para-
graph 2.2.2 will situate it among other intelligent control approaches.
Paragraph 2.2.3 introduces a new method of grouping behaviour-based
control architectures, to highlight the similarities that exist between
the many different approaches.

2.2.1 Behaviour-based robotics as a reaction to tradi-
tional AI

Behaviour-based robotics came about as a reaction to the then prevail-
ing approach to building intelligent robots, based on the classical view
on artificial intelligence, as explained in section 2.1. The simple figure
2.2 illustrates this profoundly different view on how intelligence comes
about.

Cognition

ActionPerception

The World

Action

Cognition seen
by observer

The World

Perception

Figure 2.2: Classical artificial intelligence (in the left figure) against the new
artificial intelligence (in the right figure) (freely after [25], p. viii and xi ).
The left figure illustrates the idea that mental process can be separated into
spatial and functional distinct modules. The right figure illustrates the idea
that such a division is not possible. The concept ‘cognition’ is a term that
can be contributed to the effect of the perception-action connection, but can
not be located, spatially nor functionally.
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The classical view (figure 2.2(a)) starts from the idea that humans
(intelligent entities) have ‘ports’ to the real, outside world; in this case
these ports are perception and action. The real intelligence (‘cogni-
tion’) interacts with the environment through these ports. These pro-
cesses were viewed as completely separable: some internal processes
produce an internal (symbolic) representation of the outer world and
cognition reasons within this representation. This thinking led to the
development of mobile robots like Shakey (see section 2.1), where the
scientific stress lay on reasoning. The perception was simplified by
immensely simplifying the world.

Brooks [25] describes his proposed new view on intelligence, namely:
it does not exist. Intelligence, or better cognition, is something that
only exists in the eye of the beholder; it is not something that is phys-
ically separable or locatable. It arises from the interaction between
perception and action. Figure 2.2(b) illustrates this view on cognition.

Transposing this pattern of thought to (mobile) robot design led to
figure 2.3, which shows the difference between a mobile robot designed
using traditional AI techniques and a mobile robot designed using the
behaviour-based paradigm. What are the major differences between
these approaches? Maybe it is best to quote Brooks ([25], pp. 60):

“Rather than modularise perception, world modelling,
planning, and execution, the new approach builds intelli-
gent control systems where many individual modules each
directly generate some part of the behaviour of the robot.
In the purest form of the model each module incorporates
its own perceptual, modelling and planning requirements.
An arbitration or mediation scheme, built within the frame-
work of the modules, controls which behaviour-producing
module has control of which part of the robot at any given
time.”

This quote focusses on the difference in design approach. Where
the traditional AI approach focusses on the functional decomposition
of the total task at hand, the behaviour-based approach focusses on a
task-oriented decomposition; the global task to safely navigate from A
to B is divided into subtask such as ‘Avoid-obstacles’, ‘Move’, etc.

Furthermore, Brooks’ quote sheds light on a major difference in
approach between behaviour-based artificial intelligence and that what
is now called ‘Good Old-fashioned AI’: symbolic grounding. The main
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Figure 2.3: The upper figure shows the classical way mobile robots were
controlled. The complete function is broken up into different functional mod-
ules. These modules are then chained to attain the global function. The lower
figure shows the behaviour-based approach. The decomposition is done based
on subtasks. Each behavioural layer is capable of doing a simple task, but
together they are capable of the global function (after [23]).

function of the modelling step in the top figure of figure 2.3 is to create
an adequate symbolic representation of the world. These symbols are
then used in the following steps of the system to determine what actions
to take. This step basically separates the robot from the real world.
The link between the symbols and the real world, however, is not ob-
vious to create and maintain, considering the enormous complexity of
the real world.

To counter this problem of separation of world and robot, two cru-
cial terms in the behaviour-based philosophy are introduced [23]:

Definition 2.1 (Situatedness) The robots are situated in the world
- they do not deal with abstract descriptions, but with the “here” and
“now” of the environment which directly influences the behaviour of the
system.

Definition 2.2 (Embodiment) The robots have bodies and experi-
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ence the world directly - their actions are part of a dynamic interaction
with the world, and the actions have immediate feedback on the robots’
own sensations.

Although maybe only subtly different, the two terms above are, for
a major part, the reason that the behaviour-based approach was so
successful. Situatedness dictates that the robot has to be functioning
in the real world, embodiment dictates the use of a real physical sys-
tem. Brooks claims that these terms are essential in how intelligence
is organised [23].

Another term that is essential in understanding behaviour-based
robotics is the so-called ‘emergent behaviour’. Emergent behaviour
arises from the fact that a collection of simple behaviours interacting
with itself and with the environment may lead to an (unexpected) ‘new’
global behaviour; the sum is greater than the parts. It is important
however, to strip the mystical connotation from this term. “They are
a consequence of the underlying complexity of the world in which the
robotic agent resides and the additional complexity of perceiving that
world.” ([8], p. 107). The definition adopted in this dissertation is a
slight reformulation of the definition by Arkin ([8], p. 24)1:

Definition 2.3 (Emergent behaviour) Emergent behaviour is the
global behaviour of a robot as it arises from the interaction between the
active behaviours and the environment.

2.2.2 Behaviour-based control situated among other
popular control methods

Now that we have an image of what behaviour-based control is and
how it came about, it is important to look at the alternatives in the
field.

Arkin ([8], pp. 20) uses figure 2.4 to situate behaviour-based ro-
botics among a range of control strategies. The left side of the figure
represents control strategies using deliberative reasoning, the right side
represents reactive control.

The strategies of the robots discussed in section 2.1 are clearly de-
liberative control strategies. When the modelling of a system or the

1Here Arkin states that emergent behaviour is the global behaviour of a robot
or organism as a consequence of the interaction of the active individual behaviours.
Nevertheless, later in the book Arkin stresses the importance of the environment.
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Reactive

Dependence on accurate, complete world models

Representation-free
Real-time response

Low-level intelligence
Simple computation

Predictive capabilities

Speed of response

Deliberative

Representation-dependent
Slower response
High-level intelligence (cognitive)
Variable latency

Pure symbolic Reflexive

Figure 2.4: The spectrum of (mobile) robot control (after Arkin [8], pp.
20). Arkin situated behaviour-based control at the reactive side of the spec-
trum. Other opinions however claim that behaviour-based control is more
than purely reactive control and cannot be situated discretely in the graph.
Each individual behaviour can be situated on the scale, the collection of be-
haviours transcends the figure.

adaptation of the environment to suit the robot is no problem, deliber-
ative control can be extremely useful. Therefore, deliberative control is
especially applicable in industrial (controlled) environments. Much re-
search has been done in this area. For example, Albus [3] has designed a
hierarchical architecture for intelligent systems, each higher layer hav-
ing a smaller control bandwidth and a smaller perceptual resolution
of temporal and spatial patterns, expanding the planning horizon in
space and time; the higher the layer is in the hierarchy, the more the
characterisation of the layer will shift to the left in figure 2.4.

Another important approach, closely linked to the view of Albus,
is that of the hybrid control, where reactive approaches are combined
with more deliberative approaches. Hybrid control of mobile robots
is built up from two or more layers. The lowest layer is a reactive
behaviour layer, the higher layers are more and more deliberative. The
deliberative components can interact in several ways with the reactive
component. Arkin distinguishes four ways (cited from [8], p. 214):

• “Selection: Planning is viewed as configuration. The planning
component determines the behavioural composition and paramet-
ers used during execution. The planner may reconfigure them as
necessary, because of failures in the system.
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• Advising: Planning is viewed as providing advice. The planner
suggests changes that the reactive control system may or may nor
use.

• Adaptation: Planning is viewed as adaptation. The planner con-
tinuously alters the ongoing reactive component in the light of
changing conditions within the world and of changing task re-
quirements.

• Postponing: Planning is viewed as a least commitment process.
The planner defers making decisions on actions until as late as
possible. This enables recent sensor data, by postponing react-
ive action until absolutely necessary, to provide a more effective
course of action than would be developed if an initial plan were
generated at the beginning. Plans are elaborated only as neces-
sary.”

A rudimentary example of a hybrid architecture, where the delib-
erative planner can be viewed as configuration is presented in [91]. A
path planner determines the subgoals. Once the subgoals are determ-
ined, a behaviour-based component determines which behaviours have
to be used to attain these subgoals and the reactive execution is started.
The subgoals are recalculated periodically.

For examples and more details, see [8], chapter 6.
Reactive systems, at the right end of figure 2.4 are defined by Arkin

([8], p. 66) as: “A reactive robotic system tightly couples perception to
action without the use of intervening abstract representation or time
history.”

Arkin places behaviour-based control under the reactive control
side. Mataric, however, points out that a distinct difference exists
between reactive control and behaviour-based control [78]: “Although
often confused in the literature, purely reactive and behaviour-based
strategies differ fundamentally. While behaviour-based systems em-
body some of the properties of reactive systems, and may contain react-
ive components, their computation is not limited to lookup.” Then she
proceeds to naming another critical aspect defining behaviour-based
control: “Additionally, a common property of behaviour-based sys-
tems is their distributed nature; they consist of a collection of parallel,
concurrently executing behaviours devoid of a centralised arbiter of
reasoner.”
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Thus the conclusion protrudes that figure 2.4, used by Arkin to
situate robot control algorithms, is oversimplifying the situation. A
more in-depth analysis would be called for.

2.2.3 Dominating approaches to behaviour architectures

One of the problems (or maybe one of the strengths) of behaviour-
based control is that it has little theoretical foundation. Most work on
behaviour-based robotics is on practical application of the paradigm.
A generally accepted approach to the definition and implementation of
behaviour-based controllers does not seem to exist and a large diversi-
fication of architectures and approaches is apparent in the first years
of behaviour-based control. For an overview, the reader is referred to
[8], chapter 4.

Before we can investigate these architectures, we have to have a
clear definition of what an architecture entails. Wyns [139] makes a
distinction between ‘system architecture’ and ‘reference architecture’.
A system architecture refers to the final product, the concrete solution
to a specific problem. A reference architecture corresponds to a style or
method, “a coherent design principle used in a specific domain” ([139],
pp. 15). Basically, a reference architecture is a generalisation of a
system architecture. Matarić [78] provides an implicit definition of a
reference architecture, which is adopted in this dissertation:

Definition 2.4 (Robotic control architecture) A robotic control
architecture provides a principled way of organising the control system.
However, in addition to providing structure, it imposes constraints on
the way a control problem can be solved.

Thus, an architecture is defined by the structure of and the con-
straints placed upon the possible solutions. Using this definition, all
existing behaviour-based (system) architectures can be assembled into
two groups: the subsumption architecture and the (reference) architec-
ture that, in this dissertation, shall be called the generalised schema-
based architecture. This grouping of approaches shall be justified and
the two architectures will be discussed below, starting with the sub-
sumption architecture.
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2.2.3.1 Subsumption architecture

In [20] Brooks introduced the subsumption architecture, although it
was not yet named as such. Besides discussing the philosophy behind
behaviour-based robotics, Brooks explained the subsumption architec-
ture in some detail. The key idea is to build a layered control structure
as shown in figure 2.3b. When a layer fully works, a new layer can
be added, adding new functionalities to the robotic system. These
new layers use the existing (unchanged) layers to accomplish their own
goals2; thus, once a layer exists in the control structure, it will remain
unmodified.

Outputs

Suppressor Reset

Inhibitor

FSAInputs

Figure 2.5: A module as used by Brooks in the subsumption architecture.
The signal processing is done using a finite-state automaton (FSA). The FSA
has inputs and produces outputs. These inputs can be suppressed by other
lines ending on the input line. The outputs can be inhibited, meaning they
are replaced with the signal on the inhibitor line. All signals are asynchronic
and discrete. A time constant is attributed to the inhibitor and suppressor
nodes, controlling the duration of the inhibition or suppression by a signal.
Also, the FSA is equipped with a reset line, used for resetting the FSA.

The distinguishing features of the subsumption architecture are the
use of modules that implement finite state automata (FSA) and the
(initially discrete) communication used between these modules (see fig-
ure 2.5). The modules are capable of simple signal processing and are
used to build a functional layer. The signal lines can basically com-
municate whatever they want (maps, sonar readings, motor commands,
etc). If a communication line terminates upon an output line of a mod-
ule, the line will inhibit the signal on the output line for a predefined,
programmable period of time (the time constant of the inhibition node).

2This is where the name subsumption architecture comes from. Each new layer
includes (subsumes) the layers below in the appropriate situation, using the func-
tionality of these layers.
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During this time, no signal will travel along that line. If the communic-
ation line terminates on an input line of a module, the signal on that
line is suppressed and replaced with the signal on the terminating line,
also for a predefined, programmable period of time.

With these components Brooks was capable of achieving complex
behaviour in several robotic systems (e.g. Genghis, a six legged robot
[21] [25]). Below, one implementation will briefly be discussed.

The first robot designed using the subsumption architecture is de-
scribed in [20]. Figure 2.6 shows the interaction between layer 0 and
layer 1 of its subsumption control program. Layer 0 was first designed
and tested. Two modules control the actuators of the robot, ‘Forward’
and ‘Turn’. A desired angle change and a desired distance (signal
‘Heading’) are sent to the ‘Turn’-module, which controls the heading
of the robot. When the robot has finished the turn, it sends the de-
sired distance to the ‘Forward’-module. The module ‘Sonar’ sends a
sonar map to the modules ‘Feelforce’ and ‘Collide’. These process the
sonar map; ‘Feelforce’ produces a repulsive force by adding all repuls-
ive forces of all measurements and ‘Collide’ monitors the sonar map to
detect obstacles dead ahead. If so, it sends a ‘Halt’ signal to the ‘For-
ward’ module. ‘Runaway’ monitors the force produced by ‘Feelforce’.
If it ever becomes significant, it send commands to the ‘Turn’ module.

This layer makes the robot react to the environment. If something
or someone comes close to the robot, the robot moves away.

Layer 1 makes the robot active. The module ‘Wander’ produces
random headings every ten seconds or so. The module ‘Avoid’ co-
operates this desired heading with the repulsive force produced by
‘Feelforce’. The output of ‘Avoid’ subsumes the output of ‘Runaway’.
This extra layer does not change the layer below. However, it uses the
functionality already present and adds an extra functionality to the
robot that makes it wander around, while avoiding obstacles.

Finally, the philosophy behind the subsumption architecture is also
worth mentioning. The goal was to build artificial creatures that can
survive in complex environments without human command or interven-
tion [20]. Therefore, the robots could be built bottom-up. Instead of
the analysis of some complex total task into subtasks, the subsumption
philosophy takes another approach. It incrementally adds extra layers,
thus extending the capabilities of the robots.

Another interesting aspect is the decentralisation of information.
The idea of some global model is avoided as much as possible, advocat-
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Sonar

Feelforce

Collide

TurnRunaway
Forward

Avoid
Wander

Encoders

Sonar map

Force Heading

Halt

Heading

Robot

Robot

Robot

Layer 0

Layer 1

Figure 2.6: Layer 0 and 1 of a subsumption architecture (copied from [20])

ing decentralisation of information [22]. Each layer should extract its
own necessary information from the sensors, or from the layers below.
The use of a decentralised map and decentralised planning as explained
in [25] and [79] is probably the culmination of the decentralisation of
information.

2.2.3.2 Generalised schema-based architecture

All other behaviour-based approaches can be described by a generic
framework as shown in figure 2.7, which shall be called the generalised
schema-based architecture. The most important difference with the
subsumption architecture is the fact that behaviours are completely
independent. Where the functioning of a behaviour-layer in the sub-
sumption architecture could be changed by higher level behaviours (by
letting their communication line either suppress or inhibit an other
communication line), this is impossible in the generalised schema-based
architecture. All behaviours are independent, fully-functional subtasks.

As in the schema-based architecture (e.g. [7]), the generalised
schema-based architecture defines behaviours as actuator commands
producing modules. In the generalised schema-based architecture the
behaviour modules are extended with a signal that can be used for co-
ordination. An example is the fuzzy membership function (the context)
in the behaviour-based controller of Saphira (e.g. [114], [115]). Fur-
thermore, the type of co-ordination mechanism is undefined in the gen-
eralised schema-based architecture, providing more freedom in design.
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The large diversity of existing architectures that fit in the general-
ised schema-based architecture differ in the virtually infinite ways in
which the co-ordination mechanism can be specified; every architecture
offers its own way of co-ordination. The small selection of implementa-
tions will be briefly discussed below. For a more complete overview of
different possible mechanisms of co-ordination and the architectures,
the reader is referred to [103].

Behaviour 1

Behaviour n-1

Behaviour 2

A
c
tu

a
to

rs

C

Behaviour n

Behaviour
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Figure 2.7: The generalised schema-based control architecture.

As mentioned, the most obvious work that fits this architecture is
the work of Arkin et al. (e.g. [7], [8], [30]). This work defines vector-
based motor schemas. Each behaviour implements a ‘vector-field’, that
produces an actuator command vector for the robot at each position.
The produced vectors are added, to attain the final actuator command.
For example, a behaviour that implements obstacle avoidance defines
a repulsive vector field around the obstacles. A behaviour that imple-
ments a goal seeking behaviour will define an attractive vector field
around the goal.

Another architecture is DAMN (Distributed Architecture for Mo-
bile Navigation) (see [112]), where behaviours vote for or against cer-
tain actuator actions. The action with the highest vote gets executed.
Also the already mentioned behaviour-based controller of the Saphira-
architecture fits the generalised schema-based architecture.

Finally, the generalised schema-based architecture allows the cre-
ation of more complex behaviours by combining a group of behaviours
into a new behaviours. Below, the definition of the generalised schema-
based architecture is given.
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Definition 2.5 (Generalised schema-based architecture) In the
generalised schema-based control architecture, behaviours are defined
as independent, actuator command producing modules, each with their
own access to the sensors. Behaviours also produce a fitness measure
of the behaviour. The outputs of the different behaviours are combined
by some co-ordination scheme, which can use the fitness measure. The
grouping of behaviours using a co-ordination scheme is an incremental
process. Behaviours can be member of several groups.

To get a better grip on the definition, also a mathematical definition
is introduced.

The behaviour has access to sensors. From this information, com-
bined with an internal state, the behaviour produces actuator com-
mands. This is expressed in equation 2.1, where a behaviour B is
defined as a mapping from the sensor space S and its internal state
space IS to the actuator command space A and its internal state space
IS:

B : S × IS �→ A × IS, (2.1)

When n of these mappings are combined into a compound beha-
viour CB, this is defined as follows:

CB :
n∏

i=1

ABi

C�→ A, (2.2)

where A is as before, ABi is the actuator command space of each
behaviour i and C is the co-ordination algorithm used for the map-
ping. The co-ordination mechanism is further unspecified and can use
sensors, contain an internal space, etc. . .

Especially since the book of Arkin on behaviour-based robotics
was published [8], behaviour-based robotics became synonymous to
the generalised schema-based scheme. Reactivity and modelless con-
trol became more and more important, the inspiration from biology
and decentralisation of information became less important. Since this
form of behaviour-based robotics is founded on simple rules and ad-
vocates simple controllers, this kind of controller design approach shall
be called naive behaviour-based robotics.
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Definition 2.6 (Naive behaviour-based robotics) Naive behaviour-
based robotics is a method of defining the controller of an autonomous
robot as a collection of simple, highly reactive behaviours, combined
using the generalised schema-based architecture.

2.2.4 Conclusions

A short overview of behaviour-based robotics was presented and placed
in its historical context. Some important points in the behaviour-based
philosophy have been mentioned, but it has been noted that there does
not yet exist a well-founded, broadly accepted objective description of
the behaviour-based approach to robotics. Many different architectures
exist.

All behaviour-based architectures, excluding the subsumption ar-
chitecture, are grouped into one large group, leading to the definition of
the generalised schema-based architecture. This grouping can be done,
since all these approaches use a simplified concept of what a behaviour
is, compared to the initial implementations by Brooks. The way such
controllers are designed is named ‘naive behaviour-based robotics’.

2.3 Model-based mobile manipulation

In this section, the state-of-the-art of mobile manipulation in the integ-
rated sense is discussed; i.e. the manipulator and the mobile platform
should work together and in parallel, instead of separate and sequen-
tial. The research on integrated mobile manipulation can basically be
grouped into two groups.

The first group focusses on solving the redundancy of the motion
once a task is given, which is mostly defined as trajectories to be fol-
lowed.

The second group looks at tasks, which are specially interesting
for mobile manipulators. The discussed tasks are door opening, cart
pushing and the cooperative carrying of an object by (more than) one
mobile manipulator(s) with and without a human.

2.3.1 Focus on redundancy resolution

The redundancy of the mobile system can be utilised in several ways.
Three approaches are distinguished. The first two approaches con-
sider the whole system and propose a theoretical framework to solve
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the redundancy. The first approach solves the redundancy in a kin-
ematically consistent manner while the second approach focusses on
dynamical consistency, resulting in different solutions. The last ap-
proach is more pragmatic; it splits the total system into the two phys-
ical subsystems. Tasks are given to either the mobile platform or the
manipulator. The other subsystem can be used to optimise some cri-
terion. The approaches, illustrated by examples, are discussed in the
following paragraphs.

2.3.1.1 Kinematically consistent solution for redundancy

Bayle et al. [11] offer a generic approach to define a kinematic controller
for wheeled mobile manipulators.

The task is defined as an m-dimensional trajectory which the end
effector of the mobile manipulator has to follow. If this definition is re-
dundant (as is the case in most mobile manipulators), the redundancy
can be utilised by defining additional tasks (Additional Task Method).
When the task is still redundant (i.e. when the sum of the m DOF
defined by the task and the madd DOF defined by the additional tasks
is smaller than the total degrees of freedom of the robot δm), the re-
maining DOF can be used to optimise some criterion. The chosen
control law for the reference velocities η (of dimension δm) is calcu-
lated using the right pseudoinverse of the task Jacobian Jt, a positive
definite regulatory matrix Wt and a term g representing the movement
in the null space of the task:

η = J+
t (ξ̇∗t + Wt(ξ∗t − ξt)) + (Iδm − J+

t Jt)g,∀g ∈ R
δm , (2.3)

where ξ∗t is the reference vector in the task space and ξt the real
vector in the task space.

An elaborated example in [11] discusses the control of a simu-
lated nonholonomic mobile manipulator, where the task is defined as
a Cartesian trajectory of the end-effector. g is used to optimise the
pose by defining a potential function on the joint positions. An addi-
tional task implements obstacle avoidance. The interesting aspect of
this approach is that the pose optimisation is secondary to the obstacle
avoidance; when no avoidance is present, the additional task is not act-
ive, leaving more DOF’s for the pose optimisation. This regulation is
automatic, since the optimisation is done in null space. Notice however,
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that the approach does not work for car-like mobile robots, since the
rotation of the wheels will not have a direct effect on the end effector.

2.3.1.2 Dynamically consistent solution for redundancy

For a long time, the Robotics Laboratory of Stanford University has
done research into mobile manipulation (see e.g. [19], [64], [65], [66]
and [67]). Although their research also focusses on the redundancy of
mobile manipulators and how it can be utilised, the major difference
between their approach and the approach of the previous section lies
in the fact that they consider dynamics instead of kinematics [65].
Furthermore, they do not explicitly consider non-holonomic systems.

They start from two equations defining the dynamics of a (mobile)
manipulator, one defining the dynamics in joint space (2.4) and one
defining the dynamics in operational space (2.5) [64]:

A(q)q̈ + b(q, q̇) + g(q) = Γ, (2.4)

where q is the vector of the n joint-co-ordinates, A(q) the n×n kinetic
energy matrix, b(q, q̇) the vector of the centrifugal and Coriolis joint-
forces, g(q) the gravity joint-force vector and Γ is the vector of the
generalised joint-forces;

Λ(x)ẍ + μ(x, ẋ) + p(x) = F, (2.5)

where x is the vector of the m operational co-ordinates describing the
position and orientation of the endpoint and Λ(x) is the m×m kinetic
energy matrix associated with the operational space. μ(x, ẋ), p(x) and
F are, respectively, the centrifugal and Coriolis force vector, gravity
force vector and generalised force vector acting in operational space.

Combining equations (2.4) and (2.5), one can derive a dynamically
consistent generalised inverse [66] J(q):

J(q) = A−1(q)JT (q)Λ(q) (2.6)
Λ(q) = [J(q)A−1(q)JT (q)]−1 (2.7)

where Λ(q) is named the pseudo-kinetic energy matrix. This dy-
namically consistent generalised inverse can be used to decompose the
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joint forces into two dynamically decoupled control vectors: the end-
point wrench W and joint forces that only affect internal motions, Γ0

3:

Γ = JT (q)W + [I − J(q)J(q)]Γ0 (2.8)

Using a generalised selection matrix Ω and its complement Ω, and
splitting the endpoint wrench of (2.5) into contact forces and motion
forces, the endpoint wrench can be decoupled into motion and force
directions:

Λ(x)Ṫ+μ(x, T )+p(x)+Wcontact = W0 = Wmotion+Wactive force, (2.9)

where T is the twist of the end effector and

Wmotion = Λ̂(x)ΩF ∗
motion + μ̂(x, T ) + p̂(x), (2.10)

Wactive force = Λ̂(x)ΩW ∗
active force + Wcontact (2.11)

and where .̂ are the estimated model parameters. When the estim-
ated model parameters and the contact force measurement are correct,
the closed loop system is described by the following two decoupled
sub-systems [65]:

ΩṪ = ΩF ∗
motion (2.12)

ΩṪ = ΩF ∗
active force (2.13)

This division allows the definition of compliant robot tasks in the
operational space of the mobile manipulator.

The resulting degrees of freedom, controllable through Γ0 of (2.8)
are used for internal motion of the manipulator, i.e. in a dynamical
null space. [65] proposes a vector field-based posture control ‘beha-
viour’, [67] treats an elastic strip obstacle avoidance behaviour, which
is an extension to the elastic band obstacle avoidance presented in [66],
both vector field-based and easily combinable with the posture control.
[19] finally, presents yet another addition, including the possibility for
the defined behaviours to smoothly act outside the null space when
necessary, when obstacle avoidance gets priority over the task.

3Note that this property also applies for non-redundant manipulators, where the
matrix J reduces to J. Of course, for non-redundant manipulators the null space
also reduces to non-existing, since then I − J(q)J(q) = 0.
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Notice that, although the basis of the theory is in accordance with
classical model-based robotics, the presented applications use the free-
dom of the null space with a strong behaviour-based flavour.

2.3.1.3 Mobile platform and manipulator considered as co-
operating components

Yamamoto et al. [140] use the redundancy that the mobile platform
offers to optimise the manipulability of the manipulator. Suppose, the
manipulator has to follow a predefined path, while avoiding obstacles.
First, a control is defined, such that the manipulator avoids obstacles
while following a predefined path. For this, they adopt an algorithm
that implements obstacle avoidance based on superquadric potential
fields [131]. The controller for the platform only tries to optimise the
manipulability of the manipulator. Therefore, this approach can also
handle other obstacle avoidance algorithms designed for fixed manipu-
lators.

Nassal et al. [88] designed a controller for their mobile platform
with two manipulators based on the same task decomposition; the ma-
nipulators are responsible for following six DOF trajectories with the
end effector, while the platform has to maximise the manipulability
of the two manipulators. The control of the platform is implemented
using three different fuzzy controllers; one is used for starting up the
platform, one is used when the platform is in motion and one is used
to stop the platform.

Huang and Sugano focus on a different subtask, namely the sta-
bility of the mobile manipulator, using the Zero Moment Point (ZMP)
Criterion, a well-established concept in walking robots [132]: The ZMP
is defined as the point on the ground about which the sum of all the
moments of active force is equal to zero. When the ZMP is within the
support of the mobile manipulator, the robot is stable. They define
three types of tasks for which stability control is useful:

1 When the vehicle moves along a given trajectory, deriving the
compensatory motion of the manipulator for stabilising the whole
system.

2 When the mobile manipulator executes a task in which the mo-
tions of the vehicle and the manipulator’s end effector are given,
deriving the posture change of the manipulator for stabilising the
whole system.
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3 When the mobile manipulator executes a task in which only the
task information (trajectory, force, etc.) of the manipulator’s end
effector is given, deriving the cooperative motion of the vehicle
and the manipulator.

In [61] they focus on point 1, deriving an iterative algorithm that,
starting from the task trajectory of the mobile base and the initial po-
sition of the manipulator arm iteratively changes the trajectory of the
ZMP such that it stays within the valid stable region, using a potential
field method. The valid stable region is defined as the region which
guarantees the ZMP to be within the support base under disturbances.
From this corrected ZMP trajectory, the algorithm calculates the de-
sired movement of the manipulator. Stability control in the sense of
point 3 is considered by Furuno et al. [46]. They present an approach
to planning a trajectory for a non-holonomic mobile manipulator when
a reference path for the end effector is given. The approach formu-
lates the problem as a constraint optimal control problem and uses a
hierarchical gradient descent method to find a solution.

An interesting application is presented in [62] by Kang et al. They
propose to use the redundancy of the system to minimise the effective
inertial properties at the endpoint. The division into subsystems is
done using the dynamically consistent null-space. In this null-space,
the pose of the mobile manipulator is controlled using a combination
of potential fields (equation 2.14), one to minimise the effective inertia
at the end effectors and one to keep the manipulator joints from their
limits.

V = K

[
k1

N∑
i=1

(qi − qmi)2 + k2

N∑
i=1

(qi − qni)2
]

, (2.14)

where K is a numerical gain, N is the number of joints, qni is the i-th
neutral joint angle, qmi the i-th joint angle at minimum inertia posture
and qi the current angle of the i-th joint. k1 and k2 are balancing
parameters.

2.3.2 Focus on mobile manipulation tasks

Obviously, the most interesting aspect of mobile manipulation is the
new tasks that become available to robots, since the platform increases
the workspace of the manipulator to a virtually infinite workspace.
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Some of these new tasks are adopted by researchers as ideal test cases.
Two are described in this section, namely to open a door and to assist
either a human or other robots in a carrying task.

2.3.2.1 Door opening

Nagatani et al. developed a controller for a mobile platform with a
six DOF manipulator. The task at hand is opening a door. They de-
compose the task of opening a door into nine different stages ([86]).
For each of these stages they develop an appropriate control algorithm,
which they name ‘motion primitives’ ([87]). These motion primitives
are sequenced by a co-ordination level. Although in this the robot
controller has resemblance to a behaviour-based controller it is not re-
garded as such, since only at such a high level it has a behaviour-based
approach. The motion primitives themselves are fundamentally noth-
ing else then specific, preplanned controllers to achieve some stage of
the task. For example, the motion primitive to push a door open plans
a straight path for the platform through the door. At every position
of the mobile platform, the angle of the door is predefined. Since they
use a complete model of the environment (including an accurate model
of the door and the start position of the mobile robot), the desired
pose of the manipulator can be derived from the this equation and the
position of the platform. The desired positions of the platform and the
manipulator are used as setpoints for the controllers.

Petersson et al. [95], [96] also focus on opening a door. They
have a holonomic Nomadic mobile platform, with a six DOF PUMA
arm on top and use a vision camera on the end effector to locate the
door handle. They try to use as little modelling of the environment as
possible, which led to an online estimation of the door radius and centre
of rotation of the door. They have implemented the controller of the
manipulator in a hybrid dynamical systems framework [97], claiming
that this allows analysis of stability and safety of functionality of the
controller, although, to the author’s knowledge, this analysis has not
been done. The discrete system is a simple sequence of stages of the
task; the stages are ‘Go to a position in front of the door’, ‘Locate
the door’, ‘Servo on the door handle’, ‘Grasp the door handle’, ‘Turn
handle’ and ‘Open the door’. Since the ‘Open door’ stage is the most
interesting from a mobile manipulation point of view, let us further
investigate this. Three different control strategies are distinguished,
namely compliant motion, predictive control and configuration control.
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The compliant motion controller is defined as:

eeT = Kcompl · eeW, (2.15)

with eeT being the twist of the end effector and eeW the wrench
on the end effector. Kcompl is a compliance matrix.

The predictive controller uses the estimated curvature and posi-
tion of the door together with a pre-defined opening speed to
calculate a desired velocity in the end effector frame. The base
is used to attain this velocity.

The configuration control steers both the manipulator and the
platform to keep the manipulator in a predefined preferred pose.
This is defined using transformation matrices from the base frame
to the endpoint frame (2.16)

bTdesired = ΔT · bTcurrent (2.16)

ΔT is converted to an error twist in the base frame which is used
to steer the platform, once the twist is projected to the three
degrees of freedom of the platform. This final (three dimensional)
error twist is subtracted to the desired twist of the manipulator
and added to the desired velocity of the base. This results in a
configuration control that operates in the null space of the mobile
manipulator.

The description above illustrates the heavy dependance of the con-
troller on the use of accurate models.

2.3.2.2 Transportation tasks

The cooperative carrying task, a task where one or more robots help
a human (or each other) to carry a heavy object, is a very appealing
application.

Takubo et al. [121] define a impedance controller on the manip-
ulator. When the manipulator leaves a predefined preferred region,
the platform starts to move to allow the manipulator to return to the
preferred region. Furthermore, they define a virtual impedance wall
perpendicular to the end effector. When the end effector rotates, the
virtual impedance wall will make contact with the platform and make
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it move. Kosuge et al. use the idea of a caster wheel to be able to co-
ordinate the movement of multiple mobile manipulators in co-operative
carrying tasks, with [70] and without [58] a human guiding the task.
The kinematics of the end effector of the manipulators holding the
object is modelled as if it were a 3-D caster wheel with a modelled im-
pedance. This way the motion of the manipulators will automatically
be synchronised through the force exerted through the carried object.
This force is exerted by either the human or by a leader robot. The
platform is also controlled using an impedance, activated by the force
on the platform.

2.4 Behaviour-based mobile manipulation im-
plementations

Although since the appearance of the first behaviour-based robots a
real multitude of researchers have applied behaviour-based control on
a multitude of robots, strikingly few implementations of behaviour-
based mobile manipulators exist. The most important will be treated
below. The last section describes some behaviour-based manipulation
applications.

2.4.1 Herbert the can collector

The first behaviour-based mobile manipulator was a robot named ‘Her-
bert’, specialised in can collecting ([24], [32]). Its purpose is to wander
around in an unstructured lab environment looking for soda cans.
When it locates one, it picks up the can and brings it back to a home
location. The mobile manipulator consists of a standard mobile base
with on top a dedicated manipulator arm. The arm is a planar two
DOF arm, designed such that the fingers of the grippers always point
straight down. It is equipped with switches at the fingertips to detect
contact and a switch at the wrist to detect a significant force. Further-
more, the hand is equipped with two crossed infrared beams to detect
objects in front of the gripper and one infrared beam between the fin-
gers, to detect if an object is between the fingers. These sensors are
specifically chosen for the task at hand, such that the robot is able to
measure all essential variables directly. As stated by Connell ([32]):

“However, for a moment consider what we would do if we
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actually did have a complete internal model of the world.
We would, in that model, measure various parameters such
as the height of the top of the can and its distance in front
of the hand. So why bother with the model? Why not
use the world as its own model, and simply measure these
quantities directly?”

The robot is programmed using a simplified form of the subsump-
tion architecture: it only uses the suppression, neglecting the uses of
the inhibition and reset possibilities. Furthermore, all modules are ac-
tually producing actuation commands, such that this architecture fits
the generalised schema-based architecture perfectly. Together with the
fact that the signals on the signal lines are continuous, this transforms
the architecture to a simple priority-based co-ordinated system. The
switch to continuous signals prevents the use of time constants in the
suppression nodes as used in the subsumption-architecture of Brooks.
Cameron however, explicitly reintroduces the time constants in the be-
haviour modules themselves. The behaviours are not purely reacting
to sensor values, but stay active for a predefined time after the sensor
trigger has past.

The complete program for the arm consists of fifteen behaviour
modules. Although these behaviours are co-ordinated based on priority,
the subsumption approach of description allows the definition of layers,
as shown in figure 2.8; the priority of a behaviour has little to do with
the level of competence to which that belongs.

The explanation of the execution of the complete program is beyond
the scope of this dissertation; for this, the interested reader is referred
to [32]. An important aspect of the implementation is the fact that the
behaviours are completely separable in the sense that no communica-
tion at all exists between the behaviours. All necessary sequencing of
behaviours is achieved through sensor triggers by the environment and
tuned by the time constants of the behaviours. Furthermore, as stated
before, the implementation does not use explicit modelling of the envir-
onment nor of the task execution. Rather, both the environment and
the task plan are implicitly incorporated in the behaviour program.

The cooperation between the mobile platform and the manipulator
is sequential; if the manipulator is not in the park position, the platform
is not allowed to move and if the platform is moving, the manipulator
is not allowed to leave its park position. The overall motion speed of
the system is low: it takes the manipulator ten seconds to move from
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Figure 2.8: The control system of the arm and gripper of Herbert is com-
posed of fifteen separate behaviours. The figure shows the eleven behaviours
for the arm. All behaviours are grouped into six levels of competence, two for
the gripper and four for the arm (copied from [32]).

full up to full down.

2.4.2 Mobile manipulation at Georgia Tech

The second behaviour-based mobile manipulator discussed here was
developed at Georgia Institute of Technology. The project in which it
was developed focussed on researching technology for material handling
and transportation.

Part of this project is the integrated control of a mobile manipu-
lator. The key issue is that the mobile platform and the manipulator
are considered as one component, and thus they are one of the first to
allow movement of platform and manipulator at the same time. This is
different from the approach taken by Connell (section 2.4.1) and most
mobile manipulation approaches up to then, where the platform is used
to position the manipulator, after which the manipulation is done on
a static platform. For a complete overview of the project, the reader is
referred to [9].

The implementation of the behaviour-based mobile manipulation
controller, as discussed in [30], will be further investigated here. The
motivation for such an integrated controller for both the manipulator
and platform is the fact that it is both biologically plausible to ap-
proach it as one problem and it is time-saving to have the manipulator
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preshape to the grasping task during the ballistic motion4. The mobile
manipulator used here is a Denning MRV-2 non-holonomic mobile base
with a CRS A251 industrial manipulator.

They define behaviours based on the vector field theory, extended
to 3D. Two main behaviours are defined, a move-to-goal behaviour
and an avoid-static-obstacle behaviour. The move-to-goal behaviour
defines a pseudo-force at the end effector, defined by:

eeW = Wcûg/ee, (2.17)

where ûg/ee is a unit vector pointing from the end effector towards
the goal and Wc is a constant gain. An additional pseudo-force is
applied to the wheels of the robot to steer the towards the goal. This
pseudo-force is proportional to the angle between the wheels and a line
towards the goal.

The avoid-static-obstacles behaviour defines repelling spheres
around the joints and repelling cylinders around the limbs. Obstacles
within these repelling spheres and cylinders cause pseudo-forces and
torques on the joints, which are combined linearly. These pseudo-
force/torques on the joints and on the end effector are converted to
the drive torques on all the joints by using equation 2.18 with the
appropriate Jacobian.

Γ = JT W, (2.18)

where Γ is the n-sized vector of joint torques, W the six dimensional
vector of pseudo-wrenches on a certain point and J is the appropriate
Jacobian.

The joint torques are transformed to the desired joint velocities by
applying a pseudo-damping function:

q̇i =
Γi

ci
, (2.19)

where q̇i is the joint velocity (rotational velocity in case of manip-
ulator joints and translation velocity in case of the mobile platform)
and ci the appropriate damping value. To avoid the phenomenon that
the manipulator is fully extended before the platform is close to the
goal (which results in “Frankenstein walk”), the damping values are a
function of the distance to the goal.

4Ballistic motion is the approach phase of a grasping or reaching movement.
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[75] describes the implementation of a drum sampling demo using
the same mobile platform and the behaviours discussed above. This
is extended with two levels of behaviour sequencing, using finite state
automata. Each state defines the appropriate behaviours at that mo-
ment in the task. In this demo, the mobile manipulator searches for a
goal drum using vision. When the drum is found, a goal is set and the
mobile manipulator approaches the drum. Once the robot has arrived,
it searches for a hole and simulates taking a sample through this hole
with a straw. It then retracts the straw and moves to a different drum,
repeating the sampling.

2.4.3 The virtual vehicle approach

Egerstedt et al. propose to use a ‘virtual vehicle approach’ to con-
trol their mobile manipulator. They assume the global task to be a
trajectory to be followed by the end effector.

B

A

B’ A’

Figure 2.9: The virtual vehicle approach supposes two trajectories, one for
the base ‘B’ to follow and one for the arm ‘A’ to follow. On these trajectories
‘virtual vehicles’ are defined (B′ and A′), whose position is governed by some
rule. The real base and arm only try to steer towards the virtual vehicle.

In [37], a path for the mobile platform is planned online in such a
way that it is feasible with respect to manipulability. They define two
‘virtual vehicles’ moving along both trajectories. The position of these
virtual vehicles are defined by differential equations, also including the
error between the position of the end effector and platform and their
virtual counterparts. The control of the end effector and the platform
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are easy since they only have to steer towards the virtual vehicles.
In [92] they define the movement of the base as a combination of

two behaviours. One behaviour is a vector field obstacle avoidance,
the second behaviour steers the platform in the direction of the error
vector from the end effector towards the virtual vehicle point. If the
error is within predefined bounds, the platform stops, such that small
errors can be compensated by the manipulator arm. The evolution of
the virtual vehicle position on the task trajectory is also modified. If
the error gets too large, i.e. when the platform should ‘catch up’, the
point stops on the trajectory until the error gets small again.

2.4.4 Behaviour-based manipulation

Wasik et al. ([135], [133], [134]) implement behaviour-controllers us-
ing fuzzy rules for a manipulator with a camera at the end effector.
Both the behaviours and the co-ordination of these behaviours are im-
plemented using fuzzy rules. Most basic behaviours use the camera
as input. The output of these behaviours are defined in camera space.
This way, the tight sensor-actuator coupling required by the behaviour-
based paradigm is attained. As an example of a basic vision-based be-
haviour, the ‘Center’-behaviour is explained, which keeps the object of
interest in the centre of the image ([133]):

IF object at left in the image
THEN GO(LEFT)

IF object at right in the image
THEN GO(RIGHT)

IF object is upper in the image
THEN GO(DOWN)

IF object is lower in the image
THEN GO(UP)

Complex behaviours are constructed by a fuzzy combination of ba-
sic behaviours. Another nice feature of defining behaviours thus is
the simplicity of making sequences of behaviours, as needed in a more
complex task such as a pick-and-place task. The conditional state-
ments of the behaviour combinations function as descriptions of the
task progress. A prerequisite is then of course, that the active beha-
viour causes the condition of the next subtask to be fulfilled. Since the
list of if-then rules are nearly mutually exclusive, it can be viewed as a
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description of a finite state automaton. Therefore, this approach bares
weight mainly due to the fact the sharp transitions between states are
replaced by fuzzy transitions.

Another use of the behaviour-based paradigm on manipulation is
made by Pettinaro ([98], [99], [100] and [101]). He uses a task-based
decomposition focussed on industrial tasks. He defines behaviours as
goal-achieving entities which, combined, perform the total task. Fur-
thermore, the predefined behaviours are used by a high-level task plan-
ner as building blocks to for assembly plans: “Since it is not possible
for assembly agents to get away from plans because of the inherently
structured world they have to deal with, the ideas of the behavioural
approach were translated into the behaviour-based assembly architec-
ture which may be seen as a hybrid” [101].

2.5 Summary and conclusions

This chapter has sketched the background in which this dissertation
should be viewed. Behaviour-based robotics has been introduced. Al-
though already many applications of behaviour-based robotics exist,
there seems to be a lacking of theoretical founding which leads to a pro-
liferation of architectures and approaches. This proliferation has been
remedied by grouping all behaviour-based approaches into two groups:
the subsumption architecture and the generalised schema-based archi-
tecture. The definition of the generalised schema-based architecture
can be seen as the concretisation of the reference architecture most
researchers in behaviour-based robotics implicitly use.

The current state of the art of mobile manipulation has been de-
scribed, both of behaviour-based (mobile) manipulation and of model-
based mobile manipulation, which revealed that very little research has
been done on behaviour-based (mobile) manipulation

Thus, behaviour-based mobile manipulation control and the pro-
gramming of such systems remains in the early stages and further re-
search is required.

The behaviour-based approach is essentially a practical approach,
in the sense that embodiment is essential. Therefore, the applicab-
ility of the behaviour-based approach to mobile manipulation is re-
searched by implementing two test-cases, inspired by the model-based
mobile manipulation examples presented earlier. This is presented in
chapter 4. However, before practical behaviour-based controllers can
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be implemented, it is useful to design a software framework for such
programs. The next chapter presents the development of a software
framework, designed with the generalised schema-based architecture in
mind. However, to limit its use as little as possible, also other intelligent
robot control architectures can be implemented using the framework.
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Chapter 3

A software framework for
robotic control
architectures

As became clear in the last chapter, there is a need of a well-defined
software framework, for the implementation of naive behaviour-based
controllers. Furthermore, the application of behaviour-based control to
manipulation requires a solid definition of that controller, since manip-
ulation tasks are harder to control than the general applications where
behaviour-based robotics has been applied.

This chapter describes the software framework that was developed
during the dissertation, which is named the Multi Agent Robot Control
Architecture (MARCA). Section 3.1 describes the goal of the frame-
work in general terms. From this, the requirements on the software
framework can be derived (section 3.2). Section 3.3 briefly discusses
some existing frameworks.

The requirements and the literature let to the software design meet-
ing these requirements, which is discussed in section 3.4. The most
important aspects of this chapter are summarised in section 3.5.

3.1 Introduction

In the previous chapter it was stated that a robotic control architec-
ture, besides offering structure, also imposes constraints on the possible
solutions to a problem (definition 2.4). This is used as a basis to in-
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vestigate the requirements on a software framework for such a control
system; the trade-off between structure and design freedom has to be
made carefully.

The first thing to take into account is the target platform; in the
case of this dissertation it is a mobile manipulator. The control of a
manipulator, especially when in contact with the environment, is not
obvious. Therefore, structuring the implemented control algorithms is
very important, such that analysis tools can be used, e.g. to investigate
the stability.

Another aspect that the framework has to allow is the implement-
ation of an incremental learning controller. Without looking forward
to solutions to this problem, it can already be stated that adding and
removing controller components at runtime will be necessary.

From a software development point of view, this framework should
allow the easy implementation of the software code, offering easy and
logical interfaces to the user. It should implement the control execu-
tion1, but leave the control algorithm open. This means the user should
have a clear notion of what will be done when, but the user should not
be bothered with details of it. To allow this, the functionality of a con-
troller should be decomposed into base components. Again, the generic
functionality of the decomposition can be implemented by these base
components, the specific functionality will be user-defined. When the
previous is concretised, one arrives at definition 3.1, which defines what,
in this dissertation, is understood by a software framework for control
architectures.

Definition 3.1 (Software framework for control architectures) A soft-
ware framework for control architectures consists of a collection of base
components which have to be used to build up the controller. The
components implement the communication between the components and
the execution of the controller. The possible control architectures are
defined and constrained by the ways the components are allowed to in-
teract.

The main goal of the software framework will be the implementation
of our behaviour-based programs on mobile robots, and particularly on
mobile manipulators. The main robotic control architecture is what is

1The execution of a controller is determined by the implementation of a control-
ler, i.e. whether the controller is single- or multi-threaded, the sequence in which
the components are called, etc.

46



3.2 Requirements

defined as the generalised schema-based behaviour-based control (see
section 2.2.3). However, it would be preferable if the software does not
restrict the possible control architectures too much; it would be nice
if it can also be used for other control architectures, such as hybrid
deliberative-reactive controllers.

3.2 Requirements

Now that the purpose of the framework is described, it is useful to
make the requirements explicit.

Concerning control architectures: The targeted control architec-
ture is obviously behaviour-based control, although also different
approaches (such as hybrid deliberative/reactive control) should
be easily implementable in the framework. Therefore the frame-
work has to restrict the diversity of control architectures as little
as possible. However, the execution of and the communica-
tion within the controller has to be clearly defined. Since these
demands are close to opposite, they will introduce a trade-off
between the formalisation of the controller execution and the free-
dom of choice of the control architecture.

Concerning hardware control: Another important facet of the
framework is that it should be able to handle all types of sensors
and actuators. Each of these sensors and actuators will have
different characteristics concerning frequency, speed of data ac-
quisition, etc. A nice example to clarify this, is the comparison
of an industrial manipulator (controlled at sampling frequencies
ranging from 100 Hz to 1000 Hz) and a mobile platform (con-
trolled at a frequency of order of magnitude 10 Hz). For sensors,
even a wider diversity exists.

Concerning incremental learning possibilities: It is a goal of
this dissertation to investigate robots that have incremental learn-
ing capabilities in free, unstructured environments. A robot
should be able to learn new skills, using the skills it already pos-
sesses.

Therefore, the framework should provide the possibility of chan-
ging the configuration of the control program at runtime. This re-
quires a modular design of the controller. The modules should be
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dynamically reconfigurable, addable and removable. Of course,
this complicates matters, since then it cannot be known at design
time which components will be available, which components
should be used in certain situations, etc. Hence, a certain level
of autonomy and intelligence should be added to the components
themselves.

Concerning ease of use: The framework should above all be usable
by different users. Therefore, the interfaces of the components
and the execution of the controller should be clear.

Summarising the requirements:

1. The framework should define the execution of the control process,
but should restrict the possible architectures of the controller as
little as possible.

2. The framework should provide the means for easy definition and
combination of modules, by clearly defining the interfaces of the
modules. These interfaces are used during execution of the con-
troller. Note that the modules can, but do not necessarily need
to be, control modules in the sense of classical control theory.

3. The framework should be able to deal with a large diversity of
sensors and actuators, each addressed and used at its own sample
frequency.

4. The framework should consist of hot-swappable modules, i.e.
modules that can be loaded and unloaded at runtime. When a
module is loaded, it should be able to function (semi-) autonom-
ously, getting all information it needs (when possible); it should
decide for itself if it can be executed.

3.3 Three examples of existing software frame-
works for (behaviour-based) controllers

This section describes two available software frameworks for behaviour-
based robot control and a framework more focussed on motion control,
but with desirable properties. Some strong points and weaknesses are
highlighted. It will give a clearer image of what is needed in the software
design devised in this dissertation.
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3.3.1 Saphira

Saphira is a C++ robotics library for research use, which uses fuzzy lo-
gic behaviours. Furthermore, Saphira is used as the navigation software
on the ActiveMedia robots. It is downloadable from the ActiveMedia
web page [1], although the newest versions are not free software. The
version of the Saphira architecture here described is presented in [69].

3.3.1.1 Description

Central in the Saphira architecture is an internal model, the Local
Perception Space (LPS). The internal model represents the outside
world, the sensor readings and contains extras, such as e.g. the current
goals and hypotheses.

Behaviours in Saphira are implemented as fuzzy rules combined
with an update rule. The update rule transforms the current LPS
into fuzzy variables appropriate for the behaviour. The result of the
application of the fuzzy rule is called the desirability function, which
states to what extent the behaviour would like to see a particular con-
trol variable appear in the output. The outputs of the different active
behaviours are fused using what is called ‘context-depending blending ’,
which is a function based on two variables: the (fixed) priority of the
behaviours and the activation context. “Behaviours that are more im-
portant are given higher priorities, e.g., avoiding obstacles has a higher
priority than wall-following, since we don’t want the robot to bump
into anything. But letting the collision-avoidance behaviour have com-
plete control over the robot, even when there are no obstacles, is not
reasonable, since in this context it is wall-following that should take
precedence” [69]. An example from [69] is repeated in figure 3.1.

An extra layer is available which can be used to turn behaviours
on and off, which is called PRS-lite (Procedural Reasoning System-
lite). The representational basis of this layer is the activity schema,
basically an ordered list of goals, that are to be achieved to attain the
final objective. These activity schemata can be compiled into finite-
state machines, where each machine activates a set of behaviours. More
than one of such finite-state machines can be active at the same time.
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Figure 3.1: Context-dependent blending of wall-following and obstacle-
avoiding behaviours. After passing point (a), the Avoid behaviour starts
to become active, and its higher priority dominates the Follow behaviour. At
point (b), the obstacle is passed, and the Follow behaviour resumes control
(from [69]).

3.3.1.2 Discussion

The advantages and drawbacks of Saphira are listed below.

Advantages

1. Both co-ordination and scheduling of the behaviours are done
using fuzzy theory. This explicitly supports a soft transition from
one behaviour to the next and from one state to the next.

2. The context-dependent blending mechanism proposed provides
the behaviours with a certain level of autonomy; they make an
estimation of when they are appropriate and when not, based on
the information from the LPS.

Disadvantages

1. The central model used in Saphira to gather all information is
in direct conflict with an important aspect of behaviour-based
robotics, namely the desired distribution of information among
the behaviours.

2. Saphira only allows fuzzy co-ordination of the behaviours.
However, it has to be remarked that many reactive co-ordination
mechanisms can be rewritten to fuzzy co-ordination mechanisms,
with well-chosen fuzzy predicates.

3. Behaviours have no notion whether or not they are being used in
the global control. For example, this makes it hard to incorporate
learning in the behaviours, since they do not know to what extent
they are responsible for the current situation.
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4. Only reactive behaviours are supported. However, the use of
the LPS facilitates the use of more complex behaviours, such as
corridor following with memory. In that case, the corridor does
not disappear at once, when the corridor itself is not sensed, for
example when traversing a crossroads.

5. The design of behaviours is not very object oriented. For ex-
ample, the information of the behaviours is not encapsuled in the
behaviour itself, but it is globally available in the LPS. Beha-
viours themselves are function calls.

3.3.2 MissionLab

MissionLab is freely downloadable software [6] supporting the develop-
ment of reactive behaviour-based controllers for multiple mobile robots
missions. Although the incorporation of higher-level reasoning is also
supported in the newer versions, it is not explained here, since it is
not applicable in the context of this dissertation. Neither shall the
graphical design environment be discussed.

3.3.2.1 Description

The design of behaviour-based controllers is based on what is called the
Societal Agent theory [76]. Agents form the basic calculation modules.
These agents are combined into agencies, which are agents themselves.
To explain the structure of the control program, the example of an army
is presented. A commander refers to his command, not as individuals,
but as abstract units. These units will have the same form in their
command structure. This process allows the incremental building of
high-level controllers and it offers the complete abstraction of the low-
level controllers.

The basic building block is the Atomic Agent, which implements a
situated computational function. Suppose n variables (v1, v2, . . . , vn),
which represent sensor values or internal variables. Then a behaviour
defines a function f that calculates an output y as:

y = f(v1, v2, . . . , vn) (3.1)

The computational function f is situated in the sense that the vari-
ables are “not simple constant, but, in fact dynamic dataflows providing
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temporally varying stimuli over the lifetime of the agent in response to
environmental changes” [76].

Four primitive behaviour classes support the construction of atomic
agents, namely sensor, actuator, perceptual and motor classes. The
hardware dependent sensor and actuator classes are not present in
a ‘free configuration’; they are bound to the program in the last
stage of the design, thus rendering robot-independent control programs.
The perceptual classes process sensor information to provide ‘virtual
sensors’. The virtual sensors “facilitate hardware-independent percep-
tion and task-oriented perceptual processing” [76]. Motor classes pro-
duce motor commands from the information provided by the perceptual
classes.

Agents can be collected into a society of agents, which are called As-
semblage Agents. This can be done using both atomic and assemblage
agents. This collection is done using an appropriate co-ordination op-
erator C, such that:

Agent = C(Agent1, Agent2, . . . , Agenti) (3.2)
A taxonomy for the co-ordination is provided (see figure 3.2).

Co-operative

Co-ordination Classes

Competitive

ContinuousState-Based

Temporal Sequencing

Figure 3.2: Classes of co-ordination modules (from [76])

State-based co-ordination mechanisms partition the agents they are
managing into distinct groups, allowing only a subset of the total agents
to be active at one time. Continuous co-ordination mechanisms utilise
results from all the agents they are managing to generate the desired
output [76].

3.3.2.2 Discussion

The advantages and the drawbacks of MissionLab are listed below.

Advantages
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1. The definition of the framework is object-oriented in its design.

2. The Societal Agent theory provides a uniform representation of
computational objects at all levels in the hierarchical organisa-
tion. This theory also provides the recursive construction of re-
usable components at all levels, from primitive motor behaviours
to societies of cooperating robots. Together with the object-
oriented design, it facilitates code reuse and information hiding.

3. The complexity of the control system is transferred to the co-
ordination mechanisms. Atomic agents, representing basic beha-
viours can be kept simple. The complexity of the system is at-
tained through the co-ordination of the multitude of simple beha-
viours, which are active within an assemblage; the co-ordination
object has the responsibility to achieve the general desired beha-
viour, co-ordinating the partial outputs of its agents.

Disadvantages

1. The framework offers no real structured way to keep a handle on
information flow and controller execution. A general design meth-
odology based on agents is presented. The assemblage agents,
however, can be constructed with little constraints, allowing mis-
use of the architecture.

2. The agents have little autonomy. As stated above, the atomic
agents are function calls implementing a specific behaviour. The
combination component decides which agents are active at any
moment, and not the agents themselves.

3. The behaviours in the framework are purely reactive.

4. Temporal sequencing (a very important co-ordination object,
basis of all programs) allows only goal-oriented tasks. In this case,
the human designer replaces the deliberative system by crafting
a suitable behavioural assemblage which completes the desired
task. Since FSA are used to implement the temporal sequencing,
the possibility to react to unforseen situations (either good or
bad) is limited. Finally, temporal sequencing can cause transient
effects after switching.
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3.3.3 Multi-Agent Controller Implementation Frame-
work

The Multi-Agent Controller Implementation Framework (MACIF)
[128] is not downloadable and to author’s knowledge not otherwise
available. However, the framework was developed with the same in-
tention as the framework for this dissertation, namely to structure a
formerly unstructured control architecture. In this case of the MACIF,
it is the agent-based method of constructing complex controllers.

3.3.3.1 Description

The MACIF is, like MissionLab, based on the agent theory of Minsky
[83]. Local controllers, named elementary controller-agent components,
implement locally applicable control algorithms, where the locality is
determined by the operating regime of the plant to be controlled. The
applicability is expressed through the activation of the local controller.
These elementary controller-agents are combined into controller-agency
components, and are co-ordinated by co-ordination object components.
The hardware is addressed by sensor components and actuator com-
ponents. The final control program is encapsuled by the multi-agent
controller component. Those are the six components that are used to
build a multi-agent controller.

The controller works as follows. At a fixed frequency, the multi-
agent controller commands all sensors to refresh their values, i.e. to
read out the physical sensors. Then it asks its co-ordination object to
create a new value to send to the actuator.

The first step is attaining the activation of the whole system. The
multi-agent controller asks the activation of its co-ordination object.
This, in its turn, asks the activation of all its controllers, which can be
elementary controller-agents as well as controller-agencies and merges
these activations into a one activation, representing the collection of
controllers. How exactly this is done depends on the co-ordination ob-
ject used. If one of the controllers of the co-ordination object is actually
a controller-agency, the same steps are repeated for this controller-
agency.

The multi-agent controller then tells its co-ordination object that
it is active. The co-ordination object in its turn decides which control-
lers are activated and which not, and tells them. This decision again
depends on the type of co-ordination object and on the activation of
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Active functions called
k − 1 k

false false update()
false true initialise(), calculate(), update()
true false update(), finalise()
true true calculate(), update()

Table 3.1: The table shows which functions are called on an elementary
controller-agent during the construction step of the actuator command, de-
pending on whether the elementary controller-agent is active or inactive at
calculation steps k − 1 and k.

the controllers. If the controller is an controller-agency, the controller-
agency of course repeats this step for its controllers.

Finally the multi-agent controller asks its co-ordination object to
construct an actuator command. The co-ordination object will ask its
activated controllers for their actuator command and then merges all
actuator commands into a new actuator command. This value is sent
to the actuator. Needless to say that if the controller is a controller-
agency, the same mechanism takes place inside this controller-agency.

An elementary controller-agent can implement four controller-
related functions, namely initialise(), calculate(), update() and
finalise(), which are all called at distinct moments during the con-
struction of the actuator command (see table 3.1). When an element-
ary controller-agent was inactive last sample time, but is active now,
initialise() is called. If the elementary controller-agent is active now,
calculate() is called. update() is always called. And finally, if the
elementary controller-agent was active last sample time and is inactive
now, finalise() is called. This allows a control algorithm to initialise
its internal state, keep estimators running even though it is not used,
etc.

3.3.3.2 Discussion

The MACIF has the same advantages as MissionLab. The extra ad-
vantages and the drawbacks of MACIF are listed below.

Advantages

1. The execution of the controller is well-structured, which is im-
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portant in a control theory context.

2. The execution of the controller explicitly allows the use of internal
states. Thus the controllers are not purely reactive.

Disadvantages

1. The framework is focussed on single frequency, single actuator
systems.

2. The framework does not support event-triggered control.

3. The framework does not support complex data types.

3.3.4 Conclusion

The Societal Agent theory of MissionLab has some interesting qualities
in design complex controllers for complex systems. It offers informa-
tion hiding and the possibility to incrementally build control systems.
However, the agents lack autonomy, since they are completely con-
trolled by the co-ordination object (note also the comparison to an
army line of command).

Saphira offers extra autonomy to the behaviours by means of the
desirability function. Furthermore, both architectures pay little atten-
tion to the structuring of the control execution.

The MACIF framework offers both the autonomy and the structur-
ing of the control execution. However, it is focussed on single frequency
control algorithms and does not support addition and removal of con-
troller during runtime. Neither are event-based controller algorithms
supported.

3.4 The software framework MARCA

The requirements on the framework have been made explicit, the com-
ponents that build up the framework (definition 3.1), however, are still
implicit.

The analysis of the generalised schema-based architecture in func-
tional components gives a first stab at defining the necessary compon-
ents: there are sensors to be read, actuator commands to be calculated
and actuators to be driven (at correct frequencies). This would require
sensor components, actuator components and components doing the
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processing from sensor data to actuator data. And maybe most im-
portantly, the outputs of all parallel schemas have to be combined into
one appropriate output. The parallel to the architecture of MissionLab
and MACIF is clear. Therefore, the Societal Agent theory (e.g. [76],
[83]), shall be adopted in this dissertation.

To generalise the possible architectures a little further, only a small
step has to be taken. The sensor and actuator data is abstracted to
any kind of data. These generalised components are named input and
output components.

The responsibilities of the components in the framework will be
discussed in more detail in the following section2. The schema of the
software design is presented in the Unified Modelling Language (UML,
[16]) in section 3.4.2 and all components are treated in more detail.

3.4.1 The different components

3.4.1.1 Input component

The input component will offer access to any type of data in buffers.
An input component offers a passive interface, i.e. it offers access to
data that can be pulled. This will just represent data in the most
general sense. In other words, the input component does not offer the
possibility to attach any interpretation to the data (e.g. units or types).

Input components can represent physical or virtual sensors. Virtual
sensors are sensors defined on data inside the framework, most com-
monly this will be preprocessing of the raw sensor data (similar to the
perceptual behaviours of MissionLab). Sensors are autonomous com-
ponents in the framework, which means they control their own internal
state and function. One can request a value of a sensor component at
any time, the sensor component itself must make sure the most recent
value is given.

Two types of sensor components exist: continuous-time and
discrete-time sensor components. A continuous-time sensor, for ex-
ample a force-sensor, can be read out at any time and at any fre-
quency; this will be represented by a continuous-time sensor compon-
ent. Discrete-time sensors, for example a laser range scanner, produce

2Numerical control is a discrete-time process. In the discussion of the function
and the responsibilities, this will not explicitly be mentioned. Therefore, although
a discrete-time control process is subject to the basic rules of signal processing,
problems such as aliasing are left to the designer.
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new measurements at certain specific moments in time; they are obvi-
ously represented by discrete-time sensor components. The continuous-
time sensor component can either provide direct access to the sensor (a
‘pull’ action will read the physical sensor) or buffered access (a ‘pull’
action will return the buffered value, while the buffer is updated at a
certain frequency). In the case of discrete-time sensors, the access will,
naturally, always be buffered. Discrete sensor components will fire an
event when new values are available. This will enable the controller to
choose between a continuous mode and a discrete, event-based mode.
Note however, that a discrete-time sensor component can be used in
the same manner as a continuous-time sensor component, with the dif-
ference that between updates of the sensor values, the values returned
by the sensor component will remain constant.

These choices guarantee that requirement 3 of section 3.2 is met for
the sensors.

3.4.1.2 Output component

The Output components resembles the input component, in the sense
that it also offers a general access to data in buffers. As with the input
component, the data has no interpretation in the output component.
The major difference with the input component is, that the data is
pushed in the output component.

Actuators are represented in the framework by a special imple-
mentation of an output component, which is responsible of driving the
actuator. Thus, an actuator component will ask for new values to send
to the actuator, when it is time to steer its physical actuator3. This
ensures that requirement 3 is also met for actuators. The actuator
components are the driving forces behind the total control program.

3.4.1.3 Controller component

Little can be said about the structure of these controllers. However,
considering requirements 1, 2 and 4, one comes to a controller compon-
ent that is capable of doing its own small part of the signal processing.
They will be continually inspecting their inputs, their only access to
the outside world, checking whether they can do useful things.

3This request is considered to take an infinite small amount of time. In section
3.4.2, under the item Multi-agent controller, it is explained how this is achieved.
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The global controller is built up from these basic (semi-) autonom-
ous components, called agents. The agents have their own goal, and
can make an assessment of the appropriateness of their goal in the cur-
rent situation, as it perceives through the inputs. Agents are capable
of producing values for the output, which are called opinions on the
correct output at this moment. The outputs do not have to be actuator
related.

3.4.1.4 Combination component

The one component missing for a Societal Agent architecture is a com-
ponent capable of combining the opinions of several controller compon-
ents into one consistent opinion of the agglomeration of these control-
lers. Its role in the system is plural. On one hand, the combination
component has to co-ordinate the execution of the agents, on the other,
the combination component has to combine the several opinions into
a new opinion of the agency. When conflicts in opinion between the
agents arise, the combination component has to resolve these.

A combination component ‘pull ’s the opinions of its agents and
combines those into a new opinion. This opinion is ‘pushed ’ into its
own output component.

3.4.1.5 Summarising the design

Four main component types have been distinguished, namely in-
put components, output components, control components and co-
ordination components. The responsibilities in dataflow have been
identified: the control components, abstract signal processing units,
pull the necessary information from the input components and push the
calculated information into their output components. The input com-
ponent always have the most recent information ready. Co-ordination
components, comparable to the controller components, pull the opin-
ions of their group from the outputs of their controller components, and
push the combination of these opinions into their own output compon-
ent.

Two special components have to be described, namely the ports to
the hardware: the sensor components and the actuator components.

The controller components are autonomous in the sense that they
make their own estimation of their appropriateness in the current situ-
ation, as observed through their inputs. This decentralisation of intel-
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ligence enables the easy addition and removal of controller components
to and from the global controller. The same goes for co-ordination
components.

The link with agent-based control has been suggested.

3.4.2 UML description

In the previous sections, the general components of the framework have
been identified and their responsibilities have been laid down. As a
basis for the transformation into software MACIF, as discussed in sec-
tion 3.3.3, is used. The design goals leading to the development of
MACIF relate closely to the goals of this dissertation. Both frame-
works strive to formalise the execution of rather unstructured terrains
of agent-based controllers on one hand and behaviour-based controllers
on the other hand.

The relation between the different components in the framework
have been described using the UML modelling language [16]. Figure
3.3 shows the UML diagram of the defined classes and their relations.
The objects in the diagram will be discussed below.

Inputs The Input class is only defined by its interface. It can rep-
resent sensors and buffers. The Input class is essentially passive
in the framework; it just provides access to the Data object(s) it
represents. E.g., a sensor has the responsibility of refreshing its
own sensor values and the Input object only offers an access to
these values.

Outputs and Actuators The Output class, as with the Input class,
defines the interface to the Data object(s) it represents. These
can be virtually anything, e.g. actuator command, subgoal lists,
. . .

Since Output classes are nothing but interface classes, the real
functionality of these object have to be defined in derived classes.
In figure 3.3, SpecificOutput is an example of such a special-
isation. All Agent classes that have an opinion on this type of
output, will have an instantiation of this class. The type of data
available in such an output will be a specialisation of the Data
class, in this case, typically SpecificData.

The classes that represent the physical actuators in the
framework are the driving force behind the control system
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Figure 3.3: UML figure of the basic components of the framework.

(SpecificActuator in figure 3.3). They are a further special-
isation of the Output class. In software each actuator that has to
be driven will have one such software counterpart. This class is
an active object (i.e. it has its own thread of execution) and will
periodically ask the complete group of controllers for a new opin-
ion on the desired actuator command. When Agents are actuator
specific (i.e. they only contribute to one type of actuator), they
can check if the request for an opinion is from ‘their’ actuator
through the SpecificOutput.

Agent Central in the diagram is the class Agent. This class repres-
ents the generic functions of both the elementary controller com-
ponents and the agglomeration of controller components. This
enables the incremental building of bigger agencies from existing
agencies (comparable to the assemblage agencies from Mission-
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Lab and the controller agent from MACIF). The Agent defines
the possible communication in the framework. Furthermore, it
manages the Inputs and Outputs of the agent.

In

Appi Acki

OutAgent X

……

In Out

… …
AckiAppi

Ack

Coordination

App

Figure 3.4: A schematic representation of a basic agent and a co-ordination
object.

First of all, the general function of the Agent is to produce an
opinion on its output(s). This is managed as follows: every cal-
culation step, the Agent is asked whether it is appropriate in
the current situation. The answer is given through the appropri-
ateness signal Sapp (equation 3.3). The Agent is notified about
the fact whether ‘the outside’ will use its opinion through the
acknowledge signal Sack (equation 3.4).

Sapp ∈ [0, 1] (3.3)
Sack ∈ {true, false} (3.4)

Secondly, the Agent can be asked to come up with a new opinion
on the Output. For this, each Agent has its own connection to
Inputs and its own set of Outputs.

The interface as seen in the framework is shown schematically in
figure 3.4(a).

BasicAgent The BasicAgent represents the controller component. It
is a specialisation of the base class Agent.

The function of the BasicAgent is not defined and can range from
a simple input-output mapping to e.g. a symbolic task planner.
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The agent has its own opinion on what the correct output should
be (again, ranging from actuator command to a subgoal list, and
so forth). The agent is autonomous in the sense that it expresses
its belief of its own appropriateness to the current situation as
sensed through its inputs, through its outputs (it can see if its
output desires new data) and its internal state:

Sapp : I × O × IS −→ [0, 1], (3.5)

which defines the appropriateness signal as a mapping from the
collection of inputs I of the agent, its outputs O and its internal
state IS to a value between 0 and 1. The possible use of some
internal state implies that the calculation of the appropriateness
is not purely reactive.

From its co-ordination objects, the agent gets information about
whether its opinion on the output will be used in the global out-
put (signal Sack in figure 3.4(a)). Since a BasicAgent can be
member of more than one agency, the control of the appropri-
ateness signal Sapp and the acknowledge signal Sack is buffered.
In other words, the BasicAgent class causes that the calcula-
tion of Sapp will only have to be done once per calculation cycle.
Sack also is only provided once to the BasicAgent, constructed
according to equation 3.6:

Sack,agent = Sack,1||Sack,2|| . . . ||Sack,n, (3.6)

where Sack,i are the signals provided from the several agencies and
|| is the logical or-operator. This makes sure that the BasicAgent
has no notion of the number of agencies it is a member of. For
the BasicAgent, it is just part of the community and sometimes
its opinion is used and sometimes it is not.

The BasicAgent can be active or passive (either in possession of
its own thread of execution or not). If the agent is passive, the
thread doing the calculation comes from the SpecificActuator
class. Four functions can implemented that can be called during
the calculation step of the opinion of the output: initialise(),
calculate(), update(), finalise(). These functions are called
in the same manner as in the MACIF discussed in section 3.3.3.
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If an agent is active, it has its own thread of execution. This
can be essential in two situations. Firstly, in cases where the
calculation step of the agent takes too much time with respect to
the sample period of the actuator. In such a case, it is of course
imperative that the opinion of the agents stays valid for multiple
sample periods. Secondly, an active agent can be useful when
the agent is responsive to some event. Here, one can think of
a planning agent. The outcome of the planning, for example a
list of subgoals, is not directly incorporated in the control loop
that steers the actuator. However, it still has to be executed,
and maybe redone when the robot gets caught in a deadlock. In
these cases, the execution of the agent is no longer synchronous.
When the agent is an active object, the communication of the
appropriateness signal Sapp and the acknowledge signal Sack can
either be buffered or completely ignored.

Agency The Agency is also a specialisation of the base class Agent. It
encapsulates a co-ordination object and its agents. The Agency
takes care of the communication with the rest of the framework.
Basically, it has to be able to give the appropriateness of its
collection of Agents and distributed the acknowledge signal. For
this, it uses its co-ordination object. Also the construction of the
opinion of the collection is done by the co-ordination object.

Co-ordination object A co-ordination object can be regarded as the
manager of a group of basic agents and agencies. It has access to
the same inputs as its agents and it has access to outputs of the
Agency, which are most commonly the same Outputs as its agents
have (see figure 3.4(b) and figure 3.3). Notice that it is possible
for a co-ordination object to combine agents with different types
of outputs.

The communication of a co-ordination object is the same as the
communication of an agent: an outgoing signal defining its estim-
ate of appropriateness (Sapp) and an incoming signal informing
the co-ordination object whether its opinion on the output will be
used (Sack). The extra communication the co-ordination object
defines is the communication to its agents (again Sapp,i and Sack,i

signals). The function of a co-ordination object is to combine the
Sapp signals of all its agents:
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Sapp :
n∏

i=1

Sapp,i × I × O × IS −→ [0, 1], (3.7)

where I, O and IS are as defined before and Sapp,i are the appro-
priateness estimations of the n Agents of the Agency.

When the co-ordination object is asked for the opinion of the
agency, it fuses the outputs of all the appropriate agents. As
a real manager, the co-ordination object has the final decision
on which agents are allowed to contribute to the fused output
and how this fusion is done. The way the co-ordination object
performs these tasks is not defined by the framework. Often
encountered examples in behaviour-based systems are priority-
based co-ordination or a weighted-sum co-ordination.

The coherent distribution of the acknowledge signals Sack,i is de-
pendent on the specific implementation of the co-ordination ob-
ject, since the co-ordination object determines whose opinions
will be used.

Data A very important facet of the framework is the hiding of inform-
ation. This is attained with the abstract class Data (see figure
3.3 and more specifically figure 3.5). All communication of data
in the framework is done using this generic class.

Data defines the interface that has to be implemented by the real
implementations of the data containers. The framework offers the
use of the template class DataValue, which can be instantiated
with the desired data type. It is also possible to create new data
types (such as SpecificData in figure 3.5), which will either
hold DataValues or other specific implementations of the Data
interface. This offers the possibility to incrementally build more
complex data types.

Multi-agent controller All objects necessary to incrementally build
a complex controller have been described. There is only need for
an endpoint, encapsulating the complete controller. This end-
point is the MultiAgentController (MAC). The MAC is the
access point for starting and stopping the program. It owns and
controls one (the uppermost) agency, the inputs and outputs.
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Figure 3.5: The UML diagram of the Data objects used in the framework.

The SpecificActuator triggers the MAC to start a new calcu-
lation step. In section 3.4.1.2 the requirement was made that the
calculation of a new value takes a theoretically infinitely small
amount of time, which translates to the requirement that the
calculation step is an atomical operation. This is achieved by
the MAC: when an actuator asks for new values, the MAC first
freezes the sensor values (so that all agents use the same values).
It then executes the calculation (by calling the appropriateness
function of its agency, acknowledging its agency and asking for
its opinion) and finally it passes the opinion of its agency to the
actuator. During this calculation, the MAC is locked and not
accessible for other actuators.

When the MAC is changed during execution, the same mechan-
ism works: first the MAC is locked, then the necessary changes
are made, then the MAC is unlocked again. Of course, during this
step, no actuator commands can be calculated. This, therefore,
is only allowed in soft real-time applications.

3.4.3 An execution example

As an example, the communication flow for an agent (Agent X) that
is co-ordinated by two co-ordination objects (Co-ordinator A and Co-
ordinator B) is discussed, when a new value for ’Output’ is deman-
ded (see figure 3.6). To express the direction of communication, ’pull’
communication is preceded by an arrow pointing left (←) and ’push’
communication is preceded by an arrow pointing right (→).

← Co-ordinator A asks Agent X for its estimate of its appropriate-
ness Sapp to the current situation.

← Co-ordinator B asks Agent X for its estimate of its appropriate-
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Figure 3.6: An example of a part of a controller agency. Agent X is part
of two agencies. One is co-ordinated by Co-ordinator A, the other by Co-
ordinator B.

ness Sapp to the current situation.

→ Co-ordinator A informs Agent X that its opinion on the output
will be used, through the acknowledge signal Sack,A.

→ Co-ordinator B informs Agent X that its opinion on the output
will not be used, through the acknowledge signal Sack,B.

← Co-ordinator A asks Agent X for its opinion on ’Output’.

3.4.4 Implementation issues

The framework is implemented in C++ and integrated in MoRE, the
development environment developed during this dissertation.

MoRE is platform independent, which allowed the framework to
be used on several platforms and for different applications. Examples
are the behaviour-based programs implemented on LiAS during this
dissertation (see chapters 4 and 7). Furthermore, it has been used in
the Ambience project [4], where a the controller for a mobile platform
for in-house operation was designed [91], [35]. A last example is the
use of the framework in the implicit estimation of the user’s intention
in shared control for intelligent wheelchairs [130].

3.5 Summary

In this chapter the design of MARCA, an agent-based framework for
robot control architectures has been discussed.
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The requirements of the framework were laid down, based on the
assumption that the framework should be able to implement different
robotic control architectures. However, since it is mainly designed to
implement behaviour-based control on mobile manipulators, the stress
on the framework lies on predictability. Therefore, the design of the
framework is based on an agent-based framework for motion control
systems, that was designed with a same type of goal in mind, in that
case to structure the definition and execution of multi controllers. That
framework has been generalised, to fit the requirements of this disser-
tation.

The transposition of the design into software classes has been dis-
cussed. The presented framework has already been used in several
applications and has proven useful.
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Chapter 4

Naive behaviour-based
mobile manipulation

This chapter discusses the direct application of naive behaviour-based
robotics approach to designing controllers for mobile manipulation.

Firstly, some design guidelines for naive behaviour-based approach
are listed in section 4.1. Then these design guidelines are applied to two
case-studies. In section 4.3 the implementation of a carrying assistant
is discussed. Section 4.4 introduces a controller that enables LiAS to
(semi-) autonomously open a door1.

Both sections are built-up the same way. They start with a qual-
itative description of the tasks. Then the behaviour-based controller
is presented. Figures illustrate the agent-based architecture used to
implement the controller. Small boxes in these figures represent ele-
mentary behaviours, while large boxes with a circle represent com-
pound behaviours and their co-ordination mechanisms. Throughout
the two applications four different types of co-ordination are used:
weighed addition (expressed by a circle with a plus sign), compet-
itive co-ordination (expressed by a circle with a switch), sequential
co-ordination (expressed by a circle with an arrow) and parallel co-
ordination (these co-ordination objects are further defined in section
4.2.3). The last subsections will illustrate the execution of the control-
ler and evaluate the execution based on the qualitative design goals.

1These test cases are initially implemented by students. The carry assistant was
implemented by Rob Kuppens and Gregory Pinte [72], and the skill to open a door
was implemented by Wim Meeussen and Johan Rutgeerts [80].
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Finally, the implemented test cases are compared to results start-
ing from a model-based approach and conclusions on role of the naive
behaviour-based approach to manipulation are drawn in section 4.5.

4.1 Design guidelines for naive behaviour-
based robotics

Definition 2.6 defines naive behaviour-based robotics. However, this
definition does not suffice to base the design of a behaviour-based con-
troller upon. It would be very useful to have some design rules for
doing the design. Design guidelines, distilled from the many different
approaches to behaviour-based robotics, are presented below, although
exhaustiveness is not claimed:

1. Decentralise intelligence and representation. There should
be no central world model, used to store processed sensor data.
Each behaviour should have its own representation. Furthermore,
one should avoid the use of a central decision component.

2. Behaviours are autonomous. Inter-behaviour communica-
tion is not permitted. Neither is a behaviour allowed to directly
change the execution of another (see equation 2.1). Finally, a
sole behaviour should be able to control the robot in a rudiment-
ary, meaningful fashion, i.e. each behaviour implements a whole
subtask or ‘skill’.

3. Avoid complex intelligence at any level. This does not im-
ply that solely lookup is allowed. It does imply, however, that
complex behaviour of the total system should arise from the in-
teraction between simple behaviours and a complex environment.

4. Never change a winning team. In other words, behaviours
that have been built and work correctly should not be changed
and kept in the control system. Control systems should be built
incrementally.

4.2 Generic components of the test cases

Several aspects in the design of the test cases are generic. These are
discussed in this section. Firstly, the mathematical definition of a be-

70



4.2 Generic components of the test cases

haviour of equation 2.1 is specified for the test cases. Then, the used
co-ordinate frames to define these behaviours in, are introduced and fi-
nally the four co-ordination mechanisms that are used in the test cases
are explained.

4.2.1 Mathematical definition of behaviours

When looking at the mobile manipulator, three possible types of be-
haviour are defined: behaviours that control the platform, behaviours
that control the manipulator and behaviours that control both. The
first two types are called homogenous behaviours. Behaviours con-
trolling both the platform and the manipulator are heterogenous. For
both the platform and the manipulator, velocity control is assumed.
Therefore, the actuator space of the platform (Ap) and of the manipu-
lator (Am) are defined as:

Ap = {�ap | �ap ∈ �a0p ∪ [�ap−,�ap+] ⊂ R
2} (4.1)

Am = {�am | �am ∈ �a0m ∪ [�am−,�am+] ⊂ R
6}, (4.2)

where �ap and �am are velocity vectors of the platform and the ma-
nipulator, respectively. �ap− and �am− are the minimum values of the
velocity vectors and �ap+ and �aa+ are the maximum values of the ve-
locity vectors. Behaviours do not have to define the total actuator
command vector. If they do not define it completely, the undefined
components will be equal to the corresponding components of �a0p or
�a0m, which represent a null vector. The null vector can be compared to
the mathematical ‘empty set’, thus it is not the same as zero velocity!

Combining equations 4.1 and 4.2 with the appropriateness estima-
tion signal Sapp, introduced in the previous chapter, leads to definitions
of the extended actuator command spaces for the platform behaviours
Aep, the manipulator behaviours Aem and the combined behaviours Aec

as given in equations 4.3 to 4.5:

Aep = Ap × Sapp (4.3)
Aem = Am × Sapp (4.4)
Aec = Ap × Am × Sapp (4.5)
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4 Naive behaviour-based mobile manipulation

4.2.2 Co-ordinate frames

In the test cases, a total of five different co-ordinate frames were used,
three for the manipulator (listed in table 4.1) and two for the platform
(listed in table 4.2). These co-ordinate system are further highlighted
in figure 4.1. The joint space co-ordinate system jsF is shown in figure
4.2. The velocity commands produced by the behaviours are defined
in these co-ordinate frames.

Manipulator
Name Frame �am

Joint-space jsF q̇
End effector twist eeF eeT
Manipulator twist mF mT

Table 4.1: Co-ordinate frames of the manipulator.

Platform
Name Symbol �ap

Platform velocity p1F b1�v =
(

v

ω

)

Platform velocity p2F b2�v =
(

vx

vy

)
Table 4.2: Co-ordinate systems of the platform.

Homogenous transformation matrices H allowing easy transforma-
tion from one frame to another are defined as:

aF = a
bH

bF (4.6)

Note that jsF is not a Cartesian co-ordinate frame, meaning that
there does not exist a homogenous transformation matrix from this
frame to the others.

4.2.3 Co-ordination algorithms used in the test cases

The four co-ordination algorithms that are used in the test cases are
discussed below. All co-ordination algorithms have two functions: (1)
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Figure 4.1: The used co-ordinate frames in the controllers.

the construction of one appropriateness value representing the total
compound behaviour, (2) decide which behaviours in the compound
behaviour will be used and construct the opinion of the total compound
behaviour.

4.2.3.1 Weighed addition co-ordination

The weighed addition co-ordination will take only those behaviours into
account that have an appropriateness higher than a certain threshold
ST,wa. The appropriateness estimation of the weighed addition co-
ordination is chosen to be the maximum value of the appropriateness
estimation of all those behaviours, thus:
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CRS
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q2

q4

q5

q6

q1

Figure 4.2: The degrees of freedom of the manipulator of LiAS.

Sapp = max
j

(Sapp,j , 0), (4.7)

where Sapp,j is the appropriateness estimation of behaviour j and
j iterates over all behaviours with an appropriateness higher than
threshold ST,wa.

If the compound behaviour is not acknowledged, the co-ordination
algorithm will pass this signal to all its behaviours. Otherwise, the
algorithm should decide which behaviours will be used. As already
stated, the appropriateness estimation of the behaviours themselves is
used to do this. If the appropriateness is above a certain threshold, the
behaviour will be used:

Sack,i = (Sapp,i ≥ ST,wa) &Sack, (4.8)

where Sack,i and Sapp,i are the acknowledge signal and the appro-
priateness estimation of behaviour i, respectively, and i iterates over
all behaviours. & is the Boolean ‘And’-operator and finally Sack is the
acknowledgement received by the compound behaviour.

The construction of the output of the behaviour is done based on the
appropriateness estimation of the behaviours that are acknowledged.
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4.2 Generic components of the test cases

So, the total output of an agency is the sum of the outputs of its
agents weighed by their appropriateness, normalised with the sum of
the appropriateness estimations. In total, this leads to:

Cwa :

⎧⎪⎪⎪⎨
⎪⎪⎪⎩

Sapp = max
j

(Sapp,j , 0)

Sack,i = (Sapp,i ≥ ST,wa) &Sack

a =

∑
j Sapp,j · aj∑

j Sapp,j

⎫⎪⎪⎪⎬
⎪⎪⎪⎭

, (4.9)

where i iterates over all behaviours and j iterates over all acknow-
ledged behaviours. a is the actuator command produced by the co-
ordination, aj are the actuator commands of all acknowledged beha-
viours.

4.2.3.2 Competitive co-ordination

The competitive co-ordination, used in these test cases, selects the be-
haviour with the highest appropriateness. If the appropriateness estim-
ations of the current behaviour and another are equal, the co-ordination
mechanisms stays with the current behaviour. If the co-ordination
mechanisms is free to choose between two or more behaviours, all with
the then highest appropriateness estimation, it picks a behaviour at
random.

Since the co-ordination algorithm has to remember the previously
active behaviour, it has an internal space cur ∈ N

+. Initially, cur is
undefined.

Cc :

⎧⎨
⎩

Sapp = max(Sapp,i)
Sack,i = (i = cur)&Sack

a = acurr

⎫⎬
⎭ , (4.10)

where i iterates over all behaviours, cur is the currently active beha-
viour, represented by its number in the compound behaviour. a is the
actuator command produced by the co-ordination, ai is the actuator
command of behaviour i.

4.2.3.3 Sequential co-ordination

The sequential co-ordination is very similar to the competitive co-
ordination. The major difference lies in the fact that the behaviours
are executed in a predefined order. The behaviour start with the first
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4 Naive behaviour-based mobile manipulation

and switches if some co-ordination dependant Boolean function gswitch

is fulfilled.
Initially, cur = 1.

Cseq :

⎧⎪⎪⎨
⎪⎪⎩

cur = next if gswitch,cur

Sapp = Sapp,curr

Sack,i = (i = cur)&Sack

a = acurr

⎫⎪⎪⎬
⎪⎪⎭ , (4.11)

where i iterates over all behaviours, cur is the currently active beha-
viour, represented by its number in the compound behaviour. a is the
actuator command produced by the co-ordination, ai are the actuator
commands of the behaviours.

When all behaviours have been executed (i.e. cur > n, with n
the total number of behaviours), the sequential co-ordination will not
change anymore. This means that the following variables have to be
defined: Sapp,n+1 = 0 and an+1 = a0, with a0 being the appropriate
null command vector.

4.2.3.4 Parallel co-ordination

The parallel co-ordination is used to combine different actuator spaces.
Since all behaviours will be used, the appropriateness estimation is
chosen to be the average of all behaviours. Thus:

Cp :

⎧⎪⎪⎪⎨
⎪⎪⎪⎩

Sapp =
1
n

n∑
i=1

Sapp,i

Sack,i = Sack

a =
[

a1
T a2

T . . . an
T
]T

⎫⎪⎪⎪⎬
⎪⎪⎪⎭

, (4.12)

with n the number of behaviours in the compound behaviour.

4.3 LiAS, the carry assistant2

Task description: LiAS is to be used as a carry assistant. LiAS will
take one end of a long object in its gripper, the human guiding the
task will take the other end. When the human starts walking,

2For the original implementation, see [72].
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4.3 LiAS, the carry assistant

LiAS has to follow safely, thereby avoiding obstacles. The co-
operation should be as natural as possible.

4.3.1 The behaviour-based controller

First some basic subtasks were defined and divided over the platform
and the manipulator, as a result of an analysis of the task:

1. Fast reaction to human movement should be provided by the
manipulator;

2. Continuous reaction to human movement should be provided by
the platform;

3. Safe navigation should be provided by the platform.

The behaviours that are required for each subtask were defined in-
crementally. The behaviours that implement these subtasks are defined
and tested separately. Once they work well, they are combined into
compound behaviours that achieve the complete tasks. The total con-
troller is shown in figure 4.3. Since there was no need to use the
appropriateness signal for the behaviours controlling the arm, those
behaviours are chosen to be ‘always appropriate’. The behaviours are
treated below.

For this test case, it was decided to use homogeneous behaviours.
The actuator command space for the platform is defined in frame b1F :
�ap = 〈v, ω〉. The actuator command space for the manipulator is the
joint space jsF : �am = q̇.

Follow Force (manipulator): Subtask 1 requires the reaction to the
motion of the human. More concretely, when the object is moved
by the human, the robot should follow this movement. The fast
movements should be accommodated by the manipulator. The
available sensor to measure this movement is the force/torque
sensor in the manipulator wrist. If the human wants to move,
this causes forces and torques at the end effector.

Since actuator command space of the manipulator is in joint
space, the forces and torques are also measured in joint space.
Virtual torque sensors are used for constructing the sensor space
by simulation in software, using:

77



4 Naive behaviour-based mobile manipulation

To
ta

lb
e

h
a

vio
u
r

Fo
llo

w
Fo

rc
e

Po
se

c
o

rre
c

tio
n

+

Fo
llo

w
Fo

rc
e

+

A
vo

id
O

b
sta

c
le

s

Tu
rn

Le
ft

Tu
rn

R
ig

h
t

To
ta

lb
e

h
a

vio
u
r

Pla
tfo

rm
a

g
e

n
c

y
M

a
n
ip

u
la

to
r
a

g
e

n
c

y

F
i
g
u
r
e

4.3:
T

he
behaviour

architecture
of

the
co-operative

carrying
test

case.

78



4.3 LiAS, the carry assistant

Γ = JT Wm, (4.13)

with Γ being the joint torque vector, J the appropriate Jacobian
and Wm the measured endpoint wrench.

The actuator command q̇ is calculated based on the joint torque
Γ using a pseudo-damping matrix C, where C is the diagonal
matrix of all the joint damper values ci:

q̇ = C−1Γ
(
= C−1JT Wm

)
(4.14)

This implementation is comparable to the Jacobian transpose
method as used in behaviour-based mobile manipulation applic-
ations by e.g. [30] and [75], with the (very important) difference,
that Cameron and MacKenzie used pseudo-forces to direct their
manipulator, while here the real sensed forces and torques are
used to direct the motion of the manipulator.

BFF is always appropriate, therefore:

BFF,m : {q̇ = C−1Γ; Sapp = 1} (4.15)

Pose correction (manipulator): To limit the extension of the ma-
nipulator, a behaviour is implemented that always steers the ma-
nipulator towards a predefined reference position vector qr. The
velocity is linearly dependant on the deviation, using a diagonal
matrix K:

q̇ = K(qr − q), (4.16)

This behaviour, BPC , is always appropriate:

BPC,m : {q̇ = K(qr − q); Sapp = 1} (4.17)

Total behaviour (manipulator): The behaviours above are com-
bined using a weighed addition, thus BTB,m:

BTB,m : Cwa(BFF,m,BPC,m) (4.18)
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4 Naive behaviour-based mobile manipulation

Follow Force (platform): Subtask 2 requires the platform to take
over the motion at some point, thus accommodating the move-
ment of the platform to the manipulator. The behaviour determ-
ines the desired velocity based on the deviation of the first three
joints of the manipulator from their reference position. It calcu-
lates the direction and the magnitude of the desired motion of
the platform to minimise these deviations. The first joint rotates
around the z-axis, therefore this joint is a measure for the de-
sired rotational velocity. The deviations of the second joint is a
measure for the needed translational velocity, i.e. the larger this
deviation, the further the end effector is away from its reference
position. And the further the end effector is away, the further
the platform has to move to catch up:

v = K1(q2 − qr,2) (4.19)
ω = K2(q1 − qr,1) (4.20)

The deviation of the third joint is important to be able to detect
when the end effector moves vertically (see figure 4.4). When the
deviation of the second and the third joint have different sign,
the arm is either extending or folding. In these situations, this
behaviour is appropriate. If the signs of the deviations are the
same however, the movement of the end effector is vertical, and
thus the platform should not move. This knowledge is incorpor-
ated in the appropriateness of this behaviour BFF,p. When we
define dq2 = q2 − qr,2 and dq3 = q3 − qr,3, then:

BFF,p :

⎧⎨
⎩

p1�v =
(

K1dq2 K2dq1

)T
Sapp,FF =

{
1 if dq2 · dq3 > 0
0 if dq2 · dq3 ≤ 0

⎫⎬
⎭ (4.21)

Turn Left/Turn Right (platform): For the behaviour that has to
avoid obstacles, simple reactive vector-field algorithms were in-
vestigated. Although already a lot of different implementations
exist, no satisfying implementation was found. All display the
same problems when approaching an object straight from the
centre or approaching too narrow passages: the platform slows
down but does not turn. Although this problem can be countered,
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4.3 LiAS, the carry assistant

dq2

dq3

CRS

Figure 4.4: The deviation of the second joint is used to calculate the desired
velocity. The sign of the deviations of the second and third joint can be used
to determine whether the platform should move. If the signs are different, the
end effector mainly moves horizontally and the platform should catch up. If
the signs are the same, the movement of the end effector is mainly vertical
and the platform can not move to improve the pose of the manipulator. The
manipulator drawn in dotted line is the manipulator in its reference position.

for example by adding a small random noise signal, here a differ-
ent approach is chosen. Two versions of the avoidance behaviour
are implemented: one that tries to go around an obstacle by turn-
ing right and one that tries to avoid obstacles by turning left.

As with the standard vector-field algorithms, each measurement
of an obstacle in a box in front of the platform creates a repelling
vector, inversely proportional to the distance. The total repelling
vector, however, is now the weighed addition of all vectors. For
the ’turn left’ behaviour, the obstacles on the left side are weighed
heavier than the obstacles on the right. For the ’turn right’ ver-
sion, the weighing is the other way around. This causes the ‘turn
left’ behaviour to react less to obstacles to the right than the
‘turn right’ behaviour, i.e. it is easier to avoid obstacles on the
right by turning left. The platform now always avoids obstacles,
either to the left or to the right.

Of course, when there are no obstacles in front of the robot, it
should not try to avoid any. If there is an obstacle however, the
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4 Naive behaviour-based mobile manipulation

size of the desired rotational velocity is a measure of the appro-
priateness of the the behaviour. This knowledge is contained in
the appropriateness function of the behaviour:

BTL/TR,p :

⎧⎪⎪⎨
⎪⎪⎩

p1�v =
(

Kt(�r · p1 �ux) Kr(�r · p1 �uy)
)T

Sapp =

⎧⎨
⎩

0 if no obstacle in front
1

α|ω| + 1
if obstacle in front

⎫⎪⎪⎬
⎪⎪⎭ ,

(4.22)

where p1 �ux and p1 �uy are unity vectors along the x and y axis of
the frame p1F . �r is the appropriately weighed repelling vector
and Kt and Kr are proportional factors. |ω| is the absolute value
of the desired rotational velocity. α is a weighing constant.

Avoid Obstacles (platform): The compound behaviour is built us-
ing the competitive co-ordination algorithm:

BAO,p : Cc(BTR,p,BTL,p) (4.23)

Total behaviour (platform): The output of the ‘follow force’ and
the ‘avoid obstacles’ behaviours are combined by weighed addi-
tion:

BTB,p : Cwa (BAO,p,BFF,p) (4.24)

4.3.2 Evaluation

The global behaviour of the behaviour-based controller is satisfactory.
LiAS follows a person when they both carry the long object, in this case
a plastic tube. When obstacles are in the way of LiAS, it avoids these
obstacles. When it avoids obstacles and thus deviates from the path
the human takes, it adjusts the pose of the manipulator to minimise
the force on the object (and thus on the human). Figure 4.5 shows a
path of a typical execution of the test case.
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4.4 LiAS opens a door

Figure 4.5: The path LiAS took while following the human and avoiding four
obstacles. The dashed line is the path of the human. The solid line indicates
the orientation of the platform at different moments in time. The squares are
one metre by one metre.

4.4 LiAS opens a door3

Task description LiAS has to be able to open and drive through any
swinging door that is wide enough. LiAS is assumed to be blind,

3For the original implementation, see [80].
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Follow Force

Top agency

Stage threeStage two

Follow Force

Stage one

Platform
agency

Manipulator
agency

Figure 4.6: The top level of the behaviour-based door-opening controller.

in the sense that no vision will be used. Therefore, LiAS should
be led to the door knob or handle. From then on, LiAS should
do the job by itself.

In the following paragraphs, the implementation of the behaviour-
based controller that opens a door is discussed. In this task, two major
divisions run through the design.

The first is based on a qualitative analysis of the task, which leads
to a division of the task in three stages; in the first stage LiAS is led to
the door handle, in the second stage LiAS opens the door and in stage
three it drives through the opened door.

The second division is the same as in the carry assistant test case
of the previous section: a division into two separate compound beha-
viours, one for the manipulator and one for the platform.

The architecture of the behaviour-based controller is shown in fig-
ures 4.6 to 4.9 and explained in more detail below in the following
sections.

For this test case, the manipulator behaviours are defined in the
Cartesian frames mF and eeF . The platform behaviours use the second
platform frame p2F . The use of these co-ordinate frames make the
definition of the needed behaviours easier than using the co-ordinate
frames of the carry assistant test case would.
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4.4 LiAS opens a door

4.4.1 Stage one

During the first phase of this demo, LiAS is led to the door handle by
the human operator.

Two simple tasks are distinguished for this stage:

1. One should be able to lead the end effector to the door handle.

2. The platform should move when the door is out of easy reach of
the manipulator.

Follow force (Manipulator behaviour): The behaviour to make
the manipulator react to wrenches is implemented in the end
effector frame. A measured wrench eeWm leads to an end effector
twist eeT that is equal to the measured wrench multiplied by a
diagonal scaling matrix K:

eeT = K · eeWm (4.25)

Both the measured wrench as the actuator twist are expressed in
the end effector frame.

This behaviour is only appropriate when the wrench exceeds a
threshold wt, leading to:

BFF,m =

⎧⎨
⎩

eeT = K · eeWm;

Sapp =
{

1 if ‖eeWm‖ > wt

0 if ‖eeWm‖ ≤ wt

⎫⎬
⎭ (4.26)

Follow force (Platform behaviour): The behaviour that makes
the platform follow the sensed wrenches is the same as the one
used in the previous test case:

BFF,p :

⎧⎨
⎩

p1�v =
(

K1dq2 K2dq1

)T
Sapp,FF =

{
1 if dq2 · dq3 > 0
0 if dq2 · dq3 ≤ 0

⎫⎬
⎭ (4.27)
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4.4 LiAS opens a door

4.4.2 Stage two

The total agency for stage two is shown in figure 4.7. This section
first treats most of the behaviours of the manipulator, then switches to
the platform and finishes with the last behaviour of the manipulator.
This makes the design decisions easier to understand. Furthermore,
this method of presentation illustrates the design process.

The tasks that were distinguished for this stage are:

1. The manipulator has to turn the door handle to open the lock.

2. The manipulator has to push or pull the door open.

3. The platform has to counter the problem of the small workspace
of the manipulator and take over the movement at a certain point.

Turn handle (Manipulator behaviour): The first task was the
turning of the door handle to open the lock. To achieve this,
this behaviour defines a constant velocity along x-axis, defined in
the end effector frame eeF :

eevx(t) = vx, (4.28)

with vx being a constant velocity. Note that this behaviour only
has an opinion on the velocity along the x-axis. The rest of
the actuator command vector will be the elements of �a0m. This
behaviour stays appropriate for a certain predefined time τth,
after which it is assumed that the door has opened enough to
release the lock of the door:

BTH,m =

⎧⎨
⎩

eeT = ( vx . . . . . )T

Sapp =
{

1 if t − t0 ≤ τth

0 if t − t0 > τth

⎫⎬
⎭ (4.29)

with t0 = t, until the behaviour becomes active for the first time.
Afterwards, t0 is constant.

Open door (Manipulator behaviour): The second task is to open
a door. The compound behaviour that does so consists of two
behaviours: one behaviour that tries to push the door open, while
the other behaviour tries to pull the door open. Initially they
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4 Naive behaviour-based mobile manipulation

both have an appropriateness of 1, because both do not know
better than that they are appropriate. The combination method
(randomly) picks one and sticks with that behaviour for as long
as the other behaviour is not more appropriate.

Both behaviours desire a movement along the z-axis of the end
effector frame eeF :

eevz = vc, (4.30)

with vc being a constant velocity, positive in case of pushing and
negative in the case of pulling. This behaviour also defines only
one element of the actuator command vector.

When the behaviour, while it is being used, notices that the force
along the z-axis of the end effector frame does not become zero
for a certain time τp, it realises that it does not have the right
effect and changes its appropriateness to 0. The co-ordination
object will now switch to the other behaviour. Once it is not
used anymore, the behaviour decides that it might be appropriate
anyway. This causes the robot to try to push and pull the door
open. While the door is still in its lock, it will switch between the
two (with a switching frequency depending on τp), but once the
lock is released, the appropriate behaviour will stay active and
the compound behaviour will either push or pull the door open.
The ‘push door’ and ‘pull door’ behaviours are defined as:

BPullD/PushD,m :
{

eeT = ( . . ±vc . . . )T

Sapp = g(t)

}
(4.31)

with g(t) a Boolean function that is true if the behaviour
is inactive or the door is opening. If this is not the case,
g(t) = (t − t0 < τt), with the t0 being the time the behaviour be-
came active.

As stated before, these behaviours are combined using a compet-
itive co-ordination algorithm:

BOP,m : Cc(BPullD,m,BPushD,m) (4.32)
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4.4 LiAS opens a door

Follow force (Manipulator behaviour): A problem with the be-
haviours above are that large forces are exerted on the door
handle, since no information from the environment has been used
yet. A behaviour that is therefore necessary is one that minimises
the force on the gripper, in every direction. This will provide the
system with a compliant behaviour. This ‘follow force’ behaviour
is the same behaviour as the behaviour discussed in stage one
(equation 4.26).

Total behaviour (Manipulator behaviour): The compound be-
haviour that fuses the behaviours that are treated above uses
a weighed addition. Thus:

BTB,m : Cwa(BTH,m,BOP,m,BFF,m) (4.33)

This compound behaviour opens a door with the manipulator. But,
as stated previously, the limited workspace of the manipulator will
cause problems when the manipulator reaches the limits of its work-
space. Therefore, the mobile platform should take over the movement
at some point (subtask 3). The accomplish this, the following beha-
viours for the platform are defined, which is done, again, by looking at
the problems at hand and defining simple, though effective behaviours
to counter these problems.

Limit length (Platform behaviour): When the manipulator opens
the door, it will extend or fold too much before the door is fully
opened. Note that the motion of the end effector by the com-
pound behaviour BTB,m is limited to the horizontal plane; the
combination of behaviours and the fact that the gripper holds the
door handle guarantee that. This observation makes it possible
to solve the problem implicitly, by making the platform react to
the ‘folding’ of the manipulator, as shown in figure 4.84: when the
manipulator folds or extends too much, the platform will move
such that the manipulator can extend or fold itself again

The velocity command is defined in the platform frame p2F . The
magnitude of the velocity of the platform will be taken constant

4Notice the resemblance of this behaviour with the behaviour used for the first
test case. Both behaviours are defined to accommodate the movement of the plat-
form to the manipulator and both behaviours are simplified by the task at hand.
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C
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d

Figure 4.8: This figure shows how the platform reacts when the arm ap-
proaches its limits. If the distance ’d’ (the change in arm length during the
task) gets to large, the platform will start moving.

(4.34); the angle of the velocity vector is determined by the ro-
tation angle between p2F and the manipulator base frame mF ,
which is the rotation of the first joint q1. The extension of the
manipulator is used as a measure for the appropriateness of this
behaviour (4.34):

BLL,p =

⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

p2�v =
(

sin(q1)
cos(q1)

)
· vll · d

|d|

Sapp =

⎧⎪⎪⎨
⎪⎪⎩

0 for |d| ≤ d−∣∣∣∣ d − d−
d+ − d−

∣∣∣∣ for d− < |d| ≤ d+,

1 for d+ > |d|

⎫⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎭

,

(4.34)

where vll a constant velocity, d the change of the horizontal dis-
tance between the endpoint of the manipulator and the platform
during the task (see figure 4.8) and d− and d+ are threshold val-
ues for the appropriateness function.

Limit angle (Platform behaviour): A similar line of reasoning has
been done concerning the angle of the manipulators wrist α. This
leads to a behaviour defined as:
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4.4 LiAS opens a door

BLA,p :

⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

p2v =
(

sin(q1)
− cos(q1)

)
· vla · α

|α|

Sapp =

⎧⎪⎪⎨
⎪⎪⎩

0 for |α| ≤ α−∣∣∣∣ α − α−
α+ − α−

∣∣∣∣ for α− < |α| ≤ α+

1 for α+ > |α|

⎫⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎭

(4.35)

where q1 is the rotation of the first joint, i.e. the angle between
two frames p2F and mF , vla a constant velocity, α the angle of the
wrist and α± threshold values for the appropriateness function.

Total behaviour (Platform behaviour): The two behaviours for
the platform are combined using a weighed addition.

BTB,p : C(BLL,p,BLA,p) (4.36)

When using these two compound behaviours, only one problem re-
mains. The functioning of the behaviours to correct the manipulator
pose rely on an interaction of the manipulator and the mobile platform
through the environment: when the mobile platform drives backwards,
forces will act on the end effector causing the manipulator to adjust.
The gripper, however, is attached to the door handle and the door has
one degree of freedom left, namely, the direction in which it opens.
Therefore, when the correction is done in the same direction, the inter-
action through the environment does not occur. To solve this problem,
two extra behaviours were added. These behaviours step in when the
problem arises. The behaviours explicitly make the manipulator adjust
its pose by defining an output opposite of the behaviours to control the
arm length and wrist angle. The actuator command is defined in the
manipulator base frame bF .

Limit angle and length (Manipulator behaviour): These beha-
viours step in when the platform behaviours try to compensate
for the folding or extending of the manipulator along the direction
of the swinging door, supplying an output opposite to the ‘Limit
length’ and ‘Limit angle’-behaviours, but for the manipulator and
defined in the manipulator frame mF , such that the effect will be
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4 Naive behaviour-based mobile manipulation

the same. The appropriateness function makes sure they become
active after the mobile platform behaviours are activated.

BLL,p =

⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

mT =
(

sin(q1) cos(q1) . . . .
)T · vll · d

|d|

Sapp =

⎧⎪⎪⎨
⎪⎪⎩

0 for |d| ≤ d−∣∣∣∣ d − d−
d+ − d−

∣∣∣∣ for d− < |d| ≤ d+,

1 for d+ > |d|

⎫⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎭

,

(4.37)

BLA,m :

⎧⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎩

bT =
(

sin(q1) − cos(q1) . . . .
)T · vla · α

|α|

Sapp =

⎧⎪⎪⎨
⎪⎪⎩

0 for |α| ≤ α−∣∣∣∣ α − α−
α+ − α−

∣∣∣∣ for α− < |α| ≤ α+

1 for α+ > |α|

⎫⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎭

(4.38)

The minimum and maximum values in the appropriateness es-
timation are larger than the corresponding values in equations
4.34 and 4.35.

These behaviours are added to the total compound behaviour for
the arm, transforming this behaviour definition 4.33 to:

BTB,m : Cwa(BTH,m,BOP,m,BFF,m,BLL,m,BLA,m) (4.39)

4.4.3 Stage three

In stage three only the mobile platform is active. The robot drives
backwards until it spots the door in front of the robot, then it drives
through the door. All behaviours define the actuator commands in the
second platform frame p2F .

Back up (Platform behaviour): This behaviour makes the robot
back up to attain a right position in front of the door. It defines
a constant velocity along the x-axis:
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4 Naive behaviour-based mobile manipulation

BBu,m :

⎧⎪⎪⎨
⎪⎪⎩

p2v =
( −vbackup

.

)

Sapp =
{

0 door located
1 door not located

⎫⎪⎪⎬
⎪⎪⎭ , (4.40)

where vbackup is a (negative) constant velocity. Note that if the
door swings inwards, the ‘door located’ precondition is immedi-
ately satisfied.

Turn to door (Platform behaviour): This behaviour makes the
platform turn towards the opening of the door. But since, at
the end of stage two, the robot can end up behind the door, it is
not allowed to turn if the robot might hit the door.

BTD,m :

⎧⎪⎪⎨
⎪⎪⎩

p2v =
(

.
vturn

)

Sapp =
{

0 if door located or obstacle
1 if door not located, no obstacle

⎫⎪⎪⎬
⎪⎪⎭ ,

(4.41)

where vturn is a (negative) constant velocity. This makes the
second base frame b2F move along the y-axis. This will cause the
platform to turn, since the centre of rotation of the platform is
in frame b1F .

Locate door (Platform behaviour): This behaviour is a weighed
addition of the two above mentioned behaviours:

BLD,m : Cwa(BBu,m,BTD,m, ) (4.42)

Go forward (Platform behaviour): The behaviour makes the plat-
form drive forward. It defines a constant velocity along the x-axis
of the second platform frame p2F . It is always appropriate:

BGF,m :

⎧⎨
⎩

p2v =
(

vforward

.

)
Sapp = 1

⎫⎬
⎭ (4.43)
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4.4 LiAS opens a door

Avoid obstacles (Platform behaviour): The compound behaviour
that avoids obstacles is already treated in the first tests case in
section 4.3.

Go through (Platform behaviour): The weighed addition of the
two behaviours above makes the platform drive through the door:

BGT,m : Cwa(BF,m,BAO,m, ) (4.44)

Total behaviour (Platform behaviour): This behaviour starts with
its first behaviour. Once this behaviour does not want to be act-
ive anymore (in this case, when the door is located), it switches
to the next behaviour.

BTB,m : Cseq(BGF,m,BGT,m, ) (4.45)

4.4.4 The complete controller

The final co-ordination is done using the sequencing co-ordination al-
gorithm:

BCP : Cseq(BStage one,BStage two,BStage three) (4.46)

If the human signals that the gripper can grab the door handle, the
switching function for stage one is true. The fact that the human has
to signal so makes the robot less autonomous. This can be improved
by using extra sensors that can detect the event. Vision is an option
(see e.g. [95]).

In stage two, the switching function is true if the door has opened
enough to drive through.

Stage three has ended when the platform has passed the door.

4.4.5 Evaluation

Figure 4.10 shows pictures of one experiment of LiAS opening a door
in our laboratory. This is a door that swings inwards. The execution
will be briefly discussed and some measurements will be presented.

Leading the robot to the door handle: In the first stage, a hu-
man has to lead the robot to the door by pulling the gripper
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1

3 4

5

6

2

Figure 4.10: Pictures of LiAS moving through a door. (1) shows the start
position. The human leads the robot to the door handle and the robot grabs
the handle (2). The robot starts turning and slightly pulling the handle (3).
The lock of the door is open, and the door starts to swing open (4). In the
first stage it is mainly the manipulator that pulls the door open, later on the
platform takes care of the largest part of the motion (5). Once the door is
opened, the manipulator arm folds to a save position and the platform backs
up until it sees the opening of the door. As soon as it has spotted the open
door, it drives through it (6).

and tell it when to close the gripper. This is done by using two
behaviours. When the gripper is closed, the phase changes.

Opening the door: At the beginning of this stage, the robot holds
the door handle and is about to start opening the door. Once
the handle starts turning, the force following behaviour will com-
pensate for the fact that the movement is not along a line, but
along a curve.
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4.4 LiAS opens a door

The behaviour to push the handle will become active in the be-
ginning of the phase and stay active for a certain predefined time.
Once the behaviour is not active anymore, no velocity is deman-
ded along the x-axis and the door handle will push the manipu-
lator to its neutral position. This is further illustrated in figure
4.11. It shows the change of torque on the door handle and the
rotation of the sixth joint of the manipulator in function of the
time. At time t1 the behaviour becomes active. The handle keeps
turning until t2. The angle of the sixth joint keeps increasing un-
til t3, because the gripper does not have a firm grip on the handle;
the gripper has built-in flexibility. At time t3, the behaviour be-
comes inactive; the handle returns to its neutral position and the
torque goes to zero.
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Figure 4.11: The torque on the door handle and the rotation of the sixth
manipulator joint.

The behaviour to push the door open is co-ordinated competit-
ively with the behaviour that pulls the door. In the beginning
of this phase, both behaviours think they are appropriate. The
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4 Naive behaviour-based mobile manipulation

co-ordination will chose one of them randomly. This behaviour
stays appropriate until proven otherwise, i.e. when the behaviour
notices that it has no effect (by monitoring the force on th end
effector, which should go to zero along the z-axis in the endpoint
co-ordinate system), its appropriateness will decrease and the co-
ordination object will switch between behaviours. This will effect
in the robot trying alternately to pull and push the door open,
until it moves.

Figure 4.12 further illustrates this process. It shows the force
on the door handle and the movement of the door as a function
of time. In the first period, the door is still locked, because the
handle has not turned enough. Once the lock is open, the force
on the endpoint goes to zero and the door opens with a constant
velocity.
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Figure 4.12: The endpoint force on the gripper and rotation of the door.

When the robot notices that the direction of its movement has
changed enough, it supposes that the door must be open and
switches to the next stage.
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Moving through the door: During this phase the robot first ’folds’
its manipulator into a safe position (this is not discussed in the
previous section). It then backs up until it spots the door open-
ing. This is done by two behaviours working in parallel, using the
laser range finder as input. Once the opening has been detected,
three other behaviours for the mobile platform become active:
one that wants to drive forward, one that avoids obstacles on the
right and one the avoids obstacles on the left. These behaviours
were already available from other behaviour-based controllers.
The behaviours are co-ordinated cooperatively.

4.5 Discussion and conclusions

The concept of naive behaviour-based robotics has been elaborated in
this chapter. Some design guidelines are presented.

With these design rules in mind two test cases have been implemen-
ted, one implementing a carrying assistant, the other implementing the
skill to open a door.

4.5.1 Concerning the carry assistant

The carry-assistant test case can be compared to the implementations
discussed in section 2.3. The two implementations that were discussed
there both focus on the control of the manipulator. One implements
an impedance controller, the other implements a sort of virtual motion
buffer in the shape of the 3D caster wheels. The platforms have to
move to keep the manipulator in a preferable position.

It can be concluded that although the start point of the implement-
ations was different, the results are very comparable. Our implementa-
tion has the same distribution of the tasks, where the manipulator has
to accommodate the forces and the platform has to keep the manipu-
lator in a ‘good’ position.

The most important behaviours are the behaviours of the manipu-
lator, which react to the end effector forces and torques. Or differently
put, the most important behaviours are behaviours that allow a nat-
ural form of interaction between the robot and the environment. This
is also present in the other implementations, either by the impedance
control [121] or by the 3D caster wheel algorithm [58], [70].
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4.5.2 Concerning the opening of a door

The door opening is also a popular test case. Again, two implementa-
tions have been discussed in section 2.3. In these test cases, the focus
lies more on the analysis of a particular task. Both sequence several
stages in the task execution. The first uses nine stages, all with pre-
planned task execution, the other uses six stages. During the actual
opening of a door, they use explicit knowledge of the swinging of the
door to optimise their executed path, by estimation the rotation of the
door.

Firstly, it is noted that the same conclusions go as in the previous
test case: the resulting controllers from a behaviour-based approach do
not differ fundamentally from controllers resulting from a model-based
approach. Comparing these to our implementation the major difference
lies in the number of needed stages, nine to six to three. The behaviours
in the implementation presented above have extra autonomy. Since the
behaviours know when they are appropriate, the behaviour-based im-
plementation can combine stages that had to be distinct different stages
in the other implementations. An example of this is the combination
of the stages ‘Turn handle’ and ‘Open door’ needed by [95] into the
single stage two that opens the door.

4.5.3 Concerning behaviour-based mobile manipulation

The conclusions concerning the impact of the naive behaviour-based
approach on (mobile) manipulation will be discussed point-wise below.

Implemented controllers: The test cases showed no fundamental
difference between the controller implementation of the behaviour-
based controllers and the model-based approaches such as ‘clas-
sical’ compliant motion control. The interesting aspect occurs on
the level of the behaviour interaction. However, when implement-
ing compliant controllers, little room is available for this aspect,
since these types of controllers tend to quickly become instable.

Design process: The test cases have shown that the naive behaviour-
based approach to robotics offers the desirable properties of incre-
mental design of a complex control system. It allows the designer
to focus on small essential tasks, each iteration step increment-
ing the capabilities of the total system. This does not have to
be the same as the divide-and-conquer methodology, in the sense
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that the total system will not be a sequencing of subgoals. Each
behaviour, however, will have its own agenda to attain.

Not much can be said on the particular way to design the beha-
viours. The guidelines that are provided in the beginning of this
chapter do not provide a solid basis for that design process. On
the other hand, the design freedom leaves enough room for the
system designer’s own preference.

Simple solutions to complex problems: Another important facet
is the easy but sufficient use of redundancy. This use is based on
a division of the tasks over the different components. Since the
approach taken in this dissertation does not strive for optimality,
but for functionality (see definition 1.1), it easy to define how the
redundancy should be used. In the test cases, the redundancy
was used by defining simple rules to improve the pose of the
manipulator.

Hardware implications: In both the carry demo and the door open-
ing demo, the most important behaviours are the behaviours that
react to the force. Without these, the other behaviours are im-
possible to execute, because they need compliant interaction with
the environment.

To the author’s knowledge, the implementations discussed in this
chapter are some of the only behaviour-based manipulation approaches
that operate in hard contact with the environment. Most commonly, the
actions of the behaviour-based controller do not feedback so directly
to the controller. Robots that are behaviour-based controlled have
some degree of natural interaction with the environment. They can
execute in the environment with little danger of damaging themselves
or the environment. Furthermore, most implementations do not aim
to change the environment, and thus the exertion of force is not a goal.
The term ‘natural interaction’5, used rather carelessly, deserves a better
definition of what it entails, which is given in definition 4.1. Note that
natural interaction is something that can be attained by hardware and
by software.

5This use of the term ‘natural interaction’ is of course something different from
the use of the same term, where the interaction refers to the interaction between
humans and machines.
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Definition 4.1 (Natural interaction) A robot has natural interac-
tion with the environment if it can function in the environment with
little risk of damaging either itself or the environment.

Our implementations address the problem of hard contact. Of
course, the behaviour-based approach to designing controllers cannot
avoid problems as instability of (force) control loops. Furthermore, the
behaviour-based controllers in our setup have to control the dynam-
ics of the interaction of the manipulator with the environment, thus
requiring continuous control loops6. Therefore, problems such as para-
meter tuning are much more critical for the manipulator behaviours
than for the platform behaviours. Furthermore, this fact limits the
freedom in which co-ordination mechanisms can be used and it pre-
vents the application of free incremental learning as desired in section
1.3. This calls for further investigation; a first step will be taken in the
next chapter.

However, when aiming at (1) executing natural tasks using
behaviour-based manipulation and (2) implementing free incremental
learning, the conclusions stand. A different approach should be taken.
A ‘soft arm’ should be developed, that allows natural interaction in
human environments. Ideally, this should be attained by a redesign of
the hardware of the manipulator. Only when this approach is taken,
behaviour-based mobile manipulation will be able to reach its full po-
tential.

With such hardware, and by applying the natural task description,
we can further build towards intelligent, behaviour-based robots. Since
the task specification and the tasks aimed at in the dissertation are
natural (human) tasks, a logical step is to investigate human-inspired
(mobile) manipulation. The second part of the dissertation will present
the results of further investigation in this direction.

6Compare with the very first implementations of Brooks, where the behaviour-
based controller produced discrete, asynchronous actuator commands (see section
2.2.3).
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Chapter 5

On integration of control
theory and
behaviour-based robotics

As was established in the previous chapter, combining control theory
and behaviour-based robotics could be very beneficial, for both the-
ories. On the one hand, the incremental building of a control system
can be a very useful concept for constructing complex control systems.
In this context, the integration of the controller and the appropriate-
ness is an interesting quality. On the other hand, control theory offers
a strong theoretical foundation on which behaviour-based controllers
can be analysed and synthesised.

Although it should be noted that this is besides the goals that were
set at the start of the research, it is certainly worth to investigate the
concept a little further.

5.1 Analysis of behaviour-based controllers us-
ing control theory

The analogy between behaviours and controllers is quite obvious.
Therefore, a behaviour-based controller can be seen as collection of
(local) controllers.

It is important to know that the analysis of the individual beha-
viours does not have to mean much. For example, stable hybrid control-
lers exist that switch between several unstable controllers [129], which
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proves that the manner in which the behaviours are co-ordinated is at
least of equal importance as the definition of the behaviours themselves.

In the second part of this section, the stability of the two test cases
of chapter 4 is analysed. But first the co-ordination mechanisms that
are used, are classified in a manner that facilitates analysis (and syn-
thesis) of behaviour-based programs using control theoretical tools.

5.1.1 Co-ordination mechanisms in control theory

A lot of different types of co-ordination mechanisms exist (see e.g. [103]
for an overview and a categorisation). For control theory analysis, it is
more useful to categorise the co-ordination mechanisms based on the
tools that can be used for analysis (see figure 5.1). The first division is
into two groups: a group where behaviours are used in parallel (beha-
viour fusion) and a group of mechanisms which only makes use of one
behaviour (behaviour selection). The behaviour fusion co-ordination
mechanisms are further divided into linear and non-linear fusion. These
groups are discussed more in detail below.

Behaviour co-ordination
mechanism

Behaviour selection
Hybrid dynamical system theory

Behaviour fusion

Linear fusion methods
All classical methods

Non-linear fusion methods
Multiple model theory

Normalised addition
Linear Takagi-Sugano Fuzzy Models

Figure 5.1: A proposal for a classification of co-ordination mechanisms for
behaviour-based controllers from a control theoretical point of view. Examples
of usable control theoretical tools are listed.

1. Behaviour selection

The behaviour-based controller acts as a switching controller: it
chooses at any time instant the appropriate behaviour. This kind
of co-ordination can be analysed using the new tools provided by
the theory of hybrid systems [129].

104



5.1 Analysis of behaviour-based controllers using control theory

A first attempt has been made by Egerstedt et al. [36]. They im-
plemented two simple behaviours for a mobile platform (a ‘move-
to-goal’ behaviour and an ’avoid-obstacles’ behaviour). Three
types of co-ordination mechanisms are compared: behaviour se-
lection considered as a hybrid system, behaviour selection using
priority of the behaviour and vector addition of the behaviours.
The hybrid systems solution compares favourably with the pri-
oritised behaviour selection, since it provides a solution to the
chattering problem on the switching area. However, the vector
addition was labelled as providing the best global behaviour.

Petersson et al. explicitly state that their design of a controller
for mobile manipulator is not a behaviour-based approach, but
a hybrid systems approach [95]. However, it completely fits the
concept of naive behaviour-based robotics as used in this disser-
tation.

2. Linear behaviour fusion

This type of co-ordination allows output of the behaviour-based
controller to be rewritten as a linear combination of the outputs
of all separate behaviours. This does not increase the complexity
of the total controller and can be analysed using the classical
methods.

3. Non-linear behaviour fusion

The biggest class of co-ordination mechanisms is the class of non-
linear combination mechanisms.

An example is a weighed addition, if the weighing is done as a
function of some variable x:

outputtotal =
∑

i fi(x) · outputi∑
i fi(x)

, (5.1)

where outputi is the actuator command vector of behaviour i and
fi(x) is the weigh function of behaviour i.

Although this kind of co-ordination is hard to evaluate using clas-
sical control theory, we are not left completely empty-handed:
tools do exist to design co-ordination mechanisms for multi-model
controllers and analyse the stability of such controllers [85]. These
approaches try to find non-linear combinations of linear models
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to describe the original system. One can then analyse the stabil-
ity of all possible combination of these linear models. This offers
a conservative analysis of the system.

5.1.2 Analysis of behaviour-based controllers

As listed in section 4.2.3, four different implementations of co-
ordination mechanisms were used in the test cases: weighed addition,
competitive co-ordination, sequential co-ordination and parallel co-
ordination. Note that the last mechanism is not really a co-ordination,
since the behaviours produce different parts of the actuation vector.

Weighed addition falls either under linear or non-linear fusion, de-
pending on the fact if the weighing factors are constant or not. Com-
petitive and sequential co-ordination are behaviour selection.

Below, the parts of the behaviour-based controllers of the imple-
mented test cases that control the manipulator are analysed.

5.1.2.1 LiAS, the carry assistant

In the carry assistant test case the appropriateness signal was not really
used, since it was always equal to 1 for all behaviours. The two beha-
viours for the arm (‘Follow Force’, equation 4.15 and ‘Pose correction’,
equation 4.17) are combined using weighed addition. Since the weigh-
ing factors are constants, this is actually linear co-ordination. Rewrit-
ing the behaviour equations, using weighing addition, gives:

q̇ =
1
2
(
C−1Γ + K(qr − q)

)
, (5.2)

with C being a diagonal matrix with c−1
i on the diagonal and K is

the diagonal matrix with ki on the diagonal. Γ is the vector containing
the joint torques. Rewriting gives:

2Cq̇ + K(q − qr) = Γ, (5.3)

This equation shows that these behaviours implement an impedance
controller at joint level. Note that the addition of the ‘Pose Correction’
behaviour doubles the damping in the system, which has a positive
effect on the stability of the system.
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5.1.2.2 LiAS opens a door

At the top level of this behaviour-based controller, the compound be-
haviours are co-ordinated by behaviour selection. When all discrete
actions are combined (the top compound behaviour, with the beha-
viours switching between pulling and pushing the door), one arrives at
the scheme of figure 5.2.

The analysis of the system can be done using the theory of hy-
brid systems. A hybrid system can be described by the 6-tuple
(L, X, A, w, E, F ), where L and X are the sets of discrete and con-
tinuous states, respectively, A and w are the external discrete and
continuous variables respectively and E and F describe the discrete
and continuous state evolutions.

L = Pull door2

),( 222 wxfx ��

L = Approach door1

),( 111 wxfx ��

L = Push door3

),( 444 wxfx ��

L = Traverse door4

e1

e3

e2

),( 333 wxfx ��

e1

e2

e3

Stage threeStage twoStage one

Figure 5.2: A hybrid system approach to the door opening algorithm

The behaviour-based controller is constructed from four discrete
states (L = {Approach door, Pull door, Push Door, Traverse door})
(figure 5.2, equation 5.4). All these discrete states have their own
dynamics. The discrete part of the hybrid system is described by:

L = {L1, L2, L3, L4} (5.4)
A = {e1, e2, e3} (5.5)

where e1 is the event when the door handle is grabbed, e2 is the
event when the state has been active for τ without effect (see equation
4.31) and e3 is the event when the door opened has opened enough to
drive through.
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The choice of the continuous variables is a modelling step. There-
fore, the variables are free to be chosen, but the choice will depend
on the desired degree of describing power of the model. This analysis
is done using the interaction of the manipulator with the world, since
this is the most critical part of the controller (see section 4.5). The
continuous states of the system are therefore chosen to represent the
kinematics of the end effector xee, the 1 × 6 vector representing the
position and orientation of the end effector1.

The continuous variables of the first and the fourth state x1 and x4

are solely the variables describing the kinematics of the manipulator
end effector xee. The continuous variables of the second and third state
x2 and x3 are augmented with variables that represent the dynamics
of the door xd, the 1 × 2 vector representing the orientation and the
rotational velocity of the door.

The discrete state transitions have to ensure continuity of the state
variables:

E(e1, L1, L2) =
{

(x−
1 , x+

2 )|x+
2 = ( x−

1
T

xd,0
T )T

}
(5.6)

E(e1, L1, L3) =
{

(x−
1 , x+

3 )|x+
3 = ( x−

1
T

xd,0
T )T

}
(5.7)

E(e2, L2, L3) =
{
(x−

2 , x+
3 )|x+

3 = x−
2

}
(5.8)

E(e2, L3, L2) =
{
(x−

3 , x+
2 )|x+

2 = x−
3

}
(5.9)

E(e3, L2, L4) =
{

(x−
2 , x+

4 )|x+
4 = x−

2,ee

}
(5.10)

E(e3, L3, L4) =
{

(x−
3 , x+

4 )|x+
4 = x−

3,ee

}
, (5.11)

where xd,0 is the state vector describing a closed door (xd0 =
( 0 0 )T ). E(ex, Ly, Lz) describes the state transition from state Ly

to Lz caused by external event ex. It can define a requirement on
the continuous variables of state Ly before the transition (x−

y ) and has
to define the continuous variables of state Lz just after the transition
(x+

z ).
The only stability hazard in the discrete part of the control system

lies in the switching between state L2 and L3, since the general state
trajectory will go from L1 via L2 and L3 to L4. However, since the

1Notice that by neglecting the dynamics in this model, the implicit assumption
is made that the underlying servo controller has sufficient bandwidth.
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5.1 Analysis of behaviour-based controllers using control theory

switching between L2 and L3 is purely time controlled, the stability of
the discrete level of the controller is obvious, providing the dynamics
of L2 and L3 are Lyapunov stable. Hence, to prove stability, only the
stability of the dynamical systems have to be proven. This will only be
elaborated for stage two of the door opening, i.e. for L2 and L3, since
this is the most critical part of the behaviour-based controller.

In both L2 and L3, five behaviours play a role in the controller,
being ‘Follow Force’, ‘Limit Length’, ‘Limit Angle’, ‘Turn Handle’ and
‘Pull Door’ or ‘Push Door’, respectively. Without loss of generality,
the situation is elaborated where only ‘Follow Force’ and ‘Pull Door’
are co-operating to control the manipulator.

In this test case, the appropriateness signal was meaningful and
dependant on the state of the system. Therefore, the combination of
these behaviours is now non-linear.

The behaviours to push or pull the door open (equation 4.31) with
the behaviour that follows the force (equation 4.26) are combined using
a weighed sum. Using the notation of the hybrid dynamical system
defined above, one can write:

ẋ2(t) =
Sapp,PD(t) · aPD(t) + Sapp,FF (t) · aFF (t)

Sapp,PD(t) + Sapp,FF (t)

=

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

k1 · eeFx(t)
k2 · eeFy(t)

Sapp,PD(t) · vc + Sapp,FF (t) · k3 · eeFz(t)
Sapp,PD(t) + Sapp,FF (t)

k4 · eeTx(t)
k5 · eeTy(t)
k6 · eeTz(t)

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

,
(5.12)

where ki are the diagonal factors of matrix K of equation 4.26.
When assuming that both behaviours are appropriate (Sapp,x = 1),

(5.12) simplifies to:

ẋ(t) = Tc + K′ · eeWm(t), (5.13)

with Tc being a constant twist vector composed of zeros, except for
a translation velocity along the z-axis, which is

vc

2
. K′ is a copy of the

matrix K, except for the diagonal value corresponding to the z-axis,
which is divided by two.
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5 On integration of control theory and behaviour-based robotics

Figure 5.3 shows this equation drawn in a control diagram. The
diagram shows basically a force control loop with velocity feed forward,
very comparable to what is used in ‘classical’ admittance control of
robots (e.g. [34]).

+
�mRobot and

environment

-
K’ PID1/s

v /2c

+

Wm

behaviour
combination

low-level servo loop

Figure 5.3: A control diagram of the two behaviours ‘Push’ or ‘Pull’ and
‘FollowForce’.

However, this allows only to analyse the stability of the behaviour-
based controller in the situation that both behaviours are appropriate.
It does not allow any comments on the stability caused by the inter-
action of the behaviours. To be able to analyse this, the theory of
multi-model systems can be adopted (e.g. [85]).

The weighed addition used in this dissertation resembles the Linear
Takagi-Sugano Fuzzy Models (see [141]).

The output of the total fuzzy model is written as a weighed addition
of the outputs of all fuzzy models. Each fuzzy model is represented by
a differential equation, thus the word ‘linear’ refers to the linearity of
the individual fuzzy models, not to the total fuzzy model, since the
combination is nonlinear2. In equations:

yi(k + 1) = ai
1y(k) + . . . + ai

n(k − n + 1)
+bi

1u(k) + · · · + bi
mu(k − m + 1) (5.14)

y(k + 1) =
N∑

i=1

λi(k)yi(k + 1), (5.15)

where y(k+1) is the output of the total fuzzy model for time k+1,
yi(k +1) is the output of the ith fuzzy model for time k +1, u(k) is the
model input at time k and finally λi(k) is defined as:

2Note that non-linear behaviours complicate matters. However, the same ap-
proach can be used, with locally linearised behaviours.
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5.1 Analysis of behaviour-based controllers using control theory

λi(k) =
wi(k)∑N

j=1 wj(k)
, (5.16)

where wj(k) is the fuzzy activation of the jth model at time k.
The stability of these types of models can be demonstrated. A

sufficient condition for asymptotic stability of the free system can be
attained using the quadratic Lyapunov function V (x) = xTPx, P > 0,
where the function decreases along every non-zero trajectory of x. The
theorem presented by Tanaka and Sugano [122] is given for discrete
control. Here, the theorem is shown for the continuous situation:

Theorem 5.1 The equilibrium x = 0 of a fuzzy free system:

ẋ(t) =
N∑

i=0

λi(t)Aix(t) (5.17)

is asymptotically stable if there exists a common positive definite matrix
P such that

PA + Ai
TP < 0, (5.18)

for i = 1, 2, . . . , N .

The important point here is that a common matrix P is used for
the stability proof. If every subsystem was proven stable with its own
matrix, the result would say nothing about the total system. This
Lyapunov inequality is actually a Linear Matrix Inequality (LMI) in
P3. An LMI has the form

F(x) = F0 +
m∑

i=1

Fi > 0, (5.19)

where x ∈ R
m is the variable and the symmetric matrices Fi =

FT
i ∈ R

n×n, i = 0, . . . , m are given [17]. Equation 5.18 can easily be
written as a LMI, when demanding P = PT . Let P1, . . . ,Pm be a basis
for symmetric n×n matrices (m = n(n+1)/2). Then take F0 = 0 and
Fi = −ATPi − PiA.

To be able to analyse the system, a model is needed. Without loss
of generality, the 2D case is investigated (see figure 5.4). The robot’s
end effector is represented by a velocity controlled point �xr:

3For background on the use of LMI’s in control, see [17].
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d

x

�

y

x2

Figure 5.4: 2D representation of the robot opening a swinging door. The
robot is represented by a moving point, that is connected through a 3D spring
to the door handle.

ẋr(t) =

⎛
⎝ ẋr,x

ẋr,y

ẋr,θ

⎞
⎠ = ur(t) (5.20)

The door is modelled as a swinging inertia:

Iẍd(t) = Iα̈d = Fdd, (5.21)

where Fd is the force perpendicular on the door, d is the width of
the door and α is the angle of the door.

The door handle and the robot are connected by a 3D spring, thus:

F = K ·
⎛
⎝ xr − −d sin(α)

yr − d − d cos(α)
θr − α

⎞
⎠ (5.22)

When mutually independent springs are supposed, then K =
diag(kx, ky, kθ).
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5.1 Analysis of behaviour-based controllers using control theory

Combining equations 5.20 to 5.22 gives:

ẋr = ur (5.23)

α̈ =
I

d
Fd (5.24)

Fd =
( − cos(α) − sin(α) 0

) · F (5.25)

These equations can be linearised around α. Doing this will result
in the following state-space representation:

ẋ(t) = Ax(t) + Bu(t) (5.26)

with

x =
(

xr yr θr ẋd ẏd xd yd

)T (5.27)

A =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

0 0 0 0 0 0 0
0 0 0 0 0 0 0
0 0 0 0 0 0 0

I

d
kx 0 0 0 0 −I

d
kx 0

0
I

d
ky 0 0 0 0 −I

d
ky

0 0 0 1 0 0 0
0 0 0 0 1 0 0

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

(5.28)

B =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0
0 1 0
0 0 1
0 0 0
0 0 0
0 0 0
0 0 0

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎦

(5.29)

The behaviours are linear functions Bi of the state variables. Then
equation 5.26 can be written as:
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ẋ(t) = Ax(t) + B
N∑

i=1

λi(t)Bix(t)

=
N∑

i=1

λi(t) (A + BBi)x(t) (5.30)

From theorem 5.1, we now get:

Theorem 5.2 The equilibrium x = 0 of the behaviour-based controller
of equation 5.30 is asymptotically stable if there exists a positive definite
matrix P such that, for all i ∈ [1, N ]:

(A + BBi)
T P + P (A + BBi) < 0 (5.31)

The theorem can be extended to synthesis of linear behaviours such
that the behaviour-based controller is stable by extending the LMI
search to include matrices Bi. This extends the application of control
theory to synthesis of behaviour-based controllers, which is discussed
below.

5.2 Synthesis of behaviour-based controllers
using control theory

Another important aspect to which the integration of behaviour-based
robotics and control theory can contribute, is in the syntheses of con-
trollers.

The integration is beneficial in both directions. On the one hand,
the autonomy of behaviours offers an easy method of defining appro-
priate controllers. This might lead to a well-founded framework for
defining multi-controller systems. On the other hand the definition of
the combination algorithms is better founded, when analytical models
are present to define, analyse and describe the combination algorithms.

The two aspects are elaborated below.

5.2.1 Implications of autonomous behaviours on control-
ler definition

Naive behaviour-based robotics as presented in this dissertation expli-
citly offers two interesting features to the design complex controllers.
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Firstly, when the definition of actuator commands in section 4.1
is loosened up a little (as is actually done in section 4.4), it allows
definition of desired velocities and forces in different frames. These
frames can, but do not have to be, directly associated to the robot it
controls. The frames can lie in the tools the robot has, it can lie in
features in the environment, etc. Besides opening up an interesting new
field of tasks that can be tackled, the behaviour-based framework might
present a nice framework to describe and analyse these controllers.

Secondly, the incorporation of the locality information (captured
in the appropriateness signal) in the controller offers support for more
loosely defining tasks. Here, one can think of a task that has to keep
a variable within a certain region. As long as the variable is within
the desired region, the controller does not have to act. If, however,
the variables get out of the region, the controller has to intervene.
These controllers actually implement soft boundary conditions. As
an example, see the ‘Follow Force’ behaviour of equation 4.26. The
properties and possibilities of these controllers should be investigated.

5.2.2 The use of control theory in combination al-
gorithms

Control theory offers interesting tools for designing both behaviour
selection and behaviour fusion algorithms.

The way behaviours are defined allows both the under- as the over-
specification of the command vector. Think of the soft boundary con-
ditions introduced above and of the freedom to specify only part of
the actuator command by a behaviour. This manner of specifying be-
haviours can therefore easily be combined with theoretical analysis of
redundant systems. This has of course a large resemblance to e.g. the
work on kinetically consistent solutions for redundancy discussed in
section 2.3.1.1. This will allow an algorithmic fusion of behaviours.

As shown in the previous section, hybrid systems theory covers
the problem of behaviour selection. Although the field is not fully
developed, it already offers algorithmic solutions to problems that can
arise from behaviour switching, such as the chattering problem, where
the controller continuously switches between two or more behaviours
[36].

Also mentioned in the previous section, the multiple model theory
has two approach, the first is analysis, but it can also be used for
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5 On integration of control theory and behaviour-based robotics

synthesis. An illustrative example is the use of LMI’s to tune linear
behaviours.

5.3 Summary

In this chapter, the naive behaviour-based approach is related to control
theory and more model-based approaches. The conclusions of the naive
behaviour-based approach regarding the design of complex controllers
are made more specific.

This chapter has illustrated the utility of a model-based control the-
oretical approach to behaviour-based controllers. It offers the possibil-
ity of analysis of important aspects as stability. Furthermore, control
theory offers tools for synthesising behaviour-based controllers by con-
structing co-ordination mechanisms in a model-based fashion. The na-
ive behaviour-based approach can also contribute to model-based con-
troller design. The ease of defining behaviours using different (possibly
underspecified) actuator frames is one aspect that the behaviour-based
framework offers. To fuse those behaviours, approaches to redundancy
solution and other optimisation methods can be used.
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The previous chapters have shown that the common straightforward
approach to behaviour-based manipulation is not a direction that of-
fers the promise of an autonomous learning robot that can be used for
household tasks. However, since we are aiming at such a robot in this
dissertation, a completely different approach is taken in this second part
of the dissertation. This second part of the dissertation describes the
result of a more biologically-inspired approach.

The observation was made that systems that exhibit the desired
properties do exist. These systems are primates, more particularly hu-
mans. We are able to do complex manipulation and we are able to
learn new skills. Doing so, we use things we already now, to speed up
the learning process. Therefore, these ‘systems’ are the inspiration for
the controllers developed in this part of the thesis. Firstly, some back-
ground knowledge on primate manipulation is provided, by means of a
literature study on neuroscience, with respect to manipulation. Then
this inspiration is used to base the design of a manipulator upon, both
of the mechanics and control. This ‘next-generation’ manipulator is
used as a basis on which to start the investigation into developmental
learning, which is discussed in the third chapter.
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behaviour-based mobile
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Chapter 6

Literature study on
neuroscience with respect
to manipulation

6.1 Goals of the literature review

The goal of this literature survey is twofold: (1) try to find out what
important aspects exist in primate manipulation that lack in robotic
manipulation and (2) find inspiration on which to base a different type
of robotic manipulator design and control.

However, neuroscience is not a mature field of science yet. Little is
broadly accepted when it comes to the brain controlling the body. A
major problem a roboticist gets confronted with when studying neur-
oscience is the different language that is spoken by neuroscientists and
roboticists, caused by the different hardware that they deal with, i.e.
the (black box) human body and (open) robotic systems. Another
problem impeding the use of neuroscience knowledge in robotics fol-
lows indirectly from the previously mentioned problem: the fact that
neuroscientists study a different hardware leads them to investigate dif-
ferent topics than those which a roboticist would be interested in. An
example for this is the lack of information on joint movements when
studying reaching movements in primates. Most researchers are only
interested in the hand movement and do not record the joint move-
ments [124], although this would be of high interest from a robotics
point of view.
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6 Literature study on neuroscience with respect to manipulation

Therefore, this literature survey should not be embarked upon with
a desire to find solutions. The goal however, is to learn as much as
possible of the other system and extract useful information.

To limit the broad field of neuroscience to a tractable quantity,
points of interest are determined beforehand:

Co-ordinate systems used in manipulation: What type of co-
ordinate systems do primates use? One can think of hand-related,
sensor-based or body-related co-ordinate systems. But maybe yet
another type of co-ordinate system is used?

Command coding in manipulation tasks: What kind of com-
mand coding do primates use for manipulation? Does the brain
send position-based, body-dependent, or maybe direct motor
commands. Or maybe some other form of command coding is
used.

Mechatronic aspect in manipulation: How do primates control
motion? In this context one can think of the difference between
feedforward and feedback control. Another important aspect is
the role of the mechatronics of the primate apparatus in motion
execution, i.e. what is the importance of the neuromuscular ap-
paratus?

Hierarchy in control: Is there a division of responsibility in the cent-
ral nervous system (CNS)? Can it be seen as a layered control
system, where the lower levels present an abstraction of the sys-
tem to a higher level, or is the control more ‘behaviour-based’
flavoured?

The questions above will be discussed in the following sections.
Section 6.2 will elaborate on what could be called the low level hard-
ware. Muscles are used for actuation, sensing is, for example, done by
the muscle spindles and a first level of control that is apparent in the
spinal cord. Then section 6.3 continues with the execution of voluntary
movement, planned and controlled or initiated by the brain. However,
it will become clear that some aspects of common practice in neuros-
cience reduces the value of the models. This is discussed in section
6.4. Finally, the important points that are digested from the literature
survey will be summarised in section 6.5.
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6.2 Movement control by the spinal cord

6.2 Movement control by the spinal cord

This section discusses motion control by the spinal cord in a rudiment-
ary fashion. (For more a in-depth discussion, the interested reader is
referred to e.g. [12], [137]).

Using the terminology common in mechanical motion systems, at
this level three main components in primate motion can be distin-
guished: actuation is done by the muscles, sensing is done by the
muscles spindles and control is done by the neurons through the spinal
cord (see figure 6.2).

A muscle is built up from many muscles fibers, which are basically
small muscles. The muscles1 are attached to the bones of the skeleton
via the tendons. A muscle is controlled by motor neurons that innervate
the muscle tissue, causing the muscle to contract. The motor neurons
that innervate most of the skeletal muscles are large cells (up to metres
long in giraffes), called alpha motor neurons, with rapidly propagating
action potentials. One alpha neuron innervates a number of muscles
fibers, forming a single functional entity, called a motor unit.

The most important difference between motor units is the difference
in size. Motor units used for small, delicate movements contain only
a few muscles fibres, while motor units used for exerting large forces
(e.g. muscles in the back or the legs) may contain as many as 1,000
muscles fibres. The force exerted by a muscle can be controlled in
two ways. The first way is by increasing the fire rate of the motor
neuron, which increases the contribution of the motor unit to the total
output of the muscle. The second way is by increasing the number of
motor units involved. The recruitment of the motor units happens in
an orderly fashion, governed by the size of the motor neurons. Neurons
with the smallest cell bodies innervate the smallest number of muscle
fibres. When a pool of motor neurons receives a small synaptic input,
the smallest neurons are innervated first. When the synaptic input
increases, the larger neurons will be recruited.

An example of a proprioceptive sensor is the muscle spindle (see
figure 6.1). The ends of a muscle spindle are attached to the muscle
fibres. Muscle spindles are more numerous in the muscles that provide
delicate movements. The spindles contain both sensory and actuation
parts. The bulk of a muscle spindle is made up by intrafusal muscle
fibres, which are innervated by gamma motor neurons. Gamma motor

1Only skeletal muscles are discussed, the muscles involved in motion generation.
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Figure 6.1: The structure of the muscle spindle. The intrafusal muscle
fibres in the muscle spindle are controlled by the activity of the gamma motor
neurons. Sensor information is relayed to the central nervous system through
the afferent fibres. [12].

neurons are slower and thinner than the alpha motor neurons. The
sensory components in the muscle spindle are supplied by small affer-
ent fibres that mainly end on the muscle fibres. The sensory fibres are
wrapped around the intrafusal fibres and fire when being stretched.
The combination of the sensing and actuating parts provides the Cent-
ral Nervous System (CNS) with information regarding the length of
the whole muscle. When the spindle is placed under tension, the af-
ferent nerves fire. The higher the tension, the larger the firing of the
nerves. Innervating the intrafusal fibres will place the spindle itself
under tension, thus controlling the firing.

A first level of control mechanisms is present in the spinal cord.
These are reflexive mechanisms, i.e. without routing through the brain.
The most commonly known among these reflexes is the monosynaptic
stretch reflex, but also polysynaptic spinal reflexes exist.
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6.2 Movement control by the spinal cord

An example of a monosynaptic reflex is the knee jerk reflex, where
a sharp tap with a hammer causes the leg to jerk upwards. The tap
with the hammer briefly lengthens the extensor muscle2. The afferent
nerves of the muscle spindle of this muscle directly synapse upon the
efferent alpha motor neurons, causing the extensor muscle to contract.
This results in the well known jerking of the leg.

Figure 6.2: The reflexive inhibition of an antagonistic muscle. When the
agonist is innervated, inhibitory interneurons within the spinal cord act to
inhibit the alpha motor neurons from innervating the antagonistic muscle
[12].

However, the polysynaptic reflexes are even more interesting. They
are used to co-ordinate the activity of different muscles. A simple
example is shown in figure 6.2, where the innervation of an agonistic
muscle immediately, through a connection in the spinal cord, inhibits
the antagonistic muscle. More complex and interesting spinal reflex
loops are also known. The most integrated example mentioned here
is the suprasegmental, or long spinal reflex, pathways co-ordinating

2The muscles causing the leg to lift.
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the extension and flexion of the fore and hind limbs of quadrupeds.
These pathways are not only useful for locomotion, but also support
the reflexive withdrawal of a limb from pain. By ensuring that the left
hind limb remains extended when the right is involuntarily withdrawn,
these pathways ensure the four-footed animal to remain standing.

6.3 Movement control by the brain

Neuroscience does not provide clear answers to the question how the
brain plans and executes motion. Several theories exist, where none
seems to clearly outperform another. This section presents some of the
major opinions on voluntary motion control.

The models are hard to compare, since they tend to address dif-
ferent subproblems in the complete motion control and planning prob-
lem. Table 6.3 gives an overview of the models that are treated in this
chapter. The table also relates the models to the points of interest that
were posed at the start of this chapter. The models will be discussed
in more detail below.

6.3.1 Models based on the equilibrium-point control hy-
pothesis

Feldman proposed the first version of the equilibrium-point (EP) hy-
pothesis in 1966 [38]. He hypothesised that arm movement control was
done based on mechanical stability of visco-elastic properties supplied
by the neuromuscular system. The hypothesis can be divided into two
versions: the α-model (see e.g. [15]) and the λ-model (see e.g. [38]).

In the λ-model the brain specifies the desired lengths of the muscles
through a combination of the desired position of the joints and the
desired co-contraction of the agonistic and antagonistic muscles. The
desired lengths are achieved by the spinal cord, by utilising the spinal
reflexes and the reflexive inhibition mechanisms in the spinal cord using
proprioceptive feedback. Simply put, the spinal cord implements servo
loops and the brain functions as a reference generator, without having
to bother about e.g. the dynamics of the task.

The α-model proposes that the muscles are directly innervated by
the brain. This model is devoid of feedback. Also in this model, the
brain does not have to concern itself with the dynamics of the task.
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6 Literature study on neuroscience with respect to manipulation

The assertions of the EP control hypothesis may be divided into
the following three levels [51]:

1. The spring-like properties of the neuromuscular system are util-
ised in movement control;

2. The brain uses an EP trajectory as descending motor commands
to the spinal cord;

3. The EP trajectory can simply be planned; thus, the brain does
not need to solve the dynamics problem.

Several simulation studies have investigated the possibility of tra-
jectory control based on EP control and have shown that the hypothesis
only holds for high arm stiffness [42], [74]. For movement with lower
arm stiffness, the planned EP trajectory and the actual one are very
different, thus in such a case the brain cannot neglect the dynamics
and assertion 3 does not hold.

Gomi and Kawato show that the dynamic stiffness as measured
on three subjects is too low to support the simple EP control hypo-
thesis [51]; more complex (non-monotonic) EP trajectories are required.
However, they state that the inherent spring-like properties of the neur-
omuscular system are not only beneficial for controlling the posture, but
also in reducing the complexities involved in controlling novel multi-
joint movements. Especially in the early stages of movement learning
they assume that stiffness would strategically be increased, providing
easy control without a dynamic model of the movement. This kind
of movement would still be clumsy and exhausting. As models of the
dynamic properties are learned, the control can slowly shift to a less
fatiguing low stiffness movement.

On the other hand, Feldman et al. [39] and Gribble et al. [55]
counter these results with the argument that in these analyses, the
muscle model is taken too simple: the non-linearity of the muscle mod-
els is neglected in these simulations. When the non-linearities are taken
into account, simple EP trajectories cause the desired limb movements,
even with faster movements. In their view, assertion 3 still holds.

6.3.2 Models explaining kinematic properties

Another school of thought in human motion analysis starts from the
observation that the problem of moving the hand from point A to point
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6.3 Movement control by the brain

B is heavily unconstrained. Therefore, the problem is perfectly suited
for utilising optimisation methods.

Flash [44] shows that the minimisation of the jerk is an optimisa-
tion criterion that suits experimental data very well. This criterion
guarantees that the movement is planned with maximal smoothness.
However, the object function still leaves design freedom in the form of
undetermined parameters. These parameters can be chosen to fit ex-
perimental data. Goodman et al. [52] proposes a model only based on
fitting of the velocity profile, the maximum smoothness model. They
model the velocity of the hand during a reaching movement with a dif-
ferential equation. This equation reproduces the bell-shaped velocity
profile of the minimum jerk optimisation:

|ẋ| =
1
τ
ġ(t)(xT − x(t)) g(t) = t3 (6.1)

where g(t) is a third power function of the time, to ensure the bell
shape of the velocity and a smooth acceleration profile. τ is a variable
controlling the timing of the movement and xT determines the total
movement distance. ẋ is the velocity vector of the hand and |ẋ| is the
magnitude of the velocity vector. The bell-shaped velocity profile and
the effect of the free parameter of equation 6.1 are illustrated in figure
6.3.

Although this model is well suited for analysing data, it has little
power in predicting movements. Burdet [28] adopts the minimal jerk
theory by adding extra boundary conditions, derived from other mod-
els. He incorporates the results of Meyer et al. [81], who propose that
every movement consists of sub-movements with random variable dur-
ation and extent and adds one of Milner’s results [82], namely that
sub-movements seem to be triggered periodically with a rate corres-
ponding to the visual reaction time (±100 ms). The resulting model,
named PEOS (Planning and Execution of Optimal movements with
discrete Submovements) uses the bell-shaped velocity profile of move-
ment fitting the minimum jerk requirement, to plan movements with a
certain distance and accuracy trade-off. The number of movements is
not determined beforehand, but is determined by the attained accur-
acy, i.e. the triggering of new submovements continue until the end-
point requirements are satisfied. The model also facilitates the learning
of accurate movement by infants [29]. The actual execution of these
planned movements are done through an adaptive controller that learns
the inverse model of the system.
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Figure 6.3: The figure shows effect of the to parameters of equation 6.1. The
top figures show the velocity profile and the bottom function the position,
both as a function of time. The parameters of the three strokes in the left
figures are τ = 0.100 [s] and xT = {0.05, 0.10, 0.20} [m]. The parameters of
the strokes in the right figure are τ = {0.025, 0.050, 0.100} [s] and xT = 0.10
[m].

Important in this model (and in most models addressing the plan-
ning component of movement) is the additive quality of the submove-
ments. This is best explained by the results of the so-called double-step
experiments (e.g. [43]). In these experiments the subjects are asked to
move towards an appearing light. When the movement is started, the
first light is switched off and another is switched on (see figure 6.4).
The subjects have to change their initiated pointing movement towards
light one to a movement towards light two. Flash and Henis [43] showed
that the final trajectory can only be explained by combining the first
and the second movement. This corrective movement is additive.

Hoff and Arbib [59] present a feedback version of the minimum jerk
model, where the derivative of the acceleration is used as the controlled
variable. A look-ahead unit, which predicts the current state of the
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6.3 Movement control by the brain

s2

s1

s2

s1

Figure 6.4: The results of double-step experiments. The final movement
of the hand is built-up from the superposition of two trajectories. The first
trajectory is directed towards the first light, the second is directed from the
first light to the second light. The timing of the goal switch determines the
resulting hand trajectory.

controlled system, solves the problem of delay in the feedback signal.
Although in simulation the model explains experimental data quite
well, the model is not biologically plausible, because it assumes the
availability of visual information on the current position, velocity and
acceleration of the hand. Furthermore, Flash and Henis [43] explicitly
stated that the double-step movements show that the initial movement
is not aborted, contradicting the approach of Hoff and Arbib.

Stroeve [120] combines the results of both above-mentioned schools,
i.e. the findings of Gomi and Kawato [51] and the results of the theor-
ies based on optimisation. He further incorporates these results with
the results of deafferentation3 studies [120] as a basis for the statement
that arm movement control consists of feedback and feed-forward con-
trol. Based upon this assumption he designs a controller with joint
positions as control variables and, in simulation, combines the control-

3Deafferentation studies look into the consequences of deafferentation, i.e. a
cut-off of the nerves leading from the extremities back to the body. Patients with
deafferentation show distinct problems with controlled movement
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6 Literature study on neuroscience with respect to manipulation

ler with the Kelvin-Voight muscle model4. He optimises the controller
with a reference path of the minimal jerk trajectory and compares the
resulting stiffness of the arm with the stiffness measured in literature,
in particular with the stiffness measured by Gomi et al. [51], which
compare well.

Plamondon (see [104] - [106]) proposes a model for the velocity
profile of the hand based on the notion that the impulse responses of
the neuromuscular subsystems of the agonist/antagonist systems can
be described by a lognormal function (see equation 6.2). This lognormal
function is derived from the proposition that the neuromuscular system
consists of a network consisting of a large number of interconnected
subsystems. When supposing all the impulse response fall in a certain
general class, it can be proven, using the central limit theorem, that
the resultant shape of the impulse response has a lognormal shape
(see [104]). Therefore, the impulse response Λ of a neuromuscular
subsystem is given by:

Λ(t; t0; μi; σ2
i ) =

1
σi

√
2π(t − t0)

e−(ln(t−t0)−μi)
2/2σ2

i , (6.2)

where σ and μ are called the ‘logtime delay’ and the ‘logresponse
time’ [106] of the log-normal function respectively. t0 is the time the
start impulse was produced and t is of course time. The subscript
i = 1, 2 indicates the agonistic or antagonistic systems, respectively.

Since the agonist and the antagonist work against each other, the
overall velocity profile will obey the delta-lognormal law (see [104]):

|ẋ(t)| = D1Λ(t; t0; μ1; σ2
1) − D2Λ(t; t0; μ2; σ2

2) (6.3)

where Di is the activation of the agonist/antagonist subsystem.
Fitting the variables of this model, various experimental data can

be reproduced. Interestingly, Plamondon shows that the data meas-
ured with isotonic (free-movement, measured data is the velocity) and
isometric (constraint movement, measured data is the force) can very
well be explained using this same model [105].

In [106] Plamondon analyses human writing with his delta-
lognormal theory. He extends the model of the strokes by allowing

4The Kelvin-Voight muscle model assumes linear variation of muscle stiffness,
viscosity and rest length with the motor command signal and neglects the activation
dynamics and nonlinear force-length and force-velocity characteristics. [120]
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Figure 6.5: The figure shows effect of the two parameters of equations 6.2
and 6.3. The top left figure shows the velocity profiles of the two subsystems
(dotted line) and the total velocity profile (solid line) (D1 = 10 [m], D2 =
5 [m], μ1 = ln(0.50) [s], μ2 = ln(0.70) [s], σ1 = ln(25) [s] and σ2 = ln(75)
[s]). The top right figure shows the effect of μ on one subsystem (from left to
right μ = {ln(0.25), ln(0.50), ln(0.75)} [s]). The left bottom figure illustrates
the effect of σ (from high to low σ = {ln(12.5), ln(25), ln(50)}[s]. Finally, the
bottom left figure show the execution of a curved stroke in a plane (parameters
the same as the top right figure, and θ0 = 0.9 [rad] and C = −2 [rad/m]).

curved strokes. The angular velocity of the hand movement is also
determined by the delta-lognormal function. Thus, the direction of
movement is determined by the following relation:

∠ẋ(t) = θ0 + C

∫
|ẋ(t)|dt (6.4)

where ∠ẋ(t) is the direction of the velocity movement, θ0 the start
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6 Literature study on neuroscience with respect to manipulation

direction of the movement. C is a scaling factor between the magnitude
of the velocity vector and the change of direction.

He combines his theory with the superposition idea also proposed
by other researchers; the submovements are called strokes. His model
seems to fit experimental data of writing almost perfectly. He also
explains the 2/3 power law5 as a epiphenomenon instead of a law.

6.3.3 Models explaining neuron activity in the motor
cortex

The research with respect to the control parameters that the brain
uses to control arm movement focuses on the role of the primary mo-
tor cortex (M1). The primary cortex is the part of the brain that
plays a fundamental role in the control of voluntary arm movement, as
evidenced by the profound deficits following M1 lesions. The question
that could be asked is: if the M1 neurons encodes one thing, what
could that thing be? Several different views on this problem will be
discussed below.

Georgopoulos et al. [49] first related the activity of the motor neur-
ons to the motion of the hand. The activity of motor neurons in the
cortex tend to be broadly tuned to the movement direction (see figure
6.6). In other words, neurons tend to fire only when the movement is
in a certain direction. Therefore, a collection of neurons can be com-
bined into a population vector, pointing in the direction of movement.
After the results of Georgopoulos, many researchers have focussed on
the relation between the firing of the neurons and different aspects
of movement. Correlations have been shown with arm position [63],
acceleration [41], target position [123] and numerous more.

These correlations have been interpreted as suggesting that the mo-
tor cortex controls higher-level features related to hand movements,
rather than the lower-level features related to the individual joints and
muscles that bring about this movement [117]. This implies a division
of labour, where the brain is mainly concerned with higher-level plan-
ning. If this is the case, the hierarchical lower parts (mainly the spinal
cord) have to implement the conversion of control variables to muscle
activation.

Todorov approaches the problem differently. Instead of trying to

5A well-known law, describing that the curvature κ(t) and the angular velocity

w(t) are linked through the 2/3 power law: κ(t) = kω2/3(t)
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Figure 6.6: The activity of motor cortical neurons tend to be broadly tuned
to the direction of motion of the hand. The direction in which the activity of
the neuron is the highest is called the preferred direction (PD in the figure).
The figure shows the activity of a neuron as function of the motion direction
schematically.

find correlations between the firing of cortex neurons and mechanical
units, such as position or velocity, he proposes that the neurons encode
muscle activation. In [125] Todorov names six arguments supporting
his claim:

Evidence for muscle control: a number of research results point to
direct muscle control;

Evidence against other hypotheses: a number of research results
contradict the hypothesis of directional encoding in extrapersonal
space;

Direct projections: some M1 neurons project monosynaptically on
motor neurons, indicating a close relation between the encoding
in M1 and the ‘meaning’ that motorneuron signals carry. These
monosynaptic projections are more prominent in hand muscles
than in arm muscles;

Proprioceptive feedback: Most M1 neurons are affected by proprio-
ceptive feedback, so that imposed movement in the preferred dir-
ection suppresses the activity of the neuron. These connections
again indicate compatibility of the information;
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Evolutionary considerations: one can assume the general function
of the spinal cord of primates relates to the function it had before
the supraspinal system existed. The supraspinal system in this
case would enhance this functionality, indicating that the spinal
cord would not be able to interpret abstract motor commands as
assumed when M1 encodes physical variables likes velocity or
force;

Computational considerations: the motor system is clearly hier-
archical. However, this does not indicate the division of labour as
assumed in directional encoding of the M1. In that case, the com-
putationally superior M1 would only be dedicated to rather trivial
computation in 3D Cartesian space, while the computational in-
ferior spinal cord would left with all difficult problems (solving
the redundancy problem, dynamically controlling the non-linear
actuators, dealing with interacting forces, etc).

Todorov further systematically analyses the results of other re-
searchers. He shows most results presenting correlations can be re-
produced using direct motor control [125] [124], where the correlations
arise from the mechanical properties of the muscles in stead of the
control algorithms used.

Finally, Todorov discusses hierarchy in arm control [125]. He
stresses the fact that his model does not explain how the spinal cord
functions. It does however, explain how the spinal cord does not work.
The important remark is that the spinal cord does not hide the ele-
mentary properties of the neuromuscular system, since the M1 neurons
directly control the muscles. He proposes though, that the spinal cord
augments the neuromuscular system with extra ‘skills’. The spinal
cord, for example, is ideally suited to generate rapid corrections in re-
sponse to unpredictable events, because this is the only system that has
small enough latencies to ensure stability. The supraspinal system then
would add to this basic set of motions the more complex movements of
willed motions in feedforward.

6.4 Problems of models proposed by neuros-
cience

Before this literature survey is used to base the rest of this dissertation
upon, it is very important to first inspect the value of and the problems
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6.4 Problems of models proposed by neuroscience

with the theories discussed. Remember that neuroscience of motor
control still is far from a well-established field. Several researchers
have posed problems in the research techniques used in these studies.

For example, Sternad and Schaal [119] show that two theories pro-
posing segmented control in drawing movements are based on faulty
conclusions from experimental results. The results that are classic-
ally performed as basis for these theories are unobstructed ellipses and
‘figure-eight’ movements of the hand. A number of researchers have
done these kinds of experiments, but all examine small movements.
With these small movements the kinematics of the arm can be linear-
ised. Sternad and Schaal propose periodic sinusoid joint-movements
as the basis for arm movement generation. This periodic control will
result in the same planar, segmented movement of the endpoint of the
arm. This shows that the conclusion of segmented control based on the
sole inspection of end-point trajectories is not valid.

Todorov [124] also questions the methods that are normally used
in human motion analysis. Brain researchers tend to try to find cor-
relations between brain-activity in monkeys and hand movement (e.g.
a correlation between brain-activity and hand velocity or a correlation
between brain-activity and hand force). When these correlations are
found, the conclusion is drawn that this implies that this correlation
is used as motion control, either direct or indirect. But, when one
takes the dynamics of the primate’s arm into account, the correlation
between the brain activity and the endpoint variable can be explained
by these dynamics.

Overall, research on motion control in primates is mostly a black
box research. You can measure certain inputs (e.g. brain activity) and
certain outputs (e.g. arm movement), but solely based on these meas-
urements it is very hard to draw valid conclusions on the mechanism of
motion control. Most theories can be supported by experiments, where
only certain variables are measured. It should be noted though, that
the models increasingly become more integrated and researchers tend
to compare the test models also with results of other researchers. Nice
examples are the work of Todorov [125], where his model is capable of
explaining results from many researchers and all results are analysed
and explained. Another example is the evolution of the λ-equilibrium
point theory, which apparently has stood the test of time, by continuing
refinements made to that model [39].
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6.5 Discussion and conclusions

Although little is known for certain about the mechanisms controlling
human motion, there are certainly interesting points to be learned from
the human example. This section discusses the points of interest posed
at the beginning of this chapter. Note that, since the literature study
was done with the goal of finding inspiration, it is reasonable that
the discussion presented below is biased towards the behaviour-based
approach, where a choice of interpretation is available.

Co-ordinate systems used in manipulation: The models repro-
ducing motion profiles all use Cartesian or visual space. Several
researchers have investigated the effect of changing the visual
perception by using prisms (e.g. [138]). The results from these
experiments tend to support the idea that motion planning is
done in a visual space co-ordinate system.

The idea that planning is done in the visual space is most consist-
ent with the behaviour-based approach, where the introduction
of Cartesian co-ordinates desires an unnecessary transformation
of perception and actuation: the input first has to be converted
to Cartesian space, planning has to be done and the plan has to
be converted to actuation space, which is a non-trivial problem
considering the human arm kinematics and dynamics.

Point of inspiration: Planning is done in the sensor space.

Command coding in manipulation tasks: The command coding
is an area with maybe the highest discord between models.

The models based on optimisation of the jerk (with the PEOS-
model being the most sophisticated) propose planning using tra-

jectories or ‘strokes’. These strokes are defined in 2
1
2
D, i.e. a

trajectory is planned in a 2D plane existing in 3D. The research
of Plamondon, where he combines the normal reach-and-grasp
research with the handwriting analysis (see [105]), shows that it
is quite possible to represent both large inaccurate movements as
grasping and small accurate movements as writing in the same
model, which provides a broader support for this hypothesis.

The main part of the researchers seem to support the bell-shaped
velocity profile, consistent with the minimisation of the jerk. How
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this minimisation is attained is not clear. The work of Gribble
et al. proposes that the bell-shaped velocity profile is a direct
consequence of the dynamics of the neuromuscular system [55].
Plamondon proposes a different velocity profile, with the more
complex log-normal description. The explanation of this profile
comes directly from mathematical analysis of a fully connected
feedback system [104] steered with impulse inputs6.

Other models focus on explaining measured brain activity of the
motor cortex. Two main models exist, one proposing velocity
or force control (population vectors), the other proposing direct
control (Todorov model).

In the behaviour-based light, the preference goes to the second
model. This explains all phenomena (both force as velocity cor-
relations) from an mechanistic approach. Also, this result relates
closely to the results attained by the EP hypothesis, although
both focus on a different level of control (brain and spinal cord).
Another strong point is the fact that Todorov does not have to
make an (artificial) distinction between force and velocity control.
This difference is attained through the hardware.

Point of inspiration: Complex movement is built up from vec-
tor addition of basic submovements, which are executed in a
plane. The exact velocity profile is of lesser importance, although
the proposal that the velocity profile is caused by the hardware
is very interesting.

Point of inspiration: The difference between velocity control
and force control is artificial. It arises from the interaction with
the hardware and the environment.

Mechatronic aspect of manipulation: The role of mechatronics in
manipulation should already be clear from the discussion above.
The mechanical part is supposed to be responsible for the move-
ment profile. Both the EP hypothesis as the model of Todorov
stress the importance of the mechanical, non-linear dynamical

6Interesting is that the resulting velocity profile of the Plamondon model pro-
duces more natural motion than the bell-shaped velocity profile of the minimum
jerk, as shown in research investigating the use of neuroscience models of motion
execution in controlling animation figures [56]. This is mainly caused by the inabil-
ity of the bell-shaped velocity profile to produce direction inversion (called ‘hooks’),
which give motion a more natural appearance.
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properties of the muscles. This provides a perfect example of
division of labour that is important in mechatronics. Instead of
providing an ‘abstraction’ of the system by controlling the non-
linearities some way or another, the models propose that these
properties are essential in motion control.

Concerning the importance of standard control terminology such
as feedforward and feedback control, the opinions are still quite
diverse. Stroeve [120] uses de-afferent studies to prove that feed-
back control is indeed also a part in arm movement. Todorov
uses the same studies to claim that feedforward is of major im-
portance, and feedback is only of minor importance his assertion
is based on the fact that movement by deafferent patients is still
possible (with a lesser degree of accuracy) .

Another possible way of incorporating feedback in the system
could be derived from the research of Plamondon [104]. Plamon-
don derives the global impulse response of the neuromuscular
system from the coupled impulse responses of the numerous sub-
systems. When this (known) impulse response is used as a basis
of all (feedforward) movements, it would be only logical that de-
afferent patients have problems executing movements. If this is
the case, the feedback component is just part of the total system
and does not have to imply position or velocity feedback.

Visual feedback is also shown to exist in reach-and-grasp move-
ments, as became obvious from the research resulting in the
PEOS model. Anatomically though, this feedback must be in
feedforward form, as also proposed by the PEOS model: when an
error is observed, an additive trajectory is started to compensate
for this error.

Point of inspiration: In human motion control, feedforward is
most important. Feedback of sensor information is used in feed-
forward form, in the sense that additive trajectories are triggered
by sensor information.

Hierarchy in control: The spinal cord implements some basic func-
tionality, from the simple stretch reflex to the much more com-
plicate co-ordination of limb movements. These circuits can be
used by the high level (brain) control (as evident in figure 6.2).
Todorov claims direct muscle control from the brain. This means
that the higher-level functionalities produce the same actuator

140
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commands as the lowest-level controllers. Thus the low-level con-
trollers do not offer an ‘abstraction’ of the real system to the
higher levels, as is normally done in control systems.

Point of inspiration: Inspection of hierarchical division of la-
bour in the human ‘control system’ supports the behaviour-based
approach to designing control systems.
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Chapter 7

Biologically inspired
manipulation

In the previous chapter, some background knowledge on human motor
control was presented. Furthermore, some points from biology that are
of interest for manipulator control have been identified.

In this chapter, this information will be used to define rules for
hardware and controller design. Figure 7.1a shows a (very simplified)
schematic of the components of a human involved in manipulation.
In this dissertation, two main components are proposed for attaining
comparable manipulation by a robot, namely a behaviour-based con-
troller providing ‘intelligence’ and a manipulator arm designed used
inspiration from biology (see 7.1b). A design based on this division is
elaborated in this chapter.

The chapter is built up as follows. Firstly, section 7.1 will present
some related work on biologically-inspired manipulation.

Section 7.2 starts by summarising the requirements on manipulator
design, derived from the neuroscience literature. In this dissertation
however, the hardware has not been further developed. The direction
taken in this dissertation is to emulate such a ‘next-generation’ manip-
ulator arm on LiAS. This emulation is presented next. On this emu-
lated hardware, a behaviour-based controller is designed, again taking
pointers from neuroscience. This is explained in section 7.3.

The hard- and software designs are tested by implementing them
in a test-case. In this chapter, a more human-oriented task than in the
first part of this dissertation was chosen, to extra highlight the power of
the approach in human-like tasks; the chosen task consisted of writing
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Behaviour-based
controller

Spinal cord

Biologically-inspired
manipulator

Brain

Muscles and
skeleton

Human Robot

Figure 7.1: Comparison between the systems involved in manipulation in
humans and in a robot as envisioned in this dissertation. In human, three
components are distinguished: the brain, the spinal cord and the muscles and
skeleton. For this dissertation, two components are proposed: the behaviour-
based high level controller and a bio-inspired manipulator arm. The length
of the arrows is in proportion to the delay in the signals.

on a white board (section 7.4).
Finally, section 7.5 concludes the chapter.

7.1 Related work

Hauck [57] presents work done at the Technischen Universität München
on their humanoid robot MinERVA, focussed on vision-based reach-
ing. The vision feedback triggers straight paths in the Cartesian space,
combined by vector-addition. They use the velocity profile of equation
6.1. The arm is position-controlled. The use of vision feedback avoids
the need of accurate dynamical models. Furthermore, high-rate visual
feedback is not needed, when using trajectory-based parameterisation
of the actuator commands. This work focusses solely on the incorpor-
ation of vision. Comparing to figure 7.1, this work is concerned with
the controller part.

Zollo et al. [143] present an impedance controller for a personal
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robot arm. In [142], they focus on the adaption rules of the impedance,
based on bio-inspiration. The impedance controller is basically a PD-
controller on the joint position to the actuator torque. They use a
variable called the coactivation to regulate the stiffness of the arm.
The higher the coactivation, the higher the stiffness (controlled through
adjustment of the feedback variables). In free space, the coactivation
increases monotonically with the tracking error of the joints to attain
tracking accuracy. In contact, the coactivation decreases monotonically
with the interaction force. This work focusses especially on the control
of the hardware. One could state, their research is especially focussing
on natural interaction.

7.2 Bio-inspiration in the mechanical design

The previous chapter has identified aspects of the human neuromuscu-
lar system that are important for human manipulation. This section
focusses on using this inspiration for the hardware design of a next-
generation manipulator. The first subsection lists the design rules that
are desired. The hardware will be emulated using these design rules.
Subsection 7.2.2 presents the impedance model that is used and ana-
lyses the effect of the model parameters on stability and control. It
also discusses the actual implementation of the controller. Subsection
7.2.3 will summarise what was seen.

7.2.1 Implications on the mechanical design

Four main requirements for the mechanical design of an arm for human-
centred environments can be extracted from chapter 6. A manipulator
designed to abide these rules is named a ‘soft arm’. The design rules
are listed below.

1. Actuators have inherently low, adjustable impedance. Humans
prefer low-stiffness movements, but when necessary, of course this
stiffness can be changed to high stiffness, for example when tight-
ening a screw. When the manipulator is equipped with such ac-
tuators, the actuators will provide the manipulator with natural,
passive compliant behaviour (i.e. natural interaction).

2. The drive mechanism is back-drivable and direct. A transmission
greatly influences the characteristics of the actuation as sensed at
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the end effector, since the impedance is amplified by the gear ratio
squared; a gear ratio of 100, not uncommon on an industrial robot
using e.g. a harmonic drive, will multiply the effective endpoint
force by that gear ratio and divide the effective endpoint velocity
by the same factor, resulting in an impedance increase by a factor
of 10000.

3. The manipulator is lightweight and has stiff links. Proprioceptive
sensors on the actuated joints should provide accurate measure-
ments of the position of the manipulator and its end effector,
thus stiff links are preferred. However, the lighter the manipu-
lator, the lower its effective impedance of the manipulator. This
obviously introduces a design trade-off. A rule of thumb is that
the weight of the robotic manipulator should be comparable to
that of a human arm.

4. The dynamics of the manipulator arm should facilitate move-
ment. This last point might be disputable from a neuroscience
point of view. Some theories claim the dynamics of the neur-
omuscular system are essential for motion control, while others
assume the motion to be the results of control and optimisation.
However, it should be clear that from motion control point of
view, this requirement is definitely important. The fulfilment of
this requirement would enormously reduce the complexity of the
controllers.

It is useful to make a comparison with impedance control, since
requirement 1 relates to this. However, the requirement is distinctly
different from impedance control used in robotics nowadays. Imped-
ance control takes a step away from classical input-output control, looks
at the complete system and tries to define and control the behaviour of
this system. The behaviour of the system will be defined in terms of im-
pedance, i.e. by defining the relation between velocity and force, which
means defining power relations. By choosing this relation smartly, the
system will be stable by definition. If the controller makes the manip-
ulator behave as an impedance, one can view the system in contact as
a concatenation of two physical systems, which is (marginally) stable
in the Lyapunov-sense, since no energy will be created in the system.

However, when implementing such a system, the impedance con-
troller will require a feedback control loop, which defines the relation
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between a measured variable and an actuated variable. This has two
major implications.

Concerning measurement: The measurement is most commonly a
point measurement (by a force/torque sensor at the end effector),
which limits the term ‘impedance’ of a robotic system to ‘imped-
ance in a certain point x’. This prevents the use of so-called
‘whole-arm manipulation’.

This problem is countered in an increasing number of manipu-
lators by directly measuring the torque at the joints. An extra
property of these systems is, that the actual interaction between
the joints is also taken into account.

Concerning actuation: In the case of impedance control, the im-
pedance has to be an active impedance, in the sense that every
perturbation on the measured variable has to be compensated by
an action of the actuated variable. Besides solving a problem
in the control algorithm where it already could be solved in the
mechanical design, this fact introduces for example the problem of
required high-bandwidth and the possibility of instability caused
by e.g. delays, non-linearities and finite sampling time.

Note: Although this section desires the impedance to be completely
mechanical, the most feasible solution is probably the combin-
ation of control and mechanics, i.e. a mechatronic solution. It
might prove easier to provide changing stiffness through control
than through hardware (e.g. see [142]). Also the spinal reflex is
an indication that the properties of the neuromuscular systems
are partly attained by control. It would be safest though, to only
increase the stiffness through control, meaning that the manipu-
lator has low-stiffness when not controlled.

7.2.2 Emulation of the mechanical design

Since a manipulator that meets the requirements of the previous sec-
tion does not exist yet and it is outside the scope of this dissertation
to develop one, such a bio-inspired manipulator was emulated on the
industrial manipulator of LiAS for the time being. This section better
explains what was done.
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The chosen impedance model is introduced in the first paragraph.
The following paragraphs analyse the influence of the control variables,
both for free space situations and for contact situations. Literature
study revealed that another property of the human hardware could
very well be the inherent smoothness of the motion; this claim is made
by both the EP hypothesis as the model of Plamondon. Thus it was
chosen to incorporate this idea in the hardware emulation (compare
requirement 4). The implementation of this is discussed in section
7.2.2.4. Finally, the controller implementation in software is briefly
discussed.

7.2.2.1 The choice of impedance model

When implementing impedance control, the choice of the impedance
model is free. However, it is important to keep a clear relationship with
a possible mechanical design of a soft arm. Therefore, to comply with
the design rules listed in section 7.2.1, we have to define an impedance
model on joint level.

In chapter 6 two streams of thought on brain muscle control were
presented. One claims either velocity or force control depending on
the task at hand, while the other claims the control does not make a
distinction; the difference in behaviour solely sprouts from the inter-
action between the neuromuscular system and the environment. As
already stated, the second line of thought is taken into consideration
when defining the impedance model.

Two requirements on the impedance model are made:

1. The impedance must provide adjustable stiffness.

2. An automatic switch from velocity to force control is desired,
depending on the situation.

A mass-spring-damper system was chosen. Besides providing the
possibility of adjustable stiffness, such a model basically implements
a natural low-pass filter on the force acting on the joint, making the
impedance controller more stable [108]. The desired switch between
velocity control and force control can easily be obtained by adding an
extra damper to the system, as shown in figure 7.2. If the mass is
free to move, i.e. there is no contact, the source controls the velocity
of the mass. If the mass cannot move, i.e. the mass is in contact, the
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movement of the source regulates the interaction force. This guarantees
that the profiles for velocity and force tasks are the same1.

Uin

Automatic ‘switch’
between force control

and
velocity control

c2

kc1

m

Low stiffnessF ; Vex out

Figure 7.2: The impedance model that is used to emulate the soft arm
actuation. The mass-spring-damper system provides stable, low frequent be-
haviour, while the extra damper allows an automatic ‘switch’ between force
control and velocity control, depending on the environment.

Equation 7.1 specifies the behaviour of this system in the frequency
domain (see figure 7.2 for the meaning of the variables):

Vout(s) = H(s)Uin(s) + Y (s)Fex(s)

=
c1c2s + c2k

m(c1 + c2)s2 + (mk + c1c2)s + c2k
Uin(s)

+
(c1 + c2)s + k

m(c1 + c2)s2 + (mk + c1c2)s + c2k
Fex(s), (7.1)

where Vout is the velocity of the driven link, Uin the input command
and Fex the external force working on the link.

To keep the model mechanically plausible, the mass m is taken
constant. The variables k, c1 and c2 are left to be used for control.
The variable k can easily be used to achieve the desired stiffness and
generally c1 will be used to damp the mass-spring system. c2 will be
used to tune the velocity/force control.

A changing stiffness generates stability hazards, since changing the
stiffness of a spring can introduce energy into the system. Therefore, it

1Note that this model de facto combines the two main streams in robotic force
control, namely the direct (e.g. [33]) and the indirect force control (e.g. [60]). As
such, it is comparable to the work on parallel force/position of Chiaverini et al. (e.g.
[31]).
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was chosen to keep the stiffness constant during the execution of a task
and only change it between tasks. The effect of the damper variables
on the behaviour of the impedance is investigated below, both for non-
contact and the contact situation.

7.2.2.2 The control parameters in non-contact situation

The damper c2 can be used to influence the transfer of the control input
Uin to the motion of the mass in non-contact situations.

This effect is rather straightforward: if c2 is very large, Uin acts dir-
ectly on the mass-spring-mass system (equation 7.2), while the transfer
is cancelled for c2 going to zero (equation 7.3):

lim
c2→∞H(s) =

c1s + k

ms2 + c1s + k
(7.2)

lim
c2→0

H(s) = 0 (7.3)

For large values of c2, the transfer function from the external force
Fex to the velocity of the mass Vout behaves as a simple second-order
system with one resonance frequency ωr, concatenated with a differen-
tiator (equation 7.4). If c2 goes to zero, the behaviour of the system
changes to a moving mass (equation 7.5):

lim
c2→∞Y (s) =

s

ms2 + c1s + k
(7.4)

lim
c2→0

Y (s) =
1

ms
(7.5)

Figure 7.3 shows this effect in a Bode plot, where the transfer func-
tion from Fex to the position is shown, for more intuitive plots. De-
creasing c2 will transform the system to a moving mass. The same
can be seen in figure 7.4, which shows the evolution of the poles of the
impedance as a function of c2.

Since the stiffness k is changeable, the parallel damper c1 can be
adjusted to keep a critically damped system (using damping coefficient
ζ), based on the value of the mass m and the stiffness k:

c1(k) = 2ζ
√

mk (7.6)
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Figure 7.3: This Bode plot shows the effect for increasing damper value c2

on the transfer function from the joint torque to the position. The model is
a mass-spring-damper system concatenated with an extra damper.

7.2.2.3 The control parameters in contact situations

To investigate the role of the control parameters in contact situations,
it is important to inspect the effect of the environment on the im-
pedance. This can be investigated through inspection of the apparent
impedance, the impedance that is seen by the sources. This impedance
is the combination of the emulated impedances at joint level and the
impedance of the contact.

From equation 7.1, by substituting the variables of the impedance
model by the real variables, we attain at joint i:

Vout,i

Fext,i
= Yi(s) ⇒ q̇i = Yi(s)Γi, (7.7)

where q̇i is the joint velocity of joint i and Γi the torque working
on this joint, exercised from the endpoint of the manipulator. Yi is the
admittance of the joint. When Yjs(s) is the diagonal matrix of all joint
admittances Yi(s), we can derive the apparent endpoint impedance by
using the Jacobian:

151



7 Biologically inspired manipulation

-3.0 -2.0 -1.0 0.0 1.0

1.0

2.0

x 10
3

x 10
3

0.0

-1.0

-2.0

Figure 7.4: This root-locus plot shows the effect for increasing damper value
c2 on the position of the three poles of the impedance model. The ‘x’ desig-
nates c2 → ∞ and the ‘o’ designates c2 = 0

q̇ = Yjs(s)Γ ⇔
J(q)q̇ = ẋ = J(q)Yjs(s)J(q)T eeW, (7.8)

where eeW is the wrench on the end effector and J the appropriate
manipulator Jacobian2. Since the joint space admittance Yjs is diag-
onal, the apparent endpoint admittance Yep and impedance Zep relate
to joint space admittance by the factor J · JT :

Yep(s) = J(q)Yjs(s)J(q)T (7.9)

and

Zep(s) = J(q)T −1
Zjs(s)J(q)−1 (7.10)

From a stability point of view, the worst situation is a ‘hard contact’
with the environment. In this worst case, the environment can be

2Note that the Jacobian is a function of q!
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modelled as a six DOF undamped spring [108] (see figure 7.5). Also, the
Jacobian matrix can be approximated by a constant Jacobian matrix
of the current pose q.

Environment impedance

c1

Robot impedance

m

k
kenv

Uin

c2

Figure 7.5: The impedance of the robot in contact with the environment (one
DOF, schematically). Note that in case of specified joint space impedances,
the apparent impedance will depend on the manipulator configuration.

The heavy weight of the mobile manipulator can, with small inter-
action forces, be seen as a solid connection to the ground. Therefore,
the concatenation of the impedances can be modelled as two parallel
impedances, leading the following expression for the apparent imped-
ance Zap:

Zap = Zep(s) + Zenv(s) =

JT −1
Zjs(s)J−1 + Zenv(s) =

JT −1
(Zjs(s) + JTZenv(s)J)J−1 (7.11)

JTZenv(s)J is the additive term of the impedance at joint level.
However, it is generally not a diagonal matrix. Therefore, the environ-
ment will cause effects between the decoupled joint impedances. In the
further analysis of the system, the cross terms will be neglected. This
will result in errors, which are implicitly modelled through the external
force Fex.

The factor JT ·J will not change the order of the environment imped-
ance. Therefore, the environment stiffness will add an extra stiffness
to the joint model, parallel to spring-damper-damper system, changing
the behaviour of the impedance. The magnitude of the stiffness de-
pends on the pose of the manipulator through the factor JT · J, but
stays limited.

153



7 Biologically inspired manipulation

Writing down the equation of the model shown in figure 7.5 gives:

Vout(s) = Happ(s)Uin(s) + Yapp(s)Fex(s), (7.12)

with

Happ(s) =
c2(c1s + k)

mcs3 + (mk + c1c2)s2 + (kc2 + kenvc)s + kkenv

(7.13)

Yapp(s) =
cs2 + ks

mcs3 + (mk + c1c2)s2 + (kc2 + kenvc)s + kkenv

=
s

ms2 + c1c2s+kc2
cs+k s + kenv

(7.14)

with c = c1 + c2.
Thus in contact, the adaptivity of extra damper c2 is limited, for it

then affects the global damping of the system. The effect of the control
parameter c2 is investigated first. Equations 7.15 and 7.16 give the
expression for the admittance in the limits of c2. Equation 7.15 shows
an undamped resonance for c2 = 0, which means a lower limit for c2

in contact has to be found. Furthermore, equation 7.16 shows that the
rule to tune c1 in free space does not suffice in contact situations. The
effect of a changing c2 is further illustrated in figure 7.6, which shows
the root loci of the impedance in contact as a function of c2.

lim
c2→0

Yapp(s) =
s

ms2 + kenv
(7.15)

lim
c2→∞Yapp(s) =

s

ms2 + c1s + k1 + kenv
(7.16)

The most interesting frequency region is the region around the res-
onance frequency, since this is the region where enough damping has
to exist. Zooming in on the damping in equation 7.14 gives:

c1c2s + kc2

(c1 + c2)s + k
s =

c1c2
c1+c2

s + kc2
c1+c2

s + k
c1+c2

s (7.17)

The worst case when looking at stability is a large value for kenv, so
suppose kenv � k. Then it can easily be shown that, at the resonance

frequency ωr ≈
√

kenv

m
:

154



7.2 Bio-inspiration in the mechanical design

-3 -2.5 -2 -1.5 -1 -0.5 0

x 10
5

-1.5

-1

-0.5

0

0.5

1

1.5

5
x 10

Figure 7.6: This root-locus plot shows the effect for increasing damper value
c2 on the position of the poles of the impedance model in contact. The ‘x’
and arrow designate c2 → ∞ and the ‘o’ designates c2 = 0

s � k

c1 + c2
⇒

c1c2
c1+c2

s2 + kc2
c1+c2

s

s + k
c1+c2

=

c1c2

c1 + c2
s +

kc2

c1 + c2
(7.18)

Since k
c2

c1 + c2
� kenv, equation 7.14 simplifies to:

Yapp(s) =
s

ms2 + c1c2
c1+c2

s + kenv
(7.19)

Combining equation 7.19 and equation 7.6, one can find a rule to
calculate the required damping values c1 (tuned using the damping
ratio in free space ζ) and c2 to attain at least a desired relative damping
in contact ζc:
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c2 >
2ζc

√
kexm

1 − ζc

ζ

√
kex
k

∧ (7.20)

ζ > ζc

√
kex

k
(7.21)

Equation 7.21 provides an insightful rule to tune the desired relative
damping in free space ζ. When the total system needs to stay nicely
damped in contact, an estimate on the contact stiffness kex provides a
lower limit on ζ, and thus on c1. When ζ is chosen higher, the minimum
value for the second damper c2 is lower (see equation 7.20).

10
0

10
1

10
2

10
3

10
4

10
5

10
6

10
7

10
8

Frequency [rad/s]

-50

-100

-150

-200

-250

0

-45

-90

-135

-180

Ph
a

se
[d

e
g

]

effect of increasing c2

X
/U

[d
B]

o
u
t

in

Figure 7.7: Bode plot that shows the effect of increasing c2 on the transfer
function from the input command Uin to the interaction force.

To avoid having to estimate the contact situation and the para-
meters, the system is tuned to an overdamped system, by choosing ζ
large.

The effect of the command input Uin on the interaction force can be
investigated by looking at the transfer of the control input Uin to the
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link velocity Vout (equation 7.13) and noticing that Fex ≈ kenvXout.
Its behaviour is shown in figure 7.7. It again shows the occurrence
of the underdamped resonance frequency if the value of c2 is too low.
This can also be seen in figure 7.6, which shows the root loci of the
transfer function as a function of c2. For lim c2 → 0 the poles are on
the imaginary axis.

7.2.2.4 Movement facilitating properties of the hardware

The basic control unit of movement that people use is a trajectory or
a ‘stroke’, as became clear in chapter 6. A stroke can be started at any
time, yet it cannot be stopped once it is started. Both the λ-model as
the model of Plamondon propose that these strokes or velocity profiles
are brought about by the hardware. Translating this to our design,
the velocity profiles are therefore integrated in the hardware emulation
layer.

Two options can be taken when concretising the statement above
into a real implementation. The first is more bio-mimetic in approach:
define the motion such that they can be described with the same mod-
els as human motions. The other approach focusses more on taking
important aspects and transferring those to the implementation:

The bio-inspiration approach One could claim that the essence of
the inspiration from biology should be that the manipulator acts
in its own optimal actuator space. The trajectories that humans
execute are described well by a model that minimises the jerk.
In other words, the executed trajectory is optimised to some cri-
terion. The result of that optimisation of course depends on the
actual hardware dynamics and the hardware configuration.

The bio-mimetic approach The bio-mimetic approach would choose
to reproduce human motion as exactly as possible on the robotic
hardware. In this case, the trajectories that can be used to de-
scribe the human motion should be reproduced. The disadvant-
age is that this type of trajectories does not have to be optimal
for the robot in the same manner as it is optimal for humans.
In this case, straight Cartesian trajectories for a six DOF ma-
nipulator such as LiAS are not optimal in most circumstances.
However, since mimicking the actual movement execution of hu-
mans creates the smallest gap possible between what people do
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and what the robot can do, logically this is a very nice approach
when focussing on human tasks.

The choice was made to design the velocity properties using the
bio-mimetic approach. The reason for this is twofold. First, since the
work done in this dissertation explicitly focussed on human tasks, it
is natural to choose the bio-mimetic approach. Second, continuing the
line of reason, since the soft manipulator arm actually still has to be
designed, it is a logical choice to also apply the bio-mimetic approach
to the hardware design, which automatically will meet the aspect of
optimality.

Therefore, the actuator commands to the hardware emulation are
start commands (or start impulses, as in the Plamondon model) that
will initiate the execution of a trajectory in Cartesian space.

However, the concrete parameterisation of these trajectories leave
design freedom. Basically, two obvious choices exist for the trajectory
model: the model proposed by Goodman et al. (equation 6.1) and the
model of Plamondon (equations 6.2 to 6.4).

Hale and Pollick [56] have investigated which model describing the
human motion creates the most natural motion, when used in anima-
tion. This showed that models allowing direction inversion at the end
of the motion (which they named ‘hooks’) were found to be the most
natural. The log-normal velocity profile will result in more human-like
behaviour, since it allows the possibility of direction inversion of a tra-
jectory velocity. However, the bell-shaped velocity profile was chosen
because of its closer relation between the stroke parameters and mech-
anical units.

However, to facilitate more complex motion than reaching motions,
the possibility of curved strokes is also adopted, as defined by Plamon-
don.

Repeating the equations from chapter 6, a stroke started by an
‘actuator impulse’ is described as:

|ẋ(t)| =
(t − t0)

2

τ
(xT − x(t − t0)) (7.22)

∠ẋ(t) = θ + C

∫ t

t0

ẋ(t)dt, (7.23)

where |ẋ| is the tangential velocity of the stroke, ∠ẋ the instant-
aneous direction of movement of the stroke, xT the total length, θ the
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Figure 7.8: Illustration of some stroke parameters.

starting angle of a stroke and C the curvature and τ is a time constant
determining the duration of the stroke. t0 is the start time of the stroke
and therefore not part of the stroke definition.

Equations 7.22 and 7.23 define the evolution of a point in 2D. When
this is transposed to our manipulator moving in 3D, the plane in which
the trajectory is executed is still undefined. Therefore, each trajectory
is extended with a definition of that plane, by a rotation matrix R
(defined by three rotations).

Now only the Cartesian velocity of the end effector frame is defined,
which means three DOF. This leaves three DOF undefined, namely the
orientation of the frame. These DOF are, for the time being, defined
such that the end effector frame always points away from the manip-
ulator base frame. Although this might seem strange, it is for most
simple tasks unnecessary to exactly control the orientation of the end
effector. Furthermore, bio-kinetic research defines basic movements
that combine the orientation and the position of the hand, the so-
called PNF (Proprio Neuromuscular Facilitation) patterns, suggesting
an explicit connection between the orientation and the position of the
human hand, through the used hardware.

7.2.2.5 Real-time control software

The controller for the manipulator arm is implemented in RTAI-LXRT
[113] using a pre-release of Orocos [94]. Orocos is a project in which
robot control software is developed under OpenSource licences. It aims
at various robotic devices and computer platforms. The part of the
project used in this dissertation focusses on a component-based design
of the hard realtime layer that makes up the controller. This is the
low-level layer of robotic control.
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The components, which Orocos provides, include those which form
the basis of all programs (i.e. thread interfaces, an event mechan-
ism), those that build up a controller (i.e. control kernels, control
algorithms, trajectory generators) and those that implement kinematic
calculations. Together, these form the framework used to implement
the controller.

Objects are defined to represent the hardware joints. These objects
are combined by an object representing the manipulator arm. Each
joint has its own control kernel controlling the position of the joint,
running at 1000 Hz. An impedance kernel at the same frequency is
closed around each position loop (see figure 7.9).

7.2.2.5.1 Position kernel The position loop is closed using a
standard PID implementation with limitation of the derivative gain,
bumpless parameter changes and anti-windup protection by tracking
(implementation from [10]).

It is tuned using the Ziegler-Nichols method3, resulting in the para-
meters as shown in table 7.1.

Joint nr [-] P τi [s] τd [s]
1 6.00 · 101 5.00 · 10−1 1.00 · 10−1

2 1.60 · 102 2.00 · 10−2 1.00 · 10−1

3 1.60 · 102 2.00 · 10−1 1.00 · 10−1

4 1.00 · 104 3.72 · 10−2 3.88 · 10−3

5 1.25 · 104 3.00 · 10−2 3.13 · 10−3

6 2.00 · 103 2.28 · 10−2 2.38 · 10−3

Table 7.1: The parameters of the PID controllers

7.2.2.5.2 Impedance kernel The impedance kernel is closed
around the position loop. Measurements from the force/torque sensor
at the end effector are used to calculate the torques on the joints:

Γ = JT eeWm, (7.24)
3Basically, the Ziegler-Nichols method for tuning a PID, consists of two steps.

Firstly, one uses only a proportional feedback loop, which is turned up until the
loop gets unstable (Pmax) and the (unstable) resonance frequency fr is measured.
Then the Pmax and fr are used to calculate the parameters of a PID.
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where eeWm is the measured end effector wrench and J is the ap-
propriate manipulator Jacobian.

These virtual torque measurements are the input of the impedance
model. The model is needed in an discrete but algebraic form, since
the parameters control parameters can change. This is attained by
transforming the continuous state space representation into the discrete
state space representation using Tustin’s rule (equation 7.25).

s =
2
T

z − 1
z + 1

(7.25)

After some manipulation, one gets:

Ad = A−A+ (7.26)

Bd = (I − A+A−)Bc
Ts

2
(7.27)

Cd = CcA− (7.28)

Dd = Dc + CcA−Bc
Ts

2
(7.29)

xd = A+xz−1 + Bcu
Ts

2
z−1 (7.30)

Ts is the sample time, I is the unity matrix of the proper size and
the underscores ·c and ·d indicate the continuous and discrete version
of the matrix or vector, respectively. The matrices A− and A+ are
defined as:

A− =
(
I − AcTs

2

)−1

(7.31)

A+ = I +
AcTs

2
, (7.32)

(7.33)

Using these equations it is fairly easy to attain the desired matrices
analytically.

To be able to treat the impedance loop completely separate from
the position loop, it is desirable that the position loop has a higher
bandwidth than the impedance loop, i.e. the maximum resonance fre-
quency ωr of the impedance loop must be below the break frequency
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Figure 7.9: The real-time control scheme, consisting of an impedance emu-
lation loop around a position loop. Γm is the joint torque, qm is the measured
position, qs is the position of the (simulated) mass of the impedance model
and q̇r is the reference velocity.

Parameter Value
Joint 1 Joint 2 Joint 3 Joint 4 Joint 5 Joint 6

m [kgm2] 0.4 1.2 1.2 0.1 0.1 0.04
k [Nm/rad] [0, 40.0] [0, 7.2] [0, 7.2] [0, 2.0] [0, 1.8] [0, 0.4]

ζ [-] 5 5 5 5 5 5

Table 7.2: The parameter values of the impedance model. The ‘masses’
(which are actually inertia’s) are chosen such that they are proportional to
possible values of inertia of a serial link manipulator in one certain position.
The position dependency is not taken into account. The ranges of allowed
values of the stiffness are listed.

ωc of the position loop, which limits the possible set of mass-spring
value combinations according to equation 7.34. Although this formula
is only valid in free space, it provides a handy rule of thumb. The used
parameter values are listed in table 7.2.

ωr =

√
kmax

m
< ωc (7.34)

The strokes define the six DOF in Cartesian space. To control the
impedance model, these have to be transposed to joint space. The
resulting joint velocities are the input of the impedance controllers.

However, this transposition is not so simple, since the robot has
to handle singularities. It was chosen to use the Jacobian transpose
method around singularities. This allows the movement through sin-
gularities, at the cost of the exactness of the transposition. The joint
velocities produced by both methods (the exact Jacobian inverse and
the approximate Jacobian transpose) are combined using a singular-
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ity measure αs, a value between 0 and 1. The manipulator has three
singular positions and around all these positions an αs,i is defined as
shown in figure 7.10. The total singularity measure αs is the product
of the three singularity measures αs,i:

αs = αs,1 · αs,2 · αs,3, (7.35)

�

�

�
s,

i

Singular position

Figure 7.10: The value of a singularity measure around a certain singular
position of the robot.

The desired joint velocity q̇r is calculated from the desired Cartesian
twist Td using the singularity measure αs as weighing factor:

q̇r = (1 − αs)J−1Td + αsJT Td, (7.36)

7.2.3 Summary

This section has introduced the concept of the ‘soft arm’, with design
rules inspired by biology, more particularly by the primate’s neuromus-
cular system. The hardware of such a manipulator is emulated on the
industrial manipulator of LiAS, with a well-chosen impedance model.
Note that it might not be obvious to implement this impedance model
in hardware. However, as long as the general idea of the hardware emu-
lation is kept, that will not diminish the generality of the results. The
influence of the model parameters is analysed. Finally, the realtime
implementation of the emulation has been discussed.

7.3 Bio-inspiration in the controller design

The design choices made in the previous section simplify the control-
ler design enormously (comparable to the simplification of control in
the λ-model). The choice was made, to retain the structure of naive
behaviour-based robotics. However, since the hardware is changed, the
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behaviour definition of course has to be changed. The new behaviour
definition and its advantages are better highlighted in subsection 7.3.1.
The possible combination algorithms is restricted, which is explained
in subsection 7.3.2. This section is concluded in subsection 7.3.3 by
describing how complete programs can be programmed using the bio-
inspired approach.

7.3.1 The definition of a behaviour

The behaviours for the biologically-inspired soft arm again define a
mapping from their input space I and internal state space IS to the
actuator space A. For these types of behaviours, the actuator space is
the stroke space As, consisting of a total of seven parameters4.

B : I × IS × t → {As, Sapp} (7.37)

with

As = {(xT , τ, C0, θ0,R)|xT ∈ R
+;

τ ∈ R
+; C0 ∈ R; θ0 ∈ 〈−π, π]}

∪ {as0} (7.38)

At this level, the behaviour-based controller is actually transformed
from a continuous controller simulated on a discrete system to a purely
discrete controller. The controller is non-periodic, since generally the
triggering of new strokes is not governed by time but by sensor inform-
ation. The controller execution however is periodic, thus the intro-
duction of a null stroke as0 is imperative. When no stroke is started
at a certain calculation step, the output of the controller is as0. The
large advantage of this system is, quite logically, the great reduction of
required communication bandwidth.

Note that the behaviours only produce start commands and para-
meters for a trajectory. The actual trajectory is generated by the emu-
lated soft arm.

7.3.2 The combination of behaviours

Only competitive co-ordination can be used, i.e. from the behaviours
that are appropriate, only one behaviour gets executed. Although, at

4Remember that the rotation matrix is defined by three rotations.
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first sight, this might seem to conflict with the idea of additive strokes,
this is not so, since the execution time of the strokes is much larger than
the period of the calculation step of the behaviour-based controller.

Although it might seem far-fetched to call one stroke a behaviour,
a collection of well-tuned behaviours deserves the name. For example,
when a couple of behaviours are combined such that they form the
letter ‘h’, it can easily be called a behaviour. Another example would
be the construction of a collection of behaviours that opens a door,
using vision and force information to trigger new strokes.

An important point that deserves extra stressing, is the fact that
behaviours can be member of different agencies. This allows, for ex-
ample, the reuse of the loop of an ‘h’ in the construction of an ‘l’ and
a ‘k’.

7.3.3 Construction of a behaviour controller

The construction of a behaviour-based controller is now rather straight-
forward. The basic behaviours, implementing certain basic function-
alities, have to be programmed. This can e.g. be a predetermined
stroke triggered when necessary or a grasping stroke triggered by vis-
ion. These strokes have to be combined into groups of behaviours,
that, combined, will provide bigger functionalities. This can then be
e.g. a behaviour that opens a door, wipes a blackboard or writes. This
process is iterative, at each step the choice of behaviours has become
bigger (all the basic behaviours plus the compound behaviours). This
process will be illustrated in section 7.4.

7.4 Applications

7.4.1 Joined writing on a board

A behaviour-based controller was implemented on LiAS to let it
write short words on the whiteboard. This section will illustrate the
behaviour-based controller and present some acquired data from writ-
ing ‘hello’ on a whiteboard.

7.4.1.1 The behaviours

LiAS is presumed to ‘know’ how to write the word. The writing itself
is thus merely an execution of a program. The robot however, does not
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know exactly where the whiteboard is, thus it first has to approach the
board. Once it has found the board (using the force/torque sensor),
the writing will start. During the writing the pressure on the board is
controlled. When the pressure is too low or too high, it has to adjust
the pose of the manipulator somewhat. This is done by moving towards
or away from the board, respectively.

Thus, two types of behaviours can be distinguished for the actual
task.

Type I behaviours are preprogrammed behaviours producing the
strokes writing the actual word. These strokes are defined in
the estimated plane of the whiteboard. Since in this applica-
tion it is presumed that the mobile robot is right in front of the
whiteboard, this is the yz-plane.

All behaviours of type I are listed in table 7.3. Once these be-
haviours are triggered, they stay inactive for a certain fixed time
ttr. During this time, triggering the behaviour will not result in
starting a trajectory.

Bx :

⎧⎪⎪⎨
⎪⎪⎩

as =
{ {xT , θ, C, τ}x if Sapp = 1

as0 else

Sapp =
{

0 if t − tactive < ttr,x
1 else

⎫⎪⎪⎬
⎪⎪⎭ , (7.39)

where x are the different basic behaviours involved in writing
(see table 7.3), t is the current time, tactive is the time when the
behaviour last fired and ttr,x is the trigger period of behaviour x.

Type II behaviour is concerned with correcting the position of the
pencil with respect to the board. Since the position and orient-
ation of the board are not exactly known when the manipulator
stands in front of the board, the orientation of the pencil with re-
spect to the board is also not precisely known. Hence, the writing
movement will cause the arm to move towards or away from the
board. This extra ‘posture behaviour’ starts a trajectory to keep
pressure on the board and is defined in the xz-plane. The beha-
viour is triggered using the force/torque sensor: if the pressure
on the pencil increases too much, a small trajectory is started,
moving the end effector from the board and visa versa.
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This behaviour utilises the impedance model of the joints in a
rudimentary manner. When the behaviour has to increase or
decrease the force exerted on the board, it decreases the damping
of the joint models5 (see table 7.4). When the behaviour has to
increase the pressure, it sets the damping to the push damping
value, when it has to decrease the pressure, it changes the value to
the relieve damping value. When neither is the case, the damping
is set to infinity. This mechanism utilises the impedance models
on the joints. When the pressure is too high, the low damping
will let the environment push the robot away. This is comparable
to the relaxing of muscles to relieve pressure. When the pressure
is too low, the decreasing of the damping in the joint models make
sure that the pressure exerted by the robot does not increase too
much.

Behaviour xT [·10−2 m] θ [rad] C [rad/m] τ [s] ttr [s]
S1 8.0 1.18 0.0 0.5 4.0
S2 10.0 1.73 0.5 0.5 4.0
S3 20.0 -1.57 0.0 1.5 4.0
S4 10.0 1.57 -6.0 0.5 4.0
S5 8.0 -1.57 0.0 0.5 4.0
S6 10.0 0.60 0.0 1.5 4.0
S7 8.0 2.30 20.0 1.0 4.0
S8 12.0 -1.80 25.0 5.0 4.0
S9 6.0 0.60 0.0 0.5 2.0
S10 5.0 0.85 -5.0 0.5 4.0
S11 12.5 -3.10 40.0 3.5 4.0
S12 5.0 1.50 50.0 0.5 4.0
S13 4.5 0.00 1.5 0.5 4.0

Table 7.3: The values of the thirteen behaviours used to write ‘hello’. The
values for the trigger period ttr are chosen rather arbitrary. The value should
be large enough to prevent the behaviour from executing too often and small
enough to make use of the behaviour more than once.

5Remember: it is the second damper value c2 that can be changed.
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Parameter Value
Push stroke length 0.5 · 10−2 m
Relieve stroke length 0.2 · 10−2 m
θ 0.0 rad
C 0.0 rad/m
τ 0.18 s
ttr [s] 0.2 s
Push damping 950 Nms/rad
Relieve damping 10 Nms/rad

Table 7.4: The parameters of the behaviour that keep pressure on the board.

Compound
Behaviour Members Timing [s]

Loop {S1, S2, S3} {0.0, 1.25, 2.0, 5.5}
N Leg {S4, S5 } {0.0, 0.8, 3.5}

H {Loop, N Leg} {0.0, 5.5, 8.5}
E {S6, S7, S8} {0.0, 1.2, 2.0, 6.0}
L {Loop, S9} {0.0, 5.2, 5.6}
O {S10, S11, S12, S13} {0.0, 1.0, 2.75, 3.75, 5.0}

Hello {H, E, L, L, O } {0.0, 7.5, 12.2, 18.2, 23.7, 30.5}
Table 7.5: The table lists the compound behaviours that make up the final
controller. The values under ‘Timing’ are the start times of the different
behaviours that are a member of the compound behaviour with respect to
the time the compound behaviour was used the first time. The last value is
the time after which the compound behaviour considers itself to be finished.
Note the the same compound behaviour ‘L’ is a member of the compound
behaviour ‘Hello’ twice.

7.4.1.2 The compound behaviours

Two types of co-ordination mechanisms are used in this application.

Co-ordination based on time scheduling The co-ordination used
to combine the behaviours of type I behaviours is purely time
scheduled, meaning it starts certain behaviours at certain mo-
ments, all preprogrammed. Table 7.5 shows the timing of the be-
haviours in the compound behaviours. The co-ordination mech-
anism of these compound behaviours ‘knows’ thus which beha-
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31

4

5

2

Figure 7.11: The letter ‘h’ is composed of two compound behaviours, one
drawing the loop (first three trajectories) and one drawing the ‘n’-part (last
two trajectories). The figure in the middle shows the different basic traject-
ories that form the letter ‘h’ (striped line), plus their timed addition (solid
line). The right figure gives a feel for the speed of movement at different parts
of the letter. (The successive dots are equidistant in time).

L

Loop

h

n-legs

S1 S3 S4 S5S6 S2

Figure 7.12: Illustration of some compound behaviours used to write ‘hello’.
The arrows between the behaviours indicate a membership relation. The
members of a compound behaviour have arrows pointing to their compound
behaviour. The arrows in a compound behaviour signify the sequence in which
these behaviours are executed.

viour to activate at each moment. These compound behaviours
can be complete letters, but can also be parts of letters. For ex-
ample, the letter ‘h’ is composed of two compound behaviours,
one that makes the loop, and one that makes the ‘n’-legs (see fig-
ures 7.11 and 7.12). This kind of division allows the incremental
construction of letters (for example, ‘h’, ‘k ’ and ‘l ’ all have the
same start loop).
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Co-ordination based on priority The last compound behaviour is
constructed from the compound behaviour that writes the word
and the behaviour that keeps pressure on the whiteboard (the
type II behaviour). This is a priority-based co-ordination, where
the behaviour that keeps pressure has priority over the writing
behaviours.
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Figure 7.13: A comparison between the planned word and the actual written
word. The top left figure shows the planned output, the top right figure shows
’hello’, written by the robot. The bottom graph shows the planned tangential
velocity. The (small) difference between the planned word and the result is
caused by the interaction with the environment.

7.4.1.3 The writing

Figure 7.13 presents the result of the execution of the ‘hello’-program.
The writing can easily be preprogrammed using a simulation tool, for
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example Matlab. The result of such planning is shown in the left most
figure of figure 7.13. The execution result of this plan is shown besides
it. The small differences in the planning and execution are due to the
interaction of the robot with the environment. Also the dynamics of
the emulated soft arm will affect the accuracy of the plan-execution,
therefore it is useful to keep the tangential velocity of the endpoint
bounded (see figure 7.13, bottom figure).

Figure 7.14 shows the acknowledge signal of the compound beha-
viours as function of time. These are measurements of a real execution.
The figure shows that the compound behaviours forming the letters are
sequentially executed and that the behaviour to keep pressure some-
times intervenes to start an extra stroke that adds or releases pressure.

Figure 7.15 shows the forces on the pencil measured during writing,
in the end effector co-ordinate frame (positive z-axis is into the board,
the positive x-axis points down). As can be seen, the force remains
rather low (below 5 N), and although the offset on the force sensor is
relatively large (1 N with respect to 5 N maximum force), the system
works quite well. Also note the bell-shaped force profiles along the z-
axis. This is the effect of the behaviour trying to keep starting strokes
to increase the pressure.

7.5 Conclusions

This chapter is the chapter where it all starts to come together. The
main problem of the implementations of part 1 have been countered
by advocating a new, innovative method of manipulator design and
control. The contributions of this chapter are listed below:

• Design guidelines for a ‘soft arm’ have been listed. Such a design
of hardware will provide a manipulator with natural interaction,
as desired in chapter 4. During this dissertation, such a manip-
ulator was not designed, but it is emulated on industrial hard-
ware. The properties of the designed impedance controllers are
analysed.

A lot of work could be done in researching how to use the control
parameters. However, for the applications that this dissertation
aims at, the design of a mechanical implementation of a soft arm
is of paramount importance. Since the control parameters of
this implementation will differ from the control parameters of
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Figure 7.14: The graphs show which (compound) behaviour is active at the
moment. This does not mean that a stroke is started, just that the compound
behaviour is allowed to start a stroke. The bottom graph is not a compound
behaviour, but a basic behaviour. This behaviour always starts a trajectory
when it is allowed to be active, since it only wants to be active when it
needs to start a trajectory. The pen reaches the board and starts writing at
approximately 2 seconds from the start.

the newly designed hardware, the use of the control parameters
is not further explored.

• Impedance controllers are defined at joint level. The impedance
model is innovative. It is based on inspiration from biology, in
the sense that (1) it provides controllable stiffness and (2) it does
not make a distinction between force and velocity control. On
the other hand, the model basically combines the two schools of
force control, since it implements both direct and indirect force
control.

• An extra feature is implemented by the emulation level. In neur-
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Figure 7.15: Recorded forces during writing, measured in the endpoint co-
ordinate frame (positive z-axis is into the board, the positive x-axis points
down). Notice the offset on the signals (from 0.0 to approximately 2.0 seconds,
the manipulator does not touch the board) and the small variation of the
pressure force; it stays between -1.0 and -4.0 N (when compensated for the
offset).

oscience, it is proposed that the hardware (the neuromuscular sys-
tem) significantly simplifies the control problem. This concept is
adopted at actuator level, by adding the reference trajectories to
the biologically inspired manipulator (see figure 7.9). Note that
although the emulation implements trajectories at a Cartesian
level, the logical mechanical equivalent will implement this at
joint level. However, this will not influence its usability.

This feature has numerous positive effects on the functioning of
the system:

Stability The major problem of the behaviour-based controllers
as discussed in Part I, was the fact that the need for low-level
servo loops influenced the controller at each level, giving
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Figure 7.16: The word written on a whiteboard in one of our offices.

problems of instability. This need only arose from the fact
that the mechanical design of the manipulator was unsuited
for the tasks that it was used for. Using the biologically
inspired manipulator, the natural interaction is attained by
the manipulator, making the stability of the controller much
more obvious.

Reduced bandwidth of the controller Since the manipu-
lator is controlled using strokes, the required communication
bandwidth is significantly reduced.

Reducing the complexity of planning and control The con-
trol in actuator space (the stroke-space) reduces the problem
of programming and control of human-like tasks, since the
stroke space provides a basis that is especially suited for
human motion (see e.g. [28], Ch. 5).

• Behaviour-based controller is again based on biological inspira-
tion. The use of the biologically inspired manipulator as discussed

174



7.5 Conclusions

above allowed the reintroduction of the discrete, non-periodic
behaviour-based controller. This means that the controller will
have more flexibility, since it is not a pure controller anymore.

• The power of this approach in human-like tasks is shown. The
implemented behaviour-based controller is capable of writing on
a whiteboard. The measure of performance for this system is the
human (imprecise) standard (remember definition 1.2), in this
case: ‘Is the writing readable?’. The same approach should be
able to solve other tasks such as opening a door just as well. The
programming of such as system, is rather easy.

One more step has to be taken in this dissertation to attain the goal
presented in chapter 1, namely the introduction of learning capabilities
into the system. This is the subject of the next chapter.
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Chapter 8

Learning in
behaviour-based systems

It would seem to me
I remember every single fucking thing I know

Gordon Downie, At the 100 th meridian - Fully
Completely

8.1 Introduction

This chapter will discuss the first steps towards implementing develop-
mental learning, as envisioned in the introduction. The topic is starting
to receive more and more attention (e.g. [40], [71], [118]) Some import-
ant properties of such a system are the global increase of knowledge and
the simplified learning of complex tasks by utilising previously attained
knowledge. Note that this chapter does not treat a fully developed re-
search. It should be read as future research, with preliminary results
founding the propositions that are made.

It is beyond doubt that the envisioned system is a complex learning
system. Nuttin [90] proposes three steps in designing complex learning
systems: first find a good decomposition to control the complexity of
the learning, then determine the appropriate approximator class for
each subsystem and thirdly select the right optimisation algorithm.
The procedure Nuttin further proposes is task oriented. The goal of
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the learning process here, however, is not task-oriented. It can be
described as equipping the robot with the possibility to get to know
itself and its capabilities. Only when its capabilities are known, the
next step of the system should be trying to use that knowledge to do a
task. This is distinctly different from training a robot for a particular
task. Therefore, the approach Nuttin proposes is not quite applicable
to this kind of learning systems. This kind of learning is can better be
named developmental learning rather than task learning.

This however does not diminish the usefulness of the decompos-
ition into subsystems. Application of the behaviour-based approach
fulfills this requirement. A well-chosen behaviour definition automatic-
ally provide a good decomposition that can be used for learning. This
approach is also supported by the researchers in humanoid control.
Since the actuator space of these types of robots get extraordinary
large (30 to 50 DOF), the planning of movement in this space gets
intractable. Therefore, current research focusses on identifying move-
ment primitives for controlling a robot [116]. Some focus on biological
inspiration to define motion primitives [14] [116], while others accom-
modate the primitives to the task [13].

The choice of the exact decomposition and the approximator class
used to represent ‘knowledge’ in the system greatly influence the pos-
sibilities of the learning system. You can’t learn something you don’t
practically already know [136]. This dissertation proposes a distinct
approach to the incremental learning problem. The approach and the
choices made in the process are discussed further on in the chapter.

8.2 Problem description

The term ‘machine learning’ contains a broad spectrum of techniques
and approaches. For the learning system of this dissertation, the tech-
niques are limited though, since they must conform to a list of require-
ments. The most important observation is that the system should learn
on-line, by doing. The learning also has to be non-supervised. Thus,
in this dissertation:

Proposition 8.1 Developmental learning is considered to be the self-
adaption of the system to increase the amount of knowledge in the sys-
tem.
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Figure 8.1: Learning can be applied to many facets in a naive behaviour-
based program. Three main components available for learning can be dis-
tinguished: learning of the actuator command production, learning of the
appropriateness estimation of a behaviour and learning in the co-ordination
mechanisms. A fourth method of learning could be applied to the structure
of the program, by adding (compound) behaviours to the program.

8.2.1 Modules available for learning

Let us start by identifying where learning could take place in a naive
behaviour-based program. Several different components can be learnt
(see figure 8.1):

1. Sensor-appropriateness connection The ‘sensor-appropriateness
connection’ is the estimation of the effect of the behaviour in the
current situation (as represented by the sensors and the internal
states). In figure 8.1 it is represented by the block ‘Appropri-
ateness’. This estimation might be rather easy to learn. Many
learning techniques use exactly that measure: the usefulness of
the executed command (e.g. reinforcement techniques).

2. Sensor-actuator connection The ‘sensor-actuator connection’ is
the creation of an appropriate actuator command, based on
sensor input and internal state. In figure 8.1 it is represented
by the block ‘Behaviour’. When solely the sensor-actuator con-
nection is learned, it is hard to use non-parametric learning to
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represent this behaviour, since the appropriateness has to make
an (algorithmic) estimation of the effect of the behaviour.

3. Co-ordination Another thing that can be adapted through exper-
ience is the rules that are used for co-ordinating different beha-
viours. Here, one can think of thresholds, timing, etc.

4. Program structure The program structure does not have to be
fixed. One can think of the creation of new behaviours, or the
collection of behaviours into compound behaviours.

8.2.2 Concerning knowledge representation

The level of a-priory information that is used in the system is minim-
ised. This approach is in contradiction to common practice in design-
ing learning systems, since the common practice advocates to use all
a-priory information available. However, since this research does not
focus on particular tasks, using models in the system might counteract
instead of facilitate learning. It is known that a major part of learning
in humans and animals is played by association learning [47]. It is also
claimed that association learning in animals and humans is facilitated
by evolution. Nets or components exist in the brain that are special-
ised in learning vital information. For example, one-shot-learning nets
exist that associate the smell of poison with its negative effects. Evol-
utionary speaking, this is of course a very useful specialisation [48],
[111].

Association learning is also adopted here. Specialised components
to simplify association learning are not used until a deeper understand-
ing of the process and the necessity has arisen. The most basic system
thus only consists of sensor input and actuator output. This provides
the only information that can be used. This allows a specification of
proposition 8.1:

Proposition 8.2 Learning is considered to be the making of associ-
ations in the system to increase the amount of knowledge in the system.

8.2.3 Learning in a biologically inspired naive behaviour-
based system

The most general version of a behaviour can be described using equa-
tion 7.37, repeated here for convenience:
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B : I × IS × t → {As, Sapp}, (8.1)

It is important to notice that the behaviours are discrete. Each
behaviour, when executed, causes a trajectory in sensor space. When
a stroke is started, the end effector moves from point A to point B
in Cartesian space. This trajectory is registered by the proprioceptive
sensors. It might also be registered by vision. When the end effector
hits an obstacle during movement, the force can be sensed. Thus, it can
be said that the effect Ea(t) of an actuator command a is a trajectory
through the sensor space I, where at each moment the effect is defined
by a vector in the sensor space:

Ea(t) ∈ I for t > tstart (8.2)

Tasks have to be specified in a space the system ‘knows’. In the
most basic system, this would be the sensor space. When the system
learns more basic associations, these associations can also be used to
specify tasks. An interesting comparison can be made to the behaviour-
based mapping of an environment as described by Matarić [78], where
the information of a map is distributed over the behaviours that cause
the motion. Navigation tasks are therefore not provided in a Cartesian
world model, but by using the behaviours directly. Another example of
this is an assembly task, where the task description would be something
like ‘push the two parts together until they click’. Practically, of course,
these task descriptions can be complex to program. Programming by
demonstration or imitation learning can be good solutions to counter
this problem. Very interesting work in the field of imitation learn-
ing is done at the University of Tokyo by Inoue et al.. E.g. in [71],
three action primitives are chosen to be learned by the robot. These
are learned as trajectories through the sensor space, stored in a ‘non-
monotonic neural net’, which is basically a dynamic, continuous-valued
Hopfield network.

In all the above described systems, the basic assumption holds, that
is that

Proposition 8.3 All reasoning in the system is done in its own
(sensor) space.
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Input

Figure 8.2: The different components used for controlling the system. The
outside world is sensed. The ‘Task’ is represented in the system in the same
space, i.e. in the sensor space. The ‘Internal Model’ represents the expect-
ation of what will be sensed. When a new actuator command is given, the
expectation is updated with the expected effect. This is also represented in
the same sensor space.

8.2.4 Task definition and execution

Now the problem of the behaviour-based program would be: ‘Given
a particular task, what are the behaviours that should be started to
achieve the task?’

The general model of such a basic behaviour-based program is
shown in figure 8.2. Central in the process is still the behaviour-based
program. The task is explicitly shown in the figure. This does not im-
ply that the task is also explicitly represented in the system, just that
it can be represented in sensor space1. Triggering a behaviour causes
a trajectory in sensor space. This can be represented using an internal
model. The use of an internal model is necessary, since sensing the
world does not provide information on what will come, i.e. the final
result of the commands given up to time t cannot be sensed from the
current state of the world. This also provides the possibility to incor-
porate expectation into the system. This is a very important aspect in
systems, that is hard to incorporate without an explicit module. Note

1Compare this to imitation learning. There, the ‘task’ is to imitate a human,
who is perceived by the sensors.
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that this type of model usage is still very different from an internal
model of the world, since it is not used to store previous sensor data to
provide abstract representations. It is used to predict the future sensor
data. Thus when a behaviour is triggered, the system expects a certain
the effect of this action on the evolution in the sensor space. This effect
is stored in the internal model.

8.2.5 Overview of the rest of the chapter

Until now the discussion on learning has been quite general, without
specifying what can be learned how. This will elaborated further below.
First, section 8.3 will introduce the running example. As a running ex-
ample it was chosen to adopt the problem of letting a robot learn to
write. The aspects of what can be learnt will be discussed in section
8.4. Section 8.5 will then explain how to approach the problem of learn-
ing specialised behaviours. Section 8.6 will present the approach and
results of incremental learning, where new skills are learnt from skills
that already exist in the system. Finally, section 8.7 will summarise
the preliminary exploration of this approach.

8.3 Running example

To investigate the possibilities and problems of developmental learning,
the problem of writing is again adopted: a robot has to learn how to
write.

This learning should be comparable to the learning by a child.
Therefore, at first the robot is not able to write at all. However, after
training, the robot should start to get better and better at it, ideally
acquiring its own handwriting. To get an idea of how children learn to
write, see figure 8.3.

In this particular case, the task representation is easy, and similar
to the ‘task’ given to children: reproduce the example. Note however,
that when the robot is presented with this problem with absolutely no
prior knowledge, the comparison with children learning to write does
not hold anymore, since children normally pass a couple years with
colouring and drawing before they have to learn to write! This is an
observation that allows to simplify the learning problem a little, i.e.
assume prior knowledge of how to produce the right motion.

The sensor space in the example is for reasons of simplicity only
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Figure 8.3: An example of a school book used to teach children how to write.

the visual space, i.e. an x-y space where the tip of the pen and the
lines drawn in this space are represented by points. Thus, the effect
of a behaviour Ba is given by the trajectory through the visual space
Ea(t):

Ea(t) ∈
[(

xmin

ymin

)
,

(
xmax

ymax

)]
for t > tstart (8.3)

8.4 General discussion of the possible ap-
proaches

This section discusses some possible approaches to the learning prob-
lem.

8.4.1 One general behaviour

The basic problem of the behaviour-based program is: ‘Given my task,
what behaviour do I start to achieve this’. Thus the given information
is some trajectory in sensor space, in the case of writing, some letter or

184



8.4 General discussion of the possible approaches

word to trace. One could try to create one behaviour that ‘knows’ how
to best approach the problem, thus given a trajectory of sensor points,
that behaviour would know what stroke achieves it.

This is related to the inverse kinematics problem. It is relatively
simple to calculate the effect of a stroke that is started, as it is rel-
atively simple to calculate the effect that joint velocities have on the
end effector twist of a robot. However, it is harder to calculate the
desired joint trajectories given a desired end effector trajectory, espe-
cially when a robot has non-linearities, light flexible joints or is of high
dimensions. The same goes for calculating the best combination of
strokes to reproduce the task trajectory in sensor space. Thus:

‘simple’ problem ←→ ‘hard’ problem
ẋ = f(q̇) ←→ q̇ = f−1(ẋ) (8.4)

Es(t) = g(as) ←→ as = g−1(Es(t)), (8.5)

where ẋ is the Cartesian twist of the endpoint of a robot, q̇ is a vec-
tor of joint velocities and f(.) is a (nonlinear) forward mapping. f−1(.)
is the inverse mapping. Es(t) is the trajectory through sensor space
that is sensed, caused by the stroke s. as is an actuator command and
g(.) is the (nonlinear) forward mapping from this actuator command
to the sensor space. g−1(.) is again the inverse mapping.

The already hard problem of inverse mapping of one stroke is fur-
ther complicated by the fact that the strokes interfere. This interference
has two major effects. Firstly, any desired sensor space trajectory can
always be reproduced with a combination of other strokes. Thus solely
finding the mapping is not enough, also an optimisation of some sort
has to occur, to determine the best stroke to start. The better this op-
timisation, the less strokes are needed to recreate the task. Secondly,
even the effects of optimal actuator commands overlap, making the
inverse mapping even harder to solve.

8.4.2 Specialisation in behaviours

Another approach could be to let behaviours specialise. One behaviour
would be able to produce one or a small subset of similar trajectories
in sensor space. This would greatly simplify the learning of the actu-
ator command generation. However, one would also have to learn an
appropriateness measure for each behaviour to be able to determine
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which behaviour can meet the current requirements of the task. The
learning of the behaviours and the appropriateness estimation would
have to be dealt with in parallel.

According to the guidelines proposed by Nuttin, this approach is
to be preferred over the general-behaviour approach, since the decom-
position simplifies the learning.

8.4.3 Acquiring new skills

Suppose that the basic mappings are found, thus that either one beha-
viour (in case of one general behaviour) or a collection of behaviours (in
the case of specialised behaviours) exist. In that case, this behaviour-
based program is able to recreate any desired task, since it can map
the task from sensor space to the actuator space.

However, one could envision an extra level of learning, namely learn-
ing associations between closely related actuator commands. This idea
of combining related behaviours into compound behaviours through se-
quencing is well known and present in e.g. MissionLab through the fi-
nite state automata [6] or in BOD (Behaviour Oriented Design) through
the Basic Reactive Plan [27], where the sequence is used as a basic pro-
gram element. These approaches however focus on sequencing in time,
while this is not necessarily the only manner in which behaviours can
be related. It is very well possible that behaviours are combined in a
different manner to attain a ‘higher level skill’. One can think here on
the combination of the Keep-Pressure behaviour and the Write-Word
behaviour from the previous chapter. However, for writing, the timed
sequencing of behaviours is the most obvious. If the same sequence
appears again and again, the sequence can be remembered and optim-
ised.

How one can question, how this is learning of new skills, based on
things the system already knows? Suppose one wants to learn to write
Chinese. The first time one does so, it would be a careful reproduction
of all the lines that make up the signs. Furthermore, the signs would
have no meaning. However, when one has written the sign time after
time, this sign would be written more automatically and more fluently.
On the one hand, this reduces the need of calculation (once it is re-
cognised that a certain sequence has to be executed, this can just be
done, without the need of extra calculation). On the other hand, this
will provides the automatic creation of new units of information. As
stated before, it is assumed that learning is done through association.
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Now, these new skills provide the possibility of higher-level association.
For example, the system can now associate the sound of the sign when
pronounced with what it looks like and how it is written.

Thus a new unit of information exists in the system. These new
units of information also make it easier to represent tasks in the system:
when writing is not known yet, one cannot ask the system to write
hello. However, when the system knows to associate the letters with
the correct sequence of strokes, it is able to write ‘hello’ when asked to
do so.

8.5 Learning of specialised behaviours

As was discussed in the previous section, a choice has to be made for
one general basic behaviour or for specialised behaviour. As it was
made clear in section 8.4.1, one general behaviour is a hard problem
to learn. Therefore, the approach that uses specialised behaviours is
further elaborated and two proofs of concepts are presented.

When using the approach of the specialised behaviours, the learning
occurs at two levels: the creation of an appropriate set of behaviours
making up the basis, and the learning of the appropriateness function of
these behaviours. This approach facilitates the separation of the ‘how’
and the ‘when’ of the triggering of behaviours. The set of behaviours
that provide the basis is the ‘how’, since they encode how to execute
motion, and the appropriateness function estimates when the certain
motions are to be triggered. These are discussed separately below.

8.5.1 How do I do it?

As stated above, learning how to do something is concerned with the
creation of a good set of behaviours for executing certain tasks.

This set can be attained in many different ways.
The most pragmatic approach is what is called motor babbling (see

e.g. [5], [116]). Basically, motor babbling is the random execution of
motion and the remembering of the effect. Through motor babbling,
‘good’ behaviours could be found and remembered, for example by
grouping similar trajectories into one behaviour. In that case, the
result of motor babbling is an explored actuator space, divided into a
collection of (maybe uncertain) behaviours.
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Another approach is genetic programming. Genetic programming
is especially suitable for exploring large non-convex spaces. One can
imagine that the behaviour-based controller starts with a first gen-
eration of behaviours to accomplish a task. The execution of these
behaviours have to be evaluated using some ‘measure of optimality’.
The best behaviours will propagate to the next generation, and new
behaviours are created by crossing-over and mutation operators. The
optimality measure could incorporate e.g. a particular task (writing)
or the pose evolution caused by the behaviours. The passing of gen-
erations will cause the behaviour-based controller to evolve towards a
(sub-) optimal controller with respect to the optimality function.

Yet another approach is the use of heuristic rules to fine-tune ex-
isting behaviours for a particular task.

These are just some proposals for creating a set of basis behaviour
with which the learning can be initialised. Comparing this step to the
running example, it corresponds to the playfully drawing and colouring
by young children. The assumption is made that the result of this learn-
ing step is a basic set of behaviours. This set of behaviours will cover
the actuator space to a sufficient degree. Each behaviour is capable of
covering a part of the actuator space. The sensor-actuator mapping
done by a behaviour might be uncertain, i.e. the repeated triggering of
a behaviour would cause similar, but not identical trajectories through
the sensor space (for an example of such an ‘uncertain’ behaviour, see
figure 8.4).

8.5.2 What do I do?

A logical aspect of specialised behaviours is the fact that they are not
generally applicable. Their effect will only positively contribute un-
der specific circumstances. Therefore, the appropriateness estimation
becomes very important.

Besides estimating what the appropriateness of a certain behaviour
is, it is also important to be able to represent that effect in the internal
model. Thus, each behaviour should know what will happen when it
is triggered. A behaviour can determine whether it contributes to a
particular task by comparing the task and its effect on the current
expectation.

The used representation is bio-inspired. It is a well-known fact that
the mapping of sensor-information in the brain locally retains spatial
relationships. Examples of this are the ‘homunculus’ in the brain (see
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The effect of an ‘uncertain behaviour’
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Figure 8.4: The figure shows the effect of an uncertain behaviour. The
parameters of its stroke have a Gaussian uncertainty (xT = 0.80, σxT

= 0.03,
θ = 1.18, σθ = 0.05, C = 0.0, σC = 0.2). The stroke starts at (0, 0). The x
and y -axis in the figure are the positions reached by a stroke, the z-axis is
the chance that that point is visited by the execution of the behaviour.

figure 8.5) and the mapping in the visual cortex. Therefore, a neural
network concept, based on this same idea, is adopted (see figure 8.6).
The visual space is ‘sampled’ by a first layer of neurons. The activation
of this network represents a visual input vector �v, which is passed on
to the representation layer.

The effect of a behaviour is the evolution of activation through the
first layer (neural) net, the visual map in figure 8.6. In this running
example, this could for example be the evolution of the tip of the pen2.

The next layer has to store the evolution of the input vector �v. To do
this, the concept of a time evolving neuron is introduced. The adopted
neuron model is a very simple linear model, where the activation of the

2The tracking of the tip of a pen in sensor space is not a problem from a biological
inspiration point of view, since it is hypothesised that human possesses about four
specialised tracking networks in the visual cortex. The output of one such tracking
network would be the position of the tracked object in the visual field.
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neuron an is a value between 0 and 1 (i.e. ‘inactive’ to ‘active’):

an(tn, t) = max
(

0, 1 − |(�v(t) − �wn(tn))|
rn(tn)

)
(8.6)

The Cartesian distance between the visual input vector �v and the
centre (i.e. the weight) of a neuron �wn at a particular point in time is
normalised by the neuron’s region of activation rn at that moment. If
the visual input vector is outside this activation region the neuron is
inactive.

Figure 8.5: The homunculus as found by Penfield is an example of the spatial
relation that is locally retained in the brain. The right picture shows which
regions in the brain are innervated by the afferent nerves from the different
body parts. The left figures shows an artist’s impression of the homunculus,
based on the size of the different regions of the mapping.

The variable tn is the normalised time, in the sense that the effect
of the stroke parameter τ is taken into account. When equation 7.22
defining the stroke tangential velocity is integrated, one comes to:

x(t) = xT

(
1 − e

−t3

3τ

)
(8.7)

Thus the normalised time tn = tτ− 1
3 .

The evolution of the weight and the radius of the neuron is learned
based on the Kohonen learning rule [68]:
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Perception
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trajectory of one
execution of
behaviour X

Visual map

Figure 8.6: This figure shows schematically the neural mapping used to rep-
resent the effect of a stroke. The effect is a time-governed trajectory through
the neural space in function of time. The first layer is a simple neural map-
ping. The activation of this map provides a visual input vector �v for the
second layer, which is the actual representation. The representation has to
store both the positions and the timing of the evolution of the input vector.

�wk+1(t) = (1 − α(k))�wk(t) + α(k)�v(t)
rk+1(t) = (1 − α(k))�rk(t) + α(k)|�v(t) − �wk(t)| (8.8)

The measurements of the effect of the behaviour are numbered by
variable k. Each time a new effect is measured, the weights and the
radius of the neuron are updated according to equation 8.8. α(k) is the
learning factor. This varies between 1 and 0, ranging from completely
unlearned to finished learning.

Concerning the learning of the weights and radius of the neuron as
a function of time, a so-called ‘lazy learning’ method was applied, i.e.
the different instances of the neuron in time (weight and radius) are
just stored.

Figures 8.7 and 8.8 illustrate a fully learned neuron, which rep-
resents the uncertain stroke of figure 8.4. The first figure shows the
activation region as it evolves in time. The second figure shows five
snapshots of the neuron at different moments in time. The last (bot-
tom right) figure shows the complete region of activation the neuron
covers. Comparing this to the plot in figure 8.4, it shows that the ac-
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Figure 8.7: The evolution of the weight and the radius of the representation
neuron of the uncertain stroke. The figure shows the position and radius of
the neuron at different moments in time.

tivation region of the neuron resembles the probability density of the
uncertain stroke well.

8.5.3 When do I do it?

Until now, the creation of a necessary basis set of behaviours is dis-
cussed and it is explained how the effect of such behaviours can be
learned. To get a working system only one step is left to take, and that
is determining what behaviour should be started when.

Remembering figure 8.2, what needs to be done is checking whether
the triggering of a behaviour makes task completion come closer. This
entails (1) the comparison of the task description and (2) the combined
effect of the current status (as stored in the internal model) and the
trajectory that the triggered behaviour will cause. If the internal model
is more similar to the task with the behaviour than without, the beha-
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Figure 8.8: Illustration of the evolution of the weight and radius of the
representation neuron of the uncertain stroke. Figures a) to e) are snapshots of
the neuron at particular moments in time. The right bottom figure shows the
complete evolution of the neuron. This represents the effect of the uncertain
stroke well (compare with figure 8.4.)
.
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viour should be executed. Therefore, a measure of similarity is needed,
a value that indicates how similar two neural nets are.

Summarising, to check if a behaviour should be triggered, one can
distinguish two steps: (1) the addition of the two representation neur-
ons and (2) the comparison of the effect of the combined representation
neuron with the task description resulting of a measure of similarity.
These steps are discussed below. When a behaviour is triggered, its
effect should be incorporated into the internal model, which is again
done by adding the representation neuron to the internal model.

8.5.3.1 Adding two representation neurons

The addition of the time evolution of two representation neurons n1

and n2 is basically little more than vector addition. At each time step,
the weights are added to attain the new weights:

wsum(t) = wn1(t) + wn2(t) (8.9)

The activation region of the new representation neuron nsum is
also easily calculated. First assume that the total ‘energy’ of each
representation neuron An at each moment in time is constant. Then the
total energy of the neuron An can be calculated based on the content of
the activation cone using equation 8.10, where c is a scaling constant.

An =
π

3
r2
nan · c (8.10)

The assumption is made that the total activation energy of neuron
at each moment in time is the same as the total activation of the sep-
arate neurons n1 and n2. When further is assumed that the maximum
activation energy of the new neuron (the centre of the cone) is the
average of the maximum activation energy of neurons n1 and n2, one
arrives at:

rsum(tn) =

√
2

r1(tn)2r2(tn)2

r1(tn)2 + r2(tn)2
(8.11)

8.5.3.2 Comparing two neural maps

The comparison of two neural maps requires a measure of similarity.
The measure used in the test cases is a heuristical one, although many
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measures could be found.
The idea is to find out how much of the task example is covered by

a particular representation neuron. The task is represented in sensor
space, transformed into a neural representation (the first layer of figure
8.6). The model of equation 8.6 is used for the neurons. Note that time
is of no importance, thus the task is not a time-governed sequence of
neurons. However, the concept of sequence is kept. Thus, the neural
map representing the task is just a sequence of neurons that are directly
activated by the task. Since the time evolution of a representation
neuron is a trajectory through sensor space too, these trajectories have
to be compared.

The adopted similarity measure is fairly simple. It is measured how
far the representation neuron proceeds along the task. The neurons of
the tasks have to be ‘visited’ by the representation neuron. It is allowed
to skip a small number of the task neurons. The method is illustrated
in figure 8.9.

8.5.4 Experimental validation 1

The above sketched approach is tried in simulation. Both the actu-
ation and the sensing (vision) is simulated. The task is presented in
sensor space, comparable to the tasks given to children learning to write
(compare bottom right figure of figure 8.10 and figure 8.3).

The behaviour-based program is implemented in the agent struc-
ture described in chapter 3. Each stroke is implemented by one beha-
viour. At each calculation step the behaviours calculate the increase in
similarity between the internal representation of the task and the task
description they cause when they are triggered. When the similarity
decreases, the value is negative, otherwise positive. All behaviours are
combined into one agency. The co-ordination mechanism that is used
is very simple. Every calculation step, the behaviour with the highest
positive appropriateness is triggered.

Firstly, three behaviour were trained, which can be seen as the
result of motor babbling. The parameters of these strokes are given in
table 8.1. The representation neurons of the behaviours are shown in
figure 8.10. The task is shown in the bottom right figure of figure 8.10,
together with a successful execution.

Once all behaviours are well-trained, the task is presented to the
behaviour-based controller. At each test run, the task description has
to be reproduced. The behaviour that is the most appropriate at the
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Stroke xT (σxT ) θ (σθ) C (σC) τ
1 0.8 (0.05) 1.18 (0.025) 0.00 (0.10) 0.05
2 1.0 (0.05) 1.73 (0.025) 0.05 (0.10) 0.05
3 2.0 (0.15) -1.57(0.013) 0.00 (0.03) 0.05

Table 8.1: The table shows the parameters of the strokes of example 1. The
parameters have a Gaussian spread. The value of the standard deviation is
given between the brackets.

start, is always stroke 1 (see figure 8.11, which shows the appropriate-
ness estimations of the behaviours). Depending on the actual paramet-
ers of the stroke that is executed, the task can either be reproduced or
not. The average rate of success is about 50%.

The results of this simulation are satisfactory. It shows that the
approach taken is useful. The internal model makes it possible to
take the expectation in the system into account when deciding what
to do. The 50% unsuccessful executions are mainly caused by the
triggering of the right behaviour with the wrong parameters (remember
that they are ‘uncertain behaviours’). Two approaches can be taken to
counter this problem. The first (very logical) approach is to make the
variation in parameter value dependant on the sensor input, in stead of
completely random values. The other approach is to use reinforcement
learning to narrow the uncertainty band around the right values. In
the case of the running example, this would evolve towards an own sort
of handwriting.

Another problem apparent in the execution is that even if the sim-
ulation ‘writes’ a correct loop, the behaviours are triggered too early.
This is logically caused by the fact that the behaviours are triggered
when they first increase the similarity, which is most probably not the
optimal moment. They might increase the similarity even more if they
are triggered later. This problem might be countered in many ways.
The way the appropriateness of a stroke is calculated could be refined
or the similarity measure could be refined. But a very interesting solu-
tion is to learn sequences and then use the strokes of these sequences as
one timed-governed sequence. The timing of these sequences can then
be optimised, for example by reinforcement learning.

This learning of sequences is discussed in the following section.
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Figure 8.9: The figure shows algorithm to compare two neural maps in a
flowchart. (The variable n stands for the number of skipped neurons, N
stands for the maximum allowed number of skipped neurons.
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Figure 8.10: The results of one execution with specialised behaviours. First
three panes of the figures show the representation neurons of three strokes,
used to reproduce the example. The bottom right figure shows the result of
a successful execution.
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Figure 8.11: The appropriateness measurements of the strokes during the
successful execution (stroke 1 to 3 from top to bottom). The appropriateness
estimation is not bounded between 0 and 1, to show the evolution of the
estimation. As soon as the appropriateness is positive, the stroke is triggered.
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8.6 Incremental learning

When striving for intelligent robots, incremental learning (or devel-
opmental learning) is of paramount importance. In the past, many
researchers have applied learning techniques, focussed on the learning
of particular tasks (see [90]). The common approach to this is to ana-
lyse the problem that has to be learned and apply the optimal learning
approach for that particular task. This will be an iterative approach,
finished when the right representation, learning algorithms etc. have
been found. However, this has resulted in little prospect of leading to
real, autonomous intelligence. A new approach is now beginning to
emerge, which takes a more developmental view on intelligence. In this
light, incremental learning is essential.

As shown in the previous sections, when the learning is explicitly
based upon the hardware (actuator and sensor space) and when the
actuation space is not continuous (e.g. continuous joint velocities),
but discrete (e.g. stroke space or movement primitives), the naive
behaviour-based approach is very suitable. This section focusses on
the possibilities of incremental learning in such a system.

The concept is extremely simple. Suppose a system is executing
(learning) and it keeps track of behaviours that are closely associated
(through sequence, timing, etc.). If such behaviours are found (e.g.
behaviour Bb is always triggered after behaviour Ba), they can be com-
bined into a compound behaviour Bab. This compound behaviour is
inserted at the highest level of the control structure (the top compound
behaviour). When all the behaviours of the top compound behaviour
are again asked for their appropriateness in the current situation, the
behaviour Bab will have a better effect on the task execution than the
behaviours Ba and Bb separately, and thus will be triggered. In this
way, a new behaviour, from the outside indistinguishable from the ba-
sic behaviours, is created. Maybe slightly overstating, one could claim
that a higher level of intelligence is created in the system.

The association which is searched for in the proof of concept is
solely based on sequence. The rate of occurrence of each sequence
is remembered. The duration between the triggering of the first and
the second behaviour in a sequence is averaged. If a sequence has
occurred ‘enough’ times, a new compound behaviour is created. The
representation neuron of this behaviour is the timed addition of the
two behaviours, i.e. until the trigger time of the second behaviour, the
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representation neuron of the compound behaviour is the same as the
representation neuron of the first behaviour. After the trigger time,
the representation neuron of the compound behaviour is the addition
of the representation neurons of the first and the second behaviour.

As was clear from the experiment with just the basic behaviours,
the timing of the behaviours will not be perfect. This can be tuned
using simple heuristic rules. The effects of wrong timing of strokes is
illustrated in figure 8.12. A different approach to fine tune the timing
of the sequence is to start with an uncertain trigger time. On a good
execution, the chance of the used trigger time can be increased.

s2

s1

t - t < dt2 1 t - t > dt2 1

Figure 8.12: This figure illustrates the effect of wrong timing of strokes in
a compound behaviour. The left most figure shows the example and the two
separate strokes which are combined into a compound behaviour. The middle
figure shows what will happen if the strokes are triggered to soon after each
other, the right most figure shows the effect if the time between triggering is
to long.

8.6.1 Experimental validation 2

The concept of creating larger compound behaviours by combining be-
haviours in a time-sequencing manner is tested in the writing example.
The rule for creating a new compound behaviour is very simple: if two
behaviour occur more than n times, a compound behaviour is created,
with a time-sequencing co-ordination mechanism, comparable to those
used in the previous chapter. Sequences are measured in pairs. The
basic set of behaviours are the same as in the experimental validation
1.
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8 Learning in behaviour-based systems

The threshold value n is set to 5. The results are shown in table
8.2. During the 6th simulation run, four extra compound behaviours
are created and added to the top compound behaviour . After 12
simulation runs the compound behaviour is extended again, now with
a compound behaviour combining three strokes.

This little proof of concept, even in all its simplicity, showed the
validity of the approach, since the ‘robot’ has acquired a compound
behaviour to write an ‘l’. Although this is not elaborated further,
extra levels of learning could easily be used to optimise this ‘l’, adjust
the timing of the sequence, etc.

8.7 Summary and conclusions

This chapter was mainly concerned with the investigation of the use of
learning approaches to attain developmental intelligence. The concept
of task-oriented learning has been abandoned, the goal of learning in
the system is the development of the system.

The first assumption that guided the approach was that if a system
knows what it can do, it is capable of deciding how to do given tasks.
Since systems only possess sensors and actuators, the assumption was
made, that no abstraction of this should be made. Therefore, task-
oriented models are abandoned. The abstractions, higher-level symbols
if you will, should naturally arise from the system.

Using these assumptions, and combining them with the work on
naive behaviour-based control, a framework is proposed in which the
learning should take place. Basically, four aspects open to learning have
been distinguished. Firstly, the association between sensors and actu-
ators. This association is connected to the question how something can
be done. The second aspect is the association between sensors and the
appropriateness estimation, which is concerned with when something

Compound behaviours Timing [s] simulation run
S1, S2 {0.25} 6
S2, S3 {0.35} 6
S3, S12 {0.29} 6

S1, S2, S3 {0.25, 0.35} 12

Table 8.2: Creation and timing of newly created compound behaviours
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should be done. The third aspect was concerned with the adaptation of
the co-ordination mechanisms. The fourth aspect is concerned with the
adaption of the control structure, which is done based on associations
within the system. The hypothesis is posed that this kind of structural
development is essential in the creation of higher-level symbols. The
continuation of the process is made possible by the fact that compound
behaviours do not differ from the low-level behaviours in the sense of
representation.

Three of these aspects have been investigated separately.
It was shown that the sensor-actuator association can be learned.

It was posed that the learning of local association between the sensor
and actuator space is much easier than the learning of the global associ-
ations. This led to the assumption that the first step in learning should
lead to a large set of behaviours capable of making most associations
correctly. This can be done using several methods, ‘motor babbling’
being the most commonly used approach. This basic set of behaviours
is capable of executing tasks in an unpracticed manner, sometimes res-
ulting in success, sometimes failing. This was shown with a simple
simulation of writing.

The sensor-appropriateness association is learned based on an in-
between representation. This representation is directly based on the
assumed evolution of activation in the sensor-space. The only assump-
tion that is essential for this method of representing, is that memory is
active. In other words, the effect that an action will have somewhere in
the future is not readily available. It has to be actively retrieved, tak-
ing up time. Therefore, knowledge is fundamentally an active process
in this system.

The structural learning is also illustrated with an example of learn-
ing to write. The compound behaviours that are created have the same
manner of representation, making them indistinguishable from lower-
level behaviours.

The ideas presented in this chapter are still in an underdeveloped
stage. All aspects of the examples presented in this chapter deserve bet-
ter attention. However, the examples still stand as a proof of concept
and it is my strong opinion that further research into this direction
might prove essential for developing intelligent robots.
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Chapter 9

Conclusion and future
work

This dissertation has focussed on the application of behaviour-based
robotics to the problem mobile manipulation. The ultimate goal was
finding a good basis for the development of autonomous intelligent
systems. In the journey of this research, many topics were touched.
The conclusions of this dissertation are summarised below. After that,
the direction for future research is lined out.

9.1 General conclusions

Natural task description and robustness
The concept of a ‘natural task description’ has been introduced. I

claim that the concept will become increasingly important in robotics,
when robotics is going to be used in human-centred environments ex-
ecuting human tasks. This type of task definition does not require nor
support quantitative specification. The behaviour-based approach is
ideally suited to fit this type of task specification, since it advocates a
trade-off of setpoint control for natural task robustness.

Naive behaviour-based robotics and the generalised schema-
based architecture

The field of behaviour-based robotics is still an immature field.
The developments are mainly characterised by either applications or
development of new variations. These variations mainly concern the
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development of different co-ordination mechanisms.
In this dissertation, the different approaches and the ‘common opin-

ion’ on behaviour-based robotics have been distilled into one general
approach, which I called ‘naive behaviour-based robotics’. The design
focusses on building complex controllers from numerous very simple,
reactive, actuator-command producing units, i.e. behaviours. It does
not specify nor focus upon the co-ordination algorithms that should be
used. Some guidelines to design naive behaviour-based systems have
been laid out. I called the architecture to suite this controller design
approach the ‘generalised schema-based architecture’. This is a small
extension of the schema-based architecture, by offering the possibility
of adding extra autonomy to the behaviours.

MARCA (Multi-agent robotic control architecture)
During the thesis a software framework has been designed and im-

plemented. The software framework is basically a transposition of
the generalised schema-based architecture into a software framework.
However, a generalisation step, making an abstraction of data, makes
it equally fit for implementing other kinds of (intelligent) robot con-
trol architectures. Its use in different projects during the period of
the thesis has shown its utility. All programs and implementations
discussed in the thesis have been implemented using this framework.

An important aspect of the design of the framework was the formal-
isation of the execution of controllers. Without any formal description,
the analysis of behaviour-based controllers is virtually impossible.

Direct application of naive behaviour-based robotics
Two test cases have been implemented using naive behaviour-based

robotics. Both are mobile manipulation tasks. The first test case was
the implementation of a co-operative carrying function. The second
made the robot open a door. The test cases are noteworthy in the
sense that they are of the very few that really implement manipulation
in the sense that contact with the environment occurs. Most behaviour-
based manipulator controllers focus solely on ‘navigation’, i.e. motion
planning of the manipulator arm.

The test cases showed the strength of the naive behaviour-based
approach as a design approach for complex tasks. The task defini-
tions of the test cases were hard to quantify. However, this is actually
neither necessary nor preferable, since these task are natural tasks. In
general, the naive behaviour-based approach offers an implicit trade-off
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between setpoint tracking and ‘task robustness’ through the inherent
decomposition of complex control problems into simpler behaviours.
Furthermore, the redundancy offered by the system could be used in a
natural, intuitive manner.

However, the test cases also showed that setpoint control is imperat-
ive. This is due to the fact that the manipulator which is used, is incap-
able of safe operation in human environments. In stead of working with
the environment, it always works despite the environment. The naive
behaviour-based design for controllers therefore automatically leads to
a collection of feedback controllers, controlling the interaction with the
environment. In this situation, it is interesting to make a connection
with classical feedback control theory. On the other hand, the reason
why the design automatically leads to classical feedback controllers also
deserves extra attention.

A control-theoretical approach to (naive) behaviour-based ro-
botics

Although the control theoretical analysis of the behaviour-based
programs is slightly off topic, the test cases of naive behaviour-based
robotics have been analysed using control theoretical tools. It was
shown that behaviour-based robotics and (model-based) control theory
are by no means incompatible. A taxonomy for co-ordination mechan-
isms was proposed, which is based on the control theoretical tools that
can be used for analysis.

Natural interaction
A very important conclusion drawn from the test cases is the fact

that, when the hardware of the robot does not allow natural interac-
tion, the behaviour-based approach will lead to behaviours that control
the dynamics of the interaction. The naive behaviour-based approach
advocates that each behaviour, at each level of the controller, produces
the same type of low-level actuator commands. Thus each level will
interfere with the lowest level of control, which establishes the safe in-
teraction with the environment. Therefore, the room for a desirable
trade-off between setpoint tracking and natural task robustness is very
limited.

This conclusion led to the definition of natural interaction, and it is
posed that natural interaction is imperative for behaviour-based control
to surpass the lowest level of control and advance towards higher level
intelligence.
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Biologically-inspired manipulation Since a proof of concept of in-
telligent manipulation exist (namely primates), these systems were in-
vestigated to acquire inspiration for the complete redesign of robotic
manipulators. Also from neuroscience, the importance of natural inter-
action arose. Furthermore, it was shown that results from neuroscience
might support the naive behaviour-based approach.

Based on the conclusion of the literature survey of neuroscience
concerning willed motion, design rules for a ‘next-generation’ manipu-
lator were posed. The actual hardware has not been developed during
this thesis, but a different approach was taken. The hardware of a ‘soft
arm’ was simulated on the industrial manipulator that was available.

The design of the behaviour-based system was completely grounded
in such a soft arm. The important aspect is the shift from continuous
to discrete control. The focus of the control does not lie on setpoint
tracking. The accurate tracking of some reference trajectory is neither
possible nor desirable.

As a proof of concept of the utility of the approach in human-
oriented tasks, the robot was programmed to write a word on a white
board.

Learning in naive behaviour-based systems
The aspect of incremental learning is investigated. Some prelimin-

ary results are attained, showing that the naive behaviour-based ap-
proach is capable of and suitable for incremental learning. The import-
ant aspect is that abstract representations arise from the system itself,
and are not preprogrammed.

9.2 Direction for future research

It is my strong opinion that the research presented in this disserta-
tion has given a very promising start for further research. Despite the
lack of ‘touch of genius’, as Schumacher required in the introduction,
this research has given an incitation to a change in approach towards
robotics. The successful introduction of robots into human-centred en-
vironments will depend on this change in approach. This research has
sought after and qualified some desired changes.

The first most important step is the development of new actuators
for a new manipulator design. Some results have been attained in this
direction (think of the series elastic actuators of MIT [107]). However,
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further research is required, especially in manipulators that possess a
passive compliance.

Once such an actuator has been developed, the next challenge lies
ahead, which is the control of manipulators designed with these actu-
ators. It is my opinion that researchers currently using these kinds of
‘imprecise positioning devices’ tend to approach the problem of control
from a wrong direction. Or maybe better: they approach the wrong
problem. Mostly, they focus on trajectory tracking, or control the dy-
namical response of these manipulators. This, however, should not be
the approach. In my opinion, it would be better to take the response of
these systems for granted and use it to attain task completion. Remem-
ber that in the new niche of robotics, accuracy will not be as important
as it has been before.

The idea of using the response of the manipulator as basic motion
unit has been explored in the last parts of this dissertation. When
the right actuation system and manipulator design has been found, the
challenge will be developmental learning. A first proposal based on the
naive behaviour-based approach has been presented in the last chapter
of this dissertation. However, very much remains to be researched, even
when the naive behaviour-based control structure is adopted. The type
of representation of the effect of a behaviour in time, the learning of an
appropriate set of basic behaviours, the method of creating higher level
behaviours, the challenge of higher dimensions of sensor space, the list
is very long. There lies a lot of work ahead.

On the other hand, the research also briefly touched a control theor-
etical approach to behaviour-based robotics. This is also a very prom-
ising field of research, where the naive behaviour-based framework can
be used to combine classical controllers. For example, one can imagine
of several task frame controllers, for different contact situations. The
appropriateness estimation of these controllers can then be calculated
from estimators, that estimate the current contact situation.

As always, research seems to raise more questions then it answers
and opens more new ways than that it has investigated.
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Gedragsgebaseerde mobiele
manipulatie

1 Inleiding

1.1 De nieuwe niche van de robotica

Robots beginnen schoorvoetend onze leefomgeving binnen te dringen.
De eerste robot-stofzuigers zijn te koop en de AIBO is intussen alom be-
kend als het eerste robot-huisdier. In de toekomst zal dit proces alleen
maar toenemen. Hoewel de vorm van automatisering van onze huizen
nog niet bekend is (de één voorspeld mensachtige robots, de andere
voorziet een meer gedistribueerde automatisering) zal de vergrijzing de
roep om robot als ‘hulp in de huishouding’ enorm doen toenemen. Toch
zijn er nog maar weinig robot manipulatoren die echt ingezet worden
in de menselijke leefomgeving. De Manus, een manipulator voor op een
rolstoel, is één van de weinigen. Deze is intussen in de testfase beland,
waar het wordt gebruikt door gehandicapten in hun dagelijkse gebruik.

In elk geval vraagt deze nieuwe niche om een grondige herziening
van de klassieke aanpak van de robotica, gezien de fundamenteel andere
eisen die aan deze nieuwe generatie robots gesteld zullen worden.

1.2 Herevaluatie van de eisen

De robot-huishoudster is een beeld voor de verre toekomst. Voor de
huidige stand van de techniek is het openen van een deur door een robot
al geen makkelijke opgave, laat staan een autonoom functionerende
robot-huishoudster! Waarom zou dat zijn?

Voor een beter begrip moet gekeken worden naar de eisen waaraan
de meeste huidige robots moesten voldoen. Robots worden vooral inzet
in de industrie, waar ze functioneren als hoge-precisie positionerings-
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systemen. Robots werden dus ontworpen om hoge nauwkeurigheid en
hoge snelheden te halen, ondanks extern storingen. De menselijke ma-
nipulatie voldoet echter aan geen van beide eisen. De mens heeft noch
een hoge precisie, noch een hoge bewegingssnelheid. Toch kan een mens
zonder problemen deuren openen, een vaatwasser inpakken en ramen
wassen. Dus de basiseisen waarmee klassieke robots ontworpen zijn,
ontbreken beiden totaal in de mens! Dit rechtvaardigt de conclusie dat
het complete ontwerp, vanaf de eisen aan een herevaluatie toe is.

1.3 Probleem stelling

Het einddoel waarin dit onderzoek gezien moet worden, kan gekarak-
teriseerd worden als het onderzoek naar een robot-huishoudster.

Robot-huishoudster Een robot-huishoudster is een robot die auto-
noom huishoudelijke taken kan uitvoeren in een onaangepaste
menselijke omgeving. Het zou menselijke hulp incrementeel moe-
ten kunnen vervangen; de eerste robots zouden alleen de meest
simpele taken moeten kunnen, maar het einddoel is een robot die
menselijke hulp geheel kan vervangen. Net als met een menselijke
nieuwe hulp zou de robot eerst enige training moeten krijgen in
zijn nieuwe taken. Dit betekent dat een natuurlijke (menselijke)
manier van interactie noodzakelijk is. Verder zou de robot in-
crementeel moeten kunnen leren, wat wil zeggen dat het datgene
wat het al geleerd heeft, moet kunnen gebruiken om het aanleren
van nieuwe taken te versnellen.

Deze beschrijving, toegegeven erg futuristisch, geeft wat interes-
sante aanknopingspunten. De vraag om natuurlijke interactie geeft
aan dat de industriële taakspecificatie niet zal voldoen. Verder geeft
het aan dat de robot huishoudelijke taken moet uitvoeren. Hierbij is
het belangrijk dat de taak gedaan wordt, de snelheid van de uitvoering
is van veel minder belang. Dit leidt tot een voorstel van een nieuwe
taakspecificatie, de natuurlijke taakspecificatie:

Definitie 1.1 (Natuurlijke taakspecificatie) Een natuurlijke taak
is opdracht dat deel is van het werk van een robot-huishoudster. Een
natuurlijke taak moet gegeven worden op een kwalitatieve (menselijke)
manier.
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De evaluatie van zo’n taakspecificatie geeft echter problemen. Hoe
kan beslist worden welke robot beter is dan een andere als de objectieve
maat van de wiskunde niet meer aanwezig is? De oplossing ligt direct
in de taakspecificatie zelf: de uitvoering van een taak moet geëvalueerd
worden op een menselijke manier. Dus wordt de term ‘natuurlijke taak
performantie’ gëıntroduceerd:

Definitie 1.2 (Natuurlijke taak performantie) De mate van kwa-
liteit waarin een systeem een natuurlijke taak kan uitvoeren wordt ge-
meten met de ‘natuurlijke taak performantie’. Dit is een kwalitatieve,
niet-absolute maat, gebaseerd op de menselijke waarneming van die
kwaliteit (dit wil zeggen ‘Systeem A heeft een beter taak performantie
dan systeem B’).

De aanpak van dit onderzoek is gestoeld op de toepassing van ge-
dragsgebaseerde robotica op mobiele manipulatie. Deze aanpak heeft
zijn waarde bewezen in ongestructureerde omgevingen.

2 Literatuur overzicht op het gebied van ge-
dragsgebaseerde mobiele manipulatie

2.1 De (geschiedenis van de) gedragsgebaseerde aanpak
van robotica

Al sinds mensenheugenis droomt de mens van het creëren van intelli-
gente systemen. Vroeger kon men intelligente systemen slechts creëren
in mythen en verhalen, zoals Talos, een bronzen wacht uit de Griekse
mythologie en Mary Shelleys Frankenstein. Tegenwoordig is de tech-
nologie zover gevorderd, dat intelligente machines echt in zicht komt.

Vanaf het begin van de jaren 70 verschenen de eerste intelligente
robots in de onderzoekslaboratoria ([50], [84], [89]). De intelligentie
van deze robots was vooral gestoeld op de klassieke aanpak van kunst-
matige intelligentie (K.I.) (zie figuur 1(a)). De ‘echte wereld’ werd
waargenomen door sensoren, waaruit een interne symbolische repre-
sentatie van de wereld werd opgebouwd. In deze interne representatie
werd door K.I. algoritmes oplossingen gezocht voor taken die aan de
robot gegeven waren (bijvoorbeeld navigatie van A naar B). Als een
oplossing gevonden werd, werd deze uitgevoerd via de actuatoren. Er
was dus een duidelijke scheiding tussen de K.I. en de wereld.
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Als reactie hierop ontstond de gedragsgebaseerde aanpak van robo-
tica, gepionierd door Brooks [25]. Brooks claimde dat de afscheiding
van echte wereld door de symbolische representatie een slechte en on-
nodige basis was voor intelligente robotica. Hij stelde de hypothese dat
de probleemoplossend gerichte intelligentie niet nodig is voor intelligent
gedrag. Zijn hypothese was dat intelligent gedrag kan ontstaan door
een directe verbinding tussen de sensoren en de actuatoren (zie figuur
1(b)). De complexiteit van de robot en van de omgeving kunnen zo
voor complex gedrag zorgen, dat een buitenstaander als intelligent zou
bestempelen.

Een andere poot van deze fundamenteel andere kijk op intelligentie
is een ander soort controle. Voorheen werd een functionele opdeling
gemaakt, waar elk component informatie van het vorige component
verwerkt tot informatie voor het volgende component. De gedragsge-
baseerde aanpak stelt dat er vele parallelle informatiestromen bestaan.
Elke informatiestroom is een gedraging, die een bepaalde subtaak uit-
voert (zie figuur 2).

Het eerste succes van de gedragsgebaseerde aanpak in het ontwik-
kelen van robots (zie bijvoorbeeld [21]) die in een omgeving ‘leefden’
heeft grote navolging. In de jaren die volgenden legden vele onder-
zoekers zich toe op de gedragsgebaseerde aanpak van robotica. Dit
resulteerde vooral in (1) een versimpeling van de aanpak, waar alle ge-
dragingen op zichzelf staande, reactieve componenten werden, en (2)
een divergentie in de manier waarop de verschillende parallelle informa-
tiestromen van de gedragingen weer samengevoegd worden tot één co-
herent actuatorcommando. Gedragsgebaseerde robotica is echter niet
goed gedefinieerd.

Bewustzijn

ActiePerceptie

De Wereld

Actie

Bewustzijn gezien
door de waarnemer

De Wereld

Waarneming

Figuur 1: De klassieke kijk op kunstmatige intelligentie (links) tegenover de
nieuwe kijk op kunstmatige intelligentie (rechts) (vrij naar [25], p. viii and
xi).
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Figuur 2: Dit figuur laat de verschillende manieren zien waarop control-
lers voor intelligente (mobiele) robots gemaakt kunnen worden. Het bovenste
figuur geeft de klassieke manier weer, het onderste de gedragsgebaseerde aan-
pak. Het belangrijke verschil is dat klassiek een functionele opdeling van de
controller werd gemaakt, waar de gedragsgebaseerde aanpak een taak-gerichte
opdeling voorstelt (naar [23]).

In dit onderzoek, deze beweging is expliciet gemaakt door het defi-
niëren van een controle architectuur waar de meeste gedragsgebaseerde
aanpakken in past, de ‘gegeneraliseerde schemagebaseerde architectuur’
(zie figuur 3), en door het definiëren van ‘näıeve gedragsgebaseerde ro-
botica’, een sublimatie van de verschillende ideeën over gedragsgeba-
seerde robotica:

Definitie 2.1 (Näıeve gedragsgebaseerde robotica) Näıeve gedrags-
gebaseerde robotica is een methode om de controller van een autonome
robot te definiëren als een verzameling van simpele, reactieve gedra-
gingen. Deze gedragingen produceren actuatorcommando’s. Gedragin-
gen kunnen gecombineerd worden in een compositie van gedragingen
door gebruik te maken van een coördinatiemechanisme. Zo’n com-
positie van gedragingen kan weer gecombineerd worden door (andere)
coördinatiemechanismen.
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Gedrag 1

Gedrag n-1

Gedrag 2

S
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Compositie van
gedragingen

Figuur 3: De gegeneraliseerde schemagebaseerde controle architectuur. Ge-
dragingen zijn gedefinieerd als modules die actuatorsignalen produceren,
elk eigen toegang hebben tot de sensoren, en de mogelijkheid hebben om
met een extra signaal hun toepasselijkheid te kennen te geven. De uit-
gangen van de verschillende gedragingen worden gecombineerd door een
coördinatiemechanisme, dat gebruik kan maken van de toepasselijkheidsschat-
tingen van de gedragingen. De gecombineerde gedragingen vormen weer een
nieuwe gedraging.

2.2 Modelgebaseerde mobiele manipulatie

Het onderzoek naar modelgebaseerde mobiele manipulatie is in te delen
in twee grote stromingen.

Ten eerste zijn er de aanpakken die zich richten op het gebruiken
van de redundantie. Hierin zijn drie aanpakken te onderscheiden: (1)
het onderzoek dat zich richt op een wiskundig, kinematisch-consistent
gebruik van de redundantie [11], (2) het onderzoek dat zich richt op het
dynamisch consistente gebruik van de redundantie [64] en (3) de aanpak
die een mobiele manipulator opsplitst in de twee hoofdcomponenten,
namelijk het platform en de manipulator, die worden gezien als samen-
werkende systemen. Er wordt een taakspecificatie opgesteld voor één
van de componenten, de andere zal zich zo gedragen dat het assisteert
in de taak. Zo kan het platform gebruikt worden om de manipulator in
een goede positie te houden [88], [140], om de stabiliteit te controlleren
[61] of om de impact bij een eventuele botsing te minimaliseren [62].

De andere stroming richt zich op de controllers voor taken die spe-
cifiek zijn voor mobiele manipulatoren. De meest voorkomende zijn het
openen van een deur [86], [95] en het gezamenlijk dragen van voorwer-
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pen [70], [121].

2.3 Gedragsgebaseerde (mobiele) manipulatie

Er zijn slechts enkele onderzoeken naar gedragsgebaseerde (mobiele)
manipulatie in de literatuur. De eerste implementatie van gedragsge-
baseerde mobiele manipulatie was ‘Herbert’ [24], een mobiele robot ont-
worpen om blikjes te verzamelen in een laboratorium. Zowel de controle
van de arm als de controle van het platform waren gëımplementeerd
met behulp van een versimpelde versie van de ‘subsumption’ architec-
tuur van Brooks. Het platform en de arm konden niet tegelijk bewegen.

En andere aanpak is de schemagebaseerde aanpak van Arkin [9],
waar onderzoek is gedaan naar het inzetten van mobiele manipulatoren
in een productie omgeving. Het platform en de arm konden tegelijk
bewegen. Dit was één van de eerste projecten waar dit gedaan werd.
De controle van de arm wordt gerealiseerde door het definiëren van
vectorvelden, waarbij de vectoren werken als pseudo-krachten op de
manipulator.

Verder is er nog een aanpak van Egerstedt et al., die virtuele voer-
tuigen definiëren voor de controle van de mobiele manipulator. In [37]
wordt het platform bestuurd door gedragingen verschillende gedragin-
gen, één die zorgt dat het platform de manipulator ondersteund tijdens
het volgen van het traject, een andere die obstakels vermijd.

Op het gebied van gedragsgebaseerde manipulatie is het werk van
Wasik et al. [134] het vermelden waard, die fuzzy gedragingen defi-
nieert voor visuele sturing van een manipulator. Pettinaro gebruikt
gedragingen om industriële assemblage te programmeren [101].

2.4 Conclusie

Dit hoofdstuk heeft laten zien dat de gedragsgebaseerde aanpak van
manipulatie een nog weinig ontwikkelde aanpak is. Dit hoofdstuk heeft
de term näıeve gedragsgebaseerde robotica gëıntroduceerd.

Deze aanpak zal worden toegepast op (mobiele) manipulatie, om te
onderzoeken of dit een goede basis kan zijn voor de intelligente robots
van de toekomst. Aangezien de gedragsgebaseerde aanpak in wezen
een praktische aanpak is, zal het worden getest door het implementeren
van twee testcases. Voordat dat gedaan kan worden, wordt er echter
eerst een software raamwerk ontwikkeld, waar de gedragsgebaseerde
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regelaars in ontwikkeld kunnen worden. De resultaten van deze aanpak
worden hierna behandeld.

3 De ontwikkelde software structuur MARCA

Voor het implementeren van gedragsgebaseerde mobiele manipulatie op
onze mobiele manipulator is een software raamwerk nodig. Er is een
software raamwerk ontwikkeld, MARCA, speciaal voor het implemen-
teren van näıeve gedragsgebaseerde regelaars, maar niet beperkt tot dit
type van controle. MARCA staat voor ‘Multi-Agent Robotic Control
Architecture’. Belangrijke vereisten waren:

1. Het raamwerk moet de uitvoering van de regelaar vastleggen,
maar moet de mogelijke controle architecturen zo min mogelijk
beperken;

2. Het raamwerk moet het makkelijk maken om modules te defi-
niëren en combineren, door duidelijke interfaces aan te bieden.
De modules kunnen, maar hoeven geen controle algoritmen te
bevatten;

3. Het raamwerk moet een grote diversiteit aan sensoren en actua-
toren aankunnen, elk met hun eigen samplefrequentie;

4. Het raamwerk moet bestaan uit modules die in- en uitgeladen
kunnen worden tijdens de uitvoering van het programma. Na het
inladen moeten de modules (semi)autonoom kunnen functioneren
in het programma.

Aangezien de voorspelbaarheid van de regelaars belangrijk is bij
manipulatie, is er gekozen om als basis voor het raamwerk het agent-
gebaseerde raamwerk voor controle systemen MACIF [128] te nemen.
Het raamwerk is gebaseerde op het principe van de ‘Societal Agent’
[83], en kan schematische weergegeven worden door figuur 4. Elke
controller wordt in het raamwerk gerepresenteerd door een agent. Ver-
schillende agenten kunnen samengevoegd worden met behulp van een
coördinatiemechanisme. Zo’n verzameling van agenten vormt ook weer
een nieuwe agent, die weer gebruikt kan worden in de samenvoeging.

De agenten in de MACIF zijn lokaal geldige regelaars. De agenten
bezitten zelf de kennis van de lokaliteit, wat wil zeggen dat ze een
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Agent iAgent iAgent iAgent i Uitgangen

Coördinatie

Agent iIngangen

Samengestelde
agent

Ingangen Uitgangen

Figuur 4: Figuur dat de opbouw van een regelaar in MACIF weergeeft.

schatting maken van hun mate van activatie op basis van de ingangen.
Behalve deze activatie berekenen ze ook waardes voor de uitgangen.
Een coördinatiemechanisme bepaalt welke agenten gebruikt worden en
voegt de uitgang van alle agenten samen.

Het MARCA raamwerk breidt het ontwerp uit met extra functio-
naliteiten, die toestaan dat agenten lid kunnen zijn van verschillende
samengestelde agenten en dynamisch aan het programma toegevoegd
kunnen worden. De agenten maken zelf een schatting van het feit of
ze van toepassing zijn in de huidige situatie, of, anders gezegd, of zij
op het huidige moment bijdragen aan het bereiken van het uiteinde-
lijke doel. Verder is de mogelijkheid voor event-gedreven controle en
controle op verschillende samplefrequenties expliciet opgenomen in het
raamwerk. Als laatste belangrijke wijziging is er een abstractie ge-
maakt van de te communiceren data, zodat het raamwerk algemener
is. De voorspelbaarheid van de uitvoering is behouden.

4 Näıeve gedragsgebaseerde mobiele manipu-
latie

Gedurende het onderzoek naar gedragsgebaseerde mobiele manipulatie
zijn er twee testcases gëımplementeerd. Beiden zijn gëımplementeerd
door studenten. De testcases zijn gëınspireerd door de testcases uit de
literatuur: een gedragsgebaseerde controller die een mens helpt om een
lang voorwerp te dragen en één die de mobiele manipulator LiAS een
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deur laat openen. Beide ontwerpen zijn gedaan op basis van de näıeve
gedragsgebaseerde methode, en gebaseerd op enkele ontwerpregels. Een
overzicht van deze regels is:

1. Decentraliseer de intelligentie en de representatie.

2. Gedragingen zijn autonoom.

3. Vermijd het gebruik van complexe intelligentie op elk niveau.

4. Behoud elke werkende laag en verwijder geen gedragingen die
eerder nodig waren.

De ontworpen architectuur van de gedragsgebaseerde regelaar voor
het gezamenlijk dragen van een lang voorwerp is weergegeven in figuur
5. Figuur 6 tot figuur 8 geven de architectuur van de gedragsgebaseerde
regelaar die de deur opent weer.

De testcase hebben inzicht verschaft in de bruikbaarheid van de
gedragsgebaseerde aanpak met betrekking tot mobiele manipulatie.

Met betrekking tot de uiteindelijke implementatie kan gezegd wor-
den dat die niet wezenlijk verschilt van de resultaten die op een mo-
delgebaseerde manier behaald werden. Bij beide methode is een laag
aanwezig die de interactie van de manipulator met de omgeving re-
gelt. Bij de gedragsgebaseerde implementatie wordt dit gedaan door
het ‘Volg kracht’ gedrag, bij de modelgebaseerde aanpak bijvoorbeeld
door impedantiecontrole [121] of door een virtuele buffer gebaseerd op
de werking van een zwenkwiel [58], [70]. Dus op het gebied van servo-
controle heeft de gedragsgebaseerde aanpak hier niets te bieden.

Op het gebied van het ontwerpproces van complexe regelaars voor
complexe taken bied de gedragsgebaseerde aanpak wel mogelijkheden.
Aan de ene kant is er het principe van het incrementeel ontwerpen van
de regelaars. Dit biedt de ontwerper een goed raamwerk om oplossingen
van de subproblemen in te passen in de gehele regelaar. De autonomie
van de gedragingen door middel van de schatting van toepasselijkheid
is hiervoor essentieel.

De richtlijn van het vinden van simpele oplossingen, gecombineerd
met het streven naar de functionele regelaars in plaats van optimale
regelaars (zie definitie 1.2) leidt ertoe dat complexe problemen als re-
dundantie in systemen makkelijk en taakgericht gebruikt kunnen wor-
den.
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Volg kracht

Top agent

Stadium drieStadium twee

Volg kracht

Stadium één

samengestelde
agent

Samengestelde
agent

Figuur 6: Het top niveau van de gedragsgebaseerde regelaar die de deur
opent.
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5 Over de integratie van controle theorie en gedragsgebaseerde robotica

Zoals opgemerkt, de uiteindelijke implementatie van de regelaar ver-
schilt nauwelijks wanneer er gekozen wordt voor de gedragsgebaseerde
aanpak tegenover de modelgebaseerde aanpak. Dit ligt vooral aan de
gebruikte hardware. De manipulator is onaangepast aan het functione-
ren in een menselijke omgeving, maar is daarentegen geoptimaliseerd
voor positioneringstaken. Die leidt ertoe dat de interactie tussen robot
en omgeving gecontroleerd moet worden.

Deze realisatie is een essentiële: om de gedragsgebaseerde aanpak
te kunnen gebruiken zoals geschetst is in de inleiding, is een andere
hardware vereist, waarvan de interactie met de omgeving niet geregeld
hoeft te worden. Om dit te concretiseren, wordt het begrip ‘natuurlijke
interactie met de omgeving’ gëıntroduceerd.

Definitie 4.1 (Natuurlijke interactie met de omgeving) Een ro-
bot heeft een natuurlijk interactie met de omgeving als het kan func-
tioneren in die omgeving zonder risico om die omgeving of zichzelf te
beschadigen.

De realisatie dat de uiteindelijke implementatie van de regelaar nau-
welijks verschillend is wanneer er gekozen wordt voor de gedragsgeba-
seerde aanpak tegenover de modelgebaseerde aanpak leidt ook tot de
conclusie dat de combinatie van (modelgebaseerde) regeltechniek en de
gedragsgebaseerde aanpak erg belangrijk kan zijn. Dit huwelijk tus-
sen de voormalige tegenpolen wordt verder onderzocht in de volgende
sectie.

De vraag naar natuurlijke interactie tussen de robot en omgeving
blijft echter bestaan. Op dit probleem wordt daarna verder ingegaan,
door te onderzoeken wat er ontbreekt bij de hedendaagse robotica dat
wel aanwezig is bij systemen die wel natuurlijke interactie bezitten,
namelijk primaten.

5 Over de integratie van controle theorie en
gedragsgebaseerde robotica

Zoals geconcludeerd werd in de vorige sectie is het interessant om te on-
derzoeken wat een huwelijk van gedragsgebaseerde controle en model-
gebaseerde regeltechniek kan opleveren. Zo’n huwelijk kan gunstig zijn
voor beide partijen. Hoewel het niet in de lijn van dit onderzoek ligt
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om dit gebied werkelijk uit te diepen, wordt er toch een aanzet toe
gegeven.

Van de kant van de gedragsgebaseerde bezien, zijn er twee grote
gebieden te onderscheiden waar regeltechniek kan bijdragen aan de ge-
dragsgebaseerde aanpak, namelijk aan de kant van de analyse van de
gecreëerde regelaars, en aan de kant van de synthese van regelaars.
Aangezien één gedraging in wezen een gewone regelaar is, ligt het pro-
bleem bij de samenvoeging van gedragingen.

Coördinatiemechanismen
van gedragingen

Selectie van een gedrag
Hybride dynamische systeemtheorie

Gedragsfusie

Lineaire fusiemethoden
Alle klassieke methoden

Niet-lineaire fusiemethoden
Meerdere modellen theorie

Genormaliseerde optelling
Lineaire Takagi-Sugano Fuzzy Modellen

Figuur 9: Een voorstel voor een andere manier om coördinatiemechanismen
voor gedragingen te classificeren, namelijk op basis van regeltechniek. Enkele
bruikbare gereedschappen voor analyse en synthese van de gedragingen en de
coördinatiemechanismen zijn gegeven.

In de thesis wordt de stabiliteit van de twee testcases uit de vorige
sectie geanalyseerd. Deze analyse gebeurt op basis van een andere
indeling van de gebruikte coördinatiemechanismen, die meer gericht
is op de analyse gereedschappen die regeltechniek aandraagt. Deze
indeling wordt weergegeven in figuur 9.

Aan de andere kant wordt ook even aandacht besteed aan het com-
plementaire probleem, het probleem van synthese van gedragingen. Het
samenvoegen van gedragsgebaseerde robotica en klassieke regeltechniek
is een zwaard dat aan twee kanten snijdt. De gedragsgebaseerde aan-
pak, vooral met de autonomie van de gedragingen, levert een goed
raamwerk voor het samenvoegen van verschillende (eventueel lokale)
regelaars. Aan de andere kant biedt regeltechniek een meer solide basis
om deze samenvoeging op uit te voeren, door gebruik te maken van
modellen.

De autonome gedragingen Twee richtingen voor de toepassing van
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6 Literatuurstudie op het gebied van neurowetenschappen

de gedragsgebaseerde aanpak in regeltechniek worden voorge-
steld.

Ten eerste is er de mogelijkheid om de definitie van actuator-
commando vectoren te versoepelen. Dit levert de mogelijkheid
om gedraging niet alleen in de directe actuatorruimte te defi-
niëren, maar de frames kunnen bijvoorbeeld ook gerelateerd zijn
aan voorwerpen in de omgeving. Dit opent een interessant gebied
van nieuwe taken, die voorheen niet goed te definiëren waren en
het gedragsgebaseerde raamwerk biedt een interessant raamwerk
om deze aanpak in te beschrijven en analyseren.

Ten tweede levert het combineren van de toepasselijkheidsinfor-
matie en de regelaar in één component een interessant mogelijk-
heid om taken losser te kunnen definiëren. Hier kan gedacht wor-
den aan het houden van een variabele in een bepaald werkingsge-
bied. Zolang aan deze voorwaarde wordt voldaan zal de regelaar
niet actief zijn. Als de variabele uit zijn werkingsgebied komt, zal
de regelaar proberen dit te corrigeren. Dit implementeert feitelijk
zachte grenscondities, wat ook inderdaad ook is gebruikt in één
van de testcases.

De regeltechniek Regeltechniek biedt mogelijkheden om zowel de ge-
dragingen als de coördinatiemechanismen te ontwerpen. Enkele
voorbeelden worden hieronder vermeld. Ten eerste is de theorie
van redundante systemen erg van toepassing, aangezien gedra-
gingen de actuatorcommando vector zowel kunnen over- als on-
derspecificeren. Ten tweede kan hybride systeemtheorie gebruikt
worden om problemen van gedragsselectie te detecteren en te ver-
helpen. Men kan hier denken aan het ‘klepperen’ tussen twee
gedragingen. Ten derde biedt de theorie van meerdere modellen
(multiple model theory) de mogelijkheid om zowel de gedragingen
als het coördinatiemechanisme tegelijk te optimaliseren.

6 Literatuurstudie op het gebied van neurowe-
tenschappen

Het doel van deze literatuurstudie is tweeledig: (1) proberen uit te
vinden wat de belangrijke aspecten zijn die wel aanwezig zijn in mani-
pulatie door primaten, maar die ontbreken in robotmanipulatie en (2)
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inspiratie vinden om het ontwerp van een nieuwe generatie robotma-
nipulator op te baseren. Er moet evenwel vastgesteld worden dat de
neurowetenschappen nog geen gestabiliseerd onderzoeksgebied is.

Er wordt aandacht besteed aan vier onderzoeksvragen: (1) Wat
voor coördinatenstelsels worden gebruikt? (2) Wat voor codering ge-
bruiken primaten voor manipulatie? (3) Wat is het mechatronisch as-
pect van primatenmanipulatie? (4) Welke hiërarchie bestaat er in het
primatenregelsysteem?

Er is een onderscheid gemaakt tussen twee niveaus van regelingen.
Het eerste niveau beperkt zich tot de ruggengraat, het tweede niveau is
regeling vanuit de hersenen. Deze zullen hieronder behandeld worden.

6.1 Regeling op het niveau van de ruggengraat

Er is al een eerste laag van regelaars aanwezig, die beperkt zijn tot de
ruggengraat. In zo’n regellus zijn drie fundamentele componenten te
onderscheiden. Ten eerste zijn er de spieren, oftewel de motor van een
primaat. Ten tweede zijn er sensoren, bijvoorbeeld de spierspindels,
die de rek van de spieren opmeten. Als derde component bestaan de
regellussen. Deze lussen zijn directe connecties tussen de spieren en de
sensoren, zonder door de hersenen te gaan en worden reflexen genoemd.
De meest bekende is de kniereflex, die zorgt voor een opheffing van het
onderbeen als er net onder de knieschijf getikt wordt.

6.2 Regeling vanuit de hersenen

De theorieën die bestaan om manipulatie door primaten te beschrij-
ven worden in de thesis onderverdeeld in drie groepen. Deze groepen
worden hieronder kort behandeld.

Modellen gebaseerd op de evenwichtspunt theorie Al in 1966
stelde Feldman [38] een model van bewegingscontrole op, geba-
seerd op de viscose-elastische eigenschappen van het menselijk be-
wegingsapparaat. De belangrijkste eigenschappen van het model
is dat de regeling van de menselijke beweging aanzienlijk verge-
makkelijkt wordt de mechanische eigenschappen van de spieren.
Hersenen kunnen simpele trajecten sturen naar de spieren, en
hoeven geen rekening te houden met bijvoorbeeld de dynamica.
Er zijn twee belangrijke modellen, het α-model [15] en het λ-
model [38]. Door de jaren heen is het λ-model bijgeschaafd en
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het model wordt nog altijd gezien als een model met een sterk
representerend vermogen [54], [55].

Modellen die de kinematische eigenschappen beschrijven Een
belangrijke stroming in het onderzoek naar menselijke grijp bewe-
ging houdt zich vooral bezig met het reproduceren en voorspellen
van de handbeweging. Het blijkt dat het traject van de hand de
ruk optimaliseert. Gebaseerd op dit feit presenteert Goodman
[52] een model dat het bel-vormige snelheidsprofiel reproduceert
(zie vergelijking 1 en figuur 10).

|ẋ| =
1
τ
t2 (xT − x(t)) , (1)

waarbij |ẋ(t)| de grootte van de snelheid van de hand is, xT de
totaal af te leggen afstand, x(t) de afgelegde afstand op moment
t en τ is een schaalfactor voor de tijd.

Een gëıntegreerd model om het traject van de hand te beschrij-
ven is het PEOS-model (Planing and Execution of Optimal mo-
vements with discrete Submovements) [29]. Hierin worden ook
andere belangrijke resultaten verwerkt, zoals het feit dat elke be-
weging van de mens opgebouwd is uit subbewegingen [81]. Dit is
onderzocht in de zogenaamde ‘dubbele stap experimenten’, waar-
bij mensen moeten reiken naar een lampje dat aanspringt. Door
snel te veranderen van doel (dus een ander lampje aandoen) kan
onderzocht worden hoe mensen hun bewegingen uitvoeren. Hier-
door kan aangetoond worden dat bewegingen die eenmaal ingezet
worden niet meer afgebroken worden (zie figuur 11).

Een ander interessant resultaat wordt gepresenteerd door Pla-
mondon [104]-[106]. Hij presenteert een ander model die de bewe-
ging van de hand weergeeft, waar het snelheidsprofiel wordt weer-
gegeven door het verschil van twee log-normale functies. Verder
breidt hij de mogelijke subbewegingen uit van rechte bewegingen,
die standaard zijn in de hierboven beschreven modellen, naar ge-
kromde bewegingen. De richting van beweging wordt gegeven
door vergelijking 2:

∠x(t) = θ + C

∫
|ẋ(t)|dt, (2)
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Figuur 10: Het figuur laat het effect zien van de parameters van vergelijking
1. De bovenste figuren geven snelheid profielen weer en de onderste figuren de
positie, beiden als functie van de tijd. De parameters van de drie bewegingen
in de linker figuren zijn τ = 0.100 [s] en xT = {0.05, 0.10, 0.20} [m]. De para-
meters van de bewegingen in de rechter figuren zijn τ = {0.100, 0.050, 0.025}
[s] en xT = 0.10 [m].

waarbij ∠x(t) de richting van bewegen is, θ de beginhoek en C
de kromming bepaalt.

Modellen die de hersenactiviteit verklaren Er is eigenlijk één
grote aanpak in het analyseren van hersenactiviteit als het om
beweging gaat. Deze aanpak is begonnen toen Georgopoulos als
eerst een verband aantoonde tussen de hersenactiviteit en de hand
beweging [49]. Sindsdien zijn er velen die gelijksoortige correla-
ties hebben aangetoond, maar dan bijvoorbeeld met arm positie
[63] of met versnelling [41]. De interpretatie van deze correlatie
is dat deze variabelen gebruikt worden in hoog niveau controle,
expliciet dan wel impliciet.

Todorov bestrijdt deze kijk op hoog niveau controle van de hand.
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Figuur 11: De resultaten van het dubbele-stap experiment. De uiteindelijke
beweging van de hand wordt opgebouwd door de vectoroptelling van de twee
subbewegingen. De timing van het wisselen van doel bepaalt de uiteindelijke
vorm van de beweging.

Hij stelt daar de ‘laag niveau’ controle tegenover, waar de her-
senen de spieren direct aansturen. In [125] analyseert bij de re-
sultaten van andere onderzoekers en toont aan dat die resultaten
perfect beschreven kunnen worden door middel van directe spier
aansturing. De correlaties die ontstaan, ontstaan door de ge-
bruikte mechanica, dus het menselijke bewegingsapparaat. Ver-
der laat hij zien dat er geen verschil hoeft te zijn tussen het doen
van krachtcontrole en het doen van snelheidscontrole.

6.3 Discussie en conclusies

Het aantal uiteenlopende modellen en theorieën om menselijke bewe-
gingen te analyseren geeft aan dat er nog geen grote duidelijkheid is
wat de ‘juiste’ theorie is. Aangezien dit literatuuronderzoek gedaan is
met het doel om inspiratie te vinden, geeft dit de mogelijkheid om de
vier gestelde vragen te beantwoorden met een vooroordeel richting de
gedragsgebaseerde theorie. De antwoorden die in deze thesis gevonden
zijn staan hieronder gegeven.

1. Coördinaatstelsels Planning wordt gedaan in de sensorruimte.
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2. Codering van de actuatorcommando’s Complexe bewegingen
zijn opgebouwd uit simpele subbewegingen, door vectoriële op-
telling. Het snelheidsprofiel wordt voor het grootste deel bepaald
door de hardware van de mens. Er is geen verschil qua actuator-
commando’s tussen kracht- en snelheidscontrole.

3. Mechatronica Voorwaartse sturing is de belangrijkste manier van
regelen in menselijke bewegingen. Terugkoppeling van de sen-
sorinformatie gebeurt ook in een voorwaartse-sturing-vorm, door
het opstarten van correctieve subbewegingen.

4. Hiërarchie in het regelsysteem Inspectie van de hiërarchie in
menselijke bewegingscontrole ondersteund de gedragsgebaseerde
aanpak.

7 Biologisch gëınspireerde manipulatie

Het overzicht van de literatuur in de neurowetenschappen heeft een tal
van punten van inspiratie verschaft. Deze sectie stelt de gecombineerde
ontwikkeling voor van een biologisch gëınspireerde manipulator arm en
de gedragsgebaseerde controller daarvoor. Aangaande het mechanisch
ontwerp werden vier ontwerpregels opgesteld:

1. Actuatoren met lage, instelbare impedantie Deze eis vloeit
voort uit de voorkeur van mensen voor bewegingen met lage stijf-
heid. Mensen hebben echter wel de mogelijkheid voor bewegingen
met een hoge stijfheid.

2. Een omkeerbaar en direct aandrijfsysteem Een overbrenging
verhoogt de gevoelde impedantie aan het eindpunt met het kwa-
draat van de overbrenging.

3. Een lichtgewicht manipulator met stijve links Interne senso-
ren op de actuatoren zouden een nauwkeurige meting moeten ge-
ven van de positie van de manipulator en het eindpunt. Dit leidt
tot de eis van de stijve links. Stijvere links betekent echter ook
zwaardere links, wat de impedantie van de manipulator weer ne-
gatief bëınvloedt. Een richtlijn voor het ontwerp is het gewicht
van een menselijke arm.
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4. Manipulatordynamica die beweging ondersteunt Hoewel dit
punt nog discutabel is in de neurowetenschappen, geeft deze eis
wel een belangrijke verandering van standpunt weer. De dyna-
mica van een manipulator zou gebruikt moeten worden in bewe-
gingsgeneratie, terwijl de huidige aanpak vaak neerkomt op het
controleren van de dynamica om elke gewenste beweging te kun-
nen uitvoeren.

Er werd gedurende dit onderzoek geen nieuwe hardware ontwor-
pen, maar een manipulator, ontworpen volgens de bovenstaande regels,
werd gesimuleerd op de bestaande manipulator van LiAS door gebruik
te maken van impedantiecontrole. Het impedantiemodel is hierdoor
vrij te kiezen, maar er moet wel rekening gehouden worden met een
mogelijke implementatie van een ‘zachte arm’. Daarom is er gekozen
voor impedantiecontrole op het niveau van de gewrichten. Ten eerste is
er gekozen voor een massa-veer-demper model, om de lage, instelbare
stijfheid te realiseren. Een tweede punt van inspiratie uit de neurowe-
tenschappen is, dat er schijnbaar geen verschil bestaat tussen kracht-
en snelheidscontrole. Het verschil wordt gegenereerd door de omgeving.
Om deze automatische omschakeling te verkrijgen in het impedantie-
model wordt een extra demper toegevoegd aan het impedantiemodel
(zie figuur 12).

Uin

Automatische
omschakeling tussen

krachtcontrole
en

snelheidscontrole

c2

kc1

m

Lage stijfheidF ; Vex out

Figuur 12: Het impedantiemodel dat gebruikt wordt om een zachte arm
te simuleren op de manipulator van LiAS. Het massa-veer-demper systeem
zorgt voor een stabiel, laag-frequent gedrag en de extra demper zorgt voor
een automatische omschakeling tussen kracht- en snelheidscontrole.

Ook ontwerpregel 4 is gebruikt in het model. Aangezien de basis-
beweging van een mens een traject is, wordt zo’n traject direct opge-
nomen in de simulatie van de zachte arm. Er is voor gekozen om als
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model het simpelste model uit de neurowetenschappen te gebruiken,
het snelheidsprofiel van Goodman. Dit model heeft als extra voordeel
dat zo het gat tussen menselijke bewegingen en robotbewegingen wordt
geminimaliseerd. Er worden echter ook meer complexe beschrijvingen
toegelaten, door de kromming, voorgesteld door Plamondon ook toe te
staan. Dit leidt tot een traject dat beschreven wordt door vergelijkin-
gen 1 en 2. De laag-niveau real-time regelaar is gëımplementeerd in
Orocos [94].

Het ontwerp van de gedragsgebaseerde regelaar voor dit systeem is
aangepast aan de hardware. Aangezien een actuatorcommando leidt
tot het starten van een traject in de cartesiaanse ruimte, is de gedrags-
gebaseerde controle nu discreet en niet-periodisch. De gedragingen kun-
nen een traject starten, als ze getriggerd worden. Hoewel het benoemen
van een module die een traject start als een gedraging misschien wat
overdreven klinkt, is de combinatie van enkele van zulke gedragingen
toch al wel een gedraging. Zo kunnen bijvoorbeeld drie goed op elkaar
afgestemde gedragingen samen de lus van een ‘l’ schrijven. Die zelfde
lus kan ook gebruikt worden in een ‘h’, ‘l’ en een ‘k’.

Als bewijs dat het concept werkt is er een gedragsgebaseerde re-
gelaar gëımplementeerd op de gesimuleerde zachte arm. Deze regelaar
schrijft korte woorden op een bord. De basishandelingen zijn in te
delen in twee groepen. De eerste groep zorgt voor het daadwerkelij-
ke schrijven, terwijl de tweede groep moet zorgen dat de druk op de
pen blijft. De eerste groep gedragingen wordt op een tijdgebaseer-
de manier gecombineerd. Als een complete samengestelde gedraging
is gecreëerd die een woord schrijft, wordt de gedraging die de druk
op de pen houdt toegevoegd, met behulp van een prioriteitgebaseer-
de coördinatiemechanisme. Als het gedraging dat de druk op de pen
houdt actief wordt, dan wordt het schrijven even niet uitgevoerd. Een
overzicht van de activiteit van de (samengestelde) gedragingen die wer-
kelijk schrijven en de gedraging dat de druk op de pen houdt van een
werkelijke uitvoering, is weergegeven in figuur 13.

8 Leren in näıeve gedragsgebaseerde systemen

Nu aannemelijk is gemaakt dat de biologisch gëınspireerde zachte arm
en gedragsgebaseerde regelaar een goed systeem vormen om menselijke
taken op te implementeren, ligt er nog één uitdaging open, namelijk
het implementeren van incrementeel leren.
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Figuur 13: De grafieken laten zien welke (samengestelde) gedraging actief is
als functie van de tijd. Dit betekent niet dat er ook een traject gestart wordt,
slechts dat de samengestelde gedraging een traject mag starten. De onderste
grafiek is een enkelvoudige gedraging. Deze gedraging start altijd een traject
als het actief is. Na zo’n 2 seconden bereikt de pen het bord en begint met
schrijven.

Dit is een geheel nieuw onderwerp en is dan ook niet goed uitge-
werkt. Wat hieronder beschreven staat zou gelezen moeten worden
als toekomstig werk, met hier en daar een uitwerkte voorbeeld, om de
mogelijkheid van aanpak te ondersteunen.

Wat voorgesteld wordt is de ontwikkeling van incrementeel ‘ontwik-
kelingsleren’, wat betekent dat, in tegenstelling tot de reguliere aanpak,
niet een taak centraal staat. Er wordt gezocht naar een methode om een
robot zichzelf te leren kennen en al doende de ‘kennis’ te ontwikkelen
om taken te kunnen doen. De thesis definieert vier componenten waar
leren gebruikt kan worden in een näıef gedragsgebaseerde regelaar.
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1. Mapping van sensor naar toepasselijkheid Deze mapping moet
een schatting maken van het effect van een gedraging in de hui-
dige situatie.

2. Mapping van sensor naar actuator Deze mapping creëert het
juiste actuatorcommando op basis van de huidige situatie. Als
slechts deze mapping geleerd wordt, is het moeilijk om een niet-
parametrische leeralgoritme te gebruiken, aangezien de mapping
van sensor naar toepasselijkheid op basis van het geleerde over
de toepasselijkheid moet beslissen.

3. Coördinatie Het coördinatiemechanisme kan ook aangepast wor-
den. Hierbij kan men denken aan drempelwaardes, timing, etc.

4. Programma structuur Door het aanpassen van de programma-
structuur kunnen bijvoorbeeld nieuwe gedragingen gecreëerd wor-
den, of een aantal gedragingen samengevoegd worden in een sa-
mengestelde gedraging.

Een belangrijke aanname is, dat er zo weinig mogelijk modellen
gebruikt worden om het systeem op te bouwen. Daarom wordt zowel de
taak als het interne model weergegeven in de sensor ruimte (zie figuur
14). Het interne model is nodig, omdat er uit de huidige situatie van
de wereld, waargenomen door de sensoren, niet kan worden afgelezen
wat het toekomstige effect van al gestarte gedragingen zijn. Verder
wordt het gebruikt om toekomstige sensor informatie te voorspellen.
Dus, wanneer een traject wordt getriggerd, dan verwacht het systeem
een bepaalde sequentie waar te nemen.

In deze thesis werd gekozen voor een directe representatie van het
effect van een gedraging in de gedraging zelf. Dus elke gedraging weet
wat zijn effect is. Om dit te kunnen leren, werd het ‘representatie
neuron’ gëıntroduceerd. Dit is een simpele methode om het effect van
een gedraging (waargenomen als een traject door de sensorruimte) te
leren. Het leren van het effect van ‘onzekere gedragingen’ werd gedaan
in de thesis. Een onzekere gedraging is een gedraging dat, wanneer het
getriggerd wordt, een willekeurig traject start in een beperkte para-
meterruimte. Dus, wanneer herhaaldelijk getriggerd, zal het resultaat
gelijksoortige, maar niet gelijke trajecten zijn. Op basis van deze repre-
sentatie beslist een gedraging of het ‘bijdraagt aan de taak’. De taak
wordt gerepresenteerd in de sensorruimte. Wanneer het interne model
meer lijkt op de taak mèt een gestarte gedraging dan zonder, dan wil
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Figuur 14: De verschillende componenten die gebruikt worden in het le-
rende systeem. De wereld wordt waargenomen door de sensoren. De ‘Taak’
wordt geprojecteerd in de zelfde ruimte. Het ‘Interne Model’ representeert
het verwachte effect van wat de sensoren zullen waarnemen. Als een nieuw
actuatorcommando wordt gegeven, zal het interne model bijgewerkt worden.

de gedraging gestart worden. Een maat van gelijkheid voor neurale re-
presentatienetten is gedefinieerd. Op basis van het bovenstaande werd
een ‘l’ geleerd. Drie onzekere gedragingen werden geleerd. Op basis
van de maat van gelijkheid beslist elke gedraging op elk moment of
ze uitgevoerd zouden moeten worden. Het resultaat van een leersessie
staat weergegeven in figuur 15.

De volgende stap is het leren incrementeel leren van ‘grotere’ gedra-
gingen. Dit houdt in dat bestaande gedragingen worden samengevoegd
om een groter geheel te vormen. Hierbij kun men denken aan het sa-
menvoegen van de drie gedragingen van figuur 15, die samengevoegd
een lus representeren. Er werd een kleine test uitgevoerd op basis van
sequentie. Als twee gedragingen na elkaar uitgevoerd werden, werd dit
onthouden. Als gedragingen vaak na elkaar uitgevoerd worden, wordt
er een samengestelde gedraging gecreëerd die de twee gedragingen be-
vat, die op een tijdgebaseerde manier gecoördineerd worden. Een uit-
voering van deze leerstap leidde tot de creatie van één gedraging, die
een lus representeert.

Dit kleine onderzoek heeft aangetoond dat de näıeve gedragsge-
baseerde aanpak van regelaarontwerp een veelbelovende aanpak is om
incrementeel leren op te baseren.
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Figuur 15: Het resultaat van een uitvoering. De eerste drie figuren geven
de representatieneuronen van drie (onzekere) gedragingen weer, die gebruikt
moeten worden om het voorbeeld te reproduceren. Het figuur links onder
geeft het resultaat van een succesvolle uitvoering.

9 Conclusies

De conclusies van het onderzoek worden hierover puntsgewijs behan-
deld.

Natuurlijke taakspecificatie en -performantie Het concept van de
natuurlijke taak is gëıntroduceerd. Ik stel dat dit concept een steeds
belangrijkere rol zal gaan spelen in robotica, wanneer robots meer en
meer in menselijke omgevingen zullen functioneren om menselijke taken
uit te voeren. Deze manier van specificeren ondersteunt geen en vereist
geen kwantitatieve specificatie. De mens is de maat, zoals ook gebeurt
bij inter-menselijke communicatie.

Näıeve gedragsgebaseerde robotica en de gegeneraliseerde
schema-gebaseerde architectuur Gedragsgebaseerde robotica is
nog een onvoldoende ontwikkeld gebied, in de zin dat er nog te weinig
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werk bestaat op beschrijvend niveau. In deze thesis zijn de vele ver-
schillende opvattingen over en aanpakken van gedragsgebaseerde robo-
tica gegroepeerd onder één noemer, wat ik de näıeve gedragsgebaseerde
aanpak noem. De architectuur voor de regelaars die zo ontwikkeld zijn
noem ik de gegeneraliseerde schema-gebaseerde architectuur.

MARCA (Multi-agent robotic control architecture) Geduren-
de het onderzoek is een software raamwerk ontwikkeld om gedragsge-
baseerde regelaars in te implementeren. Dit raamwerk is toegespitst
op, maar niet uitsluitend bruikbaar voor de gegeneraliseerde schema-
gebaseerde architectuur. Alle programma’s die zijn gëımplementeerd
gedurende het onderzoek zijn gëımplementeerd in de architectuur.

Directe toepassing van näıeve gedragsgebaseerde robo-
tica Twee testcases van näıeve gedragsgebaseerde robotica zijn
gëımplementeerd gedurende het onderzoek, beiden mobile manipulatie
taken. De testcases zijn speciaal in het opzicht dat slechts heel en-
kele implementaties van gedragsgebaseerde (mobiele) manipulatie zich
richten op manipulatie, in het opzicht dat er werkelijke interactie met
de omgeving is. De meeste implementaties richten zich vooral op de
navigatie kant van manipulatie.

De testcases hebben de kracht van de gedragsgebaseerde aanpak
laten zien in het ontwerpen van regelaars voor complexe taken. Aan de
andere kant hebben de testcases ook laten zien dat de gewilde vrijheid
van regeling niet mogelijk is. Dit komt doordat een industriële ma-
nipulator wordt gebruikt, die beweegt ondanks de omgeving in plaats
van met de omgeving. Dit moet gecontroleerd worden, wat leidt tot
strakke regellussen.

Twee conclusies vloeien hieruit voort. Ten eerste is een samen-
voeging van gedragsgebaseerde robotica en regeltechniek in het boven-
staande geval gunstig. Ten tweede moet er gezocht worden naar een
ander soort hardware die wel natuurlijke interactie met de omgeving
toelaat.

Een regeltechnische benadering van (näıeve) gedragsgebaseer-
de robotica De stabiliteit van de testcases is geanalyseerd. Zo is aan-
getoond dat de twee geen tegenpolen zijn, maar in elkaars verlengde
liggen. Een taxonomie voor coördinatiemechanismen is voorgesteld,
gebaseerd op de regeltechnische gereedschappen die voor handen zijn
voor ontwikkeling en analyse van de gedragsgebaseerde regelaar.

Natuurlijke interactie Een zeer belangrijke conclusie die getrokken
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kan worden op basis van de testcases is dat, wanneer de hardware van
een robot geen natuurlijke interactie met de omgeving toelaat, de ge-
dragsgebaseerde aanpak zal leiden tot gedragingen die de dynamica van
de interactie moeten controleren. Aangezien de näıeve gedragsgebaseer-
de aanpak eist dat alle gedragingen op elk niveau dezelfde actuatorcom-
mando’s produceren, zal dat leiden tot het feit dat elke gedraging de
dynamica van de interactie zal bëınvloeden. Dit beperkt de vrijheid
van de regelaar.

Biologisch gëınspireerde manipulatie Primaten zijn het voorbeeld
van intelligente manipulatie. Daarom is er onderzoek gedaan naar ei-
genschappen die bij primaten bestaan en bij robots niet. Gebaseerd op
inspiratie uit neurowetenschappen zijn ontwerpregels voor een ‘zachte
arm’ opgesteld en is een gedragsgebaseerde regelaar gedefinieerd om
deze te controleren. De werkelijke hardware is niet ontwikkeld tijdens
dit onderzoek, maar gesimuleerd op LiAS, met behulp van impedantie
controle. Een belangrijke verandering is de verschuiving van continue
regeling naar discrete regeling, waar de regelaar gebruik maakt van de
inherente actuatoreigenschappen.

Als een bewijs van de bruikbaarheid van de aanpak in menselijke
manipulatie taken is een demo gëımplementeerd, waar de robot op een
bord schrijft.

Leren in näıeve gedragsgebaseerde systemen Incrementeel leren
is onderzocht, maar vooral wordt er een richting voorgesteld die verder
onderzoek zou kunnen nemen. Voorlopige resultaten onderbouwen de
voorgestelde richting.
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