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Abstract

Bagging is a well-known and widely used en-
semble method. It operates by sequentially
bootstrapping the data set and invoking a
base classifier on these different bootstraps.
By learning several models (and combining
them), it tends to increase predictive accu-
racy, while sacrificing efficiency. Due to this
it becomes slow for large scale data sets. In
this paper we propose a method that simu-
lates bagging. Instead of bootstrapping the
data and computing statistics for each at-
tribute on each bootstrap, we only compute
each statistic for the original training set, and
verify how the statistic would be distributed
if it were computed from resampled sets. We
then generate the statistic for bootstrapped
versions by sampling from that distribution.
This procedure has the effect of reducing the
computational complexity of refining a node
in bagging from O(N*I) to O(N+I), where N
is the number of instances and I the num-
ber of bagging iterations. An experimen-
tal evaluation reveals, however, that due to
unfavorable constant factors hidden in those
formulas, efficiency gain becomes only really
worthwhile when dealing with large data sets.
Thus, efficient generation of random values
according to the required distribution is cru-
cial in order to truly exploit this improve-
ment.

1. Introduction

Ensemble methods build a set of different models and
combine their predictions to classify new examples.
Various ensemble methods differ in the way they build
the separate models and in the way they combine their
predictions. Bagging (Breiman, 1996) builds several
models on replicate training sets that are produced by
sampling with replacement from the original training
set. By doing so it is able to improve the predictive

accuracy, but building several models instead of one
inherently brings about a loss of time and space effi-
ciency. In this paper we try to simulate bagging while
reducing the efficiency loss intrinsic to bagging.

Usually bagging is performed in a sequential manner:
a sample is drawn from the original training set and a
model (here a decision tree) is induced on this sample,
next a new sample is drawn and another model built
and so on. This means that each time a new model is
built, we have to go over the data to compute heuris-
tics for all attributes to find the best splits in the tree.
It is clear, however, that when several models are in-
duced from highly similar data sets, redundancy will
be involved in the computations. So, since this resam-
pling of the data is responsible for these redundancies,
the question arises whether we can simulate bagging
avoiding the resampling. Blockeel and Struyf (2002)
proposed a method to reduce redundancy in attribute
testing but not in computation of heuristics. In this
paper we provide a way to deal with that.

The paper is organized as follows. Section 2 deals with
bagging: we first describe briefly the basic algorithm
we use in the bagging procedure, namely decision trees,
and identify the computations in the decision tree in-
duction process that are prone to redundancy due to
resampling. Next we focus on regular bagging, and re-
call the earlier proposal by Blockeel and Struyf (2002)
to optimize the efficiency of bagging, which was called
the overlapping sets algorithm. In Section 3 we provide
a new way to simulate the use of resampled data sets
and indicate how this method differs from the original
bagging procedure. Section 4 details on the algorithm
we developed for simulating bagging. Since this new
method builds the different models simultaneously, we
want to integrate these models in one single model,
thereby reducing redundancies caused by overlapping
parts in multiple models. We explain the representa-
tion used and compare the computational complexity
of the different methods. Section 5 describes experi-
mental results comparing this new method to the orig-
inal bagging procedure and to Blockeel and Struyf’s



procedure GROW TREE (E: examples):
t := OPTIMAL TEST(E)
P := partition induced on E by t
if STOP CRIT (P )
then return leaf(INFO(E))
else

for all Pj in P :

trj := GROW TREE (Pj)
return node(t,

⋃
j{(j, trj)})

Figure 1. A generic algorithm for top-down induction of
decision trees.

procedure OPTIMAL TEST(E: examples):
for all tests t that can be put in the node:

for all examples e in the data set E:
UPDATE STATISTICS(S[t], t(e),target(e))

Q[t]:=COMPUTE QUALITY(S[t])
return arg maxt Q[t]

Figure 2. Procedure to find the best test for a certain node.

efficient implementation. These results support our
claim that bagging can be simulated with the proposed
approach. In Section 6 we conclude and provide some
possible optimizations and future work.

2. Bagging

2.1. Decision trees

We briefly describe how decision trees are induced,
only in such detail as required for the remainder of
the text, so focusing on operations that bring about
reduncancy in bagging. We refer to (Quinlan, 1993)
and (Breiman et al., 1984) for further details.

Usually a decision tree is built in a top-down fash-
ion according to the divide and conquer algorithm de-
scribed in Figure 1. The decision tree procedure is re-
cursively invoked to build nodes in the tree: given the
training data, the best test is selected and put in the
new node, the data is split according to this best test
and, as long as no stop criterion is met, the proce-
dure is repeated for each of the resulting partitions.
Since operations that are prone to redundancy in bag-
ging mostly appear in the procedure to find the best
test, namely OPTIMAL TEST(E), it is described in more
detail in Figure 2. The procedure UPDATE STATISTICS

keeps track of the class distributions for each outcome
of a test. A matrix S[t] is updated for each test t while
going over all examples of the data set. The quality
for each test is then computed from this matrix. Infor-

mation gain or gain ratio are examples of such quality
criteria. In the remainder of the text information gain
will be used.

2.2. Bagging

Bagging (Breiman, 1996) operates by repeatedly re-
sampling the training set and building trees on these
resamples (see Figure 3). The Ei’s form replicate data
sets, each consisting of n examples (with n equal to the
size of the original data set E), drawn at random, but
with replacement, from E. So each example e from E
may appear repeated times or not at all in any partic-
ular Ei. As described in Figure 3, the GROW TREE pro-

procedure BAGGING (I: nb of trees, E: examples):
for i=1 to I

Ei := SAMPLE(E)
Ti := GROW TREE(E)

return forest(T1, T2, . . . , TI)

Figure 3. The bagging procedure.

cedure is run on each of these samples. The resulting
collection of trees, called a forest, is returned. Since
the samples each contain about 63.2% of the examples
of the original data, the different runs will repeat a lot
of the UPDATE STATISTICS operations. As a result, the
same tests will repeatedly be performed on the same
examples and the same updates will have to be done
to the statistics matrices of the different iterations.

2.3. The overlapping sets algorithm

In bagging, the node refinement process, as shown in
Figure 2, is repeated I times, each time on a different
resample Ei of the original data set. Instead of run-
ning this process I times, Blockeel and Struyf (2002)
proposed the overlapping sets (OS) algorithm in Fig-
ure 4.

This methods treats the different bootstraps simulta-
neously by going only once over the whole data set for
each test. So each test t is only tested once on each
example e instead of m(e) times, where m(e) is the
number of data sets Ei e occurs in. Next, the statis-
tics matrix of each of the resamples Ei containing e is
updated.

If certain iterations have the same test t chosen as best
test, this split is shared among them, as such each sin-
gle example is partitioned by a test f(e) times instead
of m(e) times, where f(e) is the number of different
tests t∗ among the t∗i (the best tests of each itera-
tion). Note that in each node of the tree multiple tests
(at most I), and correspondingly multiple sets of child



for each test t that can be put in the node:
for each example e in

⋃
i{Ei}:

r:=t(e)
s:=target(e)
for each i such that e ∈ Ei:

UPDATE STATISTICS(S[Ei, t], r, s))
for each Ei

Q[Ei, t]:=COMPUTE QUALITY(S[Ei, t])
for each Ei

t∗i :=argmaxt Q[Ei, t]
for each different test t∗ among the t∗i :

partition
⋃

i{Ei|t
∗

i = t∗} according to t∗

Figure 4. Performing node refinement for multiple trees in
parallel, exploiting overlap between bootstraps (the OS al-
gorithm) (Blockeel & Struyf, 2002).

nodes, may now be stored instead of just one. How
this is done exactly will be explained in Section 4.1.

Thus, this procedure clearly involves less testing and
partitioning. On the other hand updating the statis-
tics S[Ei, t] still needs to be done m(e) times for each
example.

3. Simulating bagging without

bootstrapping

A question that arises from the last observation of the
previous section is whether it is possible to avoid the
repeated updating of statistics that is still performed
by the overlapping sets version of bagging. And more-
over, since this repeated updating is caused by resam-
pling the data, whether it is possible to simulate bag-
ging without resampling the data.

The key idea to achieve this is the following. In classi-
cal bagging, the information gain IGA (or some other
heuristic) of an attribute A is computed from a ran-
dom resample Ei of the original data set E. Since
the resample is chosen randomly, it might just as well
have been another one, which would have lead to a
different value for IGA. Clearly, computing the ex-
act IGA on a random resample Ei is equivalent to
sampling IGA from its own distribution. Put differ-
ently: since IGA is a function of the data set, and
considering Ei a stochastic variable of which the dis-
tribution is known, the distribution of IGA(Ei) can be
computed. Generating values for IGA from this dis-
tribution is equivalent to generating Ei from its own
distribution and computing IGA from it. We will refer
to this procedure as “resampling the statistics” as op-
posed to “resampling the data sets” (and computing
the statistics from them).

Table 1. Example of statistics S[t]

A ¬A
+ 0 60
− 20 20

B ¬B
+ 50 10
− 10 30

C ¬C
+ 30 30
− 30 10
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Figure 5. The distribution of information gains on random
resamples of the original data for test A, B and C according
to Table 1

In our approach, the statistic that we resample is not
the information gain itself but the relative proportions
of the different classes in the subsets created by an at-
tribute test. Information gain, but also other heuris-
tics, can be computed efficiently from this.

We illustrate this resampling of statistics with an ex-
ample. Suppose we have a data set of 100 examples
and two classes (+ and −) and three possible boolean
tests (A, B and C), then the statistics S for these
tests on the original data set could be those described
in Table 1. For each of the I iterations of bagging we
draw a sample from the statistics of each test, compute
the information gain from these new statistics and for
each iteration put the test with the highest informa-
tion gain in the node. Figure 5 shows the distributions
of information gains we obtain if we take multiple of
these samples from the statistics given above. They
correspond to the information gain distributions for
the different tests on random bootstraps of the data.
As can be seen from this figure, the probability that
test C will be the best test in any random bootstrap
is very low.

How do we obtain sampled statistics from the original
statistics? Suppose there are nc class values and the



test attribute has na values. Denoting with Xij the
number of instances that have class i and attribute
value j, the vector containing all the Xij follows a
multinomial distribution. So for each iteration we need
to draw for each test a new random vector X ′

ij accord-
ing to the following multinomial distribution:

P (X ′

11 = x1, ..., X
′

ncna
= xk) =

n!

x1!..xk!
px1

11 ...pxk

ncna

where n =
∑

Xij (the total number of instances), k =
nc ∗na and pij = Xij/n. We use the method proposed
by Devroye (1986) to generate this vector; this method
consists of repeatedly generating a number for each
separate component Xij (so nc ∗ na times) according
to a binomial distribution, using the BTPE algorithm
from Kachitvichyanukul and Schmeiser (1988).

Note that this procedure of simulating bagging will not
be exactly the same as bagging, because the new statis-
tics that are drawn from the original distributions for
each of the tests are taken independently from one an-
other. As such, they will not necessarily correspond to
one and the same bootstrap sample, which is of course
the case for bagging. This results in somewhat less
strict choice options: while for bagging certain tests
may never occur as the best test, some of these might
occur with a low probability as a best test in simulated
bagging. For instance, assume that the joint distribu-
tions for the different tests from Table 1 are the ones
in Table 2. If we then take random bootstraps from
this joint distribution, on each of these bootstraps A
will be the best test, while for the simulated bagging,
when taking independent samples from the distribu-
tions from Table 1, test A will be the best test in about
72% of the cases and test B in about 28%. The rea-
son for this is that the attributes in this example are
not independent from each other, but slightly corre-
lated, which is of course often the case in data sets.
The results of bagging and this simulation of bagging
would be the same under the condition that tests are
independent.

Another point where bagging and the simulation differ
is that while in bagging one complete tree is built on
one particular bootstrap this is not the case in this
simulated bagging, because new samples are drawn at
each node.

Despite these differences, we find that in practice the
bagged trees of both methods turn out to be highly
similar.

Table 2. Example of the joint distribution of Table 1
ABC A¬BC AB¬C A¬B¬C

+ 0 0 0 0
− 5 0 12 3

¬ABC ¬A¬BC ¬AB¬C ¬A¬B¬C

+ 30 0 20 10
− 3 10 2 5

4. An algorithm for building

bagged-like trees in parallel

We now describe how the sampling procedure de-
scribed above is used in an ensemble method where
the decision trees are grown in a parallel way. First
we describe how the ensembles are represented in a
more compact way, afterwards the complete algorithm
is explained and its complexity is detailed.

4.1. Compact representation

Since the different trees of the ensemble are grown si-
multaneously and parts of the trees that overlap will
only be calculated once, we will also represent the en-
semble in a more compact way. Parts that are shared
between different trees will only be represented once.
In order to be able to distinguish the points where
trees become different (because different tests are se-
lected by different iterations), we need to introduce a
new kind of internal node, which we will call a choice
point node. In Figure 6 this new node is depicted by
a diamond. The rectangular nodes are test nodes that
partition the data set. The circles stand for the leaves,
and show the class prediction.

Representations similar to this one have been used be-
fore. Blockeel and Struyf (2002) use such a structure
for representing the different trees built by efficient
cross-validation and bagging. Alternating decision
trees (Freund & Mason, 1999) also have a represen-
tation that resembles the one used here. Only the way
it is applied for prediction is different. These are also
similar to option trees described by Buntine (1992)
and later developed by Kohavi and Kunz (1997). We
will describe in the next section how this structure will
be used for prediction after having constructed it with
simulated bagging.

4.2. Complete algorithm

In Section 3 we already explained how we will use sam-
pling without using resampled data sets. In this sec-
tion the complete ensemble algorithm is described.

Figure 7 gives the pseudo code for the algorithm. First,



Test A (3)

+

Test B (1)

+ −

Test C (2)

−

Test B (1)

+ −

+

Test B (2)

Test A (2)

+ −

−

Figure 6. An example of the compact representation of the
ensemble.

statistics are computed for each test on the original
data. From these statistics I samples are drawn for
each test, using the method described in Section 3. For
each of the I iterations the test with the highest infor-
mation gain is chosen. When different tests are chosen
for the different iterations, a choice point node (cpnode
in Figure 7) needs to be introduced. This choice point
node again has regular test nodes (node in Figure 7) as
children. Since some test nodes are shared by differ-
ent iterations, each test node will need to keep track of
how many iterations have chosen this test. This is also
shown in the example of Figure 6: the number in each
test node depicts the number of iterations that chose
this node. This tree is built doing 5 iterations, and, as
can be seen, at the root test A is chosen 3 times and
B twice. In this compact structure actually five trees
are represented from which two are equal.

In order to classify a new instance, the instance is
sorted down the compact bagging tree. When a test
node is encountered, the instance is propagated to one
of the child nodes depending on the outcome of the
test. When a choice point node is encountered, the
instance is propagated to each of its children. The
classification for the new instance is computed as the
majority vote of the leaves the instance ends up in.
Leaves are weighted by the number of trees that share
this leaf. Consider the compact bagging tree in Fig-
ure 6 and a new instance (¬A,B,¬C). This instance
is classified as positive, as it ends up in three positive
leaves and one negative leaf (which was counted twice
since it is shared by two trees). The dashed line in
the figure shows the way the instance is propagated

procedure GROW COMPACT ENSEMBLE(I: nb of

iterations, E: examples):
for all tests t that can be put in the node:

for all examples e in the data set E:
UPDATE STATISTICS(S[t], t(e),target(e))

for i=1 to I do
S′[t]:= DRAW SAMPLE(S[t])
IG[i][t]:= COMPUTE QUALITY(S′[t])

for all iterations i in I do
bestT esti:= argmaxt IG[i][t]

for each distinct tk in {bestT esti}
Ntk

:= NB OCCURRENCES(tk, {bestT esti})
P :=partition induced on E by tk
for each Ptk,j in P

trtk,j:= GROW COMPACT ENSEMBLE(Ntk
, Ptk,j)

nodek:= node(tk,
⋃

j{(j, trtk,j)})

return cpnode(
⋃

k{(k, nodek})

Figure 7. The simulated bagging procedure.

through the tree.

4.3. Computational complexity

We now compare the computational complexity for re-
fining one node of the simulated bagging procedure to
the original bagging and overlapping sets procedure.
Let te be the time for extracting relevant information
from a single example (i.e. the example’s class value
and test results); tu the time for updating the statis-
tics matrix S; tp the time for testing an example and
sorting it in the correct subtree during partitioning; ts
the time for generating a random number from a bino-
mial distribution. Let N be the number of examples
in the original training set; I the number of iterations
in the bagging procedure; A the number of attributes;
na the average number of attribute values and nc the
number of class values. Then we obtain the following
times for refining a single node (the ci denote terms
constant in N):

• building one tree on the original training set:
Torig = N(A(te + tu) + (te + tp)) + c1

• building I trees in bagging procedure:
TI bags = IN(A(te + tu) + (te + tp)) + c2

• using overlapping sets and simulated bagging,
worst case (all bootstraps select different tests):

Tos worst = N(A(te + Itu) + I(te + tp)) + c3

Tsb worst= N(A(te + tu) + I(te + tp)) + IAnancts + c4

= N(A(te + tu) + I(te + tp)) + c′4
(since IAnancts is constant in N)



• using overlapping sets and simulated bagging,
best case (all bootstraps select same test):

Tos best = N(A(te + Itu) + (te + tp)) + c5

Tsb best= N(A(te + tu) + (te + tp)) + IAnancts + c6

= N(A(te + tu) + (te + tp)) + c′6
(since IAnancts is constant in N)

Assuming large N so that the ci terms can be ignored,
we find that in the best case the time of refining a sin-
gle node in simulated bagging approximates the time
of refining one node in one single tree on the data be-
cause Tsb best/Torig approaches one. In the OS version
of bagging, on the other hand, updates of statistics
still have to be done I times. So for large scale data
sets simulated bagging will be more efficient than the
OS method in refining nodes. From which point on it
will be more efficient depends on the term IAnancts
which is constant in N , but can be quite large cer-
tainly if there are many possible attribute values (in-
cluding class values). Refinement of nodes will be more
efficient in simulated bagging than in OS bagging if
Inancts ≤ N(I − 1)tu.

5. Experiments

We implemented this compact simulated bagging
method as well as the OS bagging method from (Bloc-
keel & Struyf, 2002) in the WEKA data mining system
(Witten & Frank, 2005). As a basic decision tree al-
gorithm we started from ID3 (Quinlan, 1986). Since
simulated bagging can only be more efficient than OS
bagging if Inancts ≤ N(I − 1)tu, at a certain depth in
the tree the number of examples will become too small
for simulated bagging to pay off and it will be better
to use OS bagging again. For that reason we built in a
threshold in our implementation, such that simulated
bagging will only be used when it is indeed worthwhile.
This threshold is experimentally determined by mea-
suring timings for updating statistics (tu) and sam-
pling from a binomial distribution (ts). In the follow-
ing experiments we both want to compare the accuracy
and time efficiency of this new algorithm to that of the
original bagging procedure and the OS method. Since
the two most important factors in differences in effi-
ciency were the number of instances and the number of
attribute values, we want to perform experiments on
data sets with varying values for these characteristics.
As it is hard to find data sets that obey these con-
straints, we generated artificial data sets with data set
size varying from 500 to 100000 examples, the num-
ber of attributes from 10 to 20 (only nominal) and
the number of attribute values from 2 to 10. For each

of the data sets, the target concept was defined by a
randomly generated decision tree. Examples were gen-
erated by filling out the attributes values according to
a uniform distribution and classifying them using the
target concept. Since the concept was defined by a
decision tree, attributes will somehow be dependent
from each other given the target.
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Figure 8. These figures show timing results of simulated
bagging (SB), overlapping sets bagging (OS) and regular
bagging (Bag) with 20 iterations on artificially generated
data sets of different sizes (shown on top of each graph).
The couples (a,b) at the x-axes denote for a the number of
attribute values (2, 5 or 10) and b the number of attributes
(10 or 20).

We compare timings of simulated bagging with 20 it-
erations to OS bagging and regular bagging on these
data sets in Figure 8. All results are obtained by per-
forming 5 times cross-validation with different seeds
for the sampling and averaging over these results. As
was expected the simulated bagging gives the largest
profit over OS bagging for large data sets with few
attribute values (bars to the left side of the bottom
right figure). To make this more transparent, we show
in Figure 9 the relative time of simulated bagging com-
pared to OS bagging for the data sets with 10000 and
100000 examples. The data sets with attributes with
only two values benefit most from the simulation. As
the number of attribute values increases, the benefit of



simulating bagging decreases slightly. The higher the
number of examples and the lower the number of at-
tribute values, the longer it will take before the above
described threshold in the implementation is reached,
and the more nodes will be refined by the simulation.
In general, speedups compared to the OS version might
not be spectacular (optimal case is factor 2), because
this threshold is mostly reached in the first levels of
the tree. This is especially the case for smaller data
sets. The reason for that is that the time ts for gen-
erating binomially distributed random values is still
quite high compared to the time tu of a basic update
of statistics.

When comparing the output given by simulated bag-
ging and OS bagging, we found that the resulting en-
sembles are highly similar. Figure 10 gives for two set-
tings accuracy results. As can be seen, accuracies for
all versions of bagging are approximately the same. If
we look in more detail to the number of distinct tests
that have been chosen at each depth of the trees, this
is also very similar. This shows that the simulation of
bagging, although it differs slightly from bagging, is a
good and efficient approximation to it.
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Figure 9. Timing results of simulated bagging relative to
OS bagging. The couples (a,b) at the x-axes denote for
a the number of attribute values (2, 5 or 10) and b the
number of attributes (10 or 20).

6. Conclusions

In this paper we proposed a new bagging approach
that is particularly appropriate when dealing with a
large number of instances. Instead of resampling the
data set and computing statistics on each of the resam-
ples, which involves a lot of redundant operations, we
directly resample the statistics that are computed from
the original data. Under the assumption that tests are
independent from each other, this technique will give
the same results when refining a node as the original
bagging procedure. Although this assumption is often
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Figure 10. Accuracy results comparing simulated bagging
(SB) overlapping sets bagging (OS) and regular bagging
(Bag). The couples (a,b) at the x-axes denote for a the
number of attribute values (2, 5 or 10) and b the number
of attributes (10 or 20).

violated, we found that results of both methods are
still highly similar. Since this technique only pays off
when the number of instances in the node to be refined
is high enough, we only use it in these nodes. Deeper
in the tree, where less examples are left in the nodes,
we use an efficient implementation of regular bagging,
called the overlapping sets method (Blockeel & Struyf,
2002). From the experiments we observed that using
this technique we get an efficiency gain over this over-
lapping sets version of bagging, while maintaining the
same accuracies.

The applicability of the described technique is not re-
stricted to bagging only. It can be applied to all meth-
ods using resampling, such as certain pruning meth-
ods, some methods for error assessment and random
forests among others.

In our current implementation, the cost of generat-
ing binomially distributed random values is still such
that only on large data sets and for small numbers
of attribute values, important efficiency gains are ob-
tained. Reducing the cost of the random generator
may improve this situation. We do not expect that
it is possible to generate truly binomially distributed
values much faster than in our current implementa-
tion, which uses a state-of-the-art algorithm. However,
approximating the binomial distribution with, for in-
stance, a gaussian distribution (or an approximation of
that) might work equally well for the purpose of sim-
ulated bagging, and might be a lot faster. We intend
to investigate this possibility in the near future.

The current implementation, based on ID3 (Quin-
lan, 1986), only applies to data sets with nominal
attributes. However applying this simulated bagging
to numerical attributes is less straightforward. When



computing statistics for each possible threshold for a
numeric attribute, it suffices to go over the data set
only once if examples are sorted according to the at-
tribute. Then for each of the iterations of bagging
we could take a sample of each of these statistics and
compute the information gains on them. The problem
is that the statistics of successive thresholds are very
much correlated and by randomly sampling we will lose
this characteristic. So after we have taken a sample for
the first threshold we will need to put some constraints
on the sample of the next threshold. This method will
be investigated in the near future. Whether simulated
bagging can be more efficient than the OS method in
this case depends on the number of useful thresholds
of the attribute. Usually this is in the order of the
number of examples and simulated bagging might not
be more efficient, except when the attribute is corre-
lated well with the class attribute and the number of
useful thresholds is significantly smaller.

We also plan to perform more extensive experiments,
both on artificial and real world data sets.
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