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Abstrat. Queries involving aggregation are typial in database appli-

ations. One of the main ideas to optimize the exeution of an aggregate

query is to reuse results of previously answered queries. This leads to the

problem of rewriting aggregate queries using views. Due to a lak of the-

ory, algorithms for this problem were rather ad-ho. They were sound,

but were not proven to be omplete.

Reently we have given syntati haraterizations for the equivalene of

aggregate queries and applied them to deide when there exist rewritings.

However, these deision proedures do not lend themselves immediately

to an implementation. In this paper, we present pratial algorithms

for rewriting queries with ount and sum. Our algorithms are sound.

They are also omplete for important ases. Our tehniques an be used

to improve well-known proedures for rewriting non-aggregate queries.

These proedures an then be adapted to obtain algorithms for rewriting

queries with min and max . The algorithms presented are a basis for

realizing optimizers that rewrite queries using views.

1 Introdution

Aggregate queries our in many appliations, suh as data warehousing and

global information systems. The size of the database in these appliations is

generally very large. Aggregation is often used in queries against suh soures as

a means of reduing the granularity of data. The exeution of aggregate queries

tends to be time onsuming and ostly. Computing one aggregate value often

requires sanning many data items. This makes query optimization a neessity.

A promising tehnique to speed up the exeution of aggregate queries is to reuse

the answers to previous queries to answer new queries. If the previous queries

involved aggregation, the answers to them will tend to be muh smaller than the

size of the database. Thus, using their answers will be muh more eÆient.

We all a reformulation of a query that uses other queries a rewriting. Finding

suh rewritings is known as the problem of rewriting queries using views. In
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this phrasing of the problem, it is assumed that there is a set of views, whose

answers have been stored, or materialized. Given a query, the problem is to

�nd a rewriting, whih is formulated in terms of the views and some database

relations, suh that evaluating the original query yields the same answers as

evaluating �rst the views and then the rewriting.

Rewriting queries using views has been studied for non-aggregate queries

[LMSS95℄. Rewriting aggregate queries has been investigated mainly in the spe-

ial ase of dataubes [HRU96℄. However, there is little theory for general aggre-

gate queries, and the rewriting algorithms that appear in the literature are by and

large ad ho. These algorithms are sound, that is, the reformulated queries they

produe are in fat rewritings, but there is neither a guarantee that they output

a rewriting whenever one exists, nor that they generate all existing rewritings

[SDJL96,GHQ95℄.

Syntati haraterizations for the equivalene of SQL queries with the aggre-

gate operators min, max , ount , and sum have been given [NSS98℄. They have

been applied to deide, given an aggregate query and a set of views, whether

there exists a rewriting, and whether a query over views and base relations is

a rewriting [CNS99℄. Using these haraterizations, one an \guess" andidates

for rewritings and verify if they are equivalent to the original query. This proess

is highly nondeterministi. It is more eÆient to gradually build a andidate for

rewriting in a way that will ensure its being a rewriting. The haraterizations do

not immediately yield pratial algorithms of this sort. There are several subtle

problems that must be dealt with in order to yield omplete algorithms.

In this paper, we show how to derive pratial algorithms for rewriting ag-

gregate queries. The algorithms are sound, i.e., they output rewritings. We an

also show that they are omplete for important ases, whih are relevant in

pratie. In Setion 2 we present a motivating example. A formal framework

for rewritings of aggregate queries is presented in Setion 3. In Setion 4 we

give algorithms for rewriting aggregate queries and in Setion 5 we onlude.

Additional explanations and examples an be found in the full paper [CNS00℄.

2 Motivation

We disuss an example that illustrates the rewriting problem for aggregate

queries. All the examples in this paper are written using an extended Data-

log syntax. This syntax is more abstrat and onise than SQL. In Setion 3 we

present a formal de�nition of the Datalog syntax. In [CNS00℄ we desribe how

queries written in SQL an be translated to our Datalog syntax and vie versa.

The following example models exatly the payment poliy for teahing assis-

tants at the Hebrew University in Jerusalem. There are two tables with relations

pertaining to salaries of teahing assistants (TAs):

ta(name,ourse name,job type) and

salaries(job type,sponsorship,amount).

At the Hebrew University, there may be many teahing assistants in a ourse.

Eah TA has at least one job type in the ourse he assists. For example, he
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may give letures or grade exerises. Teahing assistants are �naned by di�erent

soures, like siene foundations and the university itself. For eah job type, eah

sponsor gives a �xed amount. Thus, a lab instrutor may reeive $600 per month

from the university and $400 from a government siene foundation.

We suppose that there are two materialized views. In v positions, we om-

pute the number of positions of eah type held in the university. In v salary we

ompute the total salary for eah type of position. In the query q salary per job

we alulate the total amount of money spent on eah job position. We express

aggregate queries with an extended Datalog notation, where in the head we

separate grouping variables and aggregate terms by a semiolon:

v positions(j; ount) ta(n; ; j)

v salary(j; sum(a)) salaries(j; s; a)

q salary per job(j; sum(a)) ta(n; ; j) & salaries(j; s; a):

An intelligent query optimizer ould now reason that for eah type of job we

an alulate the total amount of money spent on it if we multiply the salary

that one TA reeives for suh a job by the number of positions of that type.

The two materialized views ontain information that an be ombined to yield

an answer to our query. The optimizer an formulate a new query that only

aesses the views and does not touh the tables in the database:

r(j

0

; a

0

� nt) v positions(j

0

; nt) & v salary(j

0

; a

0

)

Using the new query, we no longer need to look up the teahing assistants nor

the �naning soures. Thus, the new query an be exeuted more eÆiently.

In this example, we used our ommon sense in two oasions. First, we gave an

argument why evaluating the original query yields the same result as evaluating

the new query that uses the views. Seond, beause we understood the semantis

of the original query and the views, we were able �nd a reformulation of the query

over the views. Thus, we will only be able to build an optimizer that an rewrite

aggregate queries, if we an provide answers to the following two questions.

{ Rewriting Veri�ation: How an we prove that a new query, whih uses

views, produes the same results as the original query?

{ Rewriting Computation: How an we devise an algorithm that system-

atially and eÆiently �nds all rewritings?

If eÆieny and ompleteness annot be ahieved at the same time, we may

have to �nd a good trade-o� between the two requirements.

3 A Formal Framework

We extend the well-known Datalog syntax for non-aggregate queries [Ull89℄ to

over aggregates. These queries express nonnested SQL queries without a HAVING

lause and with the aggregate operators min , max , ount , and sum. A general-

ization to queries with the onstrutor UNION is possible, but beyond the sope

of this paper. For queries with arbitrary nesting and negation no rewriting algo-

rithms are feasible, sine equivalene of suh queries is undeidable.
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3.1 Non-aggregate Queries

We reall the Datalog notation for onjuntive queries and extend it to aggregate

queries. A term (denoted as s, t) is either a variable (denoted as x, y, z) or a

onstant. A omparison has the form s

1

� s

2

, where � is either < or �. If C and

C

0

are onjuntions of omparisons, we write C j= C

0

if C

0

is a onsequene of

C. We assume all omparisons range over the rationals.

We denote prediates as p, q and r. A relational atom has the form p(�s) or

p(s

1

; : : : ; s

k

) where �s denotes the tuple of terms s

1

; : : : ; s

k

. An atom (denoted as

a, b) is either a relational atom or a omparison.

A onjuntive query has the form q(x

1

; : : : ; x

k

) a

1

& � � � & a

n

. The atom

q(x

1

; : : : ; x

k

) is the head of the query. The atoms a

1

; : : : ; a

n

form the query

body. They an be relational or omparisons. If the body ontains no ompar-

isons, then the query is relational. A query is linear if it does not ontain two

relational atoms with the same prediate symbol. We abbreviate a query as

q(�x)  B(�s), where B(�s) stands for the body and �s for the terms ourring in

the body. Similarly, we may write a onjuntive query as q(�x) R(�s) & C(

�

t), in

ase we want to distinguish between the relational atoms and the omparisons

in the body, or, shortly, as q(�x) R & C. The variables appearing in the head

are distinguished variables, while those appearing only in the body are nondis-

tinguished variables. Atoms ontaining at least one nondistinguished variable are

nondistinguished atoms. By abuse of notation, we will often refer to a query by

its head q(�x) or simply by the prediate of its head q.

A database D ontains for every prediate symbol p a relation p

D

, that is, a

set of tuples. Under set semantis, a onjuntive query q de�nes a new relation

q

D

, whih onsists of all the answers that q produes over D. Under bag-set

semantis, q de�nes a multiset or bag ffqgg

D

of tuples. The bag ffqgg

D

ontains

the same tuples as the relation q

D

, but eah tuple ours as many times as it

an be derived over D with q [CV93℄. Under set-semantis (bag-set semantis),

two queries q and q

0

are equivalent if for every database, they return the same

set (bag) as a result.

3.2 Aggregate Queries

We now extend the Datalog syntax so as to apture also queries with GROUP BY

and aggregation. We assume that queries have only one aggregate term. The

general ase an easily be redued to this one [CNS99℄. We are interested in

queries with the aggregation funtions ount , sum, min and max . Sine results

for min are analogous to those for max , we do not onsider min . Our funtion

ount is analogous to the funtion COUNT(*) of SQL.

An aggregate term is an expression built up using variables, the operations

addition and multipliation, and aggregation funtions.

1

For example, ount and

1

This de�nition blurs the distintion between the funtion as a mathematial objet

and the symbol denoting the funtion. However, a notation that takes this di�erene

into aount would be umbersome.
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sum(z

1

� z

2

), are aggregate terms. We use � as abstrat notations for aggregate

terms. If we want to refer to the variables ourring in an aggregate term, we

write �(�y), where �y is a tuple of distint variables. Note that �y is empty if � is the

ount aggregation funtion. Terms of the form ount , sum(y) and max (y) are

elementary aggregate terms. Abstratly, elementary aggregate terms are denoted

as �(y), where � is an aggregation funtion.

An aggregate term �(�y) naturally gives rise to a funtion f

�(�y)

that maps

multisets of tuples of numbers to numbers. For instane, sum(z

1

� z

2

) desribes

the aggregation funtion f

sum(z

1

�z

2

)

that maps any multiset M of pairs of num-

bers (m

1

;m

2

) to

P

(m

1

;m

2

)2M

m

1

�m

2

.

An aggregate query is a onjuntive query augmented by an aggregate term

in its head. Thus, it has the form q(�x;�(�y))  B(�s). We all �x the grouping

variables of the query. Queries with elementary aggregate terms are elementary

queries. If the aggregation term in the head of a query has the form �(y), we

all the query an �-query (e.g., a max -query). In this paper we are interested in

rewriting elementary queries using elementary views. However, as the example in

Setion 2 shows, even under this restrition the rewritings may not be elementary.

We now give a formal de�nition of the semantis of aggregate queries. Con-

sider the query q(�x;�(�y))  B(�s). For a database D, the query yields a new

relation q

D

. To de�ne the relation q

D

, we proeed in two steps. We assoiate to q

a non-aggregate query, �q, alled the ore of q, whih is de�ned as �q(�x; �y) B(�s).

The ore is the query that returns all the values that are amalgamated in the

aggregate. Reall that under bag-set-semantis, the ore returns over D a bag

ff�qgg

D

of tuples (

�

d; �e). For a tuple of onstants

�

d of the same length as �x, let

�

�

d

:=

nn

�e

�

�

�

(

�

d; �e) 2 ff�qgg

D

oo

.

That is, the bag �

�

d

is obtained by �rst grouping together those answers to �q

that return

�

d for the grouping terms, and then stripping o� from those answers

the pre�x

�

d. In other words, �

�

d

is the multiset of �y-values that �q returns for

�

d.

The result of evaluating q over D is

q

D

:= f(

�

d; e) j �

�

d

6= ; and e = f

�(�y)

(�

�

d

)g.

Intuitively, whenever there is a nonempty group of answers with index

�

d, then

we apply the aggregation funtion f

�(�y)

to the multiset of �y-values of that group.

Aggregate queries q and q

0

are equivalent if q

D

= q

0D

for all databases D.

3.3 Equivalene Modulo a Set of Views

Up until now, we have de�ned equivalene of aggregate queries and equivalene of

non-aggregate queries under set and bag-set-semantis. However, the relationship

between a query q and a rewriting r of q is not equivalene of queries, beause

the view prediates ourring in r are not regular database relations, but are

determined by the base relations indiretly. In order to take this relationship

into aount, we de�ne equivalene of queries modulo a set of views.
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We onsider aggregate queries that use prediates both from R, a set of

base relations, and V , a set of view de�nitions. For a database D, let D

V

be

the database that extends D by interpreting every view prediate v 2 V as the

relation v

D

. If q is a query that ontains also prediates from V , then q

D

V

is the

relation that results from evaluating q over the extended database D

V

. If q, q

0

are two aggregate queries using prediates from R [ V , we de�ne that q and q

0

are equivalent modulo V , written q �

V

q

0

, if q

D

V

= q

0D

V

for all databases D.

3.4 General De�nition of Rewriting

Let q be a query, V be a set of views over the set of relations R, and r be a

query over V [ R. All of q, r, and the views in V may be aggregate queries or

not. Then r is a rewriting of q using V if q �

V

r and r ontains only atoms with

prediates from V . If q �

V

r and r ontains at least one atom with a prediate

from V we say that r is a partial rewriting of q using V .

We reformulate the intuitive questions we asked in the end of the Setion 2.

{ Rewriting Veri�ation: Given queries q and r, and a set of views V , hek

whether q �

V

r.

{ Rewriting Computation: Given a query q and a set of views V , �nd all

(some) rewritings or partial rewritings of q.

4 Rewritings of Aggregate Queries

We now present tehniques for rewriting aggregate queries. Our approah will be

to generalize the known tehniques for onjuntive queries. Therefore, we �rst

give a short review of the onjuntive ase and then disuss in how far aggregates

give rise to more ompliations.

4.1 Reminder: Rewritings of Relational Conjuntive Queries

Reall the questions related to rewriting relational onjuntive queries. Suppose,

we are given a set of onjuntive queries V , the views, and another onjuntive

query q. We want to know if there is a rewriting of q using the views in V .

The �rst question that arises is, what is the language for expressing rewrit-

ings? Do we onsider arbitrary �rst order formulas over the view prediates

as andidates, or reursive queries, or do we restrit ourselves to onjuntive

queries over the views? Sine reasoning about queries in the �rst two languages

is undeidable, researhers have only onsidered onjuntive rewritings.

2

Thus,

a andidate for rewriting q(�x) has the form r(�x) v

1

(�

1

�x

1

) & : : : & v

n

(�

n

�x

n

),

where the �

i

's are substitutions that instantiate the view prediates v

i

(�x

i

).

2

It is an interesting theoretial question, whih as yet has not been resolved, whether

more expressive languages give more possibilities for rewritings. It is easy to show,

at least, that in the ase at hand allowing also disjuntions of onjuntive queries as

andidates does not give more possibilities than allowing only onjuntive queries.
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The seond question is whether we an redue reasoning about the query r,

whih ontains view prediates, to reasoning about a query that has only base

prediates. To this end, we unfold r. That is, we replae eah view atom v

i

(�

i

�x

i

),

with the instantiation �

i

B

i

of the body of v

i

, where v

i

is de�ned as v

i

(�x

i

) B

i

.

We assume that the nondistinguished variables in di�erent ourrenes of the

bodies are distint. We thus obtain the unfolding r

u

of r, for whih the Unfolding

Theorem holds, r

u

(�x) �

1

B

1

& : : : & �

n

B

n

.

Theorem 1 (Unfolding Theorem). Let V be a set of views, r a query over

V, and r

u

be the unfolding of r. Then r and r

u

are equivalent modulo V, that is,

r �

V

r

u

.

The third question is how to hek whether r is a rewriting of q, that is,

whether r and q are equivalent modulo V . This an be ahieved by heking

whether r

u

and q are set-equivalent: if r

u

� q, then the Unfolding Theorem im-

plies r �

V

q. Set-equivalene of onjuntive queries an be deided syntatially

by heking whether there are homomorphisms in both diretions [Ull89℄.

4.2 Rewritings of Count-queries

When rewriting ount-queries, we must deal with the questions that arose when

rewriting onjuntive queries. Thus, we �rst de�ne the language for expressing

rewritings. Even if we restrit the language to onjuntive aggregate queries over

the views, we still must deide on two additional issues. First, whih types of

aggregate views are useful for a rewriting? Seond, what will be the aggregation

term in the head of the rewriting? A ount-query is sensitive to multipliities, and

ount-views are the only type of aggregate views that do not lose multipliities.

3

Thus, the natural answer to the �rst question is to use only ount-views when

rewriting ount-queries. The following example shows that there are an in�nite

number of aggregate terms that an be usable in rewriting a ount-query.

Example 1. Consider the query q positions and the queries r

1

and r

2

that use

the view v positions de�ned in Setion 2.

q positions(j; ount) ta(n; ; j)

r

1

(j

0

; z) v positions(j

0

; z)

r

2

(j

0

;

p

z

1

� z

2

) v positions(j

0

; z

1

) & v positions(j

0

; z

2

):

The query q positions omputes the number of positions of eah type held

in the university. It is easy to see that r

1

and r

2

are rewritings of q positions.

By adding additional view atoms and adjusting the power of the root we an

reate in�nitely many di�erent rewritings of q positions. It is natural to reate

only r

1

as a rewriting of q. In fat, only for r

1

will the Unfolding Theorem hold.

3

Although sum-views are sensitive to multipliities, they lose these values. For exam-

ple, sum-views ignore ourrenes of zero values.
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A andidate for a rewriting of q(�x; ount) R & C is a query of the form

r(�x; sum(

n

Y

i=1

z

i

)) v



1

(�

1

�x

1

; z

1

) & : : : & v



n

(�

n

�x

n

; z

n

) & C

0

,

where v



i

are ount-views, possibly with omparisons, de�ned as v



i

(�x

i

; ount) 

B

i

and z

i

are variables not appearing elsewhere in the body of r. We all r a

ount-rewriting andidate.

Note that it is possible to omit the summation if the values of z

i

are fun-

tionally dependent on the value of the grouping variables �x. This is the ase, if

only grouping variables appear as �

i

x

i

in the heads of the instantiated views.

Then the summation is always over a singleton group.

After presenting our rewriting andidates we now show how we an redue

reasoning about rewriting andidates, to reasoning about onjuntive aggregate

queries. We use a similar tehnique to that shown in Subsetion 4.1. In the

unfolding, we replae the view atoms of the rewriting with the appropriate in-

stantiations of their bodies, and we replae the aggregate term in the rewriting

with the term ount . Thus, we obtain as the unfolding r

u

of r the query

r

u

(�x; ount) �

1

B

1

& : : : & �

n

B

n

& C

0

.

In [CNS99℄, it has been proven that for r

u

the Unfolding Theorem holds, i.e.,

r �

V

r

u

. Moreover, it has been shown that this de�nition of unfolding uniquely

determines the aggregation funtion in the head of our andidates. That is,

summation over produts of ounts is the only aggregation funtion for whih

the Unfolding Theorem holds if r

u

is de�ned as above. Now, in order to verify

that r is a rewriting of q, we an hek that r

u

is equivalent to r, without taking

into aount the views any more.

We now present an algorithm that �nds a rewriting for a ount-query using

views. Our approah an be thought of as reverse engineering. We have hara-

terized the \produt" that we must reate, i.e., a rewriting, and we now present

an automati tehnique for produing it.

In [NSS98℄, a sound and omplete haraterization of equivalene of on-

juntive ount-queries with omparisons has been given. The only known algo-

rithm that heks equivalene of onjuntive ount-queries reates an exponen-

tial blowup of the queries. Thus, it is diÆult to present a tratable algorithm

for omputing rewritings. However, it has been shown [CV93,NSS98℄ that two

relational ount-queries are equivalent if and only if they are isomorphi. In addi-

tion, equivalene of linear ount-queries with omparisons is isomorphism of the

queries [NSS98℄. Thus, we will give a sound, omplete, and tratable algorithm

for omputing rewritings of relational ount-queries and of linear ount-queries.

This algorithm is sound and tratable for the general ase, but is not omplete.

We disuss when a view v(�u; ount) R

v

& C

v

, instantiated by �, is usable

in order to rewrite a query q(�x; ount) R & C, that is, when the instantiated

view an our in a partial rewriting. By the haraterization of equivalene for

relational and linear queries, a rewriting of q is a query r that when unfolded

yields a query isomorphi to q. Thus, in order for �v, to be usable, �R

v

must
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\over" some part of R. Therefore, �v is usable for rewriting q only if there exists

an isomorphism, ', from �R

v

to R

0

� R. Note that we an assume, w.l.o.g. that

' is the identity mapping on the distinguished variables of v. We would like to

replae R

0

with �v in the body of q in order to derive a partial rewriting of q.

This annot always be done. After replaing R

0

with �v, variables that appeared

in R

0

and do not appear in ��u (i.e., the nondistinguished variables in v) are

inaessible. Thus, we an only perform the replaement if these variables do not

appear anywhere else in q, in q's head or body. We de�ne that v(�u; ount)  

R

v

& C

v

is R-usable under � w.r.t. ', denoted R-usable(v, �, '), if

1. '�R

v

is isomorphi to a subset R

0

of R, and

2. every variable that ours both in R

0

and in R nR

0

must our in ��u.

There is a partial rewriting of q using v only if v R-usable(v, �, ') for some '.

Example 2. Consider the query q db ta sponsors that omputes the number

of sponsors for eah assistant in the database ourse. The view v jobs per ta

omputes the number of jobs that eah TA has in eah ourse that he assists.

q db ta sponsors(n; ount) ta(n; Database; j) & salaries(j; s; a)

v jobs per ta(n

0

; 

0

; ount) ta(n

0

; 

0

; j

0

)

In order to use v jobs per ta in rewriting q db ta sponsors we must �nd

an instantiation � suh that �ta(n

0

; 

0

; j

0

) overs some part of the body of

q db ta sponsors. Clearly, �ta(n

0

; 

0

; j

0

) an over only ta(n; Database; j). We

take, � = fn

0

=n; 

0

=Databaseg and thus, ' = fn=n; j

0

=jg. However, j appears

in ta(n; Database; j) and not in the head of �v jobs per ta and therefore, j

is not aessible after replaement. Note that j appears in salaries and thus,

v jobs per ta is not R-usable in rewriting q db ta sponsors.

For our algorithm to be omplete for linear queries, the set of omparisons in

the query to be rewritten has to be dedutively losed (see [CNS00℄). The dedu-

tive losure of a set of omparisons an be omputed in polynomial time [Klu88℄.

In addition, it must hold that C j= '(�C

v

), thus, the omparisons inherited from

v are weaker than those in q. For a rewriting using �v to exist it must be pos-

sible to strengthen '(�C

v

) by additional omparisons C

0

so that '(�C

v

) & C

0

is equivalent to C. We have seen that when replaing R

0

with �v we lose aess

to the nondistinguished variables in v. Therefore, it is neessary for the om-

parisons in '(�C

v

) to imply all the omparisons in q that ontain an image of

a nondistinguished variable in v. Formally, let ndv(v) be the set of nondistin-

guished variables in v. Let C

'(�ndv(v))

onsist of those omparisons in C that

ontain variables in '(�ndv (v)). Then, in order for �v to be usable in a partial

rewriting, C

v

j= C

'(�ndv(v))

must hold. If this ondition and C j= '(�C

v

) hold,

then v is C-usable under � w.r.t. ' and write C-usable(v, �, ').

Theorem 2. Let q(�x; ount)  R & C be a ount-query whose set of ompar-

isons C is dedutively losed, and let v(�u; ount)  R

v

& C

v

be a ount-view.

There exists a partial rewriting of q using v if and only if there is a ' suh that

R-usable(v, �, ') and C-usable(v, �, ').
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We present an algorithm for omputing rewritings of onjuntive ount-

queries in Figure 1. The underlying idea is to inrementally over the body

of the query by views until no atom is left to be overed. The algorithm non-

deterministially hooses a view v and an instantiation �, suh that v is both

R-usable and C-usable under �. If the hoie fails, baktraking is performed.

When the while-loop is ompleted, the algorithm returns a rewriting. By

baktraking we an �nd additional rewritings. Of ourse, the nondeterminism in

hoosing the views an be further redued, for instane, by imposing an ordering

on the atoms in the body of the query and by trying to over the atoms aording

to that ordering. Note, that the same algorithm may be used to produe partial

rewritings if we relax the termination ondition of the while-loop. This will

similarly hold for subsequent algorithms presented.

Algorithm Count Rewriting

Input A query q(�x; ount) R & C and a set of views V

Output A rewriting r of q.

(1) Not Covered := R.

(2) Rewriting := ;.

(3) n := 0.

(4) While Not Covered 6= ; do:

(5) Choose a view v(�x

0

; ount) R

0

& C

0

in V.

(6) Choose an instantiation, �, and an isomorphism ',

suh that R-usable(v, �, ') and C-usable(v, �, ').

(7) For eah atom a 2 R

0

do:

(8) If a is a nondistinguished atom, then

(9) Remove '(�a) from R.

(10) If '(�a) 62 Not Covered then fail.

(11) Remove '(�a) from Not Covered .

(12) Remove from C omparisons ontaining a variable in '(�R

0

),

but not in ��x

0

(13) Inrement n.

(14) Add v(��x

0

; z

n

)) to Rewriting , where z

n

is a fresh variable.

(15) Return r(�x; sum(

Q

n

i=1

z

i

)) Rewriting & C.

Fig. 1. Count Query Rewriting Algorithm

We note the following. In Line 9, R is hanged and thus, q is also hanged.

Therefore, at the next iteration of the while-loop we hek whether v is R-usable

under � to rewrite the updated version of q (Line 6). Thus, in eah iteration

of the loop, additional atoms are overed. In Line 10, the algorithm heks if a

nondistinguished atom is already overed. If so, then the algorithm must fail,

i.e., baktrak, as explained above. Observe that we modify C in Line 12. We
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remove from C omparisons ontaining a variable that is inaessible after re-

plaing the appropriate subset of R by the appropriate instantiation of v. These

omparisons are not lost beause v is C-usable. The omparisons remaining in

C are needed to strengthen those inherited from the views so as to be equivalent

to the omparisons in the query to be rewritten.

Count Rewriting is both sound and omplete for linear queries and relational

queries and is sound, but not omplete, for arbitrary queries. Our algorithm

runs in nondeterministi polynomial time by guessing views and instantiations

and verifying in polynomial time that the obtained result is a rewriting. For

relational queries this is optimal, sine heking whether there exists a � suh

that v is R-usable under � is NP-hard, whih an be shown by a redution of

the graph mathing problem. Sine for linear queries q and views v the existene

of � and ' suh that R-usable(v, �, ') and C-usable(v, �, ') an be deided in

polynomial time, one an obtain a polynomial time variant of the algorithm that

omputes partial rewritings in the linear ase.

Theorem 3. (Soundness and Completeness of Count Rewriting) Let q

be a ount-query and V be a set of views. If r is returned by Count Rewriting(q;V),

then r is a ount-rewriting andidate of q and r �

V

q. If q is either linear or

relational, then the opposite holds by making the appropriate hoies.

4.3 Rewritings of Sum-Queries

Rewriting sum-queries is similar to rewriting ount-queries. When rewriting

sum-queries we must also take the summation variable into onsideration. We

present an algorithm for rewriting sum-queries that is based on the algorithm

for ount-queries.

We de�ne the form of rewriting andidates for sum-queries. Sine sum and

ount-views are the only views that are sensitive to multipliities, they are useful

for rewritings. However, sum-views may lose multipliities and make the aggre-

gation variable inaessible. Thus, at most one sum-view should be used in the

rewriting of a query. The following are rewriting andidates for sum-queries:

r

1

(�x; sum(y �

n

Y

i=1

z

i

)) v



1

(�

1

�x

1

; z

1

) & : : : & v



n

(�

n

�x

n

; z

n

) & C

0

r

2

(�x; sum(y �

n

Y

i=1

z

i

)) v

s

(�

s

�x

s

; y) & v



1

(�

1

�x

1

; z

1

) & : : : & v



n

(�

n

�x

n

; z

n

) & C

0

where v



i

is a ount-view of the form v



i

(�x

i

; ount) B

i

and v

s

is a sum-view of

the form v

s

(�x

s

; sum(y)) B

s

. Note that the variable y in the head of the query

r

1

must appear among �

i

�x

i

for some i. In [CNS99℄, it has been shown that if a

rewriting andidate is equivalent modulo the views to its unfolding then it must

be one of the above forms. As in the ase of ount-query rewritings, in some

ases the rewriting may be optimized by dropping the summation.

One again, we redue reasoning about rewriting andidates to reasoning

about onjuntive aggregate queries. For this purpose we extend the unfolding
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tehnique introdued in Subsetion 4.2. Thus, the unfoldings of the andidates

presented are:

r

u

1

(�x; sum(y)) �

1

B

1

& : : : & �

n

B

n

& C

0

:

r

u

2

(�x; sum(y)) �

s

B

s

& �

1

B

1

& : : : & �

n

B

n

& C

0

:

Now, instead of heking whether r is a rewriting of q we an verify whether r

u

is equivalent to r. The only known algorithm for heking equivalene of sum-

queries, presented in [NSS98℄, requires an exponential blowup of the queries.

However, relational sum-queries and linear sum-queries are equivalent if and

only if they are isomorphi. Thus, we an extend the algorithm presented in the

Figure 1 for sum-queries.

We �rst extend the algorithm in Figure 1, suh that in Line 5 sum-views

may be hosen as well. We all this algorithm Compute Rewriting. We derive an

algorithm for rewriting sum-queries, presented in Figure 2. The algorithm runs

in nondeterministi polynomial time.

Algorithm Sum Rewriting

Input A query q(�x; sum(y)) B and a set of views V

Output A rewriting r of q.

(1) Let q

0

be the query q

0

(�x; ount) B.

(2) Let r

0

=Compute Rewriting(q

0

;V).

(3) If r

0

is of the form

r

0

(�x; sum(y �

Q

n

i=1

z

i

)) v

s

(�

s

�x

s

; y) &

v



1

(�

1

�x

1

; z

1

) & : : : & v



n

(�

n

�x

n

; z

n

) & C

0

(4) Then return r

0

(5) If r

0

is of the form

r

0

(�x; sum(

Q

n

i=1

z

i

)) v



1

(�

1

�x

1

; z

1

) & : : : & v



n

(�

n

�x

n

; z

n

) & C

0

and y appears among �

i

�x

i

(6) Then return

r(�x; sum(y �

Q

n

i=1

z

i

)) v



1

(�

1

�x

1

; z

1

) & : : : & v



n

(�

n

�x

n

; z

n

) & C

0

.

Fig. 2. Sum Query Rewriting Algorithm

Theorem 4. (Soundness and Completeness of Sum Rewriting) Let q be

a sum-query and V be a set of views. If r is returned by Sum Rewriting(q;V),

then r is a sum-rewriting andidate of q and r �

V

q. If q is linear or relational,

then the opposite holds by making the appropriate hoies.

4.4 Rewritings of Max-Queries

We onsider the problem of rewriting max -queries. Note that max -queries are

insensitive to multipliities. Thus, we use nonaggregate views and max -views
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when rewriting a max -query. When using a max -view the aggregation variable

beomes inaessible. Thus, we use at most one max -view. The following are

rewriting andidates of the query q:

r

1

(�x;max (y)) v

1

(�

1

�x

1

) & : : : & v

n

(�

n

�x

n

) & C

0

r

2

(�x;max (y)) v

m

(�

m

�x

m

; y) & v

1

(�

1

�x

1

) & : : : & v

n

(�

n

�x

n

) & C

0

where the v

i

's are nonaggregate views and v

m

is a max -view. The variable y in

the head of the query r

1

must appear among �

i

�x

i

for some i. In [CNS99℄ it has

been shown that if a rewriting andidate is equivalent to its unfolding then it

must have one of the above forms.

Reasoning about rewriting andidates an be redued to reasoning about

max -queries, by extending the unfolding tehnique. It has been shown [NSS98℄

that equivalene of relationalmax -queries is equivalene of their ores. There is a

similar redution for the general ase. Algorithms for heking set-equivalene of

queries an easily be onverted to algorithms for heking equivalene of max -

queries. Thus, algorithms that �nd rewritings of nonaggregate queries an be

modi�ed to �nd rewritings of max -queries.

Rewriting nonaggregate queries is a well known problem [LMSS95℄. One well-

known algorithm for omputing rewritings of queries is the bukets algorithm

[LRO96℄. Consider a query q(�x) R & C. The algorithm reates a \buket" for

eah atom p(�z) in R. Intuitively, this buket ontains all the views whose bodies

an over p(�z). The algorithm plaes into this buket all the views v(�y)  

R

v

& C

v

suh that R

v

ontains an atom p( �w) that an be mapped by some

mapping ' to p(�z) suh that C & 'C

0

is onsistent. Next, all ombinations of

taking a view from eah buket are onsidered in the attempt to form a rewriting.

Note that by reasoning similarly as in the ase of ount and sum-queries,

we an redue the number of views put into eah buket, thus improving on

the performane of the algorithm. Suppose there is a nondistinguished variable

w 2 �w mapped to z 2 �z and there is an atom ontaining z in q that is not

overed by 'R

v

. In suh a ase, if v is used in a rewriting andidate there will

not exist a homomorphism from the unfolded rewriting to q suh that the body

of v overs p(�z). However, a rewriting andidate r is equivalent to a query q if

and only if there exist homomorphisms from r

u

to q and from q to r

u

. Thus, v

should not be put in the buket of p(�z).

Observe that this ondition is a relaxed version of the R-usability requirement

that ensures the existene of an isomorphism. Clearly this restrition �lters out

the possible rewritings of q, thereby improving the performane of the bukets

algorithm. Thus, our methods for �nding rewritings of aggregate queries may

be relaxed and used to improve the performane of algorithms for rewriting

relational queries. These, in turn, may be modi�ed to rewrite max -queries.

5 Conlusion

Aggregate queries are inreasingly prevalent due to the widespread use of data

warehousing and related appliations. They are generally omputationally ex-
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pensive sine they san many data items, while returning few results. Thus, the

omputation time of aggregate queries is generally orders of magnitude larger

than the result size of the query. This makes query optimization a neessity.

Optimizing aggregate queries using views has been studied for the speial

ase of dataubes [HRU96℄. However, there was little theory for general aggregate

queries. In this paper, based on previous results in [NSS98,CNS99℄, we presented

algorithms that enable reuse of preomputed queries in answering new ones. The

algorithms presented have been implemented in SICStus Prolog.
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