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Abstract. Privacy is of great concern in ubiquitous environments in which vari-
ous technologies collect vast amounts of information about ubiquitous users with
differing privacy and security interests, and in knowledge-discovery system in
which data mining technologies infer substantial new knowledge from these data.
In the last years, various methods have been proposed to preserve privacy in such
environments, including privacy preserving data mining, mixes etc. But it is not
clear which of these methods fulfill the kind of privacy that users are looking
for. We take a step back and look at what privacy means, and how the notion of
privacy-related data has changed in ubiquitous environments. Further, we look
at how we can state privacy requirements for ubiquitous environments through
security goals, and we suggest a method for analysing multilateral security re-
quirements which takes into account users’ varying privacy interests. We believe
that such a requirements analysis method will help determine whether and when
privacy preserving technologies make sense for fulfilling privacy and security re-
quirements of diverse sets of users in ubiquitous environments.

1 Introduction: Towards Privacy-Preserving Knowledge
Discovery

It is a truism that a user-centric approach to Information Technology design requires
that user wishes, needs, concerns, etc. are taken into account. It is less obvious that to
find out about these user requirements, the designer needs to know how and what to ask.
It is often forgotten that one also needs to know whom to ask. First, who are the users
who interact directly with the functional aspects of a system. Second, which differences
between users need to be taken into account. Third, does a particular requirement also
affect people outside the traditional group of users, i.e. further stakeholders? Fourth, is
a specific requirement monolithic, or can there be dynamic or conflicting requirements
in different contexts?

Among user-centric requirements, privacy has received a lot of attention in the past
years, and it is by now accepted that privacy concerns need to be addressed while
developing data intensive technologies. Privacy is a particularly pressing concern for
knowledge-discovering systems, because data mining by definition requires (lots of)
data as input and creates knowledge (or makes implicit knowledge explicit) about the
data subjects, and because in real-life applications, knowledge from different IT systems
can be and is combined. Privacy becomes an even more pressing concern in ubiquitous
knowledge-discovery systems because of the huge increase in the amount and coverage



of collected data, and thus in the huge incrase in the possibilities of inferencing further
knowledge from these data.

But what is privacy? In many laws as well as in the data mining community, the con-
cept is generally translated into data protection, or more specifically, the protection of
personal data. Personal data is ”any information relating to an identified or identifiable
natural person [...]; an identifiable person is one who can be identified, directly or indi-
rectly, in particular by reference to an identification number or to one or more factors
specific to his physical, physiological, mental, economic, cultural or social identity”
(EU Directive 95/46/EC [7], Art. 2 (a)). This definition has two effects: first, it focusses
the attention on data (as opposed to people), and second, it focusses the attention on
the identification of a natural person as the problem. Thus, it implicitly declares data-
processing activities to be ”privacy-preserving” if and only if they do not (better, if they
provably cannot) involve the identification of the natural person who is the ”carrier” of
a record of attributes. This notion is reflected in the data mining literature by regarding
goals such as k-anonymity as the defining properties of a privacy-preserving algorithm.

However, the privacy literature suggests that a people view of privacy involves not
one but many identities, and that there are concerns over profiles independently of iden-
tification, and that context is all-important. A true knowledge discovery perspective
takes this into account when it transcends the algorithm-centric view described above:
It must involve business / application understanding, and it must involve the evaluation
of deployment and the lessons learned from previous cycles of the KD process. This
means that the complexities of software development and software use must be consid-
ered: different users interact with an IT system in different contexts, and each particular
system exists in an environment populated by many systems.

Further, different parties may have diverging or even conflicting understanding of
privacy. It may be difficult to make use of privacy enhancing technologies such that
these differences are attended to. Developing and implementing privacy enhancing tech-
nologies without an understanding of the larger context (= the way a system is used, the
way a system is surrounded by other systems, etc.) may also fall short of attending to
the privacy concerns of different users in ubiquitous environments. Such shortcomings
may result in privacy breaches that may cause a loss of trust in such systems and affect
technology acceptance.

The purpose of this paper is to stimulate discussion about what it means to do
privacy-preserving knowledge discovery in general, and privacy-preserving knowledge
discovery in ubiquitous-computing environments in particular. In order to do this, we
describe different views of privacy (Section 2), emphasize the specifics of ubiquitous-
computing environments by focusing on location-aware systems (Section 3), argue that
privacy goals must be transformed into security goals in order to be integrated into
system design (Section 4), and describe a method for doing the requirements analy-
sis that must form the beginning of such system design (Section 5). The scope of the
analysis extends beyond knowledge-discovery systems; as we have argued above, it is
particularly relevant in knowledge-discovery systems because they are data intensive
and generate new knowledge about people

The paper argues at the high level of privacy goals, security goals, and requirements
analysis in order to ask and find out what is wanted, in terms of privacy preservation,



in ubiquitous knowledge discovery for users. Details of how privacy is endangered by
data mining algorithms, and how privacy preservation can be implemented into these
algorithms, are not the topic of this paper (although an integration of the two viewpoints
is a goal of our future research). We refer the reader to to [5] for a tutorial introduction to
the issues of privacy, security, and data mining, to [19] for the classic description of the
inference or triangulation problem, and to [23] for an overview of privacy-preserving
approaches in data mining algorithms.

2 Definitions of Privacy

Privacy is a contested term. Arguments range over the exact meaning of the term, over
its placement into more fundamental categories with implications on the extent to which
personal data can be traded, and over which principles governing data collection and
handling can best ensure it.

Phillips [17] takes a sociological approach and distinguishes between four kinds of
privacy:

1. freedom from intrusion This is most popularly known as the “right to be let alone”
[24]. This kind of privacy presumes an intrinsic self and protects a sphere of au-
tonomy in which the individual is free to express and inhabit that self and enjoy
intimate relationships. The home as an intimate and untouchable space is an exam-
ple of this kind of privacy.

2. construction of the public/private divide This distinction concerns the social ne-
gotiation of what remains private (i.e. silent and out of the public discourse) and
what becomes public. For example, in the case of voting, individuals may want to
keep their choice private, and in the case of domestic violence, interest groups may
have an interest in defining the “domestic” as a public issue.

3. separation of identities This allows individuals to selectively employ revelation and
concealment to facilitate their social performances and relationships. It gives the in-
dividual the right to control, edit, manage and delete information about themselves.
An example is the possibility to maintain multiple identities in Internet chatrooms,
games, etc.

4. protection from surveillance In this context, Surveillance refers to the creation and
managing of social knowledge about population groups. This kind of privacy can
easily be violated if individual observations are collated and used for statistical clas-
sification, which applied to individuals makes statements about their (non)compliance
with norms, their belonging to groups with given properties and valuations, etc.
Market segmentation is an example of the classification of population groups which
may constitute a breach of this kind of privacy. Conversely, the prohibition to com-
bine certain data (as in Germany, where the combination of certain online and of-
fline data is disallowed) can protect this kind of privacy to a smaller or larger extent.

These four kinds of privacy are neither exhaustive nor mutually exclusive, but they
help in understanding the kinds of privacy that may be protected or threatened by emerg-
ing technologies. Many of the existing concepts of privacy preserving technologies can
also be better understood in the light of these definitions. For example, anonymizers



protect all four kinds of privacy, while identity management systems clearly attend to
the “separation of identities”.

In addition to these different foci on identity (3), profiles (4), or contexts (1 and 2),3

privacy can be regarded as a basic and inalienable human right, or as a personal right
or possession. When regarded as a basic and inalienable human right, privacy has to
be regulated through laws, political decisions, and ethics. when regarded as a personal
right or possession over which the individual has free discretion, it becomes a matter of
utility, taste and freedom of choice.

In addition to the differing underlying notion of individual and society, the effects of
one person guarding or giving up her privacy on the privacy of others are more clearly
observed under the first conceptualization of privacy. This means that regulations may
put restrictions on individual wishes to give up privacy, or at least forbid that conse-
quences are taken that might make sense from a purely economic point of view.

For example, if a majority of clients of a health insurance disclosed their individual
risk profiles to their insurance companies, it will invariably be concluded that the others
are people who have something to hide, i.e. who constitute bad risks and should there-
fore be charged higher premiums. This may make chronically ill patients effectively
uninsurable and in that sense create deep rifts through society. As a political conse-
quence of these considerations, the German public health insurance may not act on risk
information it receives from its clients (although the clients are free to disclose this
information).

Depending on how basic the right is considered to be, the need may also arise for the
state to “protect people against their own wishes”. For example, the German law treats
human dignity as an absolute human right in the sense that the state must protect people
against being treated like an object (even if they consent to it). Recent examples include
consensual cannibalism (treated in court as a manslaughter crime) and the sport dwarf-
throwing. The case is less clear for privacy, as the uproar (that soon sank into oblivion)
over TV shows such as “Big Brother” in various European countries has shown.

In the face of the complexity and diversity of current technological developments,
privacy probably needs to be seen as both. The preservation of privacy as a social good
requires expert understanding and top-down regulations, while, given that global ap-
proaches can not respond to the specifics of many technological applications and situa-
tions, privacy as a personal right should be guaranteed such that it allows individuals to
negotiate and insert control over how much information they reveal about themselves.

Further, notions of privacy have often been challenged by technological develop-
ments. Technologies applied in ubiquitous environments are expected to collect more
data about individuals, at finer granularity, closer to the physical reality, which can be
analyzed using sophisticated tools. As an example, technology for continuously locat-
ing a person and its privacy implications may have been a schizophrenic nightmare in
the 1950s (see the account of John Nash’s life in “A Beautiful Mind”), but RFID-chip
implants have made them a reality today, at least for animals.

In any given setting of legal conceptualization and technological possibilities, the
question is how data handling can be regulated such that the desired forms of privacy are

3 See [1] for empirical evidence that people differ with regard to whether they consider identity
reconstruction or profiling as major privacy threats.



safeguarded. The first two of Philipp’s kinds of privacy imply that data, or certain data,
should not be generated, or collected, at all if it can be avoided (“data parsimony”). The
fourth also calls for data parsimony and in addition implies strong restrictions on the
unforeseen re-use of data for new purposes. The third has, in principle, no implications
on the amount of data, but calls for effective measures of control and forbids re-uses
that might compromise the separation of identities.

Guidelines for data protection (or for data protection laws) such as the OECD’s
Guidelines on the Protection of Privacy and Transborder Flows of Personal Data [14],
the Fair Information Practices (FIP) notice, choice, access, and security that were set
down as a recommendation in the US [22] and updated by the Federal Trade Com-
mission [9], or the principles of the EU Privacy Directives [7, 8], are in line with this
in the sense that they define privacy not only as a matter of concealment of personal
information, but also as the ability to control what happens with it.

In the following, we will work with the principles set up in the OECD Guidelines.
These are sometimes also referred to as (the Eight Principles of) “Fair Information
Practices” (e.g., [4]). To avoid confusion, we will refer to them as the FIP 8. The FIP
8 are:

Collection limitation : Data collectors should only collect information that is neces-
sary, and should do so by lawful and fair means, i.e., with the knowledge or consent
of the data subject.

Data quality : The collected data should be kept up-to-date and stored only as long as
it is relevant.

Purpose specification : The purpose for which data is collected should be specified
(and announced) ahead of the data collection.

Use limitation : Personal data should only be used for the stated purpose, except with
the data subject’s consent or as required by law.

Security safeguards : Reasonable security safeguards should protect collected data
from unauthorized access, use, modification, or disclosure.

Openness : It should be possible for data subjects to learn about the data controller’s
identity, and how to get in touch with him.

Individual participation : Data subjects should be able to query data controllers whether
or not their personal information has been stored, and, if possible, challenge (i.e.,
erase, rectify, or amend) this data.

Accountability : Data controllers should be accountable for complying with these
principles.

Although these principles are desirable, relying only on them when building systems
can be misleading. Collection limitation in one system does not protect against the
aggregation of that data in many systems. Openness may be overwhelming in ubiquitous
environments, where the number of data controllers may be inflationary. A user may be
overwhelmed by the difficulties of individual participation. Further, even if all these
principles were implemented, it would be very difficult to identify violations. Even in
the case of trusted parties, system security violations (i.e. hacked systems) or design
failures (i.e. information leakages) or linking of different sources of safely released
data may cause unwanted release of information.



Therefore, an ideal system in terms of different privacy definitions from Phillips
and the “collection limitation” in the FIP 8, is a system that collects the minimum
amount of personal data. Further, if possible, data collection should be avoided, since
inference on non-personal data may stil reveal a lot of information about individuals
or groups of individuals. Nevertheless, if data are collected, then the FIP 8 need to be
taken seriously. This can be done by incorporating these principles already during the
requirements analysis phase of systems.

Example (part I): To illustrate the concepts used in this paper, we use a fictitious running example
from an application domain that is currently popular in the literature on ubiquitous environments:
giving directions in an airport. Before we start the example, we first have to introduce the special
implications of location privacy.

3 Location Awareness and New Threats to Privacy

Ubiquitous computing, also known as pervasive computing, is about smart environ-
ments which are enriched with sensors, actuators and other in/visible embedded de-
vices. These environments interact with individuals, with small devices that may or
may not be carried by the user (anywhere from handheld computers to passive RFID
tags). Context awareness is also an important factor in ubiquitous computing. Context
awareness is possible through the collection of environmental and user data which are
then analyzed with respect to time (i.e. history) and other environmental characteristics.
These technologies collect immense amounts of data, which are often personal data that
have great repercussions on privacy.

Location is defined as the triple (id, position, time). Location is considered a cen-
tral attribute of context awareness and thus desired functionality in ubiquitous envi-
ronments. At the same time, location is a particularly sensitive information because of
the specific characteristics of space: One cannot not be in a location at any time (one
cannot “opt-out of being somewhere”), so the impression of lacking self-control and
comprehensiveness of surveillance is particularly pronounced. In addition, spatial and
spatio-temporal data allow many inferences because of rich social background knowl-
edge. One reason is that because of physical constraints, the number of interpretations
of being at one location is often bounded (e.g., visits to a doctor specializing in the
treatment of AIDS victims). Another reason is that there are typical spatio-temporal be-
haviour patterns (a location where a person habitually spends the night without moving
is most likely that person’s home).

The preservation of location privacy in ubiquitous environments is difficult, if not
impossible. Multiple channels collect different kinds of physical (e.g. radio frequency
fingerprints) and digital information, which can be used to precisely locate a given
user. Trajectories made up of a series of observations on the location triple with same
id, coupled with a-priori knowledge on places and social contexts, can be analyzed
to infer individual identites (violating freedom from intrusion), used to link profiles
of individuals (violating separation of identities), or classify persons into previously
defined groups (surveillance).

There are two steps in which privacy can be accounted for in location aware systems.
The first step is during the collection of data in a privacy-preserving manner. We already



suggested that although more desirable, this is very difficult to guarantee because as a
rule, multiple channels exist. Temporal and spatial cloaking which guarantee location
k-anonymity [13] and location mixes (the location of a user before entering and after
leaving a mix zone is not linkable) [2] have been suggested as solutions to preserve pri-
vacy (via the security goals anonymity and unlinkability, see Section 4)while collecting
data in location aware systems.

The second step in which privacy can be accounted for is in the dissemination of
data in a privacy preserving manner by trusted parties. Users of location aware systems
may want to make use of personalized services, for which they may be willing to give
away some of their identity information. Dissemination solutions make use of location
privacy preserving data mining methods as well as legal frameworks: historical loca-
tion k-anonymity [3] and the Platform for P rivacy Preferences Protocol for location
data [6]. Further, they require the trusted party that disseminates the data to do careful
analysis of existing data mining techniques that can be used to breach the privacy of
its users by linking data, These analyses may not be 100% complete because there may
always be a new technique that breaches privacy through partial release of data. Still,
understanding the strength of different location privacy preserving methods as well as
the strength of methods to breach location privacy through linking data are interesting
research questions.

Given its complexity and vulnerability, considering the privacy of users in future
technologies requires a systematic approach starting early in the development of sys-
tems. Further, developments in location awareness and data mining demand that we
think about the interaction of these technologies with other existing systems and the in-
formation available through them. We suggest that these concerns need to be addressed
already during the requirements analysis phase of systems development. In the follow-
ing sections, we introduce our method for multilateral requirements analysis which is a
useful tool for doing this.

Example (part II): Consider a traveller (T) who wants to get to her gate at the airport quickly. She
wants to receive directions on her PDA that depend on her current location. However, she does
not want to be tracked, and she does not want to receive further messages unless she gets lost. On
her way, she visits the Duty Free shop.

Her privacy goals are based on her perception that her drug habits are private, such that her
behaviour and purchases at the Duty Free shop should not be linked to her identity (she wants this
public/private divide to be protected). [We assume a setting in which she can show her boarding
card but hide her name.] She also wants to be let alone unless at those times where she gets lost,
and absolutely left alone in the bathroom (freedom from intrusion). Also, she wants to maintain
her identity as a traveller at the current airport separate from her identity as a traveller elsewhere.
I.e., she does not want any knowledge transfer from the direction-giving system at this airport
to other systems (separation of identities). Finally, she objects to being observed and helping to
build profiles of travellers (protection from surveillance).

4 Articulating Privacy in Terms of Security Goals

Privacy in ubiquitous environments can be protected using security mechanisms. This is
not to say that privacy is only a technical issue, but rather that its protection in technical



artefacts depends on security mechanisms as well as legal frameworks and regulations.
Mechanisms such as access control and authentication can safeguard against direct dis-
closures and may be useful in implementing some privacy by controlling “who sees
which data”. Nevertheless, these mechanisms do not address disclosures based on in-
formation inferences that can be made from partially released data using data mining
techniques [20, 15].

Therefore, it is helpful to execute an analysis of privacy in ubiquitous environments
at a higher abstraction level using what are called security goals. Security goals can
be used to identify the security and privacy properties that an environment in which a
computer system is embedded has to fulfill at all times [18].

Pfitzmann and Wolf [25, 26] give a detailed classification of security goals, which
can be used to write down security requirements. These security goals are based on
the well-known classification of confidentiality, integrity and availability and was de-
veloped for use in internet based communication systems. Confidentiality-related goals
comprise confidentiality, anonymity, and unobservability. Integrity-related goals com-
prise integrity and accountability. Availability-related goals comprise availability and
reachability.

These security goals are defined as follows:

Confidentiality : no one other than the communication partners can recognize the con-
tent of the communication.

Anonymity : a user can make use of services or resources without being recognized
by anyone. Even the communication partner does not know the real identity of the
user.

Pseudonymity : a user does not identify herself but is still accountable for her actions.
Unobservability : no one other than the communication partners are aware that com-

munication is taking place.
Integrity : any modifications made to the content of communication can be recognized

by the communication partners.
Accountability : communication partners can prove the existence of a communication

to a third party.
Availability : communicated messages or the resources are available when the user

wants to use them.
Reachability : ensures that an entity (i.e. user, machine etc.) either can or cannot be

contacted depending on user interests.

Ubiquitous computing demands a rethinking of these requirements. The security
goals should not only be limited to properties about communication, but should be ap-
plicable to all interactions in intelligent environments in which the users are active.
In their analysis of the identity management related terminology, Hansen and Pfitz-
mann [16] scrutinize the definitions of anonymity, unobservability and unlinkability for
a communication network.

We make a first attempt at adopting this terminology to trajectories, so that privacy
requirements that individuals may have with repect to collection or dissemination of tra-
jectory data can be articulated through the same three security goals. In this adoption,



we refer to the common concept of “attackers” that is used to identify a security mech-
anism’s power. These definitions help in identifying the security goals for location
privacy:

Anonymity is the state of being not identifiable within a set of subjects, also called the
anonymity set. For the sake of location privacy, it is not enough to only anonymize
an individuals identity information but is also necessary to ”anonymize” or hide
location data.

Unlinkability of two or more trajectories means that within the system from the at-
tacker’s perspective, these trajectories are no more and no less related after his
observation than they are related concerning his a-priori knowledge.

Unobservability of a trajectory means that the existence of the trajectory is indistin-
guishable and the owner of the trajectory is anonymous.

We doubt that unobservability and anonymity, and hence unlinkability of trajectory
data can be guaranteed if location data is going to be disseminated, even despite the use
of location privacy preserving data mining methods (See the discussion in Section 3).
If this is the case, then user requirements for identity management in line with FIP
8 need to be considered in building systems. Terveen et.al. [21] list these requirements
as follows:

Personalized disclosure : Users are able to reveal their personal information at differ-
ent levels of resolution to others users at different times.

Transparency : The user is able to understand what other users will be able to see in
specified situations as a result of their selected privacy policies.

Ambiguity : The system preserves doubt about whether a user visited certain locations.

In the following section we give an overview of a multilateral security require-
ments analysis method which incorporates these security goals for the different users
and stakeholders in a system-to-be.

Example (part III): Traveller T’s privacy goals translate into the following security goals: She
would like to be anonymous in the Duty Free shop with respect to purchase, and she requests
unobservability of her behaviour during shopping. (She cannot request unobservability of pur-
chasing, because retail laws require that all purchases are registered.)

She requests the unlinkability of the records of her behaviour (trajectories) in the current
airport with the records of her behaviour in other places. Since anonymity is not really possible
in an airport context, and since it would preclude that T can be contacted when she gets lost, she
rather wants to use a relation pseudonym, where the relation with the airport is valid only as long
as her stay at the airport.

She requests the unlinkability of the records of her behaviour with records of other people’s
behaviour (profile construction). Her wish to be let alone unless she gets lost does not translate
into a security goal, but into the way the system is designed to output messages. Her wish to be
let alone in the bathroom translates into the goal to be unreachable in bathroom locations.

5 A method for Multilateral Security Requirements Analysis

To describe requirements analysis, we build on the definition of requirements by Jack-
son and Zave [27]. The authors distinguish between the environment and the system.



The system denotes the machine that we want to develop. The purpose of the system is
to enhance the behaviour of the environment. Requirements are statements about how
we want the environment to behave once the system is embedded in this environment.
A specification describes the system. Further, domain knowledge of the environment
is necessary to transform requirements into specifications. In this domain knowledge,
we may have facts. These are always true in the environment under all circumstances.
Further, we may have to make assumptions about the environment: these are properties
that cannot be guaranteed but are necessary to make the requirements satisfiable.

In an ideal multilaterally secure system the privacy and security interests of all the
stakeholders of the system are considered and are negotiable. The objective is to provide
each individual the chance to decide on his/her security interests and on the mechanisms
to implement these interests within the system. In case of a conflict in security inter-
ests, the system should provide mechanisms to negotiate differences, if negotiation is
possible.

The privacy and security interests of the stakeholders of a multilaterally secure sys-
tem are expressed in terms of security goals. With our method, we propose a way to
elicit these security goals and later make suggestions on how these can be composed
to finalize the security requirements of a multilaterally secure and privacy preserving
system.

The stakeholders of the system are all persons involved in the conception, produc-
tion, use, and maintenance of the system. We assume that stakeholders have security
and privacy interests in the system. Users are the stakeholders who will potentially in-
teract with the system. This distinction is helpful in recognizing situations in which
data relevant for stakeholders are contained in a system, where these stakeholders do
not interact with the functionalities of the system, therefore are not users of the system.

The security and privacy interests of the stakeholders of a system are not limited to
security goals against malicious attackers but also towards all other stakeholders of the
system. We assume that stakeholders may have common as well as conflicting security
interests towards the system and towards other stakeholders, depending on their social
context.

The method consists of seven steps which are shortly illustrated in Figure 1. Since
we focus on multilateral security, we are interested in distinguishing between the het-
erogeneous privacy, security and functional requirements of the various stakeholders.
Further, we are interested in distinguishing the different functionalities of the system
for which the security requirements vary. The terminology that we introduce helps in
breaking down the categories stakeholders and system in order to elicit multilateral se-
curity requirements.

In order to distinguish the diverging functional and security interests of the different
stakeholders we work with the concepts of roles and subgroups. Each stakeholder has
relationships with the system and with other stakeholders of the system. These deter-
mine the security interests of the stakeholders in the system. In order to differentiate
between stakeholders with their variable relationships we define the term roles.

A role contains information either about the relationships of the stakeholder to the
system or the relationships of the stakeholder to other stakeholders of the system. We
distinguish between social roles, functional roles and security roles. A social role de-



scribes the set of behaviours and interests a person may have as a consequence of be-
longing to a social group, also known as the stakeholders. A functional role describes
the set of resources a person may use and the actions a person may take within a system.
A security role defines the security goals a person has or the security goals attributed
to a person for a specific functionality of the system. A role may be attributed to many
stakeholders and each stakeholder may have many roles. A set of stakeholders with
common roles are defined as a subgroup of the system.

The first step of the requirements analysis method identifies the stakeholders and
hence the social roles of the system. Here we also identify if there are any constraints as
to the social roles an individual may have simulatenaeously or sequentially. Further, we
do a typical functional analysis of the system. During this step, we identify the resources
and functionalities of the system-to-be. The functional analysis is also used to identify
the functional roles of the system. Again, any constraints on multiple-roles attributed to
a single user are identified.

Fig. 1. The method consists of seven steps in which the security goals of the stakeholders for the
variations of episodes are elicited and refined into security requirements.

The method distinguish between the interests that users have towards different parts
of the system. To realize this we make use of abstractions of system functionalities
called episodes. Episodes consist of actions and resources within a time frame for which
common privacy security interests for a set of stakeholders can be defined. Episodes are
different from “use cases” in that they consider often multiple use cases of the system
in given contexts and are also used to analyze the (privacy relevant) relationships that
stakeholders have, who may or may not be actors of the use cases in the episodes.

Hence, in the third step of the method, episodes of the system are identified. Since
episodes are determined by common privacy and security interests, here we also identify



security roles. Security roles are important for being able to talk about groups of indi-
viduals towards which stakeholders have privacy and security interests. Security roles
may also be attributed to those who are not part of the system (i.e. external malicious
attackers). These are called the counter stakeholders of a security goal in an episode.

Given that stakeholders of a system may have varying security and privacy interests
(“security preferences”), in the fourth step of the method we consider these differences
to identify what variations of functionalities a system should offer. For example, there
may be some users who want to make use of an episode anonymously vs. a group of
users who are willing to be identified in return for personalized services in that episode.
Then, two variations of that episode need to be considered, for which different privacy
and security requirements are articulated by different groups of users.

In the fifth and sixth steps we analyse the security goals of the stakeholders towards
episodes. We contextualize each security goal. That means that for each security goal,
the method identifies whose security goal it is (stakeholder), against whom (counter-
stakeholder), for which functionality or resource of the system (episode). Last but not
least, suggestions are made on how to compose the different security goals into valid
and consistent security requirements. Further details of the method, together with ex-
amples, are given in [11, 12, 10].

Example (part IV): Traveller T wants to use different services that may be linked with different
use cases. For example, she wants to ask the system for directions, or she wants to be alerted to a
necessary change in her current path. However, the use case ”receiving an alert” is contextualized
into different episodes: a) in a hallway – here, she acts in an open and ”public” space in which
many similar travellers are in her vicinity, but usually not in close physical proximity, and she is
happy if details of her flight and the gate number appear on the display. b) in the Duty Free shop
– here, she acts in close physical proximity to the clerk, and she does not want her flight data and
gate number to be visible on the display of her PDA. c) in the bathroom. Here, she does not want
to receive any messages.

T’s goals are in partial conflict with the stakeholder “airport administration”. The adminis-
tration wants to measure the usage of the hallways and bathrooms in order to plan capacities for
the upcoming renovation of the building. In the case of hallways, the conflict can be resolved
as follows: usage is only recorded as the total number of people passing a certain location in a
certain time interval (say, 1 hour); trajectory connections between measurement points are not
recorded, and no further information about the travellers is recorded. This compromise however
requires transparency as a user requirement for identity management.

In the case of bathrooms, the conflict is difficult to resolve because people like T object to
being counted in the same way as in the hallways. Measuring the number of people passing the
hallway entry point to the bathroom might be a compromise, but it may also be regarded as just a
proxy. In the case of Duty Free shops, the number of purchase receipts per time interval may be
used as a proxy for the number of shoppers. This is an imperfect proxy because one shopper may
make several purchases, and other shoppers may make no purchases. However, it is a privacy-
preserving proxy in the sense that the data need to recorded (unobservability of purchases is
precluded by law) and that they are anonymous [we assume cash-only purchases or adequate
anymization of credit-card purchases].



6 Conclusions and Future Research

We tried to show that integrating privacy and security requirements into the functional
requirements analysis of ubiquitous environments is necessary. In order to do this, we
first gave definitions of privacy that we would like to see protected in such environ-
ments. Next, we talked about the kinds of privacy threats possible through these new
technologies. And last, we introduced a method that deals with the complexities of ar-
ticulating privacy and security requirements for ubiquitous systems.

We are currently working on an RFID-based case study and on analyzing multi-
lateral security and privacy requirements for a distributed location aware system. One
of our goals with this case study is to better understand privacy and security require-
ments with respect to ubiquitous technologies. Further, we are developing a notation for
modeling these requirements such that conflicts and inconsistencies, as well as missing
requirements can be better identified.

The objective of providing stakeholders or users of systems with tools to articulate
and implement their own privacy interests opens up the question of usability of such
systems. The realization of identity management goals for location aware systems as
identified by Terveen et al. [21] will only make sense if the users are capable of under-
standing what these identity management possibilities are and are able to utilize them.
So, we identify the following usability requirements that also need to be considered
in the development of ubiquitous technologies:

– the user is aware of the different security and privacy possibilities within the system
– the user is aware or understands what can happen with his/her data
– the user is able to put security and privacy mechanisms to use.

In future work, we will integrate such usability requirements into our multilateral
security requirements analysis method.
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