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In relational learning, one learns patterns from rela-
tional databases, which usually contain multiple tables
that are interconnected via relations. Thus, an exam-
ple for which a prediction is to be given may be related
to a set of objects that are possibly relevant for that
prediction. Relational classifiers differ with respect to
how they handle these sets: some use properties of the
set as a whole (using aggregation), some refer to prop-
erties of specific individuals, however, most classifiers
do not combine both. This imposes an undesirable bias
on these learners. This dissertation describes a learn-
ing approach that avoids this bias, using complex ag-
gregates, i.e., aggregates that impose selection condi-
tions on the set to aggregate on.
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1. Introduction

In relational learning, an example to be clas-
sified may be related to a set of other objects,
via one-to-many or many-to-many relationships.
Properties of this set, or of some of the objects
it contains (or perhaps both) may be relevant for
the classification. Among the many approaches to
relational learning that currently exist, an impor-
tant distinction can be made with respect to how
they handle these relationships. Whereas induc-
tive logic programming (ILP) [3] is biased towards
testing the existence of specific elements in the set,
other techniques use aggregate functions (such as
max, min, avg, . . . ), which compute a feature of
the set to summarize it. For example, in the con-
text of a bank company dataset, an ILP system
might predict a person to be positive (e.g., mean-
ing he/she might be interested in buying a par-
ticular stock option) if that person has a savings
account with balance higher than 20,000. Systems
that use aggregates, on the other hand, could for

example predict a person as positive if the sum of
the balances on his accounts is higher than 20,000.
We call this condition (the aggregate function to-
gether with the set to aggregate on and the com-
parison to a threshold) an aggregate condition.

Current relational learners usually do not com-
bine both approaches, which imposes an undesir-
able bias on them [1]. Such a combination would
involve aggregating over a subset of elements ful-
filling specific conditions (“aggregating over a se-
lection”). For example, a relevant criterion to de-
termine whether a person is positive could be re-
lated to the sum (aggregation) of the balances on
his savings (selection) accounts. Such combina-
tions might be expected to naturally appear in cer-
tain patterns, but they are very difficult to con-
struct for machine learning systems.

2. Complex Aggregates: Combining Aggregates

and Selections

Complex aggregate conditions are aggregate
conditions that impose a selection on the set to ag-
gregate on. They can be used by learning systems
to construct hypotheses. However, the use of com-
plex aggregates presents several difficulties. First,
the search space explored by a learning system is
substantially increased. Second, the generality or-
der of the hypotheses that is assumed by many
relational learners is violated.

For example, ILP learners construct hypotheses
(represented as first order clauses) by means of a
refinement operator based on applying the follow-
ing two basic operations: (1) applying a substitu-
tion to the current clause, or (2) adding a literal to
the current clause. This refinement operator has
the property that the refined clause is always more
specific than the original clause, and hence intro-
duces a generality order on the space of clauses,
which allows efficient search strategies. Applying
the same basic operations to the clause represent-
ing the set to aggregate on may yield a special-
ization or a generalization, or even none of both.
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Fig. 1. Refinement cube for the class of generalized averages,

defined as avgk(S) = (
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n
)1/k.

This behaviour is related to the monotonicity of
aggregate conditions.

These issues imply that one either has to give
up on efficiency or on completeness when search-
ing the hypothesis space using classical refinement
operators. In the thesis, we develop a refinement
framework [5] that considers the complete search
space, and traverses it in a general-to-specific,
hence efficient, way. To this end we present sev-
eral classes of aggregate functions, on which an or-
dering exists. Using this ordering, we propose a
refinement operator that can refine an aggregate
condition in three ways: (1) by changing the set to
aggregate on, (2) by changing the threshold value
and (3) by changing the aggregate function. This
last dimension has never been explored before, but
turns out to be crucial in order to obtain an effi-
cient refinement strategy for aggregate conditions.
The proposed refinement operator is visualized in
refinement cubes (Fig. 1). Each point in the cube
represents a complex aggregate condition, and can
be reached, starting from one condition, in a fi-
nite number of refinements by following a mono-
tone path, i.e., by making the previous condition
more specific.

3. Adding Complex Aggregates to First Order

Decision Trees

We include complex aggregates in the hypothe-
sis language of Tilde [2], a first order decision tree
learner. Complex aggregates can be introduced in
the trees as refinement of a (simple) aggregate con-
dition that occurs higher in the tree, or directly,
by applying a lookahead technique. We argue that
in this context, the generality ordering can not be

violated, and classical refinement operators can be
applied. To improve efficiency, we present two tech-
niques: an application of the developed refinement
framework and an upgrade to a first order random
forest inducer [4].

We have also upgraded Tilde to a first order
model tree learning system and investigated the
use of complex aggregates in the linear models
built in the leaves. The main contribution in this
work is the development of an efficient heuristic
function suitable for learning model trees. Other
issues include how to deal with global effects and
undefined aggregates.

4. Conclusions

We have combined aggregates and selections
by introducing complex aggregates. We have pro-
posed a refinement framework for constructing hy-
potheses with complex aggregates, and have im-
plemented it in a first order decision tree learner.
Other contributions are the development of a first
order random forest inducer and a first order
model tree inducer, both using complex aggre-
gates.

The full dissertation is available at http://www.
cs.kuleuven.be/~celine/phd.
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and Sašo Džeroski. First order random forests: Learn-

ing relational classifiers with complex aggregates. Ma-

chine Learning, 64(1-3):149–182, 2006.

[5] Celine Vens, Jan Ramon, and Hendrik Blockeel. Refin-

ing aggregate conditions in relational learning. In Proc.

of the 10th European Conf. on Principles of Data Min-

ing and Knowledge Discovery. Springer, 2006.


