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ABSTRACT

Gaining insights into the behavior of learning algorithms generally involves studying their
performance on many different datasets, under various parameter settings. A useful method
to learn effectively from previous learning episodes are experiment databases: databases de-
signed to store detailed descriptions of a large number of learning experiments, including
the used algorithms, parameter settings, datasets (and preprocessing techniques), evalua-
tion environment, and a large number of measured performance criteria. The experiments
themselves are selected to cover a wide range of conditions.

After being populated, these databases allow us to investigate a wide range of ques-
tions on algorithm behavior by just querying the database and interpreting the returned
results, or by using data mining methods to automatically discover patterns in learning al-
gorithm performance. For instance, one could compare or rank algorithms by querying for
their (average) performance on a specific (kind of) dataset, investigate the effect of certain
parameters or dataset properties, or automatically find conditions in which an algorithm
generally performs well (or badly).

These databases also improve the interpretability of obtained results. Given that the
stored experiments cover a wide range of conditions, the conditions under which any ob-
served trend is valid are listed explicitly in the query (and conditions may need to be added
to find a clear trend). Also, the experiments can easily be repeated as every aspect of the
experimental setup is stored. Furthermore, we can combine theoretical aspects of machine
learning research with empirical assessment by also storing detailed properties of the fea-
tured datasets (e.g. dataset size, skewness, entropy,. . . ) and algorithms (e.g. model type,
time complexity, proneness to bias/variance, sensitivity to noise,...), which can be added at
any time and queried on.

By putting these databases online, they serve as a repository of experimental results that
can be (re)used (and added to) by various researchers to easily test hypotheses, obtain new
insights, or to validate (and possibly refine) previous research. We believe such databases
may become a valuable resource for machine learning researchers and practitioners alike.

This research is joint work with Anneleen Van Assche, Celine Vens and Hendrik Blockeel.
A full version of this paper appears in [1].
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