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Abstract

Reinforcement learning is a well-suited approach for many decision-making problems. Lots of interesting
domains are, however, not solvable in practice by this approach due to their size: traditional reinforcement
learning algorithm need to store every combination of state and action which was encountered. A common
method for dealing with large state spaces consists of partitioning the state space. Arbitrary partitioning
can, however, introduce very large errors. In this paper we introduce an approach to construct a partitioning
of the state-action space with a provable error bound, using expert knowledge about the domain. An
algorithm for this approach is proposed, and experimental results on a number of different domains are
given. Using this approach, a smaller number of episodes and a limited amount of memory are needed for
convergence to a provably approximate solution.

1 Introduction

Reinforcement Learning is a standard way to solve Markov Decision Problems without a full model, but
in large state spaces the standard algorithms (such as Q-learning [12]) need too many training episodes
and require a lot of memory (for every state-action pair, a Q-value has to be stored) and may therefore be
practically infeasible.

A common way to handle this problem is to use state aggregation [8]. Using state aggregation, entire
sets of states are treated as one aggregate state. As was shown in [10, 11], state aggregation in general can
give very large errors. However, for a lot of problem domains, domain experts can provide extra knowledge
which can be used to construct an aggregation of states which gives a reasonable approximation.

In this paper, we first introduce a generalization of state aggregation by aggregating state-action pairs.
We show how, with certain domain knowledge, such a state-action pair aggregation can be constructed
online (during the learning phase) for arbitrarily small error bounds (the aggregation depends on the chosen
error bound). We prove this theoretically, illustrate the applicability of the approach on a number of problem
domains, and demonstrate its practical feasibility experimentally. The experimental results illustrate how a
limited amount of domain knowledge can give important reductions in the memory needs and number of
needed episodes to reach a solution with limited error.

This paper is structured as follows: in section 2 we discuss the kind of problem we try to solve with
our approach. In section 3, we discuss related work. Our approach of using expert knowledge for the
construction of a state-action aggregation will be elaborated on in section 4. Our implementation is discussed
in 5. We discuss conducted experiments in section 6. Finally, we conclude in section 7.

2 Motivation

Many decision making problem domains can be accurately represented as a Markov Decision Process
(MDP). Such an MDP consists of a set S of possible states of the environment, a set A of actions which



the agent can take, transition probabilities T (s, a, s′) which give the probability that, after the agent per-
forms action a while the environment is in state s, the next state of the environment is s′, a reward function
R(s) which represents the reward the agent receives when reaching state s, and a discount factor γ (a value
between 0 and 1) which represents what the relative importance of a future reward is. The agent’s task is
to find the optimal policy, a mapping from states to actions, which gives the highest expected cumulative
discounted reward:

∑∞
i=0 γiR(si). (Here si indicates the state encountered at time step i.)

A standard approach to solving this is Q-learning [12]. When Q-learning is used, a quality value (Q-
value) is stored for every state-action pair, and during exploration, if the agent performs action a in state
s, which gives reward r and next-state s′, the Q-value of the state-action-pair is changed according to the
Q-update rule Q(s, a) ← (1− α)Q(s, a) + α(r + γ maxa′ Q(s′, a′)). Here α is the learning rate (a value
between 0 and 1), which is a parameter of the algorithm.

Q-learning is proven to converge to the optimal solution with probability 1, given enough exploration.
However, as a Q-value needs to be stored for every possible state-action pair, for large domains this is
impractical or (for example in the case of infinitely large or continuous domains) impossible. Another
disadvantage of Q-learning is that it neglects any information there is about the problem domain. In many
domains, experts either have an approximate model of the underlying MDP of a problem, or have other
information which could be used to speed up the learning process.

We suggest an approach which effectively solves these two problems of Q-learning: it reduces the
need for stored state-action pairs, by using given information about the problem domain. In our approach,
the information is used to construct a distance function between state-action pairs, which represents the
maximum difference in Q-values of state-action pairs. Using this distance function, a partitioning of the
state-action space is constructed (state-action pair aggregation) in such a way that all state-action pairs in the
same aggregate have similar Q-values, and perform a variation of Q-learning in this partitioned space. This
greatly reduces the memory need, while (if the given information is accurate) not introducing an overly large
error; a state-action space partitioning can be constructed with an arbitrary small maximal allowed error on
the Q-values.

3 Related Work

State aggregation as a solution for reinforcement learning in large state spaces has been widely studied.
In [8], Li et al. present a summary of a large part of this work, however they concentrate on exact methods,
while our approach is an approximate method. They divide the different approaches, amongst other criteria,
according to whether the algorithm needs to have full knowledge of the MDP. Our approach uses partial
knowledge about the MDP.

Using knowledge about domain topology and dynamics is also not a new concept. In [2, 6, 7] the
authors argue that assumptions about the topology of the state space can be useful (or even necessary) for
reinforcement learning to work in a reasonable way. Kakade et al. [5] discuss how a near-optimal algorithm
can be constructed for reinforcement learning in MDP’s with a natural metric on the state space. This
algorithm requires the ability to construct local models for the reward and transition functions, and finds
a near optimal policy in an amount of time which is a function of the covering number of the state space
(the number of local models needed to cover the entire space). Our approach also works in an amount of
time dependent on the covering number of the state space instead of the actual size (cardinality) of the state
space; however it does not require local or global models.

In [4], a method is discussed which learns a partitioning of an N-dimensional state space online, using
a method closely related to self-organizing maps. Our approach will construct the partitioning online, but
using knowledge from domain experts instead of experiment results (which might be noisy in stochastic
domains). The advantage of our approach is that it is proven to find an approximately good solution, and
that it can also be used in other types of worlds than N-dimensional state spaces.

In [1] an instance based relational reinforcement learning approach (RIB) is introduced, where new
examples are stored if they are different enough from already stored examples. The stored examples are
state-action pairs like as with our approach, however in [1] they use a more ad hoc strategy for deciding
which examples to store (based on an arbitrary distance function and the variation of the Q-value of the ex-
amples), while our approach uses the knowledge of experts in the domain, and has a provable error bound. If
no extra accurate domain information is given, our approach is not the appropriate solution and an algorithm
such as RIB will probably outperform it.



4 A Reward Error Bound For State-Action Pair Aggregation

In this section we will discuss the theory behind our algorithm, i.e. the distance function which is created
from the knowledge of domain experts, how to construct a limited error state-action aggregation and the
behavior of Q-learning when using such a state-action pair aggregation. We will only summarize the major
theorems and proofs, technical details can be found in [3].

4.1 Distance Function

We assume that there is a distance function D which overestimates the difference in expected cumulative
discounted rewards of two state-action pairs, if after performing these, the same policy is followed indefi-
nitely:

• Consider a policy π. We define Qπ of a state-action pair recursively as Qπ(s, a) =
∑

s′∈S T (s, a, s′)×
(R(s′) + γQπ(s′, π(s′))). Compared with the Q-update rule, here we do not take the optimal action
in the next-state s′ but take the action suggested by the policy π.

• For every possible pair of two state-action pairs, we have: ∀π, ∀s1, a1, s2, a2 : D(〈s1, a1〉, 〈s2, a2〉) ≥
|Qπ(s1, a1)−Qπ(s2, a2)|.

Note that this distance function can be any overestimating function. If there is no information on the
similarity of a couple of state-action pairs, the distance between them could be chosen to be infinity (which
indicates that they are too dissimilar). We do not require a very strict distance function for our approach
to work, but extra information can be used to construct a good distance function for a lot of domains. A
constructive approach for finding such a distance function for arbitrary domains can be found in [3].

From this assumption, we can prove that the difference between the optimal Q-values (as they would be
learned by the Q-learning algorithm) is also bound by this distance function (just replace the policy π by the
true optimal policy in the assumption).

4.2 State-Action Pair Aggregation

The state-action pair aggregations we consider are partitionings of the state-action space where every parti-
tion has a center state-action pair. Every state-action pair (s, a) belonging to an aggregate with center c has a
distance from this center limited by a value ε. This implies that all the optimal Q-values of state-action pairs
belonging to the center are closer than ε to the optimal Q-value of the center. Some state-action pairs might
be closer than ε to more than one center, however this does not pose a problem. They can be associated with
any of those centers.

From this follows that all state-action pairs in the same aggregate state-action are maximally 2ε apart
(this follows from the triangle inequality).

The set of centers, the distance function and the value of ε are all that is required to reconstruct the
partitioning.

4.3 Q-learning with State-Action Aggregation

If a state-action aggregation is constructed with distance bound ε, and Q-learning is performed in this, it
can be proven that the learned Q-values for state-action pair are not worse than 2ε

γ
. This proof can be found

in [3]. Roughly, it can be summarized as follows:

• Using an adaptation of the proof found in [9], we can prove that Q-learning using a state-action
pair aggregation does indeed converge to a pseudo-optimal solution, which takes into account the
probabilities of each state-action pair of occurring using the exploration policy πl. The resulting
Q-values are the solution of

Q(c) =
∑

s,a

p(s, a|c, πl)
∑

s′∈S

T (s, a, s′)

(

R(s′) + γ max
a′∈A

Q(c(s′, a′))

)

(We use the notation c(s, a) to denote the center to which state-action pair 〈s, a〉 belongs.)



• If in the center we would store the average optimal Q-value of all the state-action pairs belonging
to the corresponding aggregate (weighted according to the probability of their occurrence), for each
state-action pair this average would be maximally 2ε different from the optimal value. Denote the
average Q-values per center c as Q1(c).

• We can iterate this: Q(n+1)(c) is the average over all state-action pairs in the aggregate, of
∑

s′∈S

T (s, a, s′) (R(s′) + γmaxa′Qn(c(s′, a′))). This means that the average over aggregates of the aver-
age . . . (for n steps) of the optimal Q-values would be used.

• At every iteration i, the error of the Qi-values can be maximally increased by 2εγ(i−1). This converges
to a total error of 2ε

1−γ
.

5 The SAGA Algorithm

We have implemented an algorithm, SAGA (State-Action pair Generalized Aggregation), which requires a
distance function between states or state-action pairs (as introduced in the previous section) and an error
bound ε, and which constructs an ε-bounded aggregation. While constructing this aggregation, the algo-
rithm also estimates the Q-values of every aggregate state-action pair. As follows from the theory from the
previous section, the result will be an approximation of the optimal Q-values which has an error no worse
than 2ε

1−γ
.

procedure SAGA(Distance function D, ε)
1 init: C = φ

2 observe state s, choose action a

3 perform action a, observe reward r and new state s′

4 if (∃c ∈ C : D(c, 〈s, a〉) ≤ ε )
then updateQ(c) using r and s′

else create new c = 〈s, a〉 and update Q(c)
5 repeat

procedure update(c, r, s′)
1 Q(c)← (1− α)Q(c) + α [r + γ maxa′∈A Q(c(s′, a′))]

Figure 1: The SAGA algorithm

An outline of the SAGA algorithm can be found in Fig. 1. SAGA starts with an empty set of stored state-
action pairs. Whenever a state-action pair is encountered, SAGA checks if there is a stored state-action pair
nearby (closer than ε). If this is not the case, the new state-action pair will be stored as a new center. If there
were state-action pairs nearby, those will be updated using the Q-update-rule as in standard Q-learning.

6 Experiments

6.1 One-dimensional experiment domain

A first, simple, experiment domain is illustrated in Figure 6.1. The state space is R, the actions are
+0.01,−0.01 and +0.00. The reward the agent receives in a state x is e−|x−t|, with t in the interval [0, 10].
The value of t was chosen randomly at the start of every experiment (figure 6.1 has t ≈ 8.1). The value of γ

is 0.9. We ran our algorithm with three different error bounds (0.2, 1, and 5). In the distance function, we in-
cluded knowledge of the (absolute value) of the gradient at the states, how much this gradient can change at
each time step, and the absolute difference between the two states (we did not aggregate actions, only states).
With this information an appropriate distance function for the SAGA algorithm can be computed [3].

Together with SAGA with three different settings, we also tested a classical aggregation using no extra
domain knowledge, which partitions the state space in equal-sized intervals, with a number of intervals
comparable to the number of stored state-action pairs using SAGA with error bound 1. We repeated the
experiment ten times and took the average of the results. The average cumulated rewards after increasing
numbers of episodes are shown in Figure 3. Here the horizontal line at 27.4 represents the average expected
cumulated reward if the optimal policy would be used. We see from the graph that both SAGA-1 and SAGA-
0.2 outperform the classical approach, but SAGA-5 performs worse. We can assume that SAGA-0.2 will



improve even more after a larger number of episodes. The classic algorithm converges faster to a solution
which is worse than the solution found by SAGA-1, with the same number of stored state-action pairs. This
is what we expected, as this approach does not use extra knowledge and will not use a higher resolution in
the more interesting parts. The stored states of SAGA-1 are marked in Figure 6.1 as stars. From this graph,
it is clear that the resolution of stored states for SAGA is concentrated at the most interesting region. More
results can be seen in Figure 6.1. Here is shown the average computing time in seconds, and the average
number of stored states (the number of stored state-action pairs is equal to three times this number). From
this table we can see that SAGA-0.2 performs slower and needs more state-action pairs than SAGA-1. The
classic algorithm performs somewhat faster than SAGA-1, but uses slightly more memory and has worse
performance. For SAGA-5, we see that the number of stored states is very low, but still convergence is slow.
This can be explained by the higher variance in rewards due to the aggregation of dissimilar states: it will
take longer before accurate averages are found as approximations of the Q-values.
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Figure 2: One-dimensional problem
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Figure 3: Average score for the one-dimensional environment

algorithm time stored
Classic 11260 s 21.8
SAGA 5 7948 s 5.2
SAGA 1 15347 s 20.4
SAGA 0.2 61159 s 89.0

Figure 4: Time and memory needs for the one-dimensional environment

6.2 The Colorstack experiment domain

A second experiment was performed on a problem which we named colorstacks. It is roughly based on
the blocks-world. Consider a table on which are a set Σ of stacks of colored blocks. A subset N of the
colors of those blocks are considered needed. This is illustrated in Figure 5(a). The possible actions are
removing the top block of one of the stacks. If this block’s color is in N , that color is removed from N .
The problem is to find the solution requiring the smallest number of moves. This problem subsumes the
set-cover problem, which implies it is an NP-complete problem. The knowledge we used incorporates both
an upper bound U and a lower bound L on the number of moves required, both of which can be computed in
time linear in the number of blocks times the number of needed colors: U(s) =

∑

c∈N mint∈Σ DEPTH(c, s),
L(s) = maxc∈N mint∈Σ DEPTH(c, s). The distance between two state-action pairs 〈s1, a1〉 and 〈s2, a2〉,



giving next-states s′1 and s′2, is then defined as max(γL(s′

1
) − γU(s′

2
), γL(s′

2
) − γU(s′

1
)). We compared the

performance of the SAGA-algorithm, using an error bound of 0.01, with a purely table-based approach
(every state-action pair is stored). To make the comparison more fair towards the table-based version, we
used some simplifications (which are implicitly also used in the SAGA distance measure). Unneeded colors
of blocks were just labeled blank, to reduce the number of essentially equivalent states which would have to
be stored. States which were equivalent up to a mapping of the needed colors were also considered equal.
This would, however, still give approximately 2.5 × 1029 different state-action pairs if we put #N = 3,
#Σ = 5, STACK-HEIGHT = 10. This number is exponential in #Σ × STACK-HEIGHT, which represents
the number of blocks in an initial state. SAGA only kept about 30 state-action pairs in memory. The
performance is shown in Figure 5(b). From this figure, it is clear that SAGA can reduce the number of steps
needed to reach the goal with only a limited number of stored state-action pairs. The table-based approach
is guaranteed to find the optimal solution for every situation, but it will take too much time and memory to
be of real use.

N:

(a) Colorstacks
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Figure 5: The colorstacks environment

6.3 The Machine experiment domain

Another experiment we conducted was in a factory-type domain. The problem setting is as follows. The
agent has 1.000 $, which he can use to buy machines. A new machine costs 300 $. Every machine produces
50 $ worth per term. There is a probability of 0.1 that a machine breaks down during a term (a broken
machine does not produce anything). The agent can try to repair broken machines, which takes one term
and costs 200 $, but this has only a probability of 0.9 to succeed (turning the broken machine into a ‘new’
one). Both new and broken machines can be sold, for 300 $ and 50 $, respectively. The money which is
not used for buying machines or repairing them grows every term with an interest factor of 1 %. The agent
has 50 terms, and has to maximize the amount of money he has at the end. At every term, he can buy any
number of new machines he can afford, he can repair any number of broken machines, and sell any number
of machines, broken and new, so an action can be represented by a 4-tuple of positive integers. The state
consists of the current capital of the agent, the numbers of new and broken machines and the number of
terms left.

SAGA was used on this problem to find a state-action pair aggregation for each term specifically (this
gives a higher level state aggregation, which speeds up the algorithm considerably). As a distance function
for this problem domain we used the following. Given probabilities r of repair success and b of a machine
break-down, one can calculate the expected worth of a machine as the expected production until breakdown
or end of the terms, plus the sell price of a broken machine, cumulated with the interest on this. The implied
worth of a state-action pair w(s, a|b, r) is the expected amount of money the agent would get if he let all
unbroken machines run and always sold all defect machines. This distance function reflects the difference
in reward when a fixed (sub-optimal) behavior is used afterwards, so this does not require having the actual
solution to be able to compute the distance.

We consider the case where the agent only has bounds on the probabilities of break-down or successful
repair: bl and bu, and rl and ru, respectively. The distance between two state-action pairs (s1, a1) and



(s2, a2) is then the maximum of |w(s1, a1|bl, rl)− w(s2, a2|bl, rl)|, |w(s1, a1|bl, ru)− w(s2, a2|bl, ru)|,
|w(s1, a1|bu, rl)− w(s2, a2|bu, rl)| and |w(s1, a1|bu, ru)− w(s2, a2|bu, ru)|). For the different experi-
ments we used three different settings: one where the exact probabilities were in fact known, one where
the probabilities were a bit uncertain (0.05 ≤ b ≤ 0.2 ; 0.8 ≤ r ≤ 0.95) and one where there was much
more uncertainty (0.01 ≤ b ≤ 0.5 ; 0.5 ≤ r ≤ 0.99). We ran SAGA with these distance functions and a
value of ε equal to 1000 $. The results can be seen in Fig 6. (Here ‘none’, ‘medium’ and ‘high’ indicate the
three settings with no, medium and high uncertainty.) We ran SAGA for 1000 episodes, and at every 100th

 0

 200

 400

 600

 800

 1000

 1200

 0  200  400  600  800  1000

# 
S

to
re

d

# Episodes

Number of stored SA-pairs

None
Medium

High

 0

 2

 4

 6

 8

 10

 12

 0  200  400  600  800  1000
S

co
re

 in
 K

$

# Episodes

Average scores

None
Medium

High

Figure 6: Results for the machine environment

episode we tested the learned policy for 100 test runs. The reported values are averages over 10 experiments.
At the left the number of stored state-action pairs is shown. One can see that this number is clearly different
for the three settings. If there is higher uncertainty, the distance between two state-action pairs increases, so
SAGA will store more examples than are actually needed. On the right we see the average score attained af-
ter exploring for a number of episodes. For all three settings we get a similar result, however, for the setting
where the exact probabilities were given, the algorithm does in fact learn slower. This can be explained by
the fact that the other settings lead to a higher resolution of stored state-action pairs. A better performance
would be obtained in the no-uncertainty setting if we would have taken a lower value for ε, as the number of
state-action pairs would increase, cfr. the results for the experiment in subsection 6.1.

7 Conclusions

In this paper we introduced how expert knowledge can be used to construct a state-action pair aggregation
with proven error bound. The advantage of this approach is that the number of stored state-action pairs
can be greatly reduced while still approximating the optimal solution up to a arbitrarily small error. With
a smaller state-action space, the number of episodes needed to reach a reasonable solution can be expected
to be much smaller. Compared to other classic approaches to reduce the number of states, the use of expert
knowledge should give a denser resolution in the more difficult regions of the state space, and because of
this, the error should be smaller.

With the experiments of the previous section we verified these suppositions. The algorithm decreases
the number of needed state-action pairs and the number of episodes needed for convergence, even though
the variance on obtained rewards per state-action aggregate is higher with the SAGA-approach (the amount
of variance depends on the value of the allowed error). Compared to classic approaches which use an equal
number of stored state-action pairs, we obtain a solution with smaller error. We also demonstrated how
having more accurate information can influence the result, by repeating the same experiment with three
different levels of knowledge about the domain.

There are also some disadvantages to our approach. As with all instance based learning approaches,
SAGA’s complexity grows with the number of stored examples. Therefore, depending on the opportunities
raised by the application-dependent representation of the examples, efficient lookup methods may be needed.
In the experiment discussed in subsection 6.3, for example, we had a separate partitioning of the state space
for different numbers of remaining terms.

Another disadvantage is that the error bounds which follow from the theory are mostly large overesti-
mates of the true difference in Q-values. In practice one could use a very large error bound and the algorithm
would, in most cases, converge to a solution which has a much smaller error.



There are several directions for further work. First, we think it is important to use dynamic error bounds,
i.e. first learning a rough Q-function and then gradually decreasing the error bound ε. This could possibly
solve the problem of the overestimated errors: start with a large overestimate and then decrease if necessary.
The advantage of such a strategy is that while the number of states is low, the system will converge more
quickly to a roughly good policy, such that the more refined (and more resource-consuming) aggregation is
only introduced when it is needed to further perfection the policy. It is non-trivial however to decide how fast
to decrease the error bound. Secondly, a weighted version of SAGA might be considered, where predictions
are not based on the closest stored state-action pairs, but a weighted average of all stored state-action pairs
is used, where closer instances have higher weights.
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