
Using UML 2 Activity Diagrams to Design Information Flows and

Feedback-loops in Self-Organising Emergent Systems

Tom De Wolf and Tom Holvoet
Department of Computer Science, Katholieke Universiteit Leuven

Celestijnenlaan 200A, B-3001 Leuven, Belgium
{Tom.DeWolf,Tom.Holvoet}@cs.kuleuven.be

Abstract

Designing self-organising emergence requires explicit

support to design system-wide information flows and feed-
back loops in those flows. The problem-solving power

of emergence mainly resides in the coordination between
agents which needs exchange of inherently decentralised in-

formation through the system. Self-organisation is only pos-

sible when there are ongoing feedback loops in those flows.
To avoid that engineers are overwhelmed with the details

of decentralised coordination mechanisms such as digital

pheromones or gradient fields, the design should focus on
the bigger coordination picture: information flows. “In-

formation Flow” is proposed as design abstraction which
allows to design a solution independently of the coordina-

tion mechanism details by explicitly identifying the essen-

tial information flows and designing feedback-loops. UML
2 activity diagrams are used as notation. A simple data

clustering application together with a realistic automated

guided vehicle transportation system show the usefulness
and feasibility of information flows.

1. Introduction

Modern distributed systems are increasingly decen-
tralised [7] (e.g. ad-hoc networks, automated transportation
systems), and need to execute with minimal human inter-
vention, i.e. autonomously [8]. Multi-agent systems serve
as a technology both addressing decentralisation and auton-
omy. A group of autonomous entities, i.e. agents, cooperate
to achieve the required behaviour. More specifically, self-
organising emergent solutions are a promising approach to
build systems in that setting. A system exhibits emergence
when there are coherent macroscopic or system-wide prop-
erties, behaviours, structures, etc, that arise solely from
the microscopic or local interactions between the individ-
ual agents which have no explicit knowledge of the desired

macroscopic property [2]. Self-organisation is a dynamical
and adaptive process where systems acquire and maintain
structure themselves, without external control [2]. A com-
bination of both emergence and self-organisation promises
to result in decentralised, flexible, and robust solutions.

When engineering a self-organising emergent solution,
the problem-solving power mainly resides in the interac-
tions and coordination between agents instead of in intelli-
gent reasoning of individual agents. The system-wide be-
haviour results from the interplay between the actions of
agents and these complex, often unpredictable, interactions.
A central point of control is unavailable. Experience shows
that directly deriving the behaviour of individual agents
based on the required system-wide behaviour is impossible.
Problem domains in which self-organising emergent solu-
tions are applied imply an inherent decentralisation of the
information needed by agents to decide on their next action.
Often, some kind of local signal of the global system state is
needed to make a good decision. This is unavailable to the
agents because the information is scattered throughout the
system. Typically, decentralised coordination mechanisms
such as digital pheromones and gradient fields are used to
distribute the information [3]. The problem is that designers
are immediately overwhelmed by the details of these coor-
dination mechanisms (e.g. large set of parameters, which
mechanism to choose?, how to use it?, etc.), which makes it
hard to accomplish a good coordinated result. If a designer
could at first abstract away from these details this would
seriously simplify the design task. These problems arise
because the bigger coordination picture is not considered
beforehand. For emergence, the flows of inherently decen-
tralised information throughout the system are essential to
achieve a coordinated system-wide behaviour. Feedback-
loops are a prerequisite for self-organisation [12]. Support
to explicitly consider these issues in an intermediate step
in the system design is lacking, i.e. an intermediate step
between individual agent behaviours and the system-wide
behaviour; or between needed flows of information and de-
centralised coordination mechanisms enabling these flows.
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Figure 1. Data Clustering case.

We introduced “Information Flow” as a design abstrac-
tion in [4] to explicitly identify information flows indepen-
dently of coordination mechanism details. This paper addi-
tionally identifies the need for feedback-loops, applies the
approach to two new case studies, has a more detailed mo-
tivation, and discusses related work. UML 2 activity dia-
grams are used as notation. A simple data clustering ap-
plication together with a realistic automated guided vehicle
transportation system show the usefulness and feasibility of
information flows. In what follows, the case studies are in-
troduced (section 2). Then information flows are defined
and motivated (section 3). After that, the paper explains
how to use an information flow design by introducing the
notation (section 4) and applying it to the case studies (sec-
tion 5). Finally, a critical discussion with respect to related
work (section 6) and a conclusion is given (section 7).

2. Case Studies

Throughout the paper, two case studies are used. The
data clustering case is a simple toy system suitable to clearly
explain information flow design without too much complex-
ity. The AGV transportation system is a industrial case
which allows to show the feasibility of information flows
in a realistic setting. This section introduces both cases.

Data Clustering. Consider a data mining system in which
an input of different data items has to be clustered in differ-
ent groups according to their similarity. A possible metric
is to consider data items on a 2D environment, and consider
data items on neighbouring coordinates as clustered. Data
sorting is accomplished by agents that move data items (fig-
ure 1). At every moment new data items can enter or leave
the system. The system should adapt by incrementally clus-
tering the new items and taking into account new clusters
when new types of data occur. Information on where data
items are located is scattered through the system and agents
need that information to decide where to go. Agent actions
should result in feedback to other agents and vice versa.

Automated Guided Vehicles (AGVs). In an industrial
research project EMC2 [5], our group develops self-

Figure 2. AGV case: example factory lay-out.

organising and decentralised solutions for AGV warehouse
transportation systems. The system uses multiple computer
guided transport vehicles, called AGVs. The vehicles get
their energy from a battery and they move loads (i.e. pack-
ets, materials and/or products) in a warehouse. Each indi-
vidual AGV is capable of only a limited set of local actions
such as move, pick load, and drop load. The goal is to trans-
port incoming loads to their destination in an efficient man-
ner. Figure 2 shows a simple factory lay-out: the locations
where loads must be picked up are located at the left, the
destinations at the right, and the network in-between con-
sists of stations and connecting segments on which AGVs
move. The AGV problem is dynamic: many lay-outs, loads
arrive at any moment, AGVs are constantly moving and can
fail, obstacles and congestion appear, etc. Information on
these changes is scattered through the system, but needed
by the AGVs to decide on their next move. Movement of
AGVs should result in feedback to each other.

3. Information Flows

3.1. Definition

For agents to take some piece of information into
account, that information must be available to the agent
locally. For example, an AGV needs to know the available
loads it can pick up, but this information is located with
the loads elsewhere in the system. To abstract away from
the fact that ‘local’ refers to availability inside an agent’s
knowledge/state, inside an agent’s role, at the current
position of the agent, or inside the agent’s observable
neighbourhood; we introduce the notion of a ‘Locality’.
‘Locality’ w.r.t. a system entity (e.g. an agent, network
nodes, loads, stations, segments, data items, etc.) is defined
as that limited part of the system for which the information
located there is directly accessible to the entity, i.e. no need



Figure 3. Information Flows in a System.

to communicate with other entities. A locality needs to
be defined for each system entity. Typically, ‘Locality’
is designed differently for each application. A locality
can be limited in distance, time, number of network hops,
etc. Defining localities is an important design decision.
To achieve global coordination in a decentralised way,
information inherently scattered through the system needs
to flow or propagate between localities of entities needing
and/or providing the information:

An information flow is a stream of information from

source localities towards destination localities and this
stream is maintained and regularly updated to reflect

changes in the system. Between sources and destinations,

a flow can pass other localities where new information can
be aggregated and combined into the information flow.

This is conceptually illustrated in figure 3. Different in-
formation flows are needed in one system to get the infor-
mation needed by agents in their locality. Such flows can
aggregate and collect information about the global system
state while flowing through multiple localities and make this
available locally. A system-wide view on the solution simi-
lar to figure 3 is the aim of information flow design.

3.2. Motivation

Motivations for using information flows as a design abstrac-
tion for self-organising emergent solutions come from the
characteristics of both emergence and self-organisation [2].

Problem-Solving Power of Emergence. The main
problem-solving power of emergence resides in coordi-
nation. Coordination means that individual agents exe-
cute complementary actions that contribute to the required
system-wide behaviour. To decide which action comple-
ments the actions of other agents, an agent needs local ac-
cess to information typically located elsewhere in the sys-
tem (e.g. with other agents, at stations, with data items,
etc.). Emergence, which is applied in inherently decen-

tralised problem domains, requires information flows bring-
ing information to the agents. Explicitly designing these in-
formation flows allows a designer to focus its creative effort
to the essence of emergence, i.e. decentralised coordination.

Emergence makes it hard to understand the link between
the microscopic and macroscopic behaviour. Information
flows do not solve this. However, explicitly modelling (al-
most) macroscopic information flows and relating them to
microscopic actions allows to design a solution at an ab-
straction level one step closer to the macroscopic level and
independent of the microscopic details of decentralised co-
ordination mechanisms that enable information flows.

Self-Organising Feedback Loops. [12] states:

Think Flows rather than Transitions. Our
training as computer scientists leads us to con-
ceive of processes in terms of discrete state tran-
sitions, but the role of autocatalysis in supporting
self-organization urges us to pay attention to the
flows of information among them, and to ensure
that these flows include closed loops.

Autocatalysis is a term from chemistry. A catalyst is a sub-
stance that facilitates a chemical reaction. In autocatalysis,
a product of a reaction serves as a catalyst for that same re-
action. In the context of agents, the result of agent actions
stimulates other actions and eventually re-stimulate the first
actions. For example, If the result of action A catalyses
action B, but action Bs result has no effect (either directly
or indirectly) on action A, the system is not autocatalytic.
Thus, a prerequisite for self-organisation are feedback loops
in which agents get feedback on their actions and stimulate
or inhibit each other. In general, the interplay between in-
formation flows towards agents and actions of agents has to
form one or more closed loops. For example, AGVs move
in the factory lay-out but need feedback on possible routes
and congestion on these routes. The choice of an AGV to
follow certain routes needs to result in feedback to other
AGVs and vice versa. Note that, instead of considering di-
rect feedback for one agent on the success/failure of his pre-
vious action, the system-wide feedback loops passing mul-
tiple entities and/or agents in the system are the most chal-
lenging to design. Modelling information flows allows to
design feedback loops explicitly and thus focus the creative
effort on the enabler of self-organisation. The authors of
[12] state that “Information flows are necessary to support
self-organization, but they are not sufficient.” The result-
ing system and the decentralised coordination mechanisms
used have a large space of potential operating parameters,
and may achieve autocatalyticity only in a small region of
this space. Nevertheless, if a system does not have closed
information flows, it will not have self-organisation.



Table 1. The notational elements of UML 2 activity diagrams used in this paper [1].
Notation Name Description

Control Flow Edge
Control flow edges connect actions to indicate that the action at
the target end of the edge (the arrowhead) cannot start until the
source action finishes.

Data Flow Edge

Data flow edges connect data nodes to provide inputs to actions
in the form of data flowing through those edges. Multiplicity
annotations indicate the minimum and maximum data instances
that can be sent through an edge [i..j] and that are needed to start
an action [k..m].

Initial Node

Flow in a system starts at initial nodes. They receive control
when a system is started and pass it immediately along their out-
going edges. Initial nodes cannot have edges coming into them.
An activity model can contain more than one initial node which
are all activated together.

Action Node

An action node operates on control and data values that they
receive, and provides control and data to other actions. An ac-
tion begins executing when all its incoming control and data are
available on the respective edges. It stops executing according
to internal conditions and outputs control and data along all its
outgoing edges.

Data Node
Data nodes represent and hold data temporarily as they wait to
move through the graph.

Decision Node

Decision nodes guide flow in one direction or another, but ex-
actly which direction is determined at runtime by edges coming
out of the node. Usually edges from decision nodes have con-
ditions, which are evaluated at runtime to determine if control
and data can pass along the edge. The conditions are evaluated
for each individual active control and data edge arriving at the
decision node.

Merge Node

Merge nodes guide multiple flows in one direction. For data flow
edges, data objects arriving on each edge are all forwarded in the
single outgoing flow. So when two data objects arrive, also two
will leave but using the same flow. Similar for control flow edges
where two activated control flows result in a double activation of
the outgoing flow.

Fork and Join Nodes

Fork nodes split flows into multiple concurrent flows. Control
and data arriving at a fork are duplicated across the outgoing
edges. Join nodes synchronize multiple flows. Control or data
must be available on every incoming edge in order to be passed
to the outgoing edge. If all the incoming edges are control, then
these are combined into a single control flow for the outgoing
edge. If some of the incoming edges are control and others are
data, then these are combined to provide only the data flow to
the outgoing edge. The control flows are destroyed.

Partitions
Partitions highlight groups of actions related to each other (e.g.
executed by the same class, in the same geographical location).

Data Transformation
Transformation of data as they move across data flow edges.
Each source data item (i) is passed to the transformation behav-
ior and replaced with the result (k).



4. Modelling with UML 2 Activity Diagrams

To support the design of self-organising emergent solu-
tions based on information flows a modelling notation is
needed. We propose UML 2 activity diagrams [1] as nota-
tion. We limit the description of UML 2 activity diagrams
to a summary of what is used in this paper. A more detailed
introduction is given in [1].

UML 2 activity diagrams. Behaviour models, such
as activity diagrams, determine when behaviours start and
what their inputs are. Activity models focus on the se-
quence, conditions, inputs and outputs for invoking be-
haviours. UML 2 activity diagrams define the routing of
control and data through a graph of nodes connected by
edges. Each node and edge defines when control and data
values move through it. These movement rules can be com-
bined to predict the behaviour of the entire graph or sys-
tem. The rules for control and data movement are only in-
tended to predict runtime effects, that is, when behaviours
will start and with what inputs. They do not constrain im-
plementation further, e.g. the rules do not imply that data
movement must be implemented as message passing or an-
other scheme. Table 1 shows the notational elements used
in this paper with a short semantic description. A full and
formal description can be found in [9, 1]. In short, con-
trol and data values flow along the control flow edges and
object/data flow edges respectively and are operated on by
nodes, routed to other nodes, or stored temporarily. Action

nodes operate on control and data to perform the system be-
haviour, and provide control and data to other actions; con-
trol nodes route control and data through the graph; and ob-

ject/data nodes represent and hold data temporarily as they
wait to move.

Why suitable for Information Flows? UML 2 activity
diagrams serve the need to indicate which actions should
wait on which information flow(s) before the action can
execute. The notion of a partition serves the need to rep-
resent a “locality” as something in which actions are per-
formed and information flows can enter or leave. Next to
these notational possibilities, two other motivations for us-
ing activity diagrams were considered. Firstly, activity di-
agrams allow to predict the runtime effects of the system
which is represented. Because information flows are at an
abstraction level between the microscopic activities and the
macroscopic behaviour, such diagrams may allow to predict
or at least get some intuition on the resulting macroscopic
behaviour. Secondly, activity diagrams do not restrict how
data flows are achieved. Because information flows are rep-
resented as data flows, designing the information flow based
solution can be done independently of the details of decen-
tralised coordination mechanism that eventually enable the
flows (e.g. direct message passing or gradient fields). Fi-
nally, note that there is some small notational difference in

this paper compared with standard UML 2. Data flow edges
are shown as dashed lines instead of solid lines to clearly
emphasise them as being information flows. The semantics
remain the same. The tick gray arrows shown later are not
part of the diagram but merely an annotation to indicate the
loops present in the information flows.

5. Information Flow Design

This section explains how to use an information flow
based design to identify needed information flows and
feedback-loops, applies this to the case studies, and shows
where decentralised coordination mechanisms fit in.

5.1. How to Use Information Flows?

Experience in building self-organising emergent solu-
tions indicates that it is impossible to find an approach
that enables to derive step by step the microscopic actions
and information flows needed for achieving a given macro-
scopic behaviour. Designing information flows remains a
creative step for the designer. However, information flows
allow designers to first focus on the system-wide flows and
the actions that contribute to the goal behaviour, and less
on the details of specific coordination mechanisms such as
digital pheromones or gradient fields [3]. In what follows, a
number of steps are described to make an information flow
design. Note that these are not necessarily performed se-
quentially. An iterative process typically provides feedback
to revise certain decisions if needed. Activity diagrams are
a tool to iteratively design the information flows.

Step 1: architecture and locality. Before the design of in-
formation flows can start, the main structure or architecture
is designed. This includes identification of agents (e.g. an
agent on each AGV), other system entities, and the “local-
ity” of each system entity. There is no step-by-step proce-
dure for this and needs to be done creatively. The locality of
an AGV is its view range, i.e. the current station on which
it is located and its outgoing segments. For a load this is its
current location (AGV or station), and a station is its own
locality. For the clustering case the locality of an agent is
a view range of 5 cm in all directions, and the locality of a
data item is its position in 2D space.

Step 2: microscopic actions. A macroscopic require-
ment is achieved by executing a number of microscopic
actions that contribute to that requirement. Decomposing
macroscopic behaviour in a set of actions is an important
step. For clustering the main actions are ‘move’, ‘pick
item’, and ‘drop item’. For the AGV case there are two main
requirements: dispatching of incoming loads to AGVs, and
routing of AGVs. For dispatching the action is ‘assign
load’. The main microscopic action for routing is ‘move’
towards the current goal station (i.e. a pick-up or drop-off



station). Also ‘pick-up’ and ‘drop-off’ actions are needed.
If all AGVs move in such a way that obstacles, congestions
and conflicts with other AGVs are avoided, then a globally
coherent routing behaviour emerges.

Step 3: information needed. The information is identi-
fied which is needed in the localities of agents deciding on
those actions. AGVs can only locally decide where to move
next if they know which directions allow to reach the goal
and how fast (i.e. distance, etc.). Also information on which
directions lead to congestions and/or obstacles is important.
In short, information related to the global situation of the
AGV fleet and factory is needed in the locality of each AGV.
This information is located with the destination and inter-
mediate stations. To assign a load information is needed
on available loads which is located with the loads. Simi-
larly, for clustering data items, information on the current
locations of data items is needed in the agents’ localities to
decide where to go and which item to pick/drop. This infor-
mation is located with the items elsewhere in the 2D space.

Step 4: information flows (see sections 5.2 and 5.3).
Once the designer knows which information is needed and
where that information originates, the information flows
can be established (see section 5.2). In all of this, the
designer needs to make sure that he has information flows
that form ongoing closed feedback loops (see section 5.3).
Only then self-organisation can be achieved.

Step 5: coordination mechanisms (see section 5.4).
Information flows still need to be achieved by some kind of
decentralised coordination mechanism. The designer needs
to find suitable decentralised coordination mechanisms that
enable the required flows of information.

5.2. Identifying Information Flows for
Emergence

For emergence, identification of the information flows
needed is essential and this section outlines the results for
the case studies. This is step 4 in section 5.1.

5.2.1 Information Flows in Data Clustering

The information flow diagram in Figure 4 is constructed as
follows. Each locality in the system (e.g. agent view range,
data item location) has its own partition in which the actions
are depicted (e.g. Move Randomly) that are executed by
the entity to which the locality belongs (e.g. Agent x).
The information flows between localities are shown as data
flow edges with the type of information as the type of data
(e.g. Item Info). Note that the localities have parame-
ters x and i indicating that such a locality exists for multi-
ple agents and data items. An information flow flows to all
agents or items, unless indicated by a condition on the flow.
The following information flows are identified:

Figure 4. Information flows for clustering.

• Item Info Flow: Each agent moves randomly until
information is available on unclustered data items.
This information is supplied by the Item Info flow
which originates in the locality of each data item
and flows towards the localities of all agents. The
agent receives information from multiple data items
([1..K]) and finds an unclustered item d, moves to-
wards it, and executes Pick Item d. Continuing,
the agent wanders randomly until information is avail-
able on clustered items j that are similar to the one
the agent is carrying and Moves Towards Empty

Position E next to item j to Drop Item d.
Note that the Item Info flow also supplies the infor-
mation needed for moving towards such an empty po-
sition. Helper action Check For Nearest ...

lets the agent move randomly until an empty position
next to a clustered item is found.

• Picked Item Flow and Dropped Item Flow: The Pick
Item d action and Drop Item d action result in
feedback to the data item locality. But only to the lo-
cality for data item d ([d = i] condition).



At this moment, no decision is made on how the informa-
tion should flow between the localities. This is handled in
section 5.4. However, figure 4 gives a complete overview
of which microscopic activities are needed to contribute to
the desired macroscopic clustering behaviour, and their co-
ordination using information flowing through the system. A
designer first designing such an overview can abstract away
from the complexity of specific decentralised coordination
mechanisms and thus more easily design a self-organising
emergent solution.

5.2.2 Information Flows in the AGV System

The AGV system is a more realistic and complex applica-
tion scenario than the clustering case. As such, this results
in a more complex information flow diagram in figure 5. We
discuss the different information flows needed.

Dispatching. We only want to assign a load permanently
to an AGV from the moment it has picked-up the load.
Until that moment, other AGVs that become better suited
should be able to take over. This behaviour is shown in
the upper-left corner of figure 5. An agv chooses the best
load d (Choose Best Load d) at that moment and in-
tends to pick it up by Moving Towards Load d. This
is repeated until Pick-Up is executed. Then Assign

Load i To AGV x is executed. The following informa-
tion flows are needed to enable this:

• FirstInQueue and Load Info: To choose a load an AGV
needs information on all available loads, i.e. Load
Info flow from the load locality. However, this flow
only has to start for the first load in the pick-up sta-
tion queues. Therefore, a FirstInQueue flow is es-
tablished from the pick-up station locality towards the
load locality to trigger the Load Info flow.

• Picked-Up Info: After a load is picked-up, the load
is assigned to the AGV in the load locality (Assign
Load i To AGV x). Information is needed on
when the load is picked-up, i.e. Pick-Up Info

flow. The flow only goes to load d ([d = i]).

• Delivered Load Info: After load d is dropped, feedback
is given to that load.

• Possible Routes Info: For an AGV to choose in which
direction to move for reaching load d, information is
needed on the possible routes towards it. This flow is
discussed later when handling the flows for routing.

Routing. For moving towards a pick-up station and after
a load is picked up, the AGV is routed through the factory,
i.e. executing Move Towards actions. The following in-
formation flows are needed (bottom-right of figure 5):

• Possible Routes Info: The AGV moves towards
the pick-up station (Move Towards Load) to
Pick-Up load d, then moves towards the drop-
off station (Move Towards Destination for

Load) to Drop-Off the order. To choose the best
route, each AGV needs information in its locality on
the Possible Routes towards a destination, tak-
ing into account distance-to-travel, obstacles, and con-
gestion along the way. Such information is actually a
local signal of a global situation for which the informa-
tion is scattered in the system. A more complex infor-
mation flow is required that aggregates and calculates
the necessary information while flowing through the
system. Information on pick-up and drop-off stations
(Destination Info) flows constantly towards the
AGVs. The information passes through stations and
segments on the route between the AGV and the
destination (i.e. Intermediate Station). In-
formation on obstacles and congestion on those sta-
tions and their segments needs to be incorporated
in the information flow when it passes (Obstacle
Info, Congestion Info). The information pos-
sibly passes multiple Intermediate Stations

before reaching the AGV locality. A transformation
represents the combination of obstacle/congestion in-
formation collected at multiple stations with infor-
mation arriving from the pick-up or drop-off stations
into Possible Routes Info. The transforma-
tion also calculates the distance-to-travel. Eventually
this flow arrives with AGVs looking for or the AGV
holding the load for which the flow is established ([for
load d] conditions). This complex aggregation needs
support from the decentralised coordination mecha-
nism chosen for this flow (section 5.4).

• Position Info: The Possible Routes Info flow
needs information on where the AGVs are located in
order to generate congestion and/or obstacle informa-
tion: a Position Info flow from the AGV lo-
cality towards the intermediate station locality. This
flow is triggered every time an AGV moves (i.e. Move
Randomly, Move Towards ...).

5.3. Feedback-loops for Self-Organisation

This section shows how the information flow diagrams
also show the feedback-loops for self-organisation. The de-
signer can explicitly focus on achieving and more easily de-
signing such loops without at first thinking about how to
enable them with coordination mechanisms.

Clustering - Loop 1. The Item Info flow results
in the execution of Move Towards, Pick Item, and



Figure 5. Information flows in AGV application.

Drop Item actions which trigger Picked Item and
Dropped Item flows. This closes the information flow
loop because the dropped item restarts with generating its
Item Info flow (tick gray arrows in figure 4).

AGVs - Dispatching - Loop 1. A first feedback loop is
established for dispatching loads (tick gray arrows and num-
ber 1 in figure 5). From the pick-up station locality the
FirstInQueue flow triggers the Load Info flow in
the load locality. In turn, this triggers the Choose Best

Load, Move Towards Load, and Pick-Up actions.
Because at that moment the AGV locality equals the pick-
up station locality, and a new load becomes first in the
queue, the loop closes (dashed tick arrow in figure 5) and

restarts. Other information flows (Possible Routes

Info,Picked-Up Info,Position Info) come in
and go out this loop to integrate with other loops.

AGVs - Routing - Loop 2. A second feedback loop is es-
tablished for routing AGVs (tick gray arrows and number 2
on figure 5). AGVs move based on Possible Routes

Info. This movement generates the Position Info

flow towards where Obstacle Info and Congestion
Info are added to the Possible Routes Info flow.
As such AGVs give feedback to each other while routing.
Other flows such as the Destination Info flow con-
nect to this loop to integrate the whole system behaviour.



Figure 6. UML 2 Information Flow diagram for
AGV case.

Reflection. In order to design the essential self-organising
feedback loops, the interplay between information flows
AND actions on control flows needs to be considered:
FEEDBACK LOOP = INFORMATION FLOWS + ACTIONS.
Thus mere diagrams only showing the information flows
between entities such as UML 2 information flow diagrams
[9] (figure 6 for AGV case) serve as a clear but limited view.
Activity diagrams are more expressive and a better tool for
the designer to establish a good solution. The added ad-
vantage of using a UML based notation and not altering the
semantics is that a formal specification is available in the
uml specifications [9]. This is an opportunity to integrate
a loop-checking task into the modelling tools in which de-
signers construct their information flow diagrams. Immedi-
ate feedback can be given if loops are present or not. Natu-
rally, a more rigorous and formal specification of the infor-
mation types and how they are incorporated into or relate
to other information and actions needs to be present. For
example, on figure 5, there is no formal specification that
the Position Info is actually used in Congestion

Info and Possible Routes Info.

5.4. Enabling Information Flows

A designer uses activity diagrams to design information
flows and link them to the actions needed to contribute to
the macroscopic behaviour. Each of the information flows
still has to be enabled and engineered themselves. This is
step 5 in section 5.1. For this purpose decentralised coor-
dination mechanisms exist such as digital pheromones, gra-
dient fields, market-based coordination, sematectonic stig-
mergy, etc. [3, 11]. Each information flow imposes re-
quirements on the mechanism used, and each mechanism
has characteristics to take into account when deciding on its
suitability. For example, the Possible Routes Info

flow requires that the mechanism allows for aggregation and
calculation (i.e. distances) of extra information while flow-
ing through intermediate stations. Gradient fields allow this
easily and are therefore a good choice [3]. On the other
hand, some flows indicated in figures 4 and 5 do not require

a mechanism because at the time when the flow should be
triggered the source and destination locality are equal (e.g.
Picked Item flow for clustering case, FirstInQueue
flow in AGV case). For the AGV case, most information
flows were enabled by gradient fields. For the clustering
case, information flows were established with sematectonic
stigmergy [11], i.e. the data items themselves are marks in
the environment which agents can observe in their limited
view. The flows are established by letting the agents them-
selves move and discover the needed information. The latter
is inspired by swarming behaviour of termites when build-
ing a nest in nature by clustering pieces of sand together on
a large pile. This shows that not every coordination mech-
anism needs to result in an explicit flow of information to-
wards an agent.

6. Discussion and Related Work

An important discussion issue is the software engineer-
ing principle of ‘separation of concerns’. Mainly this has to
be respected in the construction of the system, rather than
in the modelling approaches used for the system. However,
modelling approaches in which different concerns are de-
signed separately can make diagrams and the design task
less complex. For example, the current information flow
diagrams shown in figures 4 and 5 include both the con-
trol flow and the information flow in one diagram. As a
result, such diagrams can become quite complex. How-
ever, separating both flows in different diagrams makes it
harder to get an overview on how control and information
flows interact. This makes designing self-organising feed-
back loops harder because loops result from the interplay
between control and information flows. Therefore, it is al-
ways a trade-off between separation of concerns, complex-
ity, and having a complete picture. Another concern is the
deployment of activity in the system, i.e. on which location.
The current diagrams make it possible to define locality as
a specific location in the system. As such, the activity and
flows concern is combined with where the activities are per-
formed. However, we can restrict locality to only roles in
which activity takes place, i.e. an abstraction encapsulating
behaviour of an agent. Then another diagram could indi-
cate where and by which agent each role is executed. Our
‘Locality’ abstracts away from this issue. This flexibility
makes it possible to include or exclude different concerns
depending on the application domain and the preferences of
the designer. For example, the diagrams in figures 4 and 5
indicate in which locality an activity is performed, but the
concern if this activity has to be performed by an agent or by
an active process in the environment infrastructure remains
open. This can be decided upon later on. The proposed
approach certainly intends to separate the concern of iden-
tifying the information flows in the system and the concern



of which decentralised coordination mechanism to use for it
and how to do a detailed implementation of it. This does not
exclude that, in an iterative process, after choosing a decen-
tralised coordination mechanism this cannot have influence
on the information flow diagrams. The interplay between
both phases shapes the solution.

Data Flow Diagrams (DFDs) [6] are a similar modelling
notation used for modelling the dynamic inter-process data
flows in a system. This notation only shows the data flow,
and does not include the control flows. A good separation
of concerns, but this makes it impossible to discover all
self-organising loops. Also, these diagrams put more em-
phasis on how external data input flows in a system while
our approach can include external data input but is mainly
concerned with the internal data or information flows and
their relations (e.g. loops). DFDs have no formal specifica-
tion like UML 2 activity diagrams, and are therefore more
informal models. DFDs are also less expressive than activ-
ity diagrams: no control nodes, no partitions, no multiplici-
ties. DFDs are well-known but exist next to the more widely
used UML notation. Therefore, we prefer using and adapt-
ing UML diagrams such as in this paper and work done in
for example [13].

In [10], and related work of the same authors, the no-
tions of coordination artefacts, scope, coordination flows,
and linkability are introduced in the context of workflow
management. This is quite similar to our concepts. In short,
coordination between agents is considered done through co-
ordination flows (information flow) enabled and governed
by coordination artefacts (decentralised coordination mech-
anism) to get the needed information across scopes (local-
ities) in the system. Linkability refers to the capability of
relating the coordination flow of distinct coordination arti-
facts. This can relate to our need to integrate different infor-
mation flows to form feedback loops. As such, our approach
might serve as a modelling approach for coordination flows
between scopes and how they are linked.

7. Conclusion

Although most engineers of self-organising emergent so-
lutions already think in terms of the information flows that
need to be established, they are immediately overwhelmed
by the details of specific decentralised coordination mech-
anisms. The information flow based modelling approach
proposed in this paper allows a designer to first explicitly
model these information flows which is easier than directly
coping with the complexity of coordination mechanism de-
tails. The approach addresses emergence by explicitly iden-
tifying the essential flows of inherently decentralised infor-
mation through the system. Self-organisation is addressed
by making it possible to explicitly design feedback-loops.
An engineer can design a solution at an abstraction level re-

lating system-wide information flows with individual agent
actions, which is where most of the creative effort is needed
for self-organising emergent solutions.
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