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Abstract

Gaining insights into the behavior of learning
algorithms generally involves studying the
performance of the algorithms on many dif-
ferent datasets, with various parameter set-
tings, and analyzing the results. A use-
ful method to learn effectively from previous
learning episodes are experiment databases:
databases designed to store detailed descrip-
tions of a large number of experiments, se-
lected to cover a wide range of conditions.
We illustrate how such databases allow us to
easily gain insights into a wide range of ques-
tions on algorithm behavior by just query-
ing them and interpreting the results, or by
using data mining methods to automatically
discover patterns in learning algorithm per-
formance. By putting these databases on-
line, they serve as a repository of experimen-
tal results that can be (re)used by various
researchers to easily obtain new insights.

1. Introduction

Insights into the behavior of learning algorithms are
generally obtained by implementing them and study-
ing their performance on specific datasets. By setting
up specific experiments we may test whether a new al-
gorithm performs generally better than others on a set
of benchmark datasets, whether a modification to an
existing method yields better results, or which learner
performs best on a specific dataset. Furthermore, we
may be interested in the effect of a certain parameter
(or the combined effect of several parameters), or we
may want to investigate whether the performance of
a learner is linked to certain properties of the input
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dataset, which may help us to select good learning
strategies for future problems. Experimental assess-
ment seems key in finding answers to these questions.

However, one must be careful when interpreting such
experimental results, as it is often unclear how well
these results generalize over conditions that were not
explored in the experiments, like different parameter
settings or datasets with different properties. Perlich
et al. (2003), for instance, describe how the relative
performance of logistic regression and decision trees
depends strongly on the number of examples sampled
to train the classifier. Not varying the size of the train-
ing set in our experiments thus limits the validity of
the obtained results. Similarly, Hoste and Daelemans
(2005) show that in text mining, differences in perfor-
mance between lazy learning and rule induction are
dominated by the effect of parameter optimization,
data sampling, feature selection, and their interaction.

Another problem is that experiments that were run to
test the effect of specific conditions (e.g. the effect of
an algorithm parameter) can usually not be reused, be-
cause they did not cover the new conditions (e.g. the
effect of another parameter) we want to investigate
next. Yet, when we want to thoroughly investigate
an algorithm’s performance under many different cir-
cumstances, reusability of the experiments becomes an
important factor, as repeatedly setting up and running
new experiments becomes a quite impractical process.

Blockeel and Vanschoren (2007) propose the use of
experiment databases to stimulate large-scale experi-
mentation, guarantee repeatability of experiments, im-
prove reusability of experiments, help explicitating the
conditions under which certain results are valid, and
support quick hypothesis testing as well as hypothe-
sis generation. As such, these databases represent an
interesting new approach for learning to understand al-
gorithm behavior. The authors also describe an exper-
iment database for classifiers, populated with 250,000
experiments. In this paper, we will use this database



to illustrate how it allows to gain insights into a wide
range of questions on algorithm behavior (such as the
ones mentioned above) by just querying it and inter-
preting the results, or by using data mining methods
to discover patterns in learning performance.

Learning from experience with the performance of
learning systems over multiple applications is generally
referred to as meta-learning. Most work in this area
is aimed at relating properties of data to the effect of
learning algorithms, including several large scale stud-
ies such as the STATLOG (Michie et al., 1994) and
METAL (METAL-consortium, 2003) projects. We will
use this term in a broader sense, referring both to
‘manual’ analysis of learner performance, by query-
ing, and automatic model building, by applying learn-
ing algorithms over large collections of meta-data. As
experiment databases easily allow to add and exper-
iment with (novel) descriptions of both datasets and
learning methods, it serves as a useful framework for
meta-learning research.

In Section 2 we provide a short description of the con-
cepts and merits of experiment databases. Next, we
discuss the structure of the afore-mentioned experi-
ment database (Section 3) and the experiments it con-
tains (Section 4). In Section 5 we illustrate how we
can meta-learn from this database: first manually, by
launching specific queries to investigate very general as
well as very specific aspects of learning behavior, then
automatically, by running data mining techniques on
(part of) this database. Section 6 concludes.

2. Experiment Databases

Following Blockeel (2006), an experiment database is
a complete account of a very large number of exper-
iments that have been performed with learning algo-
rithms. To ensure the repeatability of the experiments,
they are described in full detail: the database stores
detailed information on the datasets, algorithms, and
parameter settings used in the experiments, as well as
the obtained results. Moreover, experiments are se-
lected to be representative for the whole population of
possible experiments and thus not optimized toward
getting specific results. This ensures the reusability of
the experiments, as they cover a wide range of condi-
tions which may be of interest in future research.

To study the behavior of an algorithm under certain
conditions, one simply writes a query specifying those
conditions and interprets the returned results. This
enforces generalizability: any results obtained from the
full database are necessarily valid under a wide range
of conditions, and therefore more general than results
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Figure 1. A possible experiment database implementation.

obtained from more limited, goal-oriented, experimen-
tation. Focusing on specific experimental conditions
is still possible by simply including these conditions
in the query. In this case the generality of results is
of course again limited, but the limitations are crystal
clear, since the conditions under which the results hold
are explicitly listed in the query.

These databases can also be put online, thus serving
as a full and fair account of performed experiments,
but also as a repository of experimental results that
can be (re)used to obtain new insights. As such, they
allow to verify (or even refine) results published by
other researchers, and they increase efficiency as the
same experiments can be used for various studies, by
various researchers.

In the remainder of this paper, we illustrate how exper-
iment databases can be used to easily gain profound
insights into learning behavior.

3. The Experiment Database Schema

A simplified schema of the experiment database we will
use is shown in Figure 1. Central in the figure is a table
of experiments listing the used instantiations of learn-
ing algorithms, datasets and evaluation methods, the
experimental procedure, and the machine it was run
on1. As many aspects of an experiment are parame-
terized, instantiations are used to refer to a method
together with specific parameter settings.

An instantiation of a learning algorithm points to an
entry in the table of learning algorithms, which are
described by name, version, the download url and a list
of generally known or calculated algorithm properties

1Some extra status information can be used to facilitate
automatic distributed execution.



(Van Someren, 2001; Kalousis & Hilario, 2000). Such
properties, e.g. the class of approaches the algorithm
belongs to (naive bayes, decision tree learner,. . . ) or
whether it is generally considered to have high or low
bias and variance, are especially useful when trying to
understand learning behavior, as they may help us to
find patterns over different methods or provide causal
explanations for the behavior of a certain algorithm.

Each algorithm parameter value assignment is stored
as a new row (in the figure only two are shown) in
a separate table, referring to the parameter and the
learning instantiation in which they are used. For ran-
domized algorithms, a seed for the random generator
used by the algorithm is also stored as one of these
parameters. Parameters can be further described by
the learner they belong to, suggested values, and some
special properties which are used for interpreting their
values. For instance, when a parameter points to a
learner instance (as is the case in meta-algorithms,
e.g. bagging) its value will simply consist of the corre-
sponding learner instantiation id.

Dataset instances point to a dataset and a (possibly
randomized) order on the attributes and examples; the
latter is useful, for instance, when experimenting with
incremental learners. Datasets are described by name,
group (e.g. UCI), download url, class index, and 56
characterization metrics (including landmarkers, en-
tropy, skewness, kurtosis, signal-noise ratio. . . ) most
of which are mentioned in Peng et al. (2002).

These characteristics are also very useful for meta-
learning, as they allow to investigate whether the per-
formance of an algorithm (whether or not under spe-
cific conditions) is linked to these properties of the
training data. As such, they may help explain a
learner’s behavior and, conversely, assess a learner’s
suitability for handling new learning problems. Fur-
thermore, we can use this database for designing new
algorithm and dataset characteristics. By adding new
columns to the table and calculating the new charac-
teristics for each algorithm or dataset, we can reuse
all stored experiments in the database to look for new
patterns based on these characteristics and examine
their usefulness.

Next, the experimental procedure (e.g. cross-
validation) is stored together with its parameters (e.g.
the number of folds). Finally, the experiment outcome
is described by a wide range of evaluation metrics for
classification, including the contingency tables (i.e., for
each couple of classes (i, j), the number of cases where
class i was predicted as class j). To compare cpu times,
a factor describing the relative speed of the used ma-
chine is stored as part of the machine description (and

each new used machine needs to run a test to assess
this factor). The last table in this figure stores the pre-
dictions returned by each experiment, which may be
used to calculate new performance measures without
rerunning the experiments.

4. Populating the Database

To ensure reusability of the experiments, they need to
cover a wide range of conditions. Still, to test specific
conditions, this coverage should be sufficiently dense.
To approximate this goal, the database was populated
by several series of experiments, in which some meth-
ods were explored more thoroughly than others.

First of all, 54 classifier implementations from the
Weka platform (Witten & Frank, 2005) were selected
and described in the database. Their parameters were
also added, all of which were given a default value (the
one used in Weka), and some of which were in addition
given a set or a range of suggested values. This was
the case for the parameters in the Weka implemen-
tations of SMO (the sequential minimal optimization
algorithm for training a support vector classifier), Mul-
tilayerPerceptron (a neural network learner), C4.5 (a
decision tree learner), 1R (a very simple rule learner)
and Random Forests (an ensemble learner). Finally, if
an algorithm had a random seed, a set of 20 different
randomly selected seeds was given. As for the datasets,
86 commonly used classification datasets where taken
from the UCI repository.

In a first series of experiments, all algorithms were
run on all datasets, first using the default parame-
ter settings, then varying one of the above described
parameters over their suggested range while keep-
ing all other parameters at default. In a second se-
ries of experiments, random parameter settings were
generated for a small number of algorithms (includ-
ing J48 and OneR, Weka’s implementation of C4.5
and 1R), until we had about 1,000 examples on each
dataset. Although generating random examples may
seem a rather simple approach, it does effectively
cover the space of possible experiments. All exper-
iments (about 250,000 in total) where evaluated us-
ing 10-fold cross-validation, using the same folds for
each dataset. The database is available online on
http://www.cs.kuleuven.be/~dtai/expdb.

5. Querying and Mining

Analyzing the performance of the involved learning al-
gorithms is now simply a matter of writing the right
queries and interpreting the results or, to investigate
more complex interactions (e.g. the combined effect of



many parameters on learning performance), applying
a learning algorithm to generate a model describing
those interactions. In this section we illustrate how
this method allows to gain insights on a wide range of
questions on learning behavior, first by ‘manual’ anal-
ysis, then by automatically mining for patterns in the
results returned by queries.

5.1. Querying for Experiments

5.1.1. An Algorithm Comparison

In a first, very general investigation, we compare the
performance of all algorithms on a specific dataset,
which we can do by launching the following query:

SELECT l.name, v.pred_acc
FROM experiment e, learner_inst li, learner l,
data_inst di, dataset d, evaluation v
WHERE e.learner_inst = li.liid and li.lid = l.lid
and e.data_inst = di.diid and di.did = d.did and
d.name=’waveform-5000’ and v.eid = e.eid

In this query, we gather all experiments where the
dataset is waveform-5000, and select the algorithm
used and the predictive accuracy registered. We vi-
sualize the returned data in Figure 2, which gives a
clear overview of the performance of all algorithms
on this dataset, including the variation caused by
varying their parameter settings. We must keep in
mind though that the generality of the returned re-
sults is necessarily restricted to the experiments ac-
tually stored in the database. As discussed in Sec-
tion 4, only a few algorithm’s parameters were fully
varied, although most algorithms show at least some
variation because random seeds were always varied.
Adding more experiments will give an increasingly ac-
curate picture.

Yet, these results already show many interesting facts.
We can see that most algorithms reach over 75% accu-
racy, although a few (mostly very simple algorithms)
do much worse. Some don’t surpass the default ac-
curacy of 34%: besides SMO and ZeroR (which simply
predicts the most frequent class), these are all ensem-
ble methods that (in the default setting) use ZeroR
as their base learner. When looking at the variation
caused by altering the parameters, we see that SMO
varies a lot (from default accuracy up to 87%), while
J48 and (to a lesser extent) MultiLayerPerceptron
are much more stable in this respect. Also, the perfor-
mance of RandomForest (and to a lesser extent that of
SMO) seems to jump at certain points, which is likely
bound to a different parameter value. These are all
aspects of algorithm behavior we can now investigate
in more detail by querying further.

Figure 2. Performance comparison of all algorithms on the
waveform-5000 dataset.

5.1.2. Parameter Impact

For instance, we could examine which bad parameter
setting causes SMO to drop to default accuracy. After
some querying, a clear explanation is found by looking
at the impact of the gamma-value (kernel width) of
the RBF kernel on the performance of SMO:

SELECT v.pred_acc, lv.value
FROM experiment e, learner_inst li, learner l,
data_inst di, dataset d, evaluation v,
learner_parameter lp, learner_parval lv
WHERE e.learner_inst = li.liid and li.lid = l.lid
and l.name=’SMO’ and e.data_inst = di.diid
and di.did = d.did and d.name=’waveform-5000’ and
lv.liid=li.liid and lv.pid = lp.pid and lp.alias=
’gamma for rbf kernel’ and v.eid = e.eid

This query selects the predictive accuracy and
the value of parameter gamma for rbf kernel for
all experiments on algorithm SMO and dataset
waveform-5000 where this parameter is used. When
plotted this yields Figure 3. We see that accuracy
drops sharply when the gamma value is set too high for
this dataset, which explains SMO’s poor performance
in some experiments. The figure also shows that the
other modified parameters cause some variation, but
not enough to jeopardize the generality of the trend.
This illustrates how experiment database queries allow
us to easily assess the generalizability of results.

Still, the generality of the results is again restricted
by which experiments are in the database. Since for
SMO, each parameter was varied while keeping other
parameters at default, most of the variation (except
on gamma’s default value of 0.01) is caused by vary-
ing the random seed, and the witnessed trend is thus
only valid for default settings on the other parameters.
This underlines that, to obtain true generalizability,
the experiments must be designed to sufficiently cover
the parameter space.



Figure 3. The impact of the gamma parameter on SMO per-
formance on dataset waveform-5000.

5.1.3. Combined Effects Over Many Datasets

It is also possible to easily investigate combined effects
of dataset characteristics and parameter settings. For
instance, we noticed on the waveform-5000 dataset
that the results for RandomForest make performance
’jumps’. We could check whether this is generally the
case by querying these results for all datasets. After
launching some queries we found that these jumps are
related to the number of trees in the forest and the
data set size:

SELECT d.name, d.nr_examples, lv.value, v.pred_acc
FROM experiment e, learner_inst li, learner l,
learner_parval lv, learner_parameter p,
data_inst di, dataset d, evaluation v
WHERE e.learner_inst = li.liid and li.lid = l.lid
and l.name=’RandomForest’ and lv.liid = li.liid
and lv.pid = p.pid and p.alias=’nb of trees in
forest’ and v.eid = e.eid
ORDER BY d.nr_examples

In this query we select the dataset name and number of
examples, the parameter value of the parameter named
nb of trees in forest of algorithm RandomForest
and the corresponding predictive accuracy. The re-
sults are ordered by dataset size. When plotted in
Figure 4, this clearly shows that predictive accuracy
increases with the number of trees, usually leveling off
between 33 and 101 trees, but with one exception: on
the monks-problems-2 test dataset the base learner
performs so badly (less than 50% accuracy, though
there are only two classes) that the ensemble just per-
forms worse when more trees are included. We also
see that as the dataset size grows, the performance
jumps become more noticable, which is indeed what
we would expect as the accuracies of the individual
trees become more stable on large datasets. The fact
that RandomForest is still able to increase the accu-
racy when adding more trees indicates that the trees,
although having approximately the same accuracies,

Figure 5. Performance comparison of all algorithms on the
monks-problems-2 test dataset.

still make errors independently from each other. Fi-
nally, for very small datasets (less than 50 examples),
the effect of the random seed seems to overrule the
performance gain of using an ensemble.

5.2. Mining for Patterns

5.2.1. A Closer Look

From Figure 4, we learned that the behav-
ior of RandomForest is rather atypical on the
monks-problems-2 test dataset. We can now take
a closer look at the behavior of other learners on this
dataset, which represents a binary classification prob-
lem with 6 attributes (each having 2 up to 4 nominal
values). The task is to separate those instances for
which exactly two of the attributes are assigned their
first values. It is somewhat similar to parity prob-
lems, in the sense that higher-order interactions be-
tween the attributes (by which we mean that the value
of an attribute depends on the values of several other
attributes) make it hard to learn for most learning al-
gorithms.

A query similar to the first one yields Figure 5. We
see that indeed, most algorithms do not surpass the
default accuracy of 67% for this dataset (at least
not with default parameters). There are however
some notable exceptions. Some algorithms score very
badly, including RandomForests, RandomCommittee,
RandomTree, Winnow and Decorate. Two algorithms
reach perfect accuracy under certain parameter set-
tings: MultilayerPerceptron when having 3 or more
hidden nodes (all experiments used only one hidden
layer) and SMO when using a polynomial kernel of or-
der 2 or higher (default accuracy is never surpassed
when using first order polynomial or RBF kernels).
These requirements are not surprising for dealing with
a near-parity problem.



Figure 4. The effect of dataset size and the number of trees for random forests.

5.2.2. Modeling Parameter Effects

The performance of J48 is less easily linked to cer-
tain parameter settings. As can be seen from Fig-
ure 5 a lot of results for J48 score below the default
accuracy, some lie above this default accuracy and a
few models built by J48 were able to reach accura-
cies higher than 85% (a clear performance jump can
be seen in Figure 5). In order to get insight in the
relation between the parameter settings of J48 and its
accuracy on the monks-problems-2 test dataset, we
constructed a meta-dataset by querying for all param-
eter settings of J48 on this dataset (we skip the query,
which returned 773 results). Then, we used J48 to
generate a (meta-)decision tree that predicts in which
interval (below default accuracy, above default accu-
racy or higher that 85%) the accuracy lies of a tree
built with a certain combination of parameters. The
resulting tree, which obtained 97.3% accuracy by 10-
fold cross-validation, is shown in Figure 6.

The parameter settings used in the meta-tree are
binary splits (whether binary splits are used in the
tree), min inst (the minimal number of instances in
a leaf of the tree), use rep (whether reduced error
pruning is used), pruning (whether pruning is used)
and conf thresh (the confidence threshold for regu-
lar pruning). As can be derived from the tree in Fig-
ure 6, J48 is able to build the best models if binary
splits are used, if the minimal number of instances
per leaf is smaller than 3 and if reduced error pruning

Figure 6. A meta-tree learned on a meta-dataset con-
cerning predictive accuracies of trees learned on the
monks-problems-2 test dataset.

is not used as the pruning technique. Knowing the
concept of monks-problems-2 test, it is indeed clear
that binary splits are a better option than splits that
use all attribute values, as only the first value of each
of the attributes is related to the class value. More-
over, more examples (and thus more splits) remain in
each branch, allowing better generalization. Concern-
ing the minimal number of instances in the leaves it is
indeed necessary for a (near-)parity problem like this,
to grow the tree (nearly) up to the level of individual
instances. The fact that reduced error pruning seems
to reduce the performance over normal pruning could
be explained by the validation set that is used to do
the pruning, leaving less examples for training.



Figure 7. Relative performance of J48 and OneR.

5.2.3. Verifying and Refining Existing
Knowledge

As said before, an experiment database can also be
useful to verify or refine existing knowledge. To illus-
trate this, we verify the result of Holte (1993) that very
simple classification rules (like 1R) perform almost as
good as complex ones (like C4.5) on most datasets. We
compare the average predictive performance (over ex-
periments using default parameters) of J48 with that
of OneR for each dataset. We skip the query as it is
quite complex. Plotting the average performance of
the two algorithms against each other yields Figure 7.

We see that J48 almost consistently outperforms
OneR, in many cases performing a little bit better,
and in some cases much better. This is not essentially
different from Holte’s results, though the average im-
provement does seem larger here (17.95% versus 5.7%
for Holte’s results). We also see that J48 never goes be-
low 50% accuracy, while OneR regularly does, making
it less suitable as a weak learner in ensemble learning.

We can automatically learn under which conditions
J48 clearly outperforms OneR and under which con-
ditions their predictive performance is similar. To do
this, we queried for the difference in predictive accu-
racy between J48 and OneR for each dataset, together
with all dataset characteristics (number of examples,
number of attributes, default accuracy,. . . ). Discretiz-
ing the predictive accuracy yields a classification prob-
lem with 3 class values: “draw” (OneR wins or J48
wins slightly: accuracy gain less than 4%), “win J48”
(4% to 20% gain), and “large win J48” (20% to 70%
gain). The tree returned by J48 on this meta-dataset
is shown in Figure 8.

As can be seen from the tree, the number of values for
the class attribute yields the most informative condi-
tion. If the class contains at least 5 values, then J48
has a large win. These results indeed seem to explain a

Figure 8. A meta tree predicting the accuracy improve-
ment of J48 over OneR on 77 UCI datasets.

lot. OneR works by choosing the most informative sin-
gle attribute and builds a rule on this attribute alone.
In order to be able to predict all class values, this at-
tribute must also partition the dataset into at least
as many parts. From the tree we also observe that if
the default accuracy is high, then the predictive per-
formance of OneR and J48 is similar. We also learn
that J48 outperforms OneR on quite large datasets
and datasets with high class entropy2.

The fact that the average improvement of the deci-
sion tree learner seems larger than was reported by
Holte may indicate an improvement in decision tree
learners and/or a shift toward more complex datasets
in the last decade. Interestingly, when comparing the
dataset characteristics of our datasets with those of the
16 datasets used by Holte, we learn that in his study
only one dataset contained more than 5 class values,
which might explain why smaller accuracy differences
were reported.

5.3. Final Remarks

These queries only scratched the surface of all possi-
ble hypotheses that can be tested using the experi-
ments in this database. One could easily launch new
queries to gain further insights into the behavior of an
algorithm, the impact of a parameter or the way algo-
rithms behave on a specific dataset (or any combined
effects). Also, one can reuse this data (possibly aug-
mented with further experiments) when researching
the covered learning techniques, or when one wishes
to compare it with new experimental results. Calcu-
lating further dataset and algorithm properties could
also provide many more insights helping to create bet-
ter algorithms or select the right learning techniques.

2The class entropy was scaled to remove the effect of
the number of class values



Finally, the used database is necessarily limited with
respect to the covered learning problems and algo-
rithms. More datasets could be added by applying
data transformation functions, like sampling instances
(this would allow learning curve analysis), selecting
features, defining new features,. . . As such, the impact
of those transformations could itself also be investi-
gated. Another possibility, although less trivial, is
using dataset generators to investigate very specific
learning problems (e.g. with specific target concepts
or attribute and class distributions). Furthermore,
only classification problems were considered in this
database. More experiment databases could be built
to cover other problems, like regression, clustering,. . .

It may be clear that, although experiment databases
are a useful tool to investigate learning behavior, it
needs to be complemented with analysis. For instance,
the tree in Figure 8 is only based on the used datasets
and may not hold in general, yet it serves as a source of
inspiration to further investigate under which general
conditions one technique will, on average, outperform
the other.

6. Conclusions

Experiment databases offer an interesting new ap-
proach to thoroughly study the behavior of learning
algorithms under various different conditions. They
open up opportunities for easy and thorough analysis
of experimental results through simply querying the
database and interpreting the results, or by running
data mining methods on (part of) the dataset to auto-
matically discover patterns in learning algorithm per-
formance. They offer increased reusability of the per-
formed experiments by covering a wide range of ex-
perimental conditions, and they clearly show the gen-
erality of the returned results by explicitating (in the
query) the conditions under which the results hold.
When put online, they serve as repositories of exper-
imental results that can be (re)used to obtain new
insights. We used an experiment database for clas-
sifiers to illustrate how we can meta-learn from this
database. This can be done manually, by launching
specific queries to investigate very general as well as
very specific aspects of learning behavior, as well as
automatically, by running data mining techniques on
(part of) this database to generate a model describing
more complex interactions. Querying this dataset fur-
ther, or extending it by adding more experiments or
calculating further dataset and algorithm properties,
will likely provide many more insights which can be
used to create better learning algorithms or select the
right learning techniques.
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