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Abstract. Model trees are a special case of regression trees in which
linear regression models are constructed in the leaves. Little attention has
been paid to model trees in relational learning, mainly because the task of
learning linear regression equations in this context involves dealing with
non-determinacy of predictive attributes. Whereas existing approaches
handle this non-determinacy issue either by selecting a single value or
by aggregating over all values, in this paper we present a model tree
learning system that combines both.

1 Introduction

Model trees are regression trees that contain some non-trivial, usually linear,
model in their leaves. In the propositional case, they have been shown to be able
to increase predictive performance compared to regression trees that predict the
same constant value for each example falling into the same leaf [1–6].

In this paper we investigate the use of model trees in ILP (inductive logic
programming, [7]). While classification and regression trees have been around
in ILP for several years now [8–10], less can be said about model trees. This
may be due to the issues arising when learning a linear regression function in
the relational context. Since individuals are related to other objects via one-to-
many or many-to-many relationships, the predictive attributes to be included in
a regression function may be non-determinate: there may be several instances
of them related to the target value. We distinguish a number of approaches to
handle non-determinate predictive attributes in regression functions:

1. do not use non-determinate attributes [10]
2. assume one of the instances is relevant

(a) and it can be specified with conditions [11]
(b) and it can not be specified [12, 13]

3. summarize the instances
(a) using simple aggregate functions defined in advance [14]
(b) using complex aggregate functions

Complex aggregate functions [15, 16] are expressed as F(σC(R)) in relational
algebra, with F an aggregate function (e.g., exists, max, min, count, ...), σC(R)
a selection function based on a condition C, and R a set of tuples somehow
connected to the tuple we want to classify. They are thus a combination of



aggregates and selections and therefore approach 3(b) generalizes approaches
2(a) and 3(a). For example, min{A|child(P,Ch), age(Ch,A), blue eyes(Ch)} is
a complex aggregate which takes the minimum age of a person’s children that
have blue eyes. In this aggregate, blue eyes(Ch) is the selection condition C.

It has been studied how complex aggregates can be efficiently learned to
be included in the condition part of a hypothesis [17]. In that work, complex
aggregate conditions are learned general-to-specific, subsequently reducing the
coverage of the hypothesis. It is still an open problem how complex aggregates
can be learned in the conclusion part of a hypothesis (e.g., when the conclusion
part is a regression function).

In this paper, we present a model tree system that constructs regression
functions with complex aggregates in the leaves. These complex aggregates are
not learned at the leaves, but are included in the regression model of a leaf if
a linear effect with the target was shown on the path from the root to the leaf.
It has been shown [3, 6] that model tree learners produce good results if their
heuristic function takes linear models into consideration. Most (propositional
and relational) systems that use such a heuristic are quadratic [1] or cubic [2,
3, 14] in the number of numeric attributes. Since we want to include complex
aggregates in the search, the number of numeric attributes can become very
large, which renders existing systems infeasible to use. Therefore, an important
requirement for our system is an efficient heuristic function.

In Sect. 2 we present some related work. Section 3 presents our system in
detail. Section 4 presents experimental results. In Sect. 5 we conclude.

2 Related Work

The task of relational regression was formalized by Džeroski [18] in the normal
ILP framework. This work presents the transformation based system Dinus,
which is the first ILP system to address the task of relational regression. The
induction is delegated to a propositional learner. Using a model tree learner as
Retis [2], linear regression is used in the model output by Dinus.

Fors [11] is the first system able to predict numbers with non-determinate
background knowledge. It is a sequential covering approach that learns rules
that contain linear regression models. Non-determinacy among the predictive
attributes is handled by testing for the existence of a specific instance giving a
number of conditions. If the conditions succeed for more than one instance, the
value of the first of these instances is taken.

Tilde [8] and Srt [9] are first order regression tree learners. S-Cart [10], the
successor of Srt, is capable of including linear models in the leaves. The use of
non-determinate predictors in these linear models is not supported. The model
trees induced by S-Cart are built by first constructing a normal regression tree
(using a standard variance reduction heuristic), and afterwards replacing the
constant predictions by linear models. This heuristic has been shown to produce
sub-optimal model trees in the sense that it tends to split the data set in the
wrong places and results in trees that are larger than necessary [3, 6, 19].



Appice et al. [14] present a system called Mr-Smoti which is a relational
upgrade of their propositional Smoti model tree algorithm [3]. The Smoti algo-
rithm is different from most model tree inducers in the sense that the multiple
linear model that is associated with the leaves is built incrementally from simple
linear regression models. These models are introduced by so-called regression
nodes occurring in the tree. Each regression node thus adds one term to the
multiple regression model and requires updating the target value and other con-
tinuous attributes in order to remove the linear effect of the introduced term.
To determine the coefficients of a simple linear regression model in a regression
node, the problem is locally transformed into a propositional problem by joining
the tables from the underlying relational database structure, and normal least
squares is applied on this flattened table. Note that this propositionalisation
step gives examples that have a higher number of related objects more weight
in the least squares procedure. The predicted value for unseen examples is the
average prediction for all instances in the propositional representation of the
example. Contrary to the efficient methods as S-Cart, the systems Smoti and
Mr-Smoti have a high computational complexity. This is due to the heuristic
function, which takes into account the fact that linear models are built. It is
discussed in more detail further in the paper.

3 ReMauve

In this section we present a relational model tree system that is more efficient
than Mr-Smoti, but still uses a heuristic function that takes into account the
fact that linear models are constructed at the leaves. Moreover, these mod-
els may contain complex aggregates. The system is a relational upgrade of the
propositional system Mauve [6], and is called ReMauve (Relational Mauve).

3.1 Mauve: a propositional model tree learner

Mauve [6] is a model tree inducer that operates on a single table. It takes as
input a number of training examples ei (i = 1..n) of the form (xi1, xi2, ..., xim, yi),
where each xij denotes the value for the j-th independent attribute Xj (j =
1..m), and yi is the value for the dependent (target) attribute Y . Y is numeric,
while the Xj can be numeric or nominal. The system outputs a model tree where
each leaf contains a multiple linear regression model that predicts the target in
relation to all numeric independent attributes in the table. Mauve is a TDIDT
approach, thus the model tree is built top-down, recursively splitting the training
examples according to some condition on the independent attributes.

To estimate the quality of a candidate split, Mauve proceeds as follows. If
the split contains a nominal attribute, the heuristic function is the same as in
normal regression trees: the weighted average of the standard deviations in both
child nodes, i.e.,

heur nom(T ) =
|El|

|E|
SD(El) +

|Er|

|E|
SD(Er),



where E denotes the set of examples at node T , El and Er denote the sub-
sets of E associated with the left and right child node of T , and SD(Em) =
√

∑

ei∈Em
(yi − ym)2/|Em|, with ym the sample mean of the target attribute in

the examples Em. If the split concerns a numeric attribute, instead of taking the
standard deviation, the residual standard deviation is used, i.e., the root of the
mean squared errors calculated w.r.t. a simple linear regression line constructed
in the target attribute. The predictive attribute used in the simple regression
function is the attribute used in the split. The heuristic of a numeric split at
node T is thus

heur num(T ) =
|El|

|E|
RSD(El) +

|Er|

|E|
RSD(Er),

with RSD(Em) =
√

∑

ei∈Em
(yi − (αmxik + βm))2/|Em|, where αm and βm are

estimated using least squares and Xk is the split attribute at T , i.e., the split
takes the form Xk ≤ V or Xk ≥ V with V some value in the domain of Xk.
The split that minimizes this heuristic function (heur nom(T ) or heur num(T ),
respectively) is chosen to split T .

3.2 Upgrading Mauve to relational learning

In this section we discuss how Mauve is upgraded to a relational model tree
learner. We first describe the relational regression tree learning system that we
start from and afterwards discuss several aspects of the algorithm.

Tilde-RT: a relational regression tree learner. Tilde [8] is a relational
top-down induction of decision trees (TDIDT) instantiation, and outputs a first
order decision tree, i.e., a decision tree that contains a first order query in the
internal nodes. The algorithm is included in the ACE-ilProlog data mining sys-
tem [20]. Tilde learns both classification and regression trees. The regression
tree subsystem is usually denoted by Tilde-RT.

Tilde-RT’s procedure to grow a tree is given in Table 1. It takes as input
the training examples E and a query Q that corresponds to the empty query.
In the recursive calls of the algorithm, Q will represent the conjunction of all
succeeding tests from the root of the tree to the node being split. This query will
be referred to as the current query. The procedure to grow a node T is as follows.
First, a refinement operator generates the set of candidate splits. This set is
determined by the language bias given by the user, and by the variables occurring
in the current query at T . The refinement operator typically operates under
θ-subsumption [21] and generates candidates by extending the current query
with a number of new literals. Next, the optimal split procedure executes all
candidates on the set of examples E, estimating the quality of each candidate,
and returns the best candidate Qb. The quality of a candidate is calculated using
a simple heuristic function, similar to Mauve’s heur nom1. The candidate Qb

1 In fact, the sum of squared errors is used instead of standard deviation, and an F-test
is used to decide whether an improvement is obtained w.r.t. the parent node.



Table 1. Tilde-RT algorithm for first order logical regression tree induction [8].

procedure GROW TREE (E: examples, Q: query):
candidates := ρ(← Q)
← Qb := OPTIMAL SPLIT(candidates, E)
if STOP CRIT (←Qb, E)
then

K := PREDICT(E)
return leaf(K)

else
conj := Qb −Q

E1 := {e ∈ E|←Qb succeeds in e ∧Background}
E2 := {e ∈ E|←Qb fails in e ∧Background}
left := GROW TREE (E1, Qb)
right := GROW TREE (E2, Q)
return node(conj, left, right)

is chosen to split the examples. The conjunction put in the node T consists of
Qb − Q, i.e., the literals that have been added to Q in order to produce Qb.
In the left branch, Qb will be further refined, while in the right branch Q is to
be refined. When the stop criterion holds (typically, this is when a predefined
minimum number of examples is reached), a leaf is built. The predict procedure
returns the mean target value of the examples E.

Van Assche et al. [16] described how to add (complex) aggregates to the set of
candidate splits generated by the refinement operator. This may result in a very
large refinement space and it was shown by Vens et al. [17] how the aggregate
conditions can be efficiently executed on the examples.

Adapting Tilde-RT’s heuristic function. We replaced Tilde-RT’s heuristic
function by Mauve’s heur nom for nominal, and heur num for numeric splits.

For the heur num function, an important issue to deal with concerns the
multi-valuedness of the numeric split attribute to be introduced in the regression
functions for the RSD calculations. An attribute is determinate if it has exactly
one value for each example. It is non-determinate if it may have 0, 1, or more val-
ues for each example. For example, the age of a person is determinate, whereas
the age of a person’s children is non-determinate. Non-determinacy or multival-
uedness occurs when an example is related to a set of objects via one-to-many or
many-to-many relationships in the relational dataset. In general, two approaches
exist to deal with multi-valuedness. ILP systems usually test for the existence
of a specific element, thus, a split condition child(P,C), age(C,A), A < 18 cor-
responds to testing the existence of a child with age smaller than 18. Other
approaches [22–24] use aggregate functions (such as max, min, avg, sum,...) to
summarize the set of values. The following lemma shows that an ILP test is
semantically equivalent to an aggregate function [25]:



Lemma 1. Let B be a bag of real numbers, and t some real value, then

∃v ∈ B : v ≥ t iff max(B) ≥ t, and

∃v ∈ B : v ≤ t iff min(B) ≤ t.

Using this lemma, every numeric attribute results for each example in one deter-
ministic value to feed to the simple linear regression models. The previous non-
determinate numeric attribute would become min{A|child(P,C), age(C,A)}.

Adapting Tilde-RT’s predictive function. In Mauve the leaves contain
a multiple linear regression function using all numeric attributes as predictors.
Adopting this strategy in ReMauve is not feasible: in relational learning the
number of numeric attributes becomes very high, especially when complex aggre-
gate conditions are taken into account. Therefore, we include a numeric attribute
in the predictive model of a leaf if it was chosen at a node on the path2 from the
root to the leaf. The underlying idea is that an attribute would not have been
chosen to split the dataset if it did not result in a linear relation with the target
in the child nodes.

Dealing with global effects. Consider an attribute that has a global linear
effect on the target. Sooner or later in the tree building process this attribute
will give rise to a best split, with the same linear effect in both child nodes
and will thus generate a superfluous split in the model tree. While the split
is redundant, we do want to take into account this attribute in the predictive
models at the leaves. Therefore, when the best test for a node N is determined
and is found to be a numeric split, the RSD is also calculated for all examples
at node N . If an F-test considers this RSD equal to the heuristic value of the
split, then we know that the linear effect between the split attribute and the
target holds in the complete set of examples at N , thus it should be introduced
in the predictive models in the leaves under N without splitting the data at N .
To deal with such global linear effects, we introduce unary regression nodes that
do not split the data, but only serve to introduce an extra predictor in the linear
regression function. The regression nodes contain numeric attributes (without
the > or < equation) and pass all examples down to their unique child node. As
for split nodes, variables occurring in the attribute of a regression node can be
used further down the tree.

In relational learning, especially when aggregates are used, correlation be-
tween attributes often comes into play, either true or apparent [26]. For exam-
ple, in the task of predicting a person’s income, the income may increase with
the number of children. However, the number of children is correlated with the
number of daughters or with the sum of the ages of the children. In our sys-
tem, if the number of children is an attribute occurring in a regression node, the
probability of having an other regression node with the number of daughters is

2 Note that we use the numeric attributes on the complete path from the root to the
leaf, not only those from the current query which correspond only to the succeeding
tests.



high. To avoid this, the linear effect of numeric attributes occurring in the tree
needs to be accounted for. Therefore, after introducing a regression node or a
numeric split node, we remove the linear effect of the involved attribute A from
the target, i.e., we pass on the residuals yi − ŷi with ŷi = α ∗A + β to the child
node(s). In fact, the linear effect should also be removed from all other numeric
attributes that can still be used in the model. Given the large number of such
attributes, this is not feasible, and instead, when building a regression node N
we check whether the involved numeric attribute A has a significant correlation
with an attribute in a split or regression node on the path from the root to N .
If this is the case a leaf is built.

By introducing regression nodes, the analogy with Mr-Smoti increases. A
comparison between the two systems is given further in this section.

Stop criterion. We implemented several stop criteria. The first one concerns
the minimal number of examples a leaf has to cover. Building a linear model
in k attributes in the leaves requires at least k + 1 examples. Therefore, after
refining a node T , we check whether each child node of T contains at least m+1
examples, where m is the number of numeric attributes occurring on the path
from the root to T . If this is not the case, T is made a leaf. The second stop
criterion calculates the SD of the target values, before they are updated to reflect
the linear effect of the best test. If this falls below a certain percentage (default
5%) of the original SD at the root node, a leaf is constructed. As a last stop
criterion, if the best test turns out to be nominal, an f-test checks whether the
corresponding SD value is significantly better than the SD value of the parent
node. If not, a leaf node is built. As stated before, for numeric tests, a regression
node is built in that case.

The pseudo code of the most important procedures of the algorithm is presented
in Table 2.

Undefined attributes. An issue that has not been mentioned in the descrip-
tion of the algorithm is what happens if an attribute is undefined for an example.
For example, the age of a person’s children is undefined for a person that has
no children, or the maximum age of a person’s sons is undefined if a person only
has daughters. Undefined attributes often occur when using complex aggregates:
the selection condition on the set to aggregate over can become so complex that
the aggregate is defined only for a few examples. In our system, in order to not
violate the monotonicity assumptions assumed by our refinement operator [17],
examples for which a split condition is undefined go to the right (failing) branch
of the tree. However, this is not sufficient: the heuristic function needs to have
a numeric value for each example in the node to be split (also for those going
to the right branch) and the linear equations in the leaves need to be able to
provide a prediction for each example. Therefore, whenever an explicit value for
an undefined attribute is needed (i.e., to calculate the heuristics or to build the



Table 2. ReMauve algorithm for first order logical model tree induction.

procedure GROW TREE (E: examples, T : targets, Q: query, P : path):
candidates := ρ(← Q)
← Qb := OPTIMAL REFINEMENT(candidates, E, T )
conj := Qb −Q

Pnew := P + conj

if STOP CRIT (conj, Pnew, E)
then

K := PREDICT(E, P )
return leaf(K)

else
if SPLIT COND (conj)
then

El := {e ∈ E|←Qb succeeds in e ∧Background}
Er := {e ∈ E|←Qb fails in e ∧Background}
Tl :=REMOVE LINEAR EFFECT (El, T, conj)
Tr :=REMOVE LINEAR EFFECT (Er, T, conj)
left := GROW TREE (El, Tl, Qb, Pnew)
right := GROW TREE (Er, Tr, Q, Pnew)
return split node(conj, left, right)

else
Tch :=REMOVE LINEAR EFFECT (E, T, conj)
child := GROW TREE (E, Tch, Qb, Pnew)
return regression node(conj, child)

procedure OPTIMAL REFINEMENT (Qs: queries, E: examples, T :targets):
for all Q ∈ Qs

EXECUTE(Q, E)
if (NOMINAL (Q))

then Heur(Q) := |El|
|E|

SD(El) + |Er|
|E|

SD(Er)

else Heur(Q) := |El|
|E|

RSD(El, Q) + |Er|
|E|

RSD(Er, Q)

Qb := arg minQHeur(Q)
if (NOMINAL (Qb))
then return Qb

else
Heurp(Qb) := RSD(E, Qb)
if (Heurp(Qb) ≤ Heur(Qb))
then return EXTRACT NUMERIC ATTR(Qb)
else return Qb



regression functions or make predictions in the leaves), we make use of a default
value. There are several possibilities for choosing a default value. We decided to
use a value that reduces as much as possible the influence of examples for which
the attribute is undefined. The exact values are:

– F (∅) = avg(F (S1), F (S2), ..., F (Sn)) for F ∈ {max,min, avg, sum}
– mode(∅) = mode(mode(S1),mode(S2), ...,mode(Sn))

where Si is the set of values observed for the attribute for the i-th example and
n is the number of training examples at the node under consideration for which
the attribute is defined.

Comparison with Mr-Smoti. By introducing regression nodes into our sys-
tem, the resemblance with Mr-Smoti increases. In the remainder of this section,
we discuss the most important differences between both systems.

Complexity of finding the best split node. In ReMauve the evaluation of a nu-
meric split requires the calculation of two simple linear regression functions: one
for each child node. In Mr-Smoti a similar, but more complex heuristic func-
tion is used: in each child node simple linear regression models are constructed
with each numeric attribute used as the predictive attribute. The best regression
is chosen independently for the two children and the heuristic value associated
with the split under consideration is the weighted average of the RSD of the best
regression lines of left and right child. Finding the best numeric split amongst
all predictors therefore has complexity O(m) for ReMauve and O(m2) for Mr-

Smoti, with m the number of numeric predictors. In the propositional setting
of both algorithms the more complex heuristic of Smoti did not outperform
Mauve on predictive performance [6].

Complexity of introducing regression nodes. In our system, introducing a re-
gression node requires almost no computation: after the best split condition is
obtained and is found to be numeric, the global linear effect of the attribute in
the split is tested. This requires only one extra RSD to be computed. In Mr-

Smoti the best regression node is searched for independently of the best split
node and requires a lookahead step, in the sense that the best split is searched
after the new attribute is included in the multiple model. This renders the whole
node selection procedure for Mr-Smoti cubic in the number of predictors.

Removing the linear effect of attributes. In Mr-Smoti regression nodes were
introduced in order to incrementally build the multiple regression models in
the leaves of the model tree. Therefore, next to updating the target values, the
linear effect of an introduced numeric attribute also has to be removed from all
other numeric predictors that may be used later in the tree. In ReMauve it
is not possible to update all numeric attributes in the dataset, because these
attributes are generated on-the-fly at each node. It would not be feasible to do
this updating during refinement generation (requiring another RSD calculation



for each refinement and each numeric attribute on the path from the root to
the node) given the huge search spaces that may be dealt with by introducing
complex aggregates. Therefore, in ReMauve, the final multiple regression model
in the leaves is built from scratch.

Overall complexity. The observations above lead to the following overall com-
plexity results. For Mr-Smoti, the inner node refinement procedure has com-
plexity O(m3), with m the number of numeric attributes. In a leaf, however, the
predictive regression model is obtained by composing the models on the path
from the root to the leaf, and thus, can be performed in constant time. A model
tree with k inner nodes contains at most k+1 leaves, thus the overall complexity
for building a model tree with Mr-Smoti is k × O(m3) + (k + 1) × O(1).

For ReMauve the node refinement process has complexity O(m). Con-
structing a leaf requires O(p3), where p is the number of numeric attributes
on the path from the root to the leaf. This results in an overall complexity of
k ×O(m) + (k + 1)×O(p3). Given the fact that p << m, especially when using
complex aggregates, the ReMauve system is more efficient for the applications
we target.

Representational formalism. A last important difference between both systems
concerns their representational formalism. Whereas ReMauve is an ILP sys-
tem, Mr-Smoti operates on a relational database, using selection graphs [27]
to represent nodes of the model tree.

4 Experiments

In this experiments section, we address two questions:

1. How do model trees that predict functions with complex aggregates perform
compared to model trees that do not predict aggregates?

2. How does ReMauve compare to other systems as Tilde-RT or Mr-Smoti?

We have performed experiments on two biological datasets: Mutagenesis [28]
and MassSpectrogram [29]. Given the scarceness of publicly available relational
regression datasets with numeric attributes, we also constructed two synthetic
datasets.

In Mutagenesis, the task is to predict the mutagenicity level of 230 nitro-
aromatic compounds. Of these 230 compounds, 188 are known to be well pre-
dicted by linear regression methods. In our experiments we use both the regres-
sion friendly subset and the full dataset. Several descriptions of the compounds
have been proposed [30]. We use the backgrounds B2 (atoms and bonds, includ-
ing partial charge of atoms) and B3 (B2 extended with the Lumo and LogP

properties). In the MassSpectrogram dataset, the task is to predict the weight
of a molecule based on its mass spectrogram. A mass spectrogram is a graph
of the mass-to-charge ratio of the different fragments versus the frequency. The
dataset contains 873 molecules.



For the synthetic datasets the true target function is a model tree that con-
tains aggregates. They both contain 1000 examples. The first dataset (Artifi-

cial1) contains two predictive attributes: x(X) (determinate) and y(Y ) (non-
determinate). Each example contains 8 y literals, for which the value can be ag-
gregated. All numeric values are random values, uniformly distributed between 0
and 10. The target function for this dataset is shown in Fig. 1(a). It requires two
regression nodes in ReMauve. The second dataset (Artificial2) includes three
predictive attributes: x(X), y(C, Y ), and z(Z), of which y is non-determinate
and has 15 values for each example. Again the numeric values for x, y, and z
are uniformly distributed between 0 and 10. The C variable in the y literal is a
boolean value. The target function is shown in Fig. 1(b). This dataset also re-
quires two regression nodes, one of which involves a complex aggregate using the
boolean condition. For the two datasets, we added Gaussian distributed noise to
the target value.

As explained in Sect. 3, ReMauve is able to learn complex aggregate con-
ditions. In order to address the first question defined above and to allow for a
comparison with Mr-Smoti, we also performed the experiments without the
ability to learn aggregates.

x(X), X < 5 ?
+yes: max{Y |y(Y )} < 9 ?
| +yes: 4x(X) + 6avg{Y |y(Y )}
| +no: 3max{Y |y(Y )}+ 1
+no: avg{Y |y(Y )} < 4 ?
| +yes: 3x(X) + 4
| +no: x(X)−2max{Y |y(Y )}+3avg{Y |y(Y )}

(a)

x(X), X < 6 ?
+yes: min{Y |y( , Y )} < 1 ?
| +yes: 2x(X) + 3max{Y |y(true, Y ) + 3}
| +no: 2x(X) + 5min{Y |y( , Y )}
+no: −2x(X) + z(Z) ?

(b)

Fig. 1. Target function for two synthetic datasets. (a) The Artificial1 dataset. (b) The
Artificial2 dataset.

The results are presented in Tables 3 and 4. Predictive performance is ob-
tained by taking the average MSE (mean squared error) of five tenfold cross-
validations. Model size is measured as the number of leaves and the number
of regression nodes (the latter only for ReMauve and Mr-Smoti). Induction



times are difficult to compare, since Tilde-RT and Remauve were run on a
different platform than Mr-Smoti.

The first question is dealt with by comparing ReMauve’s predictive per-
formance when learning complex aggregates to when not learning them. For
MassSpectrogram and the artificial datasets, a clear predictive performance im-
provement is obtained when complex aggregates are considered. Moreover, the
improvement holds for both ReMauve and Tilde-RT. Part of the resulting
tree for MassSpectrogram is shown in Fig. 2. For Mutagenesis, the result is less
obvious. Both for ReMauve and Tilde-RT the error tends to increase when
learning aggregates. Whereas in the classification setting complex aggregates
turned out to be beneficial for this task, to our knowledge, complex aggregates
have not been used before to predict the numeric mutagenicity level of molecules,
thus we can not compare this result to other results in the literature.

max{Ratio|ms(Mol, Ratio, Freq)} < 199.0 ?
+yes: avg{Ratio|ms(Mol, Ratio, Freq), Ratio < 83.0} < 51.0 ?
| +yes: max{Ratio|ms(Mol, Ratio, Freq), F req < 2.3} < 119.0 ?
| | +yes: 0.84 ∗ max{Ratio|ms(Mol, Ratio, Freq)}+
| | 0.85 ∗ avg{Ratio|ms(Mol, Ratio, Freq), Ratio < 83.0}+
| | 0.06 ∗ max{Ratio|ms(Mol, Ratio, Freq), F req < 2.3} − 19.08

...

+no: avg{Freq|ms(Mol, Ratio, Freq)} < 8.0 ?
+yes: avg{Freq|ms(Mol, Ratio, Freq), Ratio < 60.0}
| +--: 0.95 ∗ max{Ratio|ms(Mol, Ratio, Freq)}+
| −13.30 ∗ avg{Freq|ms(Mol, Ratio, Freq)}+
| 5.50 ∗ avg{Freq|ms(Mol, Ratio, Freq), Ratio < 60.0}+ 97.91
...

Fig. 2. Resulting tree for the MassSpectrogram dataset.

The second question is answered by comparing ReMauve to Tilde-RT and
Mr-Smoti w.r.t. predictive performance and model complexity. When compar-
ing ReMauve to Tilde-RT, we see that in the aggregate settings (i.e., in the
context of many numeric attributes), an improvement in both predictive accu-
racy and model complexity is obtained. Also, for the artificial datasets, where
the target concept involves linear regressions, a clear improvement is obtained,
both with and without aggregates. In the other settings, while generally re-
sulting in smaller models, the comparison in predictive performance is less clear.
When comparing ReMauve to Mr-Smoti, a first observation is that ReMauve

tends to build shorter trees. Only on the Artificial2 dataset is the model built
by Mr-Smoti simpler. Regarding predictive performance, we see clear winners
for ReMauve on the artificial datasets. On the MassSpectrogram dataset, Mr-

Smoti outperforms ReMauve. However, when learning complex aggregates,
ReMauve reduces Mr-Smoti’s MSE with a factor 3.6. On the Mutagenesis

datasets, the results are divided: two winners for each system. (The high MSE
of 32.68 for Mr-Smoti on the full dataset with background B2 is due to two



Table 3. Comparing ReMauve’s predictive performance and tree size to Tilde-RT

and Mr-Smoti for the Mutagenesis dataset.

Mutagenesis
Regression friendly subset Full dataset
B2 B3 B3 B2 B3 B3

no agg. no agg. agg. no agg. no agg. agg.

Avg. MSE
ReMauve 1.98 (0.1) 1.45 (0.5) 1.43 (0.4) 4.01 (0.2) 3.50 (0.6) 3.70 (0.6)
Tilde-RT 1.96 (0.1) 1.57 (0.1) 1.85 (0.2) 3.67 (0.2) 3.44 (0.2) 3.94 (0.4)
Mr-Smoti 3.02 (0.1) 1.14 (0.2) - 32.68 (28.1) 3.32 (0.2) -

Regr. nodes
ReMauve 1 2 8 2 1 6
Mr-Smoti 8 5 - 8 15 -

Leaves
ReMauve 7 3 5 11 8 5
Tilde-RT 14 16 28 11 23 28
Mr-Smoti 10 7 - 9 15 -

particular test examples. Removing them from the test sets yields an average
MSE of 4.79 (0.12).)

5 Conclusion

We have presented a relational model tree learner, ReMauve, that is able to
construct regression functions with complex aggregates in the leaves. These com-
plex aggregates occur in the leaves if they have shown a linear relation with the
target during the tree building process. The system uses a heuristic function
that takes into account the fact that linear models are built in the leaves, while
having a time complexity linear in the number of numeric attributes. This differs
only a constant factor with the most efficient heuristics, which have been shown
to produce sub-optimal model trees. The efficiency is necessary when considering
complex aggregates, since the number of numeric attributes becomes very high.

Experimental results demonstrate that, if many numeric attributes occur in
the dataset (e.g., in the context of learning aggregates), our system outperforms
normal regression tree learners. When comparing to a model tree learner that
uses a more complex heuristic function, the comparison in predictive performance
is less obvious, while our system in general produces shorter trees.
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Table 4. Comparing ReMauve’s predictive performance and tree size to Tilde-RT

and Mr-Smoti for the MassSpectrogram and artificial datasets.

MassSpectrogram Artificial1 Artificial2
no agg. agg. no agg. agg. no agg. agg.

Avg. MSE
ReMauve 8144 (65) 1289 (101) 30.84 (0.2) 1.08 (0.0) 1.64 (0.1) 0.97 (0.0)
Tilde-RT 8132 (24) 2401 (146) 35.18 (0.3) 3.94 (0.1) 2.55 (0.0) 2.06 (0.1)
Mr-Smoti 4583 (221) - 60.58 (2.0) - 12.08 (0.7) -

Regr. nodes
ReMauve 1 9 1 2 2 3
Mr-Smoti 6 - 10 - 0 -

Leaves
ReMauve 3 10 5 4 3 3
Tilde-RT 3 222 30 58 44 64
Mr-Smoti 8 - 14 - 3 -
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