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Abstract

The paper presents an application of the Variance Gamma distribu-
tion to price multivariate derivatives. The paper focuses on the prac-
tical implementation of the model in a multivariate setting. Several
calibration procedures are discussed and applied to examples. In par-
ticular, we focus on the pricing differences for several exotic structures
between the MultiVariate Variance-Gamma Model and the MultiVari-
ate Black-Scholes Flat Volatility Model.

1 Introduction

Extending the vast library of univariate models to be able to price
multi-asset derivatives, is still a challenge in the field of Quantitative
Finance. In this paper, we will present a multivariate model, based
on the Variance Gamma distribution. This distribution has already
proven its modelling abilities for pricing derivatives in the univariate
setting, because the underlying distribution can take into account, in
contrast to the Normal distribution, skewness and excess-kurtosis. In
Section 2, we will recall the theoretical properties of the model. How-
ever, readers already familiar with the model in the univariate setting,
might go ahead towards Section 3 where we layout the different steps
for using the model in the multivariate case. We hope that our step-by-
step approach will help the readers to implement the model themselves.

A very important issue for any model to have practical use, is the
calibration procedure. We will be looking at the calibration from two
different viewpoints. First, we will assume market information is not
available for all the underlying assets, but only for the basket of the
combined assets (or for an index, similar to the basket). The calibra-
tion is then performed numerically. In this case, it is also very easy to
incorporate exotic multivariate options into the calibration process. In
particular, this approach can be useful for evaluating OTC contracts
and measuring VaR numbers in a portfolio.

∗ING Financial Markets, Financial Modelling, Marnixlaan 24, B-1000 Brussels, Bel-
gium. E-mail: Peter.Leoni@ing.be

†K.U.Leuven, Celestijnenlaan 200 B, B-3001 Leuven, Belgium. E-
mail:wim@schoutens.be

1



VG(σ, ν, θ)

mean θ
variance σ2 + νθ2

skewness θν
(

3σ2 + 2νθ2
)

/
(

σ2 + νθ2
)3/2

kurtosis 3
(

1 + 2ν − νσ4/
(

σ2 + νθ2
)2
)

Table 1: The characteristics for the Variance Gamma distribution.

In our second application, we start from an implied volatility sur-
face for each of the underlying instruments. By using the multivariate
generalization of the Carr-Madan vanilla pricing method [1], we can
calibrate the marginal distributions simultaneously. The joint struc-
ture, is taken into account afterwards by imposing the desired correla-
tions. For each of those approaches, we present some practical exam-
ples and we will price some exotic structures and compare the prices
and the sensitivity with respect to the correlation, to the outcome of
other models.

2 Specification of the Model

Let us start with the univariate Variance Gamma VG(σ, ν, θ) distribu-
tion, which is defined by its characteristic function

φ(u) =

(

1 − iuθν +
1

2
σ2νu2

)

−1/ν

. (1)

This distribution can take into account, in contrast to the Normal dis-
tribution, skewness and excess-kurtosis. A summary of some charac-
teristics of the distribution can be found in Table 1. We will extend the
model into a multivariate setting according to the technique described
in [6]. In [7], a symmetric version of a multivariate VG is initiated.
For some historical background on the VG model see [8].

To build the multivariate Variance Gamma model (MVG), we need
several ingredients. Recall that the density function of a Gamma(a, b)-
distribution is given by

fGamma (x; a, b) =
ba

Γ (a)
xa−1 exp (−xb) , x > 0,

where Γ (·) is the Gamma function. The Gamma distribution is known
to be infinitely divisible and by standard Lévy theory, one can build
out of such a distribution a process, with stationary and independent
gamma increments (for more details see [3]). So, consider a Gamma
process G = {Gt, t ≥ 0} with parameters a = b = 1/ν. This actually
means that Gt follows a Gamma(at, b) =Gamma(t/ν, 1/ν) distribution
and E[Gt] = t.
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Now take a N -dimensional Brownian motion that we denote as

~Wt =
(

W
(1)
t , . . . ,W

(N)
t

)

.

We assume that ~W = { ~Wt, t ≥ 0} is a process that is independent of the
Gamma process G = {Gt, t ≥ 0} and that the Brownian process has a
correlation matrix given by ρBR. Denote the corresponding covariance
matrix as ΨBR with on the diagonal the individual squared volatilities

(σ
(k)
BR)2 for each k = 1, . . . , N.
The dynamics for each asset in the multi-asset VG model (MVG)

are defined by

S
(k)
t = S

(k)
0 exp

(

Λ
(k)
t

)

, t ≥ 0 (2)

with
Λ

(k)
t = µ(k)t+ θ(k)Gt + ω(k)σ

(k)
BRW

(k)
Gt
. (3)

In its general form, we allow both the volatilities σ
(k)
BR and the correla-

tion to be given exogenously. The ω(k) parameters are the volatility-
adjustments. Below we will show how the correlation matrix between
the logreturns of the assets and the correlation between the Brownian
components in the model are related.

Once the individual volatilities and the correlation matrix are fixed,
there remain one background parameter ν and 2N asset-dependent
parameters θ(k) and ω(k).

If we take θ(k) = 0, ω(k) = 1 and ν = 0, we will say that ~S =
{~St, t ≥ 0} follows a multivariate Black-Scholes model (MBS). This
shows that the MVG model can be seen as an extension of the classical
Black-Scholes model in the multivariate setting.

We note that the Variance-Gamma model belongs to the class of
incomplete models for which there does not exist a unique equivalent
martingale measure. This means that there exists more than one risk-
neutral measure. In our multivariate setting, we will turn to the one
that is most often used in the single-asset case, namely the mean-
correcting martingale measure. This corresponds to taking the drift
terms as follows:

µ(k) =
(

r − q(k)
)

+
1

ν
ln

(

1 − 1

2
ν
(

ω(k)σ
(k)
BR

)2

− θ(k)ν

)

, (4)

where r is the risk-free interest rate and q(k) is the dividend yield for

asset k. Summarizing, we can say that at each time t, the term Λ
(k)
t in

the exponential of (2) consists out of the risk-neutralizing drift and a

VG

(

ω(k)σ
(k)
BR

√
t, ν/t, tθ(k)

)

distributed part.

Denote the characteristic function of Λ
(k)
t by φ

(k)
t (u) = φ

(k)
Λt

(u) =

E

[

exp
(

iuΛ
(k)
t

)]

. Because the distribution is infinitely divisible we can

derive from (1)

φ
(k)
t (u) =

(

φ
(k)
1 (u)

)t

=

(

1 − iuθ(k)ν +
1

2

(

ω(k)σ
(k)
BR

)2

νu2

)

−t/ν

exp
(

iuµ(k)t
)

.
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Now we will turn to the multivariate properties in the model.
Therefore fix asset k and asset j. We can investigate the dependency
structure in the model by focussing on the joint distribution for ~Λ =
(

Λ
(k)
1 ,Λ

(j)
1

)

where we will drop the subscript in case t = 1. The two-

dimensional characteristic function of ~Λ is given by

ϕ (~u) = E

[

exp
(

i~u · ~Λ
)]

,

where we used the two-dimensional scalar or dot product: ~u · ~Λ =
u(k)Λ(k) + u(j)Λ(j). Since in our multivariate setting the Gamma pro-
cess is taken independent of the Brownian component, we are able to
calculate this quantity further by splitting the expectation into an in-
tegral over the Gamma-part and and integral over the Brownian part:

ϕ (~u) =

∫

R×R

fBrownian

(

z(k), z(j)
)

∫

∞

0

fGamma (x; 1/ν, 1/ν) (5)

× exp
[

i~u ·
(

~µ+ ~θx+
−−−−−−→
ωσBRWx

)]

dx d
(

z(k), z(j)
)

, (6)

where fBrownian (zk, zj) is the density function for a two-dimensional
Brownian motion with correlation (ρBR)kj . We used the following
short-hand notations:



















~µ =
(

µ(k), µ(j)
)

~θ =
(

θ(k), θ(j)
)

~ω =
(

ω(k), ω(j)
)

−−−−−−→
ωσBRWx =

(

ω(k)σ
(k)
BRW

(k)
x , ω(j)σ

(j)
BRW

(j)
x

)

.

Making use of the properties of the Gamma integral and Brownian
integrals, we easily obtain the following expression:

ϕ (~u) = exp (i~u · ~µ)

(

1 − iν~u · ~θ +
1

2
ν~u ·

((

~ωT ~ω ⊗ ΨBR

)

~u
)

)

−1/ν

, (7)

with ⊗ standing for an element-wise multiplication. From this charac-
teristic function, it is very easy to calculate any relevant moment. For
instance, we can obtain the covariance between Λ(k) and Λ(j) from the
function ϕ (~u) by

(Ψassets)kj = E

[

Λ(k)Λ(j)
]

− E

[

Λ(k)
]

E

[

Λ(j)
]

= − ∂2

∂u(k)∂u(j)
ϕ (~u)

∣

∣

∣

∣

~u=0

+
∂

∂u(k)
ϕ (~u)

∣

∣

∣

∣

~u=0

∂

∂u(j)
ϕ (~u)

∣

∣

∣

∣

~u=0

=
(

~ωT ~ω ⊗ ΨBR

)

kj
+ ν

(

θT θ
)

kj

= ω(k)ω(j) (ΨBR)kj + νθ(k)θ(j). (8)

In matrix-formulation, this reads:

Ψassets = ~ωT ~ω ⊗ ΨBR + νθT θ. (9)
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This clearly shows that, even if we assume the Brownian compo-
nents to be independent of each other, one still obtains a correlation
between the different assets because of the common time-clock. In fact,
the parameter ν introduces a common time-change for all the assets
and makes the assets jump simultaneously. Hence, it can be seen as a
background parameter that lets time evolve faster or slower, depend-
ing on the market conditions. One of the assumptions in the model
is that all assets experience the same stochastic clock. It has been
explained elsewhere [4] that the stochastic time-clock in e.g. the Vari-
ance Gamma model, is another way of making the volatility stochastic.
Note that Black-Scholes corresponds to the case that the time-clock is
not stochastic but linear and hence ν = 0, together with unity volatility
adjustments ω(k) = 1 and the skew-parameters set to zero θ(k) = 0.

3 How to Use the Model in Practice ?

In practice, individual volatility and correlation information is often
available. We will now illustrate how to convert this information into a
covariance matrix that can be used in our model. In order to illustrate
this, we assume three underlying assets, with individual volatilities
given by ~σassets and a correlation matrix between the log-returns of
the assets given by ρassets with e.g.

~σassets = (15%, 20%, 25%) ,

ρassets =





1 0.70 −0.50
0.70 1 0.10
−0.50 0.10 1



 .

Hence the covariance matrix between the log-returns of the assets
Ψassets is given by

Ψassets =





0.0225 0.0210 −0.0187
0.0210 0.040 0.0050
−0.0187 0.0050 0.0625



 .

If we take the background parameter as ν = 0.25 and the individ-
ual skew parameters as ~θ = (−0.15,−0.10,−0.05) and the volatility
adjustment factors as ~ω = (1.1, 1.0, 0.9) we derived in (8) how to cal-
culate the covariance matrix between the Brownian motions ΨBR from
the actual covariance matrix for the assets Ψ. In particular we had the
following relation (9) between the covariance matrices:

Ψassets =
(

ωTω
)

⊗ ΨBR + νθT θ,

where ⊗ stands for an element-wise multiplication. Clearly this mul-
tiplication can easily be inverted by using an element-wise division
(denoted by the symbol ⊘) and we obtain that:

ΨBR =
(

Ψassets − νθT θ
)

⊘
(

ωTω
)

=





0.0139 0.0157 −0.0208
0.0157 0.0375 0.0042
−0.0208 0.0042 0.0764



 .
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From this covariance matrix between the Brownian components, we
can easily read off the correlation matrix and the individual volatilities
that enter as input parameters into the model in order to obtain the
correct correlation matrix and volatilities for the assets:

~σBR = (11.81%, 19.36%, 27.64%) ,

ρBR =





1 0.6857 −0.6368
0.6857 1 0.0778
−0.6383 0.0778 1



 .

Note that the entries in correlation matrix that enter the model are
smaller than the ones in ρassets. The reason lies in the fact that the
common stochastic Gamma clock that is part of the model, increases
the correlation. In order to match the real correlation between the
underlyings, the calculation has to be performed with the adjusted
parameters. One of the strengths in the model, is that we have an
explicit relation between the correlation matrix between the logreturns
of the assets and the correlation of the Brownian components.

Once the parameters are fixed, we can generate the paths for the
underlying asset as follows:

1. Set the time-horizon, e.g. T = 10.

2. Set the time-step, e.g. ∆t = 1/250.1

3. Simulate the stochastic clock by generatingM = T/∆t of Gamma(∆t/ν, 1/ν)
numbers.

4. For each step,

(a) generate N random normal numbers (independently) ~z =
(z1, . . . , zN ).

(b) Convert those random numbers to correlated random num-
bers by using the Cholesky decomposition of the correlation
matrix.

(c) Calculate the path of each asset over the time-step by using
(2) , (3) and (4) .

The result for the parameters in the above example, is shown in
Figure 1. It is clear that the blue and green line correspond to the
asset 1 and asset 2 since they are clearly highly correlated. The red
line corresponds to asset 3.

4 Calibrating the Model

In the remainder of the paper, we will be looking at various examples
in different settings. The first setting assumes that the implied volatil-
ity surfaces are not available for the individual assets, but only for the
basket of the shares (or for a relevant index for that matter). The

1Due to the constant parameters in the model, one does not have to generate interme-
diate time-points if they are not needed for the payout of the option. In particular, one
can simulate the distribution at maturity directly.
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Figure 1: A path for the MVG model with 3 underlying assets. The common
clock-parameter is set at ν = 0.25. The individual parameters for the assets
correspond to the example from Section 3.

individual volatilities and the correlation between the log-return of the
assets are estimated using historical data. This can be done in sev-
eral ways and as an illustration, we will use an exponentially-weighted
moving average method (EWMA).

The example will investigate a basket of 50 shares. Since in this
case, the amount of calibration data is so small compared to the num-
ber of parameters, we will focus on a special case of the model for
which all extra parameters in the MVG model are driven by the back-
ground. This will enable us to reduce the number of parameters to 3.
The calibration is then performed completely numerically using Monte
Carlo simulations. We will discuss the details in Section 5.

The second setting will persuit a different path. We will assume
that for each asset, the implied volatility surface is available. The
generic Carr-Madan formula [1] to price vanilla options is based on
the characteristic function and enables us to calculate the prices of
European Call options in Fourier space quite easily. For a single asset,
the call option prices in real-space are given by

C (K,T ) =
exp (−α log (K))

π

∫

∞

0

exp (−iv logK) ̺ (v) dv,

where K is the strike price of the option, T is the time to maturity
and the function ̺ (ν) is given by

̺ (v) =
exp (−rT )ψ (v − (α+ 1) i;T )

α2 + α− v2 + i (2α+ 1) v
,

with α a technical damping factor that can be taken e.g. at α = 0.75,
r the risk-free rate and ψ(u;T ) = E[exp(iu logST )], the characteristic
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function of the logarithm of an individual stock price process. Using
FFT, the calculation of this integral can be performed very fast on any
modern computer. Once the calculation of plain vanilla call options
can be done very fast, finding the best parameters to reproduce the
volatility surface is a relatively easy task when a good optimizer is
available.

In the multi-asset case, this calibration procedure can still be used
to fit all the marginal distributions. Note that all assets are modelled
as the exponential of a shifted Variance Gamma process. However, the
parameter ν is common in all processes. So we have to determine the
value of ν for which all volatility surfaces are fitted in the best possible
way. The joint distribution is then imposed by the correlation matrix.
We will discuss this further in Section 6.

5 Illustration in a less-liquid Market

5.1 Calibration

In this application, we will assume that market information is scarce
and the volatility surface is not available for all the underlyings, but
only for the basket as a whole. This can be the case when one has to
price or analyze multivariate OTC contracts with less-liquid assets in
the basket. While information on the sector might still be available,
the information for each asset might be lacking or too incomplete to
be useful.

Strike\Maturities 1M 3M 6M 1Y 2Y 3Y 5Y

150% 7.5% 7.5% 10.5% 13.6% 14.7% 15.4% 16.9%
130% 7.4% 8.4% 11.0% 13.7% 15.2% 16.2% 18.1%
110% 10.9% 13.2% 14.5% 15.7% 17.2% 18.3% 20.2%
105% 13.8% 15.3% 16.1% 16.8% 18.1% 19.0% 20.7%
100% 17.4% 17.6% 17.9% 18.1% 19.0% 19.8% 21.4%
90% 24.2% 22.3% 21.4% 20.6% 21.0% 21.4% 22.6%
80% 29.9% 26.8% 24.8% 23.1% 23.0% 23.0% 23.9%

Table 2: A realistic example of an implied volatility surface for a basket of
assets.

In order to illustrate the technique, we will consider a basket of
50 equally-weighted assets. We will assume the only implied market
information that is available, is given by the volatility surface for the
basket, given in Table 2. Since the method we will be using, is based
on Monte-Carlo simulation and no longer on closed formulae, we could

also include more exotic options (if the prices are available) in the
calibration process.

We used historical data to determine the covariance matrix Ψassets,
which is as noted above not the covariance matrix ΨBR that is used
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between the Brownian components. To estimate the correlation ma-
trix, we used one year of history and an exponentially-weighted moving
average method.

In total, the above procedure leads to a model containing 1 + 2N
parameters (i.e. the background parameter ν and the asset-dependent
skew parameters θ(k) and volatility factors ω(k)). Since in our example,
we will only include global basket information (the volatility surface)
and no other exotic prices, there is less use in keeping the parameters
asset-dependent. This would lead to an over-fitted model and a less
stable calibration. Therefore, we assumed θ = θ(k) and ω = ω(k) for
all assets. Hence the remaining parameters (ω, ν, θ) are all background
parameters.

Since calibrations that are performed completely numerically, can
be quite time-consuming, a lot of care has to be taken in the imple-
mentation of the code. The Monte Carlo method itself was written in
Matlab and was optimized in order to reduce the number of calcula-
tions. In Table 3 we summarized the computation time on a Intel(R)
Pentium(R) M 1.60 GHz for calculating all the call option prices cor-
responding to the various maturities and strikes as given in Table 2.

Number of Runs N=10 N=20 N=30 N=50

1000 0.19s 0.23s 0.28s 0.37s
5000 0.93s 1.20s 1.43s 1.94s
10000 1.90s 2.45s 2.90s 3.89s
25000 4.85s 6.22s 7.44s 10.11s

Table 3: Computation times for calculating the option prices corresponding
to the volatility surface in Table 2.

Further, we can use a double bootstrapping method to perform the
numerical calibration. This can be done whenever all the parameters
are background-driven. The procedure can best be explained in the
following spiralling scheme:

1. Start with the number of assets decreased, e.g. N = 10.

2. Set the number of runs to a rather low number, e.g. 1000 or 5000.

3. Determine a random set of initialization values Υ = {(ωm, νm, θm) , k = 1, . . . ,M}
with e.g. M = 100.

4. Use each of the initialization values from the set Υ to perform an
optimization.

5. Keep the best 10 to 20 resulting suboptimal parameters from
Step 4. Combine these values into a set and replace Υ by this
new set.

6. Increase the number of runs to e.g. 25000. and go to Step 4, but
this time in Step 5, keep only a few suboptimal values.
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Figure 2: The circles correspond to the market option prices and the crosses
to the model prices. The spot of the basket is taken at S0 = 1. On the
left, the calibrated model prices for the multi-asset Black-Scholes model
are shown. On the right, the calibrated model prices for the multi-asset
Variance-Gamma model are shown.

7. Increase the number of assets and re-run the procedure with the
suboptimal values determined in Step 6.

The procedure can of course be refined, depending on the specific
needs and more particularly on the number of assets. The scheme
above explains how the background parameters can be build up from
smaller baskets and refined when the basket grows. This can lead to a
more efficient use of CPU time, especially if one has no idea where the
ideal parameters should be. For a more extensive discussion on Monte
Carlo simulations and convergence enhancements, we refer to [2].

The fitted values for the parameters in the MVG(ω, ν, θ) are given
in Table 4. It turns out that a single asset calibration to the Variance
Gamma model leads to similar values for θ and ν.We can conclude that
the stochastic time-clock can indeed be initialized well with the single-
asset calibration. For comparison we also calibrated the model with
θ = ν = 0. This corresponds to a multi-asset Black-Scholes (MBS)
model. From Table 4, it becomes very clear that the RMSE (root
mean squared error between the model prices for the options and the
market prices) is much larger for the Black-Scholes model. This is
not surprising since a similar result is also valid in the corresponding
single-asset models. The calibration is further illustrated in Figure 2.

If we would compare the RMSE for the same data-set on a single
asset calibration, we would see a very similar number. This means
that the background parameters are capable of capturing the smile
and skew effects as good as in the single asset case.

Whenever price-information is available for more exotic options on
some or all of the underlying assets, the calibration can easily be ex-
tended to include those prices as well. If the payout of the exotic only
depends on the value of the assets at the times in Table 2, this will only
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ω ν θ RMSE

MBS 0.36 - - 2.02%
MVG 0.80 1.83 −0.13 0.64%

Table 4: The calibrated parameters for the multi-asset Variance-Gamma
(MVG) model, together with the corresponding RMSE.

increase the computation time slightly since most of the time goes to
the generation of the paths for all the assets and not to the calculation
of the payout.

5.2 Application: Individually-Capped Cliquet Struc-

ture

When the calibration is performed on the market information, we can
now turn to apply the model to price an exotic multi-asset structure.
We will study a cliquet payout where, at maturity the basket return
is calculated as usual, but with a cap for each individual asset. More
precisely, assume p periods with fixing dates t0 < t1 < . . . < tp that
are taken yearly (i.e. tj − tj−1 = 1) in the numerical example below.
The payout for the structure is given by:

p
∑

j=1

max

(

0,

N
∑

k=1

wk min

(

CAP,
S

(k)
tj

− S
(k)
tj−1

S
(k)
tj−1

))

(10)

where wk are the individual weights for the assets and N is the number
of assets. In our illustration, we will use 50 equally-weighted assets.
Let us consider the situation with CAP = 10%.

It is generally known that cliquet options are sensitive to skew. In
fact, it is commonly accepted that one cannot price a cliquet correctly
within a pure Black-Scholes model. By introducing individual caps in
the payout of this exotic, the need for a multi-asset option model that
allows for skew becomes apparent and we will use the MVG model
to generate a price. The sensitivities with respect to the background
parameters are shown in Figure 3. It becomes very clear that this
multi-asset model introduces great flexibility.

For comparison, we mention that the value of the option, calculated
with the MBS model (and the parameters from Table 4) is given by
0.048, which is significantly lower than the outcome of the MVG model.
Comparable to single-asset cliquet structures, the MBS price is also not
very sensitive to parameter variations. The value of the cliquet with
the MVG parameters from Table 4 is 0.184.
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Figure 3: The figure shows the sensitivities for the option price of a
individually-capped cliquet structure with respect to the background pa-
rameters θ and ν (for a spot price of the basket at start of S0 = 1). On the
left, the option price is plotted (for a fixed value of ν) as a function of θ. On
the right, the option price is plotted (for a fixed value of θ) as a function of
ν.

6 Liquid World

6.1 Calibration

In contrast to the setting in Section 5, we will now assume that we
have an implied volatility surface available for each asset. This means
that the marginal parameters can be calibrated using the Carr-Madan
method. The common time-change parameter ν will have to be fitted
such that the simultaneous calibration for all assets leads to the best
global fit. If we only use marginal information, it is clear that we can-
not determine the entries in the correlation matrix by this calibration.
We will therefore assume that the correlation matrix is still given ex-
ogenously, but the individual volatilities can be determined within the
calibration. It also becomes obvious that in this case the model given

in (2) and (3) is overdetermined. We therefore set σ
(k)
BR = 1 for all

assets.
To carry out the calibration, we use the following scheme:

1. Choose ν.

2. For each asset k, fit the marginal distribution by the Carr-Madan
FFT method and hence determine

(

ω(k), θ(k)
)

according to some
error-criterium (e.g. RSME).

3. Calculate the global error and go back to Step 1 until convergence
is reached.

This method will give you the best parameter combination to fit
the individual volatility surfaces altogether. However, the joint distri-
bution still has some degrees of freedom since the correlation matrix

12
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Figure 4: The Figure shows the result of the calibration of the MVG model.
The left pane corresponds to asset CBK and the right pane corresponds
to the asset GNI. The circles correspond to the mid-market call option
prices and the crosses correspond to the calibrated model-prices for the
MVG model. The Spot for each asset is set at 1.0.

is still undetermined. There are now several possibilities to proceed.
Either we use a exogenous approach and we assume that we already
know the correlation between the assets. In this case, this correlation
still has to be transformed to the correlation matrix for the model as
explained in Section 3.

However, if a sufficient amount of exotic option prices is available
(preferably exotics that are sensitive to correlation), we can defer the
correlation in the model ρBR directly by adding an extra Monte-Carlo
calibration step to the procedure. The entries in the correlation matrix
are then the parameters that have to be fitted.

However, note that since the number of correlation entries is N(N−
1)/2, we also need at least this many exotic prices to do the calibration.
Once the number of assets becomes too large this method is not very
useful in practice, and we don’t recommend using it. In summary, we
can complete the above scheme as follows:

4. Determine the correlation matrix between the logreturns of the
assets, by using one the following methods (the list is not exclu-
sive of course).

• Estimate the historical correlation (e.g. with an EWMA
method) matrix.

13



• Get the correlations between the assets from an external
source such as Bloomberg for very liquid assets.

5. Transform the correlation matrix according to relation (9) with
the optimal values

(

ω(k), θ(k)
)

and ν.

Asset CBK

Strike\Maturities 0.0384 0.1151 0.3836 0.6329

55.80% 60.30% 45.30% 31.90% 28.85%
74.40% 40.30% 31.80% 25.15% 23.35%
81.84% 32.30% 26.40% 22.45% 21.15%
85.56% 28.30% 24.05% 21.05% 20.05%
89.28% 24.85% 21.80% 19.65% 18.85%
93.00% 21.30% 19.50% 18.15% 17.65%
96.72% 18.00% 17.20% 16.55% 16.65%
98.58% 16.60% 16.07% 15.85% 16.10%
100.44% 15.60% 14.95% 15.15% 15.55%
104.16% 14.83% 13.90% 14.05% 14.55%
107.87% 14.07% 13.80% 13.25% 13.75%
111.59% 13.30% 13.70% 12.80% 13.38%
115.31% 13.30% 13.67% 12.35% 13.02%
119.03% 13.30% 13.65% 12.15% 12.65%
126.47% 13.30% 13.60% 11.75% 12.38%
141.35% 13.30% 13.70% 11.55% 11.85%
163.67% 13.30% 13.85% 11.25% 11.45%
185.99% 13.30% 14.00% 10.95% 11.05%

Div Yield 7.65% 4.59% 4.01% 2.90%
Rate 3.96% 4.00% 4.19% 4.28%

Table 5: The implied volatility surface for the fictious assets CBK.

Now suppose we only have two assets, which we call Asset CBK
and Asset GNI. The individual volatility surfaces are given in Table 5
and Table 6. Note that since we will only be looking at short-dated
structures in the examples below, we have only included short matu-
rities in the Tables. The results of the calibration can be found in
Table 7 and Figure 4. It is clear that the simultaneous calibration on
both assets works particularly well. It is a well-known feature of the
Variance Gamma model that it can be effective when focussing on a
small range of maturities.

Suppose the correlation between the logreturns of asset CBK and
GNI is ρassets. From (8) , we can easily calculate how the asset-correlation
translates into a model-correlation:

ρBR =
ρassets − νθ(1)θ(2)

√

1 − ν
(

θ(1)
)2
√

1 − ν
(

θ(2)
)2
.
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Asset GNI

Strike\Maturities 0.0384 0.1151 0.3836 0.6329

46.80% 89.85% 52.13% 39.55% 34.77%
53.48% 79.35% 47.77% 36.65% 32.57%
66.86% 58.35% 39.06% 30.85% 28.17%
73.54% 47.85% 34.70% 27.95% 25.97%
80.23% 37.55% 30.40% 25.05% 23.97%
86.91% 29.35% 25.70% 22.45% 21.77%
93.60% 22.15% 21.10% 19.55% 19.47%
96.27% 20.28% 19.30% 18.45% 18.62%
97.61% 19.35% 18.40% 18.05% 18.12%
100.28% 16.35% 16.70% 16.95% 17.27%
102.96% 15.75% 15.17% 15.99% 16.49%
104.29% 15.18% 14.40% 15.51% 16.10%
106.97% 14.05% 13.85% 14.55% 15.32%
113.65% 11.21% 13.90% 13.55% 13.97%
120.34% 8.38% 13.95% 12.55% 13.37%
133.71% 2.71% 14.05% 10.55% 12.17%

Div Yield 0.00% 0.00% 0.00% 0.00%
Rate 3.96% 4.00% 4.19% 4.28%

Table 6: The implied volatility surface for the fictious assets GNI.

6.2 Applications: Pricing Exotics

For all our examples in Table 8 below we will use a correlation be-
tween the logreturns of the assets of ρassets = 65%. This corresponds
to a correlation of ρBR = 64.95% with the calibrated values from Table
4. Now all the model parameters are determined, we can use the model
to price some exotic structures. The outcome will be compared to the
Black-Scholes model and a simulation from a smoothed implied distri-
bution model2. The implied marginal distributions, corresponding to
a maturity of T = 0.5 can be found in Figure 5 for both assets.

6.2.1 Rainbow Option: Worst-Of Call.

Let us now consider the value of a 6-month Rainbow option, where the
payout at maturity is defined as:

max

(

min

(

S
(1)
T − S

(1)
0

S
(1)
0

,
S

(2)
T − S

(2)
0

S
(2)
0

)

, 0

)

.

2The implied distribution for a given strike at a given maturity is given by p(K, T ) =

erT ∂
2
C

∂K2 and can hence be derived from the implied volatility surface.
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ν ω θ RMSE

Common 0.2570 - -
CBK - 0.1325 −0.2094 0.09%
GNI - 0.1406 −0.2301 0.12%

Table 7: The calibrated parameters for the multi-asset Variance-Gamma
(MVG) model applied on a basket of two assets, together with the corre-
sponding RMSE.
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Figure 5: The Figure shows the smoothed implied marginal distribution for
both assets, corresponding to a maturity T = 0.5. The Spot for each asset
is set at 1.0.

6.2.2 Rainbow Option: Best-Of Call.

Another type of rainbow option, is the best-of call with payout defined
by:

max

(

max

(

S
(1)
T − S

(1)
0

S
(1)
0

,
S

(2)
T − S

(2)
0

S
(2)
0

)

, 0

)

,

where again we assume a maturity after six months.
The sum of both rainbow options, should be model-independent

and corresponding to the sum of the two call options. However, due
to the calibration error (for the MVG) and the fitting error (implied
distribution), there is a small mismatch. A second problem with the
implied distribution is that it is not clear what correlation one should
use as an input correlation, to obtain the desired correlation between
the assets. For the MVG we use the corrected correlation as an input,
but for the implied distribution, we used an input correlation of 65%.

By the trial-and-error method, it becomes clear that in the cor-
relation between the implied distributions should be higher (around
67.75%) in order to realise the desired correlation between the logre-
turns of the assets but since we have no closed formula for this trans-
formation, the calculations were done using the naive approach in the
Implied distribution.

In both rainbow options, besides the effect of correlation, the effect

16



MVG MBS Implied
Call CBK 4.53% 4.46% 4.47%
Call GNI 5.94% 5.91% 5.92%
Worst-Of Call 3.52% 2.93% 3.22%
Best-Of Call 7.00% 7.43% 7.14%
Spread Option 2.21% 3.05% 3.07%
Two-Asset Correlation 2.65% 2.56% 2.41%
Individually-Capped Cliquet 12.61% 4.41% -
Reverse Cliquet 12.64% 46.53% -

Table 8: Various models applied to price the exotic options. The correlation
between the logreturns of the assets is assumed at ρassets = 65%.
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Figure 6: The sensitivities of various exotic derivatives is shown with respect
to the correlation between the logreturns of the assets in the MVG model.

of skew is also relevant since the payout can be seen as a call spread
with a stochastic floor or cap. We clearly see in Figure 6 that the flat-
vol Black-Scholes price systematically deviates from the MVG price
since it does not take into account the skew.

Skew cheapens the Best-Of call and makes the Worst-Of Call more
expensive. If the correlation is increased, both assets tend to align and
the minimum of both assets is increased and the maximum is decreased,
with an obvious effect on the price.
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6.2.3 Spread Option.

Now consider the 6-month spread option with payout at maturity de-
fined as

max

(

S
(1)
T

S
(1)
0

− S
(2)
T

S
(2)
0

; 0

)

.

For this structure, we expect the price to react conversely to increasing
correlation. The more the assets are aligned, the less the spread and
hence the lower the payout. This is also illustrated in Figure 6. The
price difference between MBS and MVG is more explicit at negative
correlations.

6.2.4 Two Asset Correlation Option.

The two-asset correlation option is a vanilla option on the first asset
that is activated if the second asset is below or above a certain strike
B. We will assume the following payout:

max

(

S
(1)
T − S

(1)
0

S
(1)
0

; 0

)

if
S

(2)
T

S
(2)
0

− 1 ≥ B, zero otherwise.

We assume the strike B = 10%. From the payout, it is also clear that
higher correlation increases the price (see Figure 6).

Interestingly, the price of MVG and MBS cross at a correlation
around 80%. Indeed in Table 8, the price difference between both
Models is rather small. However, away from this cross-section point,
the difference in pricing becomes more important.

6.2.5 Individually-Capped Cliquet.

We already introduced the Cliquet structure in (10) . We will now
assume weekly periods with restrikes at the start of the period, so
p = 26. The value for the individual caps are set at CAP = 5%. We
also impose a floor per period at Floor = −3% and we assume both
assets are equally weighted and a global zero-floor. The formula for
the payout is given by

p
∑

j=1

max

[

0,max

(

Floor,
1

2

2
∑

k=1

min(CAP,
S

(k)
tj

− S
(k)
tj−1

S
(k)
tj−1

)

)]

It is generally known that the payout of these kind of products is
very sensitive to skew. A flat volatility model like MBS is not able
to calculate the price correctly. In fact, it leads to a huge under-
estimation of the risk since the short time skew is so explicitly present
in both volatility surfaces from Table 5 and Table 6.
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6.2.6 Reverse Cliquet

A reverse cliquet option is a product with periodic resets of the strike.
The payout provides a fixed premium B lowered by each (periodic)
negative performance. Our example will be using weekly resets and
while calculating the performance, we only consider the best perfor-
mance of both assets. More formally, we write our fixing dates as
0 = t0 < t1 < . . . < tp = T with ti+1 − t1 = 1/52 (one week). The
payout is given by

max



0;B −
p
∑

j=1

min

(

0;max

(

S
(1)
T − S

(1)
0

S
(1)
0

,
S

(2)
T − S

(2)
0

S
(2)
0

))



 .

In our example we assume B = 50% and p = 26.
Any model without skew, will lead to a higher price. Since the

periods in this structure are so short, the price difference between
MBS and MVG is very large. The possibility that an asset moves a lot
during such a short period, is underestimated by a continuous model.

7 Conclusions

In the paper, we showed how one can extend the Black-Scholes multi-
variate model, by use of the Variance Gamma distribution. The MVG
model is rich enough to take into account skew and excess-kurtosis by
only a limited number of parameters. For risk applications where one
is more interested in the general exposure of a portfolio when e.g. the
skew in the market increases, the parameters in the MVG model can
be assumed to be driven by the background. This reduces the num-
ber of parameters to 3. The calibration information can then also be
assumed to be only on the basket level. The model allows calibration
to this background information and yet to examine real multivariate
derivatives. However, for many risk calculations, it might also be useful
to include exotics in the calibration process. Since the proposed cal-
ibration is numerical, even exotic structures where no closed formula
exists, can be taken into account.

When one wants to apply the model as a hedging or pricing model,
the approach presented in Section 6 is more useful. When focussing on
small maturities, it is known that the skew-effects cannot be explained
by a continuous model of the assets [5]. We showed that the MVG
model can present a possible outcome in the multivariate case. Since
the relation between the correlation for the logreturns of the assets and
the correlation matrix in the model is explicit, the dependency struc-
ture in the model is very transparent. In order to illustrate the MVG,
we presented the pricing of several exotic options, that are sensitive to
correlation and skew.

When we focus on small maturities, it becomes obvious that the
stochastic clock parameter decreases to a smaller value compared to
the outcome of the calibration on a larger range of maturities. The
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quality and added-value of the MVG calibration are both enhanced
when focussing on small maturities. It becomes apparent in the small
value of ν that the model introduces skew naturally and the usual
criticism on Lévy models that the paths don’t look realistic, becomes
less founded. Indeed, the MVG seems well-fitted to price short-dated
derivatives that are sensitive to skew. For this matter, the model can
also be used to extrapolate the implied volatility surface beyond the
market information.
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