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Abstract. An important di�erence in inductive bias between machine learning approaches is

whether they assume the e�ects of di�erent properties on a target variable to be cumulative or

not. We believe this di�erence may have an important inuence on the performance of machine

learning or data mining techniques, and hence should be taken into account when deciding which

techniques to use. We illustrate this point with some practical cases. We furthermore point out

that in Inductive Logic Programming, most algorithms belong to the class that does not assume

cumulativity. We argue for the use and/or development of ILP systems that do make this assump-

tion.

1 Introduction

Mitchell [16] de�nes the inductive bias of a machine learning system as the set of assumptions under

which the system is guaranteed to return a correct hypothesis. One could also say that inductive bias

is a set of conditions such that, if the conditions hold, the system can be expected to perform well,

whereas if the conditions do not hold it can be expected to perform less well.

An important piece of inductive bias, which to our knowledge has not been stressed a lot in the

machine learning literature, is that of cumulativity of features. In the attribute value setting, one could

say that two attributes have a cumulative e�ect if the e�ect of both together can roughly be described as

the sum of their separate e�ects. This notion is similar to what in statistics is sometimes called addivity,

but we use it here in a broader and less formal sense.

Results obtained for several practical cases suggest that whether an inductive system assumes cu-

mulativity or not has an important inuence on its performance; hence we believe this should be an

important issue when deciding which system to use for a certain task. Our impression is that this is-

sue is often ignored, and that results on certain tasks may be improved if cumulativity is deliberately

taken into account. Especially in the �eld of ILP, where few of the most popular algorithms assume

cumulativity, we expect this to be the case.

This paper is structured as follows. In Section 2 we will introduce our notion of cumulativity, and

in Section 3 we discuss its importance. In Section 4 we discuss a �rst case that illustrates our ideas.

In Section 5 we propose an ILP algorithm that builds a cumulative model. In Section 6 we discuss a

second case. In Section 7 we discuss related work and in Section 8 we conclude.

2 Cumulativity

In statistics (e.g. for techniques such as factor analysis and regression) the notions of additivity and

interaction are de�ned. Additivity can be explained as follows. Suppose there are two boolean variables
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Expressed in words: the e�ect of making both X
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and X
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true is the sum of the e�ect of making X
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true and that of making X
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true. If this property is not ful�lled, then X
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are said to interact.



Interaction between variables can also be interpreted as \the e�ect of X
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Since this notion of e�ects and additivity is relatively speci�c, as it assumes that the target variable

is numeric, we will use the term cumulativity to refer to a more general notion that is however similar

to the above. The e�ect a feature has on a target, is then informally de�ned as the way in which it

inuences the probability distribution of the target. If the target is numeric, the e�ect would probably

(but need not) be observable in the expected value

1

of the target; if the target is symbolic (e.g., can be

one of two classes pos or neg), the e�ect could be the inuence of the feature on the probability of the

target being pos.

We say that two features are cumulative if their e�ects are mutually independent, or in other words:

if their combined e�ect is a trivial composition of their separate e�ects.

3 The importance of cumulativity

Consider the task of predicting whether a molecule is toxic to humans. One could go looking for prop-

erties of the molecule that will cause it to be toxic, e.g., certain substructures occurring in it.

Let us �rst assume that toxicity is in fact a continuous variable: that the toxicity of a molecule could

e.g. be rated on a scale from 0 to 10. Assume furthermore that some molecule m

1

has toxicity 1 and and

contains a substructure S

1

that can be deemed responsible for this. Another example m

2

has toxicity 2

and contains a substructure S

2

. The remaining examples have toxicity 0 and contain neither S

1

nor S

2

.

Assume then that a new instance contains both S

1

and S

2

. The question is then whether we should

predict for the new instance

a) the mean of 1 and 2: 1.5

b) the sum of 1 and 2: 3

c) the maximum : 2

d) the minimum : 1

Note the di�erent biases of di�erent machine learning systems in this respect: an instance based

learner, noticing that the new instance is most similar to m

1

and m

2

(assume 2-NN here), might predict

1.5; a decision tree �rst testing the presence of S

2

might estimate 2 whereas one �rst testing S

1

might

estimate 1; and a linear regression method, noticing that molecules without S

1

and S

2

have toxicity 0

and that the presence of S

1

and S

2

increases toxicity by 1 and 2 respectively, might estimate 3. Which

estimate is best depends of course on the application domain. The inductive bias of the system should

be �t for the application under consideration.

We want to mention here that the bias of a learner is heavily inuenced by the representation of

hypotheses it uses, hence it may be useful to distinguish the bias of a representation and the bias of an

algorithm. For instance, consider the problem of learning an M -of-N concept: instances described by

N boolean variables belong to a concept C if at least M of these N variables are true. Representing

such a concept with a rule set where conditions are of the form \attribute=value" (where value is true

or false) requires a rule set with

�

M

N

�

= N !=M !(N �M)! rules in it, which could only be accurately

derived from a very large data set. On the other hand, using values 0 and 1 for false and true, a linear

combination of the variables together with a threshold (as would be learned by a perceptron) can easily

represent the correct solution. Note that in the case of M -of-N concepts, the di�erent attributes are

clearly cumulative. The concept can easily be learned from few examples using linear regression and

only with much di�culty using rule set induction, because the former makes a strong cumulativity

assumption and the latter does not do this at all.

Although the problem is most obvious in the case of regression, many classi�cation tasks that have

been considered in the literature are in fact discretized versions of regression tasks, and hence the above

problem can be expected to apply to them as well. Even when there is no continuous variable that is

1

conditionally on the feature value



naturally linked to the class variable, the e�ect of cumulativity may occur: one could think of features

having an e�ect on the probability that an instance belongs to a certain class.

Table 1 compares a number of di�erent methods for classi�cation and regression and tentatively

indicates how well they can handle cumulativity of features. We stress that Table 1 is only tentative :

we have not evaluated it experimentally yet, it is only based on the following reasoning, some of which

may yet turn out to be insu�ciently sophisticated.

Decision trees, in each node, split the set of examples into at least two subsets, and each subset is

handled independently. Assuming that the �rst split is based on a threshold c for some variable X

1

, then

subsequent splits using e.g. a variable X

2

may be completely di�erent in both subsets. This allows for

maximal interaction between the variables. If the e�ects of X

1

and X

2

are cumulative, one will typically

get tests on X

2

that are similar for the di�erent subsets. However, these tests now have be chosen based

on a smaller subset of the data, which reduces the probability that they will be recognised as good tests,

compared to the case where they would be evaluated on the whole data set.

Rule based inductive systems are quite similar to trees as far as cumulativity assumptions are

concerned. Since the rules may overlap these systems typically take into account slightly larger data

sets for each di�erent rule than trees do; but on the other hand, the conditions in di�erent rules are

chosen more independently. Rules are typically evaluated in isolation: when one rule �res, an example

will be classi�ed according to that rule; it does not make any di�erence if more than one rule �res for

the example (even though that may increase our con�dence that the classi�cation is correct). We thus

classify rule based inductive systems as non-cumulative.

Instance based learners that predict the mean or mode of the target variable looking at the k nearest

neighbours, do not make any explicit assumptions concerning cumulativity; they simply assume a kind

of continuity: if instances are near each another in the description space they will also be near each other

in the target space. One could say that the instance based learner makes a cumulativity assumption

exactly to the extent that such cumulativity is apparent from the nearest neighbours of the instance

for which a prediction is to be made. In some cases the assumption of cumulativity can be imposed,

however, by using e.g. linear regression in a local region around the example.

Neural nets, being based on the composition of linear combinations and non-linear threshold func-

tions, are able to handle both cumulativity and interaction: cumulativity because of the linear combin-

ations, interaction because of their multi-layeredness and the threshold functions.

Linear regression, by which we mean �tting a function that is linear in the predictor variables, by

de�nition is biased completely towards cumulativity. A similar statement can be made for Na��ve Bayes:

its assumption that attributes are conditionally independent given a value for the target variable, directly

translates to additivity when the logarithm of the class probability is considered as a numeric target

variable. Indeed, denoting the logarithm of a probability P (A) as l(A),
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Finally, logistic regression essentially amounts to performing linear regression after transforming

probabilities according to the logistic function; from this linear regression it inherits a bias towards

cumulativity.

4 Case 1: The Insurance Company

A practical case that led us to believe that making correct assumptions with respect to cumulativity is

important, is that of a data mining problem called \The Insurance Company" (sometimes also referred

to as \Caravans"). In this case the goal is to predict which people are most likely to buy a caravan

insurance policy (and hence are should be elected for direct mailing). This case was the subject of two

machine learning challenges: �rst the Belgian-Dutch \Benelearn-99 competition" and later (in 2000) an

international COIL data mining competition were based on it.



technique cumulativity interaction

decision trees - +

rule sets - +

instance based +/- +/-

neural nets +/- +/-

linear regression + -

na��ve Bayes + -

logistic regression + -

Table 1. Ability to handle cumulativity of di�erent machine learning approaches.

Thinking a bit about the problem of caravan insurance policies, one quickly suspects that the e�ect

of di�erent features may be cumulative. I.e., whether people have a caravan and want to insure it, will

typically depend on several factors such as how much money they have, what kind of travels they make,

how often they travel, etc. It would seem that people will typically buy a caravan insurance policy if

many of these indicators point in the right direction. If some of the feature values point in the opposite

direction, it becomes less likely that they will be interested.

For the Benelearn competition a large variety of algorithms were tried: neural networks, maximum

entropy modelling [5], Na��ve Bayes, decision trees, rule based approaches (both rules derived from

trees and rules induced using a genetic algorithm), linear regression, logistic regression, . . . Approaches

that scored very well in this competition were Gentle AdaBoost (based on logistic regression), Mac-

cent, Na��ve Bayes, neural networks, linear regression; whereas rule-based, tree-based and instance based

learners scored relatively bad. Although there are of course many possible reasons for the di�erences in

performance among the approaches (e.g., heavily skewed class distribution, . . . ), the results obtained

here correspond very nicely with what one would expect on the basis of cumulativity alone, when looking

at Table 1. While this result is far from conclusive, in our opinion it does provide motivation for further

exploration of the issue.

5 An ILP algorithm biased towards cumulative features

Most ILP algorithms (e.g. Progol [17], FOIL [19], ICL [4], . . . ) are essentially rule set induction systems,

and hence are biased towards non-cumulativity. Some exceptions are tree-based [1, 15], instance based [9]

and probabilistic systems (e.g., Bayesian learners [10], Maccent [5], or Cussens' probabilistic approaches

[3]). None of these seem to be as widely used as FOIL and Progol though. Possibly, in domains where

cumulativity is important, such systems (and especially the probabilistic ones) deserve more attention

than given up till now.

The approaches mentioned above aim at classi�cation. In many practical cases however, the target

value is continuous, and then regression systems are more directly applicable. In [21], Srinivasan et al.

argue in favour of combining inductive logic programming techniques with standard statistics such as

linear regression. One way to combine them, which is explored in their paper, is the following:

{ use an ILP system (Progol in this case) to learn rules predicting the discretized target variable

{ extract the bodies of those rules and consider them as boolean features (a feature being 1 for some

example if the body of the rule succeeds on the example and 0 if it fails)

{ describe the examples using the constructed features and apply standard linear regression, now using

the continuous target variable

In other words, the reasoning could be described as follows: since ILP systems do not assume cu-

mulativity and some standard statistical techniques do, in cases where both ILP and cumulativity are

important one can reconcile the demands by �rst using ILP to construct features and in a second phase

using a standard statistical technique that assumes cumulativity.

Note that this technique of feature construction (using a classical ILP system to construct structural

features, then use a propositional learner) has often been used recently, usually with good results, see

e.g. [22, 8]. But even though the experimental results are quite good, an approach such as the above one

raises the following questions:



{ Progol, like most rule-based approaches, yields a rule set of minimal size. From the point of view of

feature construction, it yields a small number of features that together allow for accurate predictions,

then stops. The reason for stopping is that more if-then rules would not increase predictive accuracy

and make the hypothesis needlessly complex. However, the fact that a rule set cannot be made more

accurate by adding more rules does not mean that e.g. a regression algorithm could not bene�t

from extra features. In other words, when this method is used for feature construction the stopping

criterion seems too strict; this may easily result in fewer features being constructed than is desirable.

It should be mentioned that this e�ect does not play for ILP systems that are more discovery-

oriented, i.e., return a maximal number of possibly interesting features; an example of this is the

Warmr system [7].

{ A second problem is that Progol, as used above, essentially uses a classi�cation heuristic. Features

that are good for classi�cation can be expected to also work well for the corresponding regression

problem, but are not necessarily optimal for that task. This e�ect could be avoided by using a

rule-based regression system such as FORS [13].

{ Finally, by not making the cumulativity assumption the features induced by Progol may be more

complex than actually needed. This would also be the case if a rule-based regression system (e.g.,

FORS) were used. Such a system will typically add conditions to the body of a rule until the

examples covered by the rule are su�ciently pure. Because the rule is evaluated in isolation from

the other rules, this will typically result in too many conditions being added (constructing overly

complex features, with low coverage).

In the light of the above considerations, the question naturally arises whether one could not construct

features using a heuristic that immediately takes into account the fact that they are going to be used for

linear regression. Indeed, it is easy to devise an algorithm that does exactly that. Table 2 gives an ILP

algorithm that constructs a model in the form of a linear equation with boolean features (0/1-encoded).

The algorithm bears some resemblance to stepwise linear regression, where variables are inserted one by

one into a linear equation, according to a greedy search that uses as heuristic the reduction in residual

variance caused by the insertion. This ILP algorithm di�ers mainly in the fact that besides adding

independent features it also tries to add features that are in fact re�nements of earlier inserted features.

Thus, in an inner loop it keeps on re�ning the feature that was last added until such re�nements do not

yield any gain; then it starts again with the most general query. By subtracting c from the target values

Y

i

of the examples covered by a query q

0

, the variance in target values explained by q

0

is e�ectively

removed so that the algorithm will subsequently focus on explaining other di�erences.

In fact, the above algorithm is only one of many possible approaches; the main reason for mentioning

exactly this algorithm here is that it has been recently been implemented as part of the Tilde system

[1]; the main reason for choosing this implementation was that it enabled maximal reuse of already

available functionality in Tilde.

6 Case 2: The Mutagenesis Database

We have compared Tilde (in its regression setting) and the above linear regression algorithm on the

Mutagenesis data set [23] which is a benchmark in ILP. The data set consists of 230 molecules that are

to be classi�ed as mutagenic or not (mutagenicity is in fact a continuous property but in practice the

main concern is predicting whether a molecule is safe (i.e. has low mutagenicity) or not; the threshold

value is 0).

For this experiment we have performed a 5-fold crossvalidation for both tree-based and linear regres-

sion (using the same folds for both methods). For each system predictions were sorted from high to low,

then true and false positive rates were computed in that order and ROC curves [18] were computed.

These are shown in Figure 1. From the �gure it is clear that the performance of the linear regression

algorithm is comparable to that of the decision tree method. An interesting point is that in the corners

of the diagram the linear regression ROC curve tends to stick closer to the borders than the regression

tree ROC curve. This is not unexpected: having a bias towards cumulativity, linear regression can be

expected to make fewer mistakes on cases where multiple features point in the same direction. (This



procedure ILP lin reg:

E := 0;

while improvement possible

q := true

while improvement possible

S := �(q) // � is a re�nement operator

q

0

:= argmax

r2S

heur(r) // �nd best re�nement of q

c :=

�

Y

q

0

�

�

Y

:q

0

E := construct expression(E, \+", c, \�", q

0

)

for all examples i covered by q

0

:

Y

i

:= Y

i

� c // remove the di�erences explained by q

0

q := q

0

E := construct expression(E, \+",

�

Y )

function heur(q):

V := variance of all examples

for all queries q in S:

V

1

:= variance of target variable for examples covered by q

V

2

:= variance of target variable for examples not covered by q

return V� weighted average(V

1

; V

2

)

Table 2. An ILP algorithm for linear regression.

e�ect is mainly interesting from the classi�cation point of view; from the regression point of view, lin-

ear regression may make exaggerated estimates (and hence larger errors) in such extreme cases, again

because of its bias towards cumulativity.)

This experiment con�rms that at least useful results can be obtained using the linear regression

algorithm proposed above. It does not provide evidence that cumulativity-oriented systems perform

better on this data set. Possibly our algorithm is biased too much towards cumulativity, and best results

would be obtained with an algorithm that is able to handle both interaction and cumulativity, but it

is also possible that this algorithm is insu�ciently sophisticated and that other purely cumulativity-

oriented algorithms could perform still better.

7 Related Work

The work by Freund and Mason on alternating decision trees [11] is related to this work in the sense

that alternating decision trees can be seen as extending the representation formalism of decision trees

in such a way that they can accomodate cumulative features. More generally, Friedman et al. [12] show

how boosting, a recent machine learning technique that often leads to very good results, can be seen as

a kind of additive statistical modelling.

The regression method we have proposed also bears some relationship to Brill's algorithm for

transformation-based learning [2] and its upgrade to ILP [6]. This algorithm, originating in natural

language processing, constructs an approximate classi�cation and then repeatedly constructs rules for

changing these classi�cations. The idea of consecutively updating the Y

i

in our algorithm partly has its

origin in this approach.

Work on propositionalisation of structural information, which enables the application of stand-

ard statistical techniques afterwards, includes Kramer's stochastic propositionalisation technique [14],

Srinivasan and King's work on feature construction [21], and in a sense also Sebag's work on distance

induction [20]. In these approaches, however, more indirect heuristics are used to construct features.

Finally, we mention that there are many applications in the �eld of (Q)SAR modelling where we

think there are a lot of opportunities for cumulativity-oriented ILP techniques, e.g. biodegradability

prediction [8], carcinogenicity prediction [22], . . .
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Fig. 1. ROC curves of regression trees and linear regression, compared on the Mutagenesis data set.

8 Conclusions

In this paper we have hypothesised that the assumption of di�erent features having (or not having)

cumulative e�ects on a certain target property constitutes an important part of the inductive bias of

many machine learning approaches. We have explained why we think this is the case, and discussed a

few cases that in our opinion illustrate and support the hypothesis. Obviously the experimental results

are supportive rather than conclusive; future work should include a more thorough validation of our

claims.

While to our knowledge the statement has not explicitly been made, the work of several researchers

suggests that there must have been at least an implicit awareness of cumulativity; for instance, the

use of ILP as a feature construction technique to afterwards apply linear regression can be seen as

an attempt to overcome the bias of ILP algorithms towards non-cumulativity. By making this point

explicit, we believe we have indicated opportunities for developing new ILP techniques (or changing

existing ones, or reconsidering the use of existing ones), that we hope will be able to perform better in

certain application domains.
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