
1 Introduction

When designing databases, the designer has to determine the structure of the

database by determining the extensional and intensional predicates, and by pro-

viding de�nitions for each of the intensional predicates. At present, there exist

few guidelines to help the designer in this task, which makes designing deductive

databases a hard task. Nevertheless, the design ultimately determines the quality

of the database.

In this paper, we present a novel approach, called inductive database design,

to assist database designers in their task. The key assumption underlying in-

ductive database design, is that it is often easy to give an example state of the

database in which all predicates (or relations) are de�ned extensionally. Given

such an example state, techniques from the �eld of inductive logic programming

can be used to discover clauses that are valid in the example state. The inductive

database design method we propose employs these clauses in order to transform

some of the extensional predicates into intensional ones. During this process it

is guided by the principle of compaction, which states that the better database

is the more compact one, i.e. that which requires less memory.

Besides de�ning predicates intensionally in function of already existing pred-

icates, the addition of new predicates, in function of which the existing ones

can be de�ned, may also result in further compaction of the database. Since

predicate invention is in general a very hard and unconstrained problem, we use

templates that clearly indicate when to introduce which new predicates, such

that compaction is guaranteed.

Next to �nding de�nitions, our inductive design method is also able to induce

integrity constraints (in the form of clausal theories) that are valid in the given

database instance.

The key assumption underlying any inductive technique is that the rules that

are valid in the given observation (the database instance) are likely to hold for

any observation. Of course, this assumption may not hold for ill-chosen instances,

where clauses may be valid due to coincidence. In this paper, we assume that

representative instances are employed.

One remaining and important topic for further research is how the presented

techniques can be enhanced in order to be capable of coping with small deviations,

inconsistencies and noise in the database instance used for the induction.

It is because of the assumption of representativity, that the techniques we

present are relevant for database design. Indeed, the compaction of the single

database instance for which the de�nitions are learnt, is not an aim in itself; it

merely guides the search for a good database design.

The techniques we present have been implemented in a system called IsIdd

(Interactive System for Inductive Database Design). Although these techniques

can � in principle� be used fully automatically, we believe that in the light of the

above considerations, it is more adequate to view IsIdd as an intelligent assistant
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that gives advice to the database designer, who should be capable of rejecting the

de�nitions and integrity constraints proposed by the system (in those cases where

the discovered clauses are valid by chance, and do not express general truths).

For this reason, the IsIdd system allows some user interaction.

The paper is organised as follows: in Section 2, we review some concepts

of deductive databases and logic programming; in Section 3, we review the in-

ductive logic programming system Claudien

[

De Raedt and Bruynooghe, 1993;

Van Laer et al., 1994; De Raedt and Dehaspe, 1995

]

, which will be adapted for

use in our inductive database design tool; in Section 4, we address the problem of

�nding intensional de�nitions for predicates; in Section 5, we present a method

for the invention of new predicates; in Section 6 we show how integrity constraints

can be derived; in Section 7, we discuss the IsIdd system in which these algo-

rithms have been implemented; in Section 8, we present some experiments; and

�nally, in Section 9, we conclude and touch upon related work.

2 Logic Programming Concepts and Datalog

The database framework we will use is based on the Datalog subset of clausal

logic

[

Ullman, 1989

]

. More speci�cally, we will use the following notions.

A clause is a universally quanti�ed logical formula of the form A

1

; :::; A

m

 

B

1

; :::; B

n

where the A

i

and B

j

are positive literals (atoms). The above clause can

be read as A

1

or ... or A

m

if B

1

and ... and B

n

. Extending the usual convention

for de�nite clauses (where m = 1), we call A

1

; :::; A

m

the head and B

1

; :::; B

n

the

body of the clause. A fact is a de�nite clause with empty body (m = 1, n = 0).

De�nition 2.1 A clause is ground i� it contains no variables.

De�nition 2.2 A clause is range-restricted i� all variables occurring in the head

also occur in the body.

Range-restriction is often imposed in the database literature, it allows to avoid

the derivation of non-ground true facts.

De�nition 2.3 An extensional predicate is a predicate de�ned by a set of functor-

free ground facts.

De�nition 2.4 An intensional predicate is a predicate de�ned by a set of functor-

free and range-restricted de�nite clauses.

An intensional de�nition can in principle contain facts, but will typically

contain only a few of them (e.g. the base case of a recursive de�nition).

De�nition 2.5 An integrity constraint is a range-restricted functor-free clause.
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De�nition 2.6 A deductive database is a tuple hE;I;ICi, where E is a set of

extensional predicate de�nitions, I is a set of intensional predicate de�nitions,

and IC is a set of integrity constraints.

The following notation is used to denote that the extensional de�nition of

some predicate p in a database is replaced by an intensional de�nition :

De�nition 2.7 If DB = hE;I;ICi, then DB(I

p

=E

p

) = hE�E

p

;I[I

p

;ICi where

E

p

is the complete extensional de�nition of p (so E contains no facts for p), and

I

p

is an intensional de�nition for p.

De�nition 2.8 The least Herbrand modelM(DB) of a deductive database DB is

the least Herbrand model of the de�nite clause theory consisting of the de�nitions

in E and I. The least Herbrand modelM(T ) of a de�nite clause theory T is the

set of all ground facts (constructed with the predicate and constant symbols in the

theory) that are logically entailed by the theory T .

The least Herbrand model of a database is important because it is usually

regarded as the declarative semantics of the database. We will also adopt this

view and henceforth assume that the meaning of the database is given by its least

Herbrand model. Following this view, two databases will be considered equivalent

i� their least Herbrand models coincide.

De�nition 2.9 Two databases are equivalent i� they have the same least Her-

brand model.

We will use the following notion of constraint satisfaction (in practice, the

de�nite clause theory will consist of the intensional and extensional predicate

de�nitions):

De�nition 2.10 A de�nite clause theory satis�es a set of integrity constraints i�

it satis�es all integrity constraints in the set. A de�nite clause theory T satis�es

an integrity constraint c i� c is true in the least Herbrand model of T , i.e. i�

for all ground substitutions � such that body(c)� � M(T ), it is also true that

head(c)� \M(T ) 6= ;.

When a de�nite clause theory satis�es an integrity constraint, we will also say

that the clause (representing the integrity constraint) is valid in the theory. To

verify whether a clause A

1

; :::; A

m

 B

1

; :::; B

n

is true in a de�nite clause theory

T , one can run the query B

1

; :::; B

n

;:A

1

; :::;:A

m

on a database containing T .

If the query �nitely fails, the clause is valid; if is succeeds, the clause is invalid.
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3 Inductive Logic Programming

In this section, we give a brief overview of the inductive logic programming system

Claudien

[

De Raedt and Bruynooghe, 1993; Van Laer et al., 1994; De Raedt

and Dehaspe, 1995; De Raedt and D�zeroski, 1994

]

.

The Claudien system starts from a de�nite clause theory T and a language L

(which determines the set of well-formed clauses that are allowed in hypotheses)

and �nds a set of maximally general clauses within L that are valid in the given

theory.

De�nition 3.1 Clause c

1

is more general than clause c

2

i� there exists a substi-

tution � such that c

1

� � c

2

(where clauses are seen as sets of literals).

We will also say that c

1

�-subsumes c

2

(cf. Plotkin

[

Plotkin, 1970

]

). As shown by

Plotkin, �-subsumption induces a partial order on the set of all possible clauses,

which is exploited by many inductive logic programming systems

[

Muggleton and

De Raedt, 1994

]

.

We can now illustrate the Claudien setting. Given the database

fmale(maarten); female(soetkin); human(maarten); human(soetkin)g

and as L the set of all constant-free clauses containing maximum3 literals,Clau-

dien would discover the following clauses, which are all valid in the database:

human(X) male(X)

human(X) female(X)

 male(X); female(X)

female(X);male(X) human(X)

Roughly speaking, Claudien works as follows (cf. Figure 1). It keeps track

of a list of candidate clauses Q, which is initialised to the maximally general

clause (in L). It repeatedly deletes a clause c from Q, and tests whether c is valid

in the theory. If it is, c is added to the �nal hypothesis, otherwise, all maximally

general specialisations of c (in L) are computed (using a so-called re�nement

operator �) and added back to Q. This process continues until Q is empty and all

relevant parts of the search-space have been considered. It should be mentioned

that Claudien employs several techniques to prune and optimize the search, cf.

[

De Raedt and Dehaspe, 1995

]

.

To specify the set of clauses to consider, i.e. the language bias, Claudien

employs so-called Dlab templates (cf.

[

De Raedt and Dehaspe, 1995; Dehaspe

and De Raedt, 1995

]

). For instance:

dlab_template('Q(X,Y) <-- 1-4:[P(X), P(Y), Q(X,Y), Q(Y,X)]').

dlab_var('P', 1-1, [male, female]).

dlab_var('Q', 1-1, [parent, father, mother]).
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Q := fmax(L)g

H := ;

while Q 6= ; do

delete c from Q

if c is valid in T

then add c to H

else add �(c) to Q

endif

endwhile

Figure 1: The Claudien algorithm (simpli�ed)

speci�es that clauses should have one binary predicate in the head, and one to

four predicates in the body. The dlab variables P and Q are placeholders for

real predicates; they can be substituted by the predicates in the corresponding

dlab_var declaration. Several occurrences of a dlab variable can be substituted

by di�erent predicates.

For instance, if unary predicates are male and female, and binary predicates

are parent, father and mother, then

father(X,Y)  male(X), parent(X,Y)

is part of the speci�ed language.

4 Finding Intensional De�nitions

As an intensional de�nition typically consists of a small set of rules, while an

extensional de�nition consists of a large set of facts, a database will be much

more compact if many predicates are de�ned intensionally. The question is then,

how extensional de�nitions can be turned into intensional ones in such a way that

the database becomes as compact as possible.

We will use the following approach. For each predicate, we try to �nd a set of

clauses that intensionally de�ne the predicate. These clauses should be as simple

as possible. They can be found using a modi�ed version of Claudien. In a

second step, we show how multiple predicates can be de�ned intensionally using

the results of the �rst step.

4.1 De�ning One Predicate Intensionally

While the Claudien system was designed to �nd all those clauses C in a hypoth-

esis space that are valid in a database, our goal is only to �nd a small number
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of clauses which together form a good intensional de�nition. To this end, Clau-

dien is run a number of times, and each time one best clause is searched for,

\best" meaning that the clause predicts more facts that have not been predicted

yet, than any other clause.

Because in each run, we are only interested in the best clause, it is possible

to prune the search space much more than when all solutions have to be found.

Instead of only pruning branches that can't lead to a solution, Claudien can

now prune any branch that can't lead to a better clause than the best one found

up till now. This causes a great gain in e�ciency, compared to the \standard"

Claudien system.

We want to make two remarks concerning the intensional de�nitions that are

found:

� The fact that the clauses in themselves are optimal (cause maximal com-

paction) does not guarantee that the set of clauses as a whole is also optimal.

If the de�nition consists of more than one clause, there may exist simpler

intensional de�nitions. However, the intensional de�nition is expected to

be close to minimal; therefore, we call it a \good" intensional de�nition.

� Claudien

�

either returns a complete intensional de�nition, or none at

all. Allowing it to return a partial de�nition would be interesting if one is

willing to allow hybrid predicate de�nitions (de�nitions that are partially

intensional, and partially extensional). However, in this paper we have

taken the approach that every de�nition is either intensional or extensional,

but not a mixture of both. That is why we demand that the intensional

de�nitions produced by Claudien

�

be complete. This constraint could

easily be removed, however.

A small problem with our approach is that in typical recursive de�nitions,

the base case is often one fact. Unless facts are allowed by the language

bias, Claudien

�

cannot produce this sort of recursive de�nitions. It should

be kept in mind, though, that there is an easy way around this problem:

adding a predicate in the database indicating the base case. When more

than one base case is present (for instance, when de�ning a predicate path,

the arcs are base cases) it is very natural to have a special name, hence

a seperate predicate, for the base cases (arc in the above example). This

shows that facts are not needed in recursive intensional de�nitions.

The modi�ed Claudien algorithm, which we call Claudien

�

, is shown in

Figure 2. Claudien

�

will only generate clauses within the language bias L that

de�ne the predicate p in terms of the predicates in P . The rootclauses with which

Q is initialized, depend on the language bias that is used.

We de�ne the compaction achieved by a clause c as comp(c;H

p

) = C(c) �

P (c;H

p

), where C(c) is the complexity of the clause, and P (c;H

p

) the sum of
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Procedure Claudien*(p : predicate, P : set of predicates, H

p

: set of clauses)

returns clause or none

Q := fmax(L)g

c

b

:= none

while Q 6= ; do

delete c from Q

if c is valid in T

then c

b

:= c

else

add �(c) to Q

remove from Q every r where comp(r;H

p

) � comp(c

b

;H

p

)

endif

endwhile

return c

b

Figure 2: Claudien

�

, the modi�ed Claudien algorithm

the complexities of the facts that can be derived using fcg [ H

p

but not us-

ing H

p

alone. The complexity of a clause or fact is the number of symbols

occurring in it. Every variable, constant and functor symbol is counted. For

instance, father(luc,soetkin) has complexity 3; father(X,Y) :- male(X),

parent(X,Y) has complexity 10 (\:-" and \," are also counted as functor sym-

bols). comp(c;H

p

) is the di�erence in the number of symbols in the database,

when the predicted facts are replaced by the clause. P (C;H

p

) is computed as

indicated in Figure 3.

The covers relation employed is intensional coverage.

De�nition 4.1 With covers(p;DB) we denote the set of all ground facts of p

Function comp(c : Clause, H

p

: set of clauses) returns integer

Let p be the predicate in head(c)

Let DB be the database obtained by deleting all facts for p

fH

p

is the set of de�nite clauses already found for pg

P (c;H

p

) =j covers(p;DB ^ H

p

^ c) j � j covers(p;DB ^H

p

) j

C(c) = number of symbols in c

return P (c;H

p

)� C(c)

Figure 3: Computing the number of new facts covered by a clause

7



logically entailed by DB :

covers(p;DB) = fp� j DB j= p�g

covers(p;DB) is the set of all the facts for p that are in the least Herbrand

model of DB.

It is easy to prove that this search algorithm is admissible, i.e. that the best

solution will always be found.

Theorem 4.1 Let c and d be clauses and let b be the best clause found so far,

given a current partial de�nition H

p

.

If comp(c;H

p

) > comp(b;H

p

) then for every re�nement d of c, comp(d;H

p

) >

comp(b;H

p

).

Proof: Claudien

�

re�nes clauses only by adding literals of the form Q(: : :)

to them, where Q is a database predicate. This increases the complexity of the

clause. Therefore, as d is a re�nement of c, C(d) > C(c). On the other hand,

P (d;H

p

) � P (c;H

p

) since the set of facts predicted by d is a subset of the set

of facts predicted by c. As comp(d;H

p

) = C(d) � P (d;H

p

) and comp(c;H

p

) =

C(c) � P (c;H

p

), we get comp(d;H

p

) > comp(c;H

p

) and hence comp(d;H

p

) >

comp(b;H

p

). 2

In our implementation, the heuristic used to order the clauses in Q, is C(c)+

N(c;H

p

)� P (c;H

p

), where N(c;H

p

) is the number of facts covered by fcg [H

p

that should not be covered (so it gives some idea of how much the clause will

still have to be re�ned before becoming valid). Although this heuristic does not

inuence the solution that will be found, a good heuristic will lead to better

clauses being found earlier, and will therefore allow more pruning.

It should be mentioned that other criteria for compaction might be used. The

formula C(c)=P (c;H

p

), for instance, would maximize relative compaction instead

of absolute. Comparing the performance of several compaction criteria seems an

interesting topic for future research.

As Claudien

�

only �nds one clause (the most compacting one), and this

clause is not necessarily complete as an intensional de�nition (there may still be

facts that cannot be derived by it), it has to be run repeatedly until every fact

of the predicate can be derived. This is shown in Figure 4.

When computing the compaction caused by a clause, only facts that are pre-

dicted by the clause and that are not predicted using any already existing rules for

the same predicate should be taken into account. That is why the facts predicted

by a clause that is added to the de�nition are marked.

We will call this algorithm that �nds an intensional de�nition, FID.

We now introduce the concepts of soundness and completeness.

De�nition 4.2 The intensional de�nition I

p

is sound w.r.t. the database DB

and the extensional de�nition E

p

i� the least Herbrand modelM(DB(I

p

=E

p

)) �

M(DB). I

p

is complete w.r.t. DB and E

p

i�M(DB(I

p

=E

p

)) �M(DB).
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Function FID(p : predicate, P : set of predicates) returns

intensional de�nition of p using predicates in P or

none

H

p

:= ;

while H

p

is not complete do

c := Claudien

�

(p, P)

if c 6= none

then add c to H

p

, and mark the facts predicted by c

else return none

endif

endwhile

return H

p

Figure 4: FID: an algorithm for �nding an intensional de�nition

Soundness means that no facts can be derived using this intensional de�nition,

that were not in the original database. Completeness means that every fact in the

extensional de�nition of the predicate can be derived with the intensional de�ni-

tion. Using soundness and completeness, the following condition for equivalence

can be stated.

Theorem 4.2 If I

p

is sound and complete w.r.t. DB and E

p

, then DB(I

p

=E

p

)

and DB are equivalent.

Proof: Soundness means thatM(DB(I

p

=E

p

)) �M(DB); completeness means

M(DB(I

p

=E

p

)) �M(DB). From this followsM(DB(I

p

=E

p

)) =M(DB). 2

If an intensional de�nition for a predicate p is found by the FID algorithm,

it is guaranteed to be sound and complete in the above sense.

Theorem 4.3 Any intensional de�nition found by FID is complete.

Proof: This follows trivially from the form of the algorithm : it only returns

an intensional de�nition for p if that de�nition is complete. 2

Theorem 4.4 Any intensional de�nition found by FID is sound.

Proof: (This is an informal proof; as the formal proof is rather technical, we

have included it in the appendix.)

The intensional de�nition consists of valid rules (as Claudien

�

doesn't induce

invalid rules). Now let S be the set of facts that is entailed by the original

database.
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For each application of any individual rule in the intensional de�nition, if

before the application of the rule no facts are in the database that are not in S,

the application of the rule itself can only allow the derivation of facts that are in

S (because of the fact that this one rule is valid). So, starting from any subset of

S, adding facts for p through application of some rule in p's intensional de�nition

still leaves us with a subset of S. Repeated application of the rules for p will not

change this. 2

These completeness and soundness properties guarantee that an intensional

de�nition found by FID can safely be used to replace the corresponding exten-

sional de�nition : the new database is equivalent to the original one.

4.2 Finding Several De�nitions

Having an algorithm that �nds an intensional de�nition for one predicate, it may

seem a trivial task to de�ne as much predicates as possible intensionally. However,

this is not so easy. The fact that two predicates have an intensional de�nition

does not imply that they can both be de�ned intensionally at the same time. An

intensional de�nition of one predicate may preclude an intensional de�nition of

another predicate. The following example illustrates this.

Example: Suppose we have a tiny database which contains the following

extensional de�nitions:

p(1). q(1).

p(2). q(2).

p(3). q(3).

There exists an intensional de�nition for p, which can replace its extensional

de�nition:

p(X) :- q(X). % intensional definition for p

and similarly, q can be de�ned intensionally using the following rule:

q(X) :- p(X). % intensional definition for q

However, we cannot replace both extensional de�nitions by their corresponding

intensional de�nition, as that would destroy the original information. There are

two correct ways of rewriting the database: de�ning p intensionally (using q in

its de�nition) and q extensionally, or the other way around. In both cases, the

redesigned database is equivalent to the original one. But a database consisting

of only intensional de�nitions, where p is de�ned in terms of q and q in terms

of p, would not be equivalent to the original one. Figure 5 gives an overview of

these four cases.

�
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p(1). p(1). p(X) :- q(X). p(X) :- q(X).

p(2). p(2).

p(3). p(3).

q(1). q(X) :- p(X). q(1). q(X) :- p(X).

q(2). q(2).

q(3). q(3).

(a) (b) (c) (d)

Figure 5: (a) original database; (b), (c): equivalent databases; (d): a database

that is not equivalent

This means that an extensional de�nition may be required, not only for the

predicates for which an intensional de�nition hasn't been found, but even for some

of those where one has been found. Notice that this is a problem of complete-

ness. Changing extensional de�nitions into intensional ones will never render the

de�nitions unsound, but may render them incomplete. We will call a de�nition

that becomes incomplete in the presence of some other de�nition, incompatible

with that de�nition.

De�nition 4.3 p and q are incompatible with each other i�

M(DB) =M(DB(I

p

=E

p

)) =M(DB(I

q

=E

q

)) 6=M(DB(I

p

=E

p

)(I

q

=E

q

)).

In the above example, the de�nitions for p and q are incompatible. In a

set of incompatible de�nitions, only some of them can be used to replace the

corresponding extensional de�nition.

To compute which predicates should be de�ned intensionally, we use the al-

gorithm in Figure 6. This algorithm computes a partition E;I of the predicates

P (with E the extensionally de�ned predicates, and I the intensionally de�ned

ones).

First, it initializes a set E

0

to the set of predicates for which FID is unable

to construct intensional de�nitions. These predicates will certainly have to be

de�ned extensionally, so E

0

� E. For every predicate that is not in this initial set

E

0

, an intensional de�nition exists, but whether this de�nition will be used may

depend on how the other predicates are de�ned. It is, however, possible to �nd a

set of predicates that can certainly be de�ned intensionally, irrespective of what

is done with the other predicates. We will call this set I

0

. The computation of

I

0

is the second part of the algorithm; we will see further on how I

0

is de�ned,

and how it can be computed.

After E

0

and I

0

have been computed, E and I

0

are initialized to E

0

and I

0

.

Now there may still be some predicates that are not in either of these sets. For

each of these predicates, it will be decided in the third step whether they will be

added to E or I. When all the predicates have been processed, the �nal partition

fE;Ig is known.
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procedure computeEI;

P := set of all predicates

for all p 2 P do

f(p) := FID(p;P)

endfor

E

0

:= fp 2 P j f(p) = falseg

�nd the dependency graph G

S := fall SCC's in G of at least 2 elementsg

I

0

:= fp 2 P j p 62 E

0

and p does not occur in Sg

E := E

0

I := I

0

for each SCC S 2 S:

E := choose ext(S);

add the predicates in E to E

add the predicates in S �E to I

endfor

Figure 6: Computing E, I

4.2.1 Computing I

0

To de�ne I

0

, we need the concept of a dependency graph.

De�nition 4.4 An intensional de�nition H

p

uses a predicate q i� q appears in

the antecedent of one of the rules of H

p

.

De�nition 4.5 Given a set of predicates with their de�nitions, the dependency

graph is a graph consisting of the predicates as nodes, and an arc from a predicate

p to a predicate q i� the de�nition of p uses q.

De�nition 4.6 A strongly connected component or SCC of a graph is a set of

predicates where a path exists from every predicate to every predicate in the set.

Example: Suppose we have a database with the following intensional de�-

nitions :

father(X, Y) :- male(X), parent(X, Y)

mother(X, Y) :- female(X), parent(X, Y)

ancestor(X, Y) :- parent(X, Y).

ancestor(X, Y) :- parent(X, Z), ancestor(Z, Y).
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parent

female male

mother father

 ancestor

Figure 7: An example of a dependency graph

and extensional de�nitions for male, female and parent. The dependency graph

is shown in Figure 7. There is one SCC in the graph, containing only the predicate

ancestor. �

For ease of writing, we will call a predicate complete if its de�nition is com-

plete, and say that it uses a predicate q if its de�nition uses it.

Suppose now that we have a set of predicates, and for each predicate an inten-

sional de�nition that was obtained by running FID, or an extensional de�nition

if FID didn't �nd an intensional one. Taking a look at the dependency graph for

these de�nitions, and the SCC's in it, we can then state the following properties

for these de�nitions :

� every extensional de�nition is complete

This is trivial : the extensional de�nition is the original one.

� a predicate that is not part of an SCC (implying that it has a non-recursive

de�nition), is complete if all the predicates it uses are complete

This follows from the fact that FID considers a de�nition of a predicate

p to be complete i� all the facts of p are predicted, assuming that all the

facts of the predicates that are used in the de�nition are available. If the

de�nitions of the predicates that are used in this de�nition are complete,

then all these facts can indeed be derived in the database, so all the facts

of p can be derived as well.

� a predicate that is part of an SCC with only one element (the predicate

itself; this means that the predicate is directly recursive, but not mutally

recursive with any other predicate) is complete if the other predicates it

uses are complete

FID checks the completeness of a de�nition for p by computing the least

Herbrand model of the database with the extensional de�nition of p re-

moved, and the current (partial) de�nition of p added. This is a correct

13



way of checking completeness of recursive de�nitions, again under the as-

sumption that the predicates used in the de�nition (apart from p itself) are

complete (as in the non-recursive case).

From this, it follows that every predicate for which an intensional de�nition

exists, and that is not in an SCC with at least 2 elements, can certainly be

de�ned intensionally. Only for a predicate in an SCC with at least 2 elements,

there can be incompatibilities with other predicates in the same SCC, so it may

be necessary to remove its intensional de�nition and replace it by an extensional

de�nition. Therefore, we de�ne I

0

as the set of predicates not in E

0

and not

belonging to an SCC with at least 2 elements (cf. the algorithm in Figure 6).

4.2.2 Adding the remaining predicates to E and I

Now, for the remaining predicates (those that do have mutual recursion in their

de�nitions), the system should be able to check whether they are complete, and

decide which of the incomplete predicates will be rede�ned, as well as how they

will be rede�ned (intensionally or extensionally, and in the former case �nd a

new de�nition). This rede�nition should of course make the incompatibilities

disappear.

The present IsIdd system does not bother to �nd new intensional de�nitions

(although this may be an interesting future extension), but immediately chooses

some predicates to be de�ned extensionally. This decision is based on an inspec-

tion of the dependency graph. The algorithm is shown in Figure 9. It is based

on the following observation.

When one predicate is rede�ned in such a way that it becomes complete, this

can cause other predicates to become complete as well. This will certainly hold

for predicates that are de�ned in function of only complete predicates. These

predicates can be found by studying the dependency graph.

Example: Suppose the following de�nitions have been found :

% (s and t extensionally defined)

p(X) :- s(X). q(X) :- t(X). r(X) :- p(X), q(X).

p(X) :- r(X). q(X) :- r(X).

The Venn-diagram in Figure 8 clari�es this database by giving an interpretation

in terms of sets.

There is one SCC in the dependency graph, containing the predicates p, q and

r. The de�nitions for p, q and r turn out to be incompatible : at least one of them

will have to be de�ned extensionally. Suppose we de�ne p extensionally, which

guarantees that p is complete. Then the completeness of r is still not guaranteed,

because r also uses the (possibly incomplete) predicate q. An analogous reasoning

holds for q. However, if r is de�ned extensionally, then p and q become complete,

14
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r 

Figure 8: (a) a set interpretation of the predicates p; q; r; s; t; (b) the dependency

graph for the de�nitions given in the example

as they only use the (now complete) predicate r and the extensional predicates s

and t. �

Now let S be the total size of all the extensional de�nitions of the predi-

cates in the SCC. If a predicate is de�ned extensionally, which causes it (and

possibly some other predicates) to become complete (under the assumption that

the predicates outside this SCC are complete), then the predicates for which the

intensional de�nition has become complete can certainly be de�ned by their in-

tensional de�nition, and will not need an extensional de�nition. Assuming the

intensional de�nitions are smaller than the extensional ones, this leads to a com-

paction : the new size S

0

< S.

The algorithm in Figure 9 works as follows. For every incomplete predicate

p, it looks what happens when p is de�ned extensionally, i.e. for which other predi-

cates the intensional de�nition becomes complete (procedure �nd new complete predicates).

It computes the di�erence between the sizes of the extensional and intensional

de�nitions of those predicates; we call this di�erence (C

p

) the compaction caused

by making predicate p extensional. The algorithm then chooses that predicate p

which causes the greatest compaction, and adds this to the list Q of predicates

that are to be de�ned extensionally. Keeping track of the predicates that have

become complete through this operation, it continues to execute this step until

no more incomplete predicates exist in the SCC.

In fact, the algorithm as described here computes a set of nodes in the SCC,

such that when the links departing from these nodes are removed, there are no

more loops in the SCC. An extra requirement is that the predicates corresponding

to these nodes have small extensional de�nitions. The algorithm performs a hill-

climbing search in order to �nd a solution that is close to minimal.
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procedure choose ext(SCC) returns list of predicates;

Q := ;

while not all predicates in SCC are complete do

for each incomplete predicate p in SCC do

S := �nd new complete preds(SCC, p);

I

p

:= size of intensional defs(S);

E

p

:= size of extensional defs(S);

C

p

:= E

p

� I

p

endfor;

choose the predicate p with maximal C

p

;

add p to Q

endwhile

return Q

procedure �nd new complete preds(SCC, p) returns list of predicates;

f�nds the predicates that become complete when p is assumed to be completeg

Q

0

:= fx 2 SCC j x is completeg [ fpg

Q := Q

0

repeat

for each q 2 SCC �Q:

if q uses only predicates outside SCC or in Q

then add q to Q

endfor

until Q does not change anymore

return Q�Q

0

Figure 9: Choosing which predicates in an SCC will be de�ned extensionally
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5 Predicate invention

With the above tools, intensional de�nitions are built that use only predicates

that are already in the database itself (apart from some user-speci�ed extra pred-

icates, such as equality). Suppose now that a database contains a symmetrical

predicate s=2 that cannot be de�ned intensionally in function of any other pred-

icates in the database. FID does not �nd a de�nition for s, so it will remain

extensional. However, the database can still be compacted by introducing a non-

symmetrical predicate s

0

=2, and using it to de�ne s=2 in the following way:

s(X;Y ) s

0

(X;Y )

s(X;Y ) s

0

(Y;X)

The extensional de�nition of s

0

is twice as small as the original de�nition of s,

which results in considerable compaction. The above intensional de�nition of s

would be found by FID, if s

0

was already part of the predicates in the database.

However, if this is not the case, the system should somehow have the ability of

adding new predicates to the database, if this will lead to further compaction.

The invention of new predicates is a well-studied problem in the machine

learning �eld (see e.g.

[

Stahl, 1993

]

). In general it is di�cult to decide when it

is necessary to invent a new predicate, and how this can be done. The IsIdd

system avoids these di�culties by adopting a very conservative approach. The

idea is that the user speci�es a number of templates, which contain the following

information:

� When should this method for predicate invention be used? A condition

is given in the form of a pattern, a clause that can be valid for a given

predicate. If this clause is valid, then the predicate conforms to the pattern

and will be rede�ned.

� Which new predicates should be introduced, and how should they be de�ned?

They will be extensionally de�ned, so this part of the template should give

a method for computing the facts that will be in the de�nition.

� How should the original predicate be de�ned? The de�nition of the original

predicate in function of the new predicates is given.

The invention of s

0

in the above example can then be speci�ed as follows :

if in a predicate s the following pattern is found :

s(X;Y ) s(Y;X)

then introduce s

0

, containing every

s

0

(X;Y ) for which s(X;Y ) ^ :s

0

(Y;X) holds

and de�ne s as

s(X;Y ) s

0

(X;Y )
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s(X;Y ) s

0

(Y;X)

The pattern is of course just a symmetry check. If the predicate is indeed

symmetric, then s

0

should contain all the facts s

0

(X;Y ) for which s(X;Y ) is in

the de�nition of s, and s

0

(Y;X) is not yet in the de�nition of s

0

; this way, s

0

will

contain exactly half as many facts as s. Finally, s can easily be computed from

s

0

.

Another example of a pattern that can lead to a new predicate, is the transi-

tivity condition : p(X;Y )  p(X;Z); p(Z;X). The following template could be

used for this :

if in a predicate s the following pattern is found :

s(X;Y ) s(X;Z); s(Z; Y )

then introduce s

b

, containing every

s

b

(X;Y ) for which in minimal set(X;Y ) holds

and de�ne s as

s(X;Y ) s

b

(X;Y )

s(X;Y ) s

b

(X;Z); s(Z; Y )

The in minimal set(X;Y ) literal should check whether s(X;Y ) is in some

minimal set necessary to generate the facts for s. The computation of this min-

imal set corresponds to �nding a subgraph of a graph, so that if there is a path

from X to Y in the original graph, there is also one in the subgraph; moreover

the subgraph should contain as few arcs as possible.

Using such templates, IsIdd is able to invent new predicates that are useful

to achieve a better compaction. However, the current template speci�cation lan-

guage is rather limited. For instance, the well-known decomposition of a database

schema into 3NF is a special case of predicate invention (see also

[

Flach, 1993

]

,

where the pattern is a functional dependency and the intensional de�nition of the

original predicate is simply a natural join of the new predicates. Unfortunately, it

is not possible to specify this using one template; rather, a large set of templates

is needed. E.g., the template

if in a predicate p the following pattern is found :

Y

1

= Y

2

 p(X;Y

1

; Z

1

); p(X;Y

2

; Z

2

)

then introduce p

1

and p

2

, containing every

p

1

(X;Y ) for which p(X;Y; ) holds

p

2

(X;Z) for which p(X; ;Z) holds

and de�ne p as

p(X;Y;Z)  p

1

(X;Y ); p

2

(X;Z)
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shows what should be done in the case of one speci�c functional dependency;

but for each possible FD such a template should be written, and this should be

done for predicates with di�erent arities.

Admittedly, this example is a bit far-fetched; existing techniques for the nor-

malisation of a database schema can be used, so there is no need to specify the

normalisation using our templates. Still, the example shows that the current

expressivity of the templates is rather small. Although it is useful in some cases

(e.g. symmetry and transitivity), it may prove advantageous to extend it further.

Nevertheless, we believe that the current examples show that this \controlled"

approach to predicate invention shows promise.

6 Integrity Constraints

6.1 Discovering integrity constraints

In general, the Claudien system can not only �nd de�nite clauses; it discovers

general clauses (with an empty head, or with more than 1 literal in the head)

that hold in the data. While these non-de�nite clauses cannot be used as part of

an intensional de�nition, they can be used as integrity constraints.

The reasoning behind this is the following. If the database instance that

is loaded is representative for all the possible instances of the database, then

constraints that hold in this instance might be constraints that hold in general.

For instance, if the sample database contains 100 persons who are all male or

female, but none of them is both male and female, then the clause

 male(X); female(X)

is valid in this instance. Now, if persons could be male and female at the same

time, then it would be a strange coincidence that our database instance does not

contain any such persons (as it is supposed to be representative). Therefore, it

can be concluded with high probability that in general, no persons can be both

male and female. The above clause is then an integrity constraint that holds over

the domain.

So, the inductive reasoning used to argue that the de�nitions found by FID

are (with high probability) correct, can also be applied to integrity constraints.

Although these integrity constraints are not interesting from the point of view of

compaction, they make a database more robust, in the sense that when facts are

added to it, it is possible to reject facts that are clearly in contradiction with the

existing facts.

6.2 Using Claudien to discover IC's

If we want to use Claudien to discover integrity constraints, we should �rst

de�ne the hypothesis space, i.e. a set of clauses containing every constraint we
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may be interested in. In general, as integrity constraints have a less restricted

form than rules used for de�nitions, the hypothesis space can easily become much

larger, and there will typically be many more solutions. In practice, it is not

uncommon for Claudien to produce hundreds or even thousands of clauses.

The language bias, through which the hypothesis space is de�ned, has of

course a large impact on the number of solutions found. Which language bias

will be used, depends on the goal of the discovery process. We can distinguish at

least two di�erent goals :

� From a pure knowledge discovery viewpoint, it is interesting to �nd as

many constraints as possible, even redundant ones (although the redun-

dancy should not be too obvious). For instance, the constraint

 sibling(X;Y );married(X;Y )

(siblings can't be married to each other) is implied by

 sibling in law(X;X)

(no-one can be his/her own sibling-in-law). This implication is not obvious,

however, and if an asexual alien biologist would study our world, an explicit

statement of the �rst constraint may well be of interest to it.

� From the point of view of database design, where we use integrity con-

straints mainly to make the database more robust (although other uses,

e.g. for query optimisation, can be interesting too), it is more interesting

to �nd some small set of constraints that implies as many constraints as

possible. The complexity of checking the constraints when facts are added

or removed is also important.

As we are mostly concerned with database design, we should try to �nd a

small, non-redundant set of easy-to-check constraints. The following observation

helps us with this.

Given a set of intensionally de�ned predicates I with their de�nitions, the

facts that can be derived for these predicates are totally determined by the facts

in the extensional de�nitions of the predicates in E. This means that if the inten-

sional de�nitions are correct, any error in the set of facts that can be derived for

an intensionally de�ned predicate must be caused by an error in some extensional

de�nition. For instance, if grandparent is correctly de�ned in function of parent,

and the database allows to derive some grandparent fact that is not true in reality,

then there must be some parent fact in the database that does not correspond to

reality either.

From this follows that, if some integrity constraint IC

1

on one or more in-

tensional predicates is violated, some other integrity constraint IC

2

on the ex-

tensional predicates must also be violated. Note that nothing is said here about
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the complexity of IC

2

, it may not even be expressible in clausal form; but it

must exist. Conversely, a set of constraints on the extensional predicates will

automatically entail many constraints on the intensional ones.

It therefore seems reasonable to de�ne the hypothesis space in such a way

that only extensional predicates can occur in the clauses. Many constraints on

the intensional predicates will then automatically be entailed (though maybe not

all; but it is impossible to de�ne a hypothesis space that includes every imaginable

constraint anyway), so the set of constraints can be kept small. Moreover, the

hypothesis space becomes much smaller, which results in an important e�ciency

gain. For these reasons, it seems appropriate to search for integrity constraints

on the extensional predicates only.

7 The IsIdd system

The above techniques have been implemented in the interactive system IsIdd,

which stands for \Interactive System for Inductive Database Design". The system

loads a purely extensional database, and then o�ers the user several tools for

restructuring the database.

7.1 Finding new de�nitions

The IsIdd system o�ers two di�erent possibilities for learning new de�nitions:

learning a de�nition for one predicate (single predicate learning), or learning

de�nitions for all the predicates that are not intensionally de�ned yet (multiple

predicate learning).

7.1.1 Learning de�nitions for multiple predicates

De�nitions for multiple predicates are learnt one at a time, so it is not possible,

at the time of learning one de�nition, to know how the other predicates are

de�ned. Therefore, at this point, incompatible de�nitions cannot be avoided.

The following approach is taken :

� When learning a rule, it is assumed that all the other predicates that did not

have an intensional de�nition when the multiple predicate learning process

started, have an extensional de�nition.

� When all the predicates for which de�nitions have to be learnt have been

processed, the resulting de�nitions are investigated, and extensional de�ni-

tions are replaced by intensional ones in the manner discussed above.

Basically, this is exactly the algorithm for computing E and I that has been

described in section 4.
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7.1.2 Learning a de�nition for one predicate

When learning a de�nition of one predicate, the de�nitions of all other predicates

do not change, and can be considered known. This means that the problem

of incompatible de�nitions can be avoided. When a rule is tested, the facts

generated by the rule can be computed using a bottom-up iteration (at this

moment IsIdd uses seminaive evaluation for this). If the predicate being de�ned

is part of an SCC in the dependency graph (taking into account the current partial

de�nition of the predicate that is being de�ned), the intensional de�nitions of the

other parts of the SCC are used for this computation. This implies that, when all

the facts of the predicate are generated using some set of rules, this set is certainly

compatible with all the other intensional de�nitions that are at this moment in

the database. Therefore, the FID algorithm as described in the previous section

will always return a de�nition that is compatible with the current de�nitions.

7.2 Predicate invention and �nding constraints

These tools are simply implementations of the algorithms described above.

The templates for predicate invention can be speci�ed in IsIdd in basically

the same way as the examples that were shown in section 5. For instance, the

symmetry template looks as follows :

invent_relation(rel: p/2,

newrels: [p_asymm/2],

pattern:(p(X,Y) :- p(Y,X)),

ext:[p_asymm(X,Y) where (p(X,Y), \+ p_asymm(Y,X))],

int:[(p(X,Y) :- p_asymm(X,Y)), (p(X,Y) :- p_asymm(Y,X))]).

The constraint searching algorithm is a simpli�ed version of the Claudien

system. It accepts as a parameter the maximal complexity of the constraints

(expressed by the number of literals they may contain).

7.3 Some implementational aspects

Of the di�erent algorithms that are used by IsIdd, those that search for valid

clauses in the database are computationally the most expensive. It seems, how-

ever, that these algorithms can still be sped up signi�cantly by re�ning the im-

plementation.

One reason for the computational complexity of the clause discovery algorithm

is that it must be able to cope with recursive de�nitions. If it were to handle

only non-recursive de�nitions, completeness of de�nitions could be tested using

extensional (instead of intensional) coverage, which is much faster, as a �xpoint

computation is then avoided. A possible compromise would be to let IsIdd

compute the extensional coverage to check whether a clause is sound, and only

when it is sound, compute intensional coverage. It can be proven that our search
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algorithm remains admissible when this is done. The disadvantage of this method

is that the current search heuristic (where the number of wrongly covered facts

is used as a measure of how close to correctness the clause is) cannot be used.

Some preliminary experiments we have performed, suggest that the disadvantage

of using a less good heuristic is relatively small, and that signi�cant speedups

can be obtained with this approach.

Finally, one might ask whether our approach will scale up to large databases.

Depending on the complexity of the clause, checking its validity may be quite

expensive in function of the size of the relations. However, it is not necessary

to use the entire database for the inductive process. As it is assumed that the

inductive system works with a representative sample database instance, it should

work equally well on a part of the database, as on the whole database. The

only condition is that this part is representative, which means that it will have

to be of some reasonable size, but this size is independent of the size of the

original database. Therefore, the size of the database, expressed in the number

of facts, is not really relevant to the complexity of the induction task, as long as

a representative part can be selected from it.

Unfortunately, in general it may not be easy to select a representative part of

the database. At this moment, the user is expected to supply the system with a

database instance that is of reasonable size. It would be interesting to investigate

in what way the process of selecting a representative part from a database can

be automized, so that IsIdd can decide itself whether the database instance is of

reasonable size, and if it is not, extract a part of it to work with.

8 An experiment

In this experiment, a small family database is analysed. This database contains

extensional de�nitions for the following predicates:

� parent(X,Y) : X is a parent of Y

� married(X,Y) : X is married to Y; both married(X,Y) and married(Y,X)

are represented

� grandparent(X,Y) : X is a grandparent of Y

� sibling(X, Y) : X is a sibling of Y

� sil(X, Y) : X is a sibling-in-law of Y

� pil(X, Y) : X is a parent-in-law of Y

� gil(X, Y) : X is a grandparent-in-law of Y

� aou(X, Y) : X is an aunt or uncle of Y
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dlab_template('class(X,Y) <-- 1-2:[p(X,Y), p(Y,X)]').

dlab_template('class(X,Y) <--

2-3:[1-1:[p(X,Z), p(Z,X)],

1-1:[p(Y,Z), p(Z,Y)],

1-1:[p(X,Y), p(Y,X)]]').

dlab_variable(p, 1-1, [grandparent, sibling, sil, pil, gil, aou, noc,

parent, married, noteq]).

dlab_variable(class, 1-1, [X]) :- currentclass(X).

Figure 10: The hypothesis space speci�cation using dlab templates

� noc(X, Y) : X is a niece or cousin of Y

The total size of this database is 2121 symbols.

As mentioned earlier, the hypothesis space is de�ned in Claudien using

dlab templates. These templates are shown in Figure 10. A construction of

the form m-n:[...] means that at least m and at most n literals from the

list can be chosen to be included in the clause. The literals themselves are

speci�ed using dlab variables, which are in some sense predicate variables: the

dlab variable p in Figure 10, for instance, can be substituted by exactly one of

the database predicates and the noteq (not equal) predicate. This last predicate

can be considered a background predicate: it is not really part of the database,

but can be used in database rules.

It should be mentioned here that the language bias used for this experiment

is quite speci�c. When the user has a good idea of the type of de�nitions that

should be found, using such a speci�c bias reduces the search space a lot, which

signi�cantly decreases the time needed to �nd the de�nitions. This is important

because, even with such a speci�c bias, much time is needed for the discovery

process. The quality of the design, however, is not inuenced by using a more

speci�c bias, as long as it does not exclude potentially interesting rules. So, the

bias speci�cation is one way in which the user can inuence the design process.

The following intensional de�nitions are produced by FID :

grandparent(X,Y) :- parent(X,Z) , parent(Z,Y).

sibling(X,Y) :- parent(Z,X) , parent(Z,Y) , noteq(X,Y).

pil(X,Y) :- parent(X,Z) , married(Y,Z).

gil(X,Y) :- grandparent(X,Z) , married(Y,Z).
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sil(X,Y) :- sibling(X,Z) , married(Y,Z).

sil(X,Y) :- married(X,Z) , sil(Z,Y).

aou(X,Y) :- sibling(X,Z) , parent(Z,Y).

noc(X,Y) :- aou(Z,X) , parent(Z,Y).

For parent and married, no intensional de�nition is found. Circular de�nitions

(by which we mean mutually recursive de�nitions that are incompatible with each

other) do not occur.

Next, a predicate invention step can be undertaken. The married predicate is

found to be symmetric, so a new predicate married asymm is invented, containing

the basic information in married but half as large, and married is de�ned in

function of married asymm. This reduces the size of the database a bit further,

so that a �nal size of 374 symbols is obtained.

It is clear that the new database must be close to minimal, as the information

about parenthood and marriage is certainly needed in this database, and the

other de�nitions are all very simple.

We have included a screen dump of the IsIdd run on which this example is

based, in the appendix. Another run, showing the results for a database corre-

sponding to the \set" example in Figure 8, is also included there.

9 Conclusions

In this paper, we have discussed the problem of designing a deductive database in

such a way that it becomes simpler and more structured. We have presented an

novel approach to this problem, called inductive database design, in the form of a

system that automatically derives rules and builds intensional de�nitions, using

the compaction caused by a rule as a measure for its usefulness in an intensional

de�nition. An experiment shows that this system performs quite well on a small

example database.

We have shown that integrity constraints can be derived automatically in the

same way as rules for de�nitions are derived, and discussed how the search for

constraints can be tuned to �nd a small set of constraints that are easy to check

and increase the robustness of the database.

Finally, we have presented a limited form of predicate invention, aimed specif-

ically at further compaction of the database.

Although our algorithms can be used in a fully automatic way, it is more ap-

propriate to think of the IsIdd system as an intelligent tool helping the database

designer. Many decisions made by the system are based on heuristics, and the

system has a high chance of making the right decisions, but some supervision by

the user is certainly recommended. That is why IsIdd works interactively, and

most of the time leaves the �nal decision to the user.
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Our current system can still be extended a lot. Topics for future research

include:

� noise handling: at this moment, no exceptions to rules are allowed

� a comparison between several compaction criteria

� a more general way of specifying the templates for predicate invention

� a more e�cient implementation of the induction engine

� allowing the user to specify a strati�cation for the predicates, and allowing

negated literals in the body of an extensional de�nition.

Finally, we want to mention the work of Sommer

[

Sommer, 1994

]

, which is

related to ours in the sense that both consider the problem of restructuring a

knowledge base. The main di�erence is that in

[

Sommer, 1994

]

, existing rules are

restructured, while our system starts from a purely extensional database. Also

related is the work of Martin and Vrain

[

Martin and Vrain, 1995

]

, where de�ni-

tions in a deductive database are automatically generated, or updated if there

exist too many exceptions to them. The main di�erence between their mult icn

system and IsIdd, is that IsIdd is able to learn constraints as well as de�nite

clauses, and that it doesn't need negative examples to learn de�nitions. Peter

Flach

[

Flach, 1993

]

has investigated the induction of functional dependencies and

its use for the decomposition of database relations; and Mannila

[

Mannila and

Raiha, 1992

]

has described how functional and inclusion dependencies can be

derived from a database, and used in the design process.
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A A Formal Soundness Proof

To prove the soundness of the de�nitions returned by FID, we �rst introduce

the so-called T

P

-operator

[

Lloyd, 1987

]

.

De�nition A.1 For a de�nite program P , we de�ne the operator T

P

as follows:

T

P

(I) = fH�jH  B 2 P ^ 8L

i

2 B� : L

i

2 Ig

and repeated application of T

P

is written as

T

P

" n(I) = T

P

(T

P

" (n� 1)(I))

T

P

" !(I) =

1

[

i=1

T

P

" i(I)

Some properties of this T

P

-operator are:

� Monotonicity w.r.t. interpretations: I

1

� I

2

) T

P

(I

1

) � T

P

(I

2

)

� Monotonicity w.r.t. de�nite programs: P � P

0

) T

P

(I) � T

P

0

(I)

We will use T

P

" n as an abbreviation for T

P

" n(�). T

P

" ! is then the least

�xpoint of T

P

, and it equals the least Herbrand model of P .

Lemma A.1 Let DB be a database containing an extensional de�nition E

p

for

p, and let I

p

be an intensional de�nition for p.

If every rule in I

p

is valid in DB

E

, then for any interpretation I � M(DB),

it holds that T

DB(I

p

=E

p

)

(I) �M(DB).
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Proof: For every fact F in T

DB(I

p

=E

p

)

(I), there is a rule H  B in DB(I

p

=E

p

)

and a substitution � for which H� = F and B� � I (facts are here considered as

rules with true in the body); this follows from the de�nition of the T

P

-operator.

This rule is either a rule of I

p

, or it is part of the original database DB.

� Suppose H  B in DB: then B� �M(DB)) H� 2 M(DB) (otherwise

M(DB) could not be a model of DB).

� Suppose H  B 2 I

p

: then this rule must be valid in DB, which means

that B� �M(DB)) H� 2 M(DB).

Since B� � I � M(DB), we conclude that H� 2 M(DB). As every fact F in

T

DB(I

p

=E

p

)

(I) equals some such H�, it follows that T

DB(I

p

=E

p

)

(I) �M(DB).

2

Theorem A.1 Let DB be a database containing an extensional de�nition E

p

for

p, and let I

p

be an intensional de�nition for p. If every rule in I

p

is valid in DB,

then I

p

is sound with respect to DB and E

p

: M(DB(I

p

=E

p

)) �M(DB).

Proof: M(DB(I

p

=E

p

)) = T

DB(I

p

=E

p

)

" !(;). Now, as ; � M(DB), the

theorem follows trivially from lemma A.1. 2

B Example runs

B.1 The family database

The following text shows the IsIdd session on which the example used in the

text is based. These results, as well as those in the second example, have been

obtained fully automatically by the system, without any assistance from the user

(except accepting the proposed solutions).

************************************************************

* I S I D D *

* an Interactive System for Inductive Database Design *

* *

* version 0 *

************************************************************

?- wr.

----- Database relations : -------|

| name type size |

----------------------------------|

| grandparent / 2 ext 192 |
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| sibling / 2 ext 246 |

| sil / 2 ext 234 |

| pil / 2 ext 90 |

| gil / 2 ext 60 |

| aou / 2 ext 321 |

| parent / 2 ext 216 |

| noc2 / 2 ext 666 |

| married / 2 ext 96 |

----------------------------------|

| total 2121 |

|---------------------------------|

Yes

?- fiddle.

- Trying to find a definition for grandparent / 2...

- Trying to find a definition for sibling / 2...

- Trying to find a definition for sil / 2...

- Trying to find a definition for pil / 2...

- Trying to find a definition for gil / 2...

- Trying to find a definition for aou / 2...

- Trying to find a definition for noc2 / 2...

- Trying to find a definition for married / 2...

Now computing a "good" combination of definitions...

** Extensional predicates:

parent / 2

married / 2

** Intensional predicates:

grandparent / 2

sibling / 2

sil / 2

pil / 2

gil / 2

aou / 2

noc2 / 2

** Mutually recursive definitions: none

** Circular definitions: none

The definitions have been updated.

Yes

?- wr.

----- Database relations : -------|

| name type size |

----------------------------------|

| grandparent / 2 int 11 |

| sibling / 2 int 15 |

| sil / 2 int 26 |

| pil / 2 int 11 |
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| gil / 2 int 11 |

| aou / 2 int 11 |

| parent / 2 ext 216 |

| noc2 / 2 int 11 |

| married / 2 ext 96 |

----------------------------------|

| total 408 |

|---------------------------------|

Yes

?- pi.

grandparent / 2 is defined intensionally.

sibling / 2 is defined intensionally.

sil / 2 is defined intensionally.

pil / 2 is defined intensionally.

gil / 2 is defined intensionally.

aou / 2 is defined intensionally.

noc2 / 2 is defined intensionally.

married / 2 conforms to pattern :

married(_92,_91) :- married(_91,_92).

The body occurs 32 times.

Redefine it (y/n)?y

Yes

?- wr.

----- Database relations : -------|

| name type size |

----------------------------------|

| married_asymm / 2 ext 48 |

| grandparent / 2 int 11 |

| sibling / 2 int 15 |

| sil / 2 int 26 |

| pil / 2 int 11 |

| gil / 2 int 11 |

| aou / 2 int 11 |

| parent / 2 ext 216 |

| noc2 / 2 int 11 |

| married / 2 int 14 |

----------------------------------|

| total 374 |

|---------------------------------|

Yes

?-
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B.2 The set database

This run shows the results of running IsIdd on the \set" problem (shown in

Figure 8). It illustrates that in the case of incompatible de�nitions, IsIdd still

�nds a good solution. It also shows how integrity constraints can be induced (in

this case, the constraints imply that R, S and T are disjunct sets).

************************************************************

* I S I D D *

* an Interactive System for Inductive Database Design *

* *

* version 0 *

************************************************************

?- wr.

----- Database relations : -------|

| name type size |

----------------------------------|

| p / 1 ext 20 |

| q / 1 ext 20 |

| r / 1 ext 10 |

| s / 1 ext 10 |

| t / 1 ext 10 |

----------------------------------|

| total 70 |

|---------------------------------|

Yes

?- fiddle.

- Trying to find a definition for p / 1...

- Trying to find a definition for q / 1...

- Trying to find a definition for r / 1...

- Trying to find a definition for s / 1...

- Trying to find a definition for t / 1...

Now computing a "good" combination of definitions...

** Extensional predicates:

s / 1

t / 1

** Intensional predicates: none

** Mutually recursive definitions: none

** Circular definitions:

Circular definitions for [p / 1,q / 1,r / 1]:

p / 1 (incomplete) has sizes (ext/int) 20 / 10.

q / 1 (incomplete) has sizes (ext/int) 20 / 10.

r / 1 (incomplete) has sizes (ext/int) 10 / 8.

Compaction caused by defining

p / 1 extensionally : 0 (predicates [p / 1] become complete)
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q / 1 extensionally : 0 (predicates [q / 1] become complete)

r / 1 extensionally : 20 (predicates [p / 1,q / 1,r / 1] become complete)

r / 1 seems best

I propose an extensional definition for :

[r / 1]

The definitions have been updated.

Yes

?- wr.

----- Database relations : -------|

| name type size |

----------------------------------|

| p / 1 int 10 |

| q / 1 int 10 |

| r / 1 ext 10 |

| s / 1 ext 10 |

| t / 1 ext 10 |

----------------------------------|

| total 50 |

|---------------------------------|

Yes

?- fc. % find constraints

Yes

?- wc. % write constraints

false :- s(A) , t(A)

false :- s(A) , r(A)

false :- t(A) , r(A)

Yes

?- wd(p/1).

p(A) :- s(A).

p(A) :- r(A).

Yes

?-
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