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Abstract

Various definitions and frameworks for discovering fre-
quent trees in forests have been developed recently. At the
heart of these frameworks lies the notion of matching, which
determines when a pattern tree matches a tree in a data set.
We introduce a novel notion of tree matching for use in fre-
quent tree mining and we show that it generalizes the frame-
work of Zaki while still being more specific than that of Ter-
mier et al. Furthermore, we show how Zaki’s TreeMinerV
algorithm can be adapted towards our notion of tree match-
ing. Experiments show the promise of the approach.

1. Introduction

In the past few years, interest has grown in extending
the frequent item set paradigm to more expressive pattern
types such as graphs, trees and sequences. Special atten-
tion has been devoted to semi-structured and tree-structured
data [3, 5, 7, 2, 6, 1, 8]. Most of these approaches aim at
finding all frequent trees in a forest of trees. They differ in
the algorithms and implementation details, and more impor-
tantly also in the underlying notion of tree matching. When
does one tree match another one? Asai et al., Zaki and Ter-
mier et al. [1, 8, 6] provide different answers to this ques-
tion. Asai’s notion is more restrictive than Zaki’s, which is
in turn more restrictive than Termier’s. Termier et al. have
also shown that it can be beneficial to work with more per-
missive notions of matching. However, this typically comes
at a computational price. Indeed, due to the expressiveness
of their framework, Termier et al. cannot guarantee com-
pleteness, whereas Zaki and Asai et al. do.

The key contribution of this paper is a novel notion of
tree matching. It fills the gap between the approaches of
Zaki and Termier et al.. We also argue that – in the context
of web mining – it is a natural way to look at tree match-
ing. Furthermore, we extend Zaki’s algorithm, introduce
a new pruning technique, and experimentally evaluate our
approach.

2. Frequent Tree Mining
A rooted k-tree t is a set of k nodes Vt where each

v ∈ Vt, except one called root, has a parent denoted
π(v) ∈ Vt. We use λ(v) to denote the label of a node and
an operator ≺ to denote the order from left to right among
the children of a node. The transitive closure of π will be
denoted π∗. Let L be a formal language composed of all
labeled, ordered, rooted trees and D ⊂ L a database. To
count trees t ∈ D containing a pattern p we define a func-
tion dt : L → {0, 1} to be 1 iff p matches the tree t and
0 otherwise. The frequency of p in D can then be defined
as σD(p) =def Σt∈Ddt(p). Given a set of trees D and a
minimum frequency α, the task of tree-mining is to find all
patterns p such that σD(p) ≥ α.
Tree Matching. Termier et al. [6] present three notions of
tree matching. Formally speaking:

Definition 1 A tree t matches a tree t′ iff a mapping
ϕ : Vt → Vt′ exists such that

∀u, v ∈ Vt : λ(u) = λ(ϕ(u)) ∧ u ≺ v ⇔ ϕ(u) ≺ ϕ(v).

Now, each of the notions of matching imposes further con-
straints for two trees to match. More specifically, tree inclu-
sion requires ∀u, v ∈ Vt : π(u) = v ⇔ π(ϕ(u)) = ϕ(v).
The more relaxed notion of tree embedding requires
∀u, v ∈ Vt : π∗(u) = v ⇔ π∗(ϕ(u)) = ϕ(v). Finally, in
tree subsumption there has to be a mapping ϕ : Vt → 2V

t′

from Vt to the powerset of Vt′ preserving the labels and
∀u, v ∈ Vt : π∗(u) = v ⇒ π∗(ϕ(u)) = ϕ(v). This notion
does not preserve the order of the child nodes.

The novel notion of tree matching, to which we will refer
as tree incorporation, is more relaxed than tree embedding
since a π∗ relationship in the data does not have to hold in
the pattern. It is more restrictive than tree subsumption as
ϕ is a mapping to Vt′ rather than to 2V

t′ , and it attempts to
preserve the order of the children. More formally speaking:

Definition 2 A tree t is incorporated in a tree t′ iff there
exists a mapping ϕ : Vt → Vt′ such that

∀u, v ∈ Vt : λ(u) = λ(ϕ(u))
∧ u ≺ v ⇐ ϕ(u) ≺ ϕ(v)
∧ π∗(u) = v ⇒ π∗(ϕ(u)) = ϕ(v).



The relation among the different notions of matchings is
captured by the following theorem (proof omitted).

Theorem 1 For all trees t, t′,
t is included in t′ ⇒ t is embedded in t′ ⇒
t is incorporated in t′ ⇒ t is subsumed by t′.

As a consequence, the set of frequent trees w.r.t. a data
set D for tree inclusion is smaller than for tree embedding,
which is in turn smaller than for tree incorporation and this
one is again smaller w.r.t. tree subsumption. This moti-
vates the use of the notion of matching as a parameter of
frequent tree discovery tasks. Basically our novel definition
fills the gap between tree embedding and tree subsumption.
The toy-example of an online shop (figure 1) compares tree

Figure 1. Two subtrees from a master-tree (*)
and respective most-specific patterns

incorporation and embedding. While the novel definition
yields only one most specific pattern, the notion of tree em-
bedding yields two. According to tree embedding some vis-
itors looked at the blouse and some at the Fulgoni purse.
The single most specific pattern according to the novel no-
tion offers more information: The visitors looking at the
blouse and the visitors looking at the purse are the same
persons. This knowledge might be helpful when restructur-
ing the online-shop to improve accessibility or placement
of advertisements. Technically, incorporated trees can be
discovered by an algorithm similar to the fast and complete
TreeMinerV algorithm [8]. In our implementation the user
can select between the notions of tree inclusion, embedding,
and incorporation as a constraint similar to minimum fre-
quency. A further optimization of the algorithm is described
in section 3.

3. Frequent Tree Mining Algorithms
In this section, we discuss frequent tree mining w.r.t. tree

incorporation. We explain candidate tree generation, can-
didate counting, and a novel pruning technique.
Candidate Tree Generation. To generate candidate pat-
terns we use a method called rightmost expansion to canoni-
cally enumerate all labeled, ordered, rooted trees. This tech-
nique was independently proposed by Zaki and Asai et al.

Figure 2. Rightmost expansion and equiva-
lence classes (EQ).

[8, 1]. It works in a levelwise manner adding a single node
to a known frequent pattern in such a way that every possi-
ble candidate pattern will be generated exactly once. Basi-
cally a k-tree is expanded to several k + 1-trees by adding
new nodes only to its rightmost path as shown in figure 2.
The new node nk+1 is called rightmost leaf (RML) and the
subtree without its RML is called prefix of the tree. For effi-
cient candidate generation the anti-monotonicity of frequent
patterns is used (i.e. a specialization s of a pattern p is not
more frequent than p). Thus, we consider only frequent pat-
terns for extension. With focus on the rightmost extension,
patterns are organized in so called equivalence classes (EQ).
An EQ contains all patterns that have the same prefix, i.e.
differ only in their RMLs. It contains the pattern prefix only
once and for each pattern Pi a tuple (λ(RMLi), π(RMLi)). At
this point it is important to note that in the same EQ every
pattern (λ, j) with j > p is a specialization of a pattern
(λ, p) with respect to the novel definition. Hence, a ϕ ex-
ists that maps the nodes of (λ, p) to the nodes of (λ, j) with
respect to definition 2. For example the left 5-tree in figure
2 is a pattern for the right 5-tree, but not vice versa. Due to
this relationship there is a large number of generalizations
for every pattern. By using the notion of extended instance
lists which we will define below, the algorithm generates
only the necessary ones to find all patterns of the most spe-
cific border (s-set). The resulting pattern set is a superset of
the s-set w.r.t. the notion of tree incorporation.

To efficiently count the support of a pattern the algo-
rithm needs information about the instances of the pattern
in the data. Let pattern X be a k-subtree occurring in a
tree T , ϕ the mapping from the pattern-nodes to the nodes
of T , and xk refers to the RML of X . Following Zaki,
we use I(X) to refer to the instance-list (i.e. scope-list)
of X . Each element of I is a triple (t, s, m) identifying
an instance of X . t is the id of a tree T in which X oc-
curs, m =def {ϕ(n) | n ∈ (X \ xk)} is called match
label of the prefix of X , and s is the scope of the right-
most leaf ϕ(xk). These instance lists contain all instances
of a pattern w.r.t. tree embedding. For the novel defini-
tion, we introduce the notation of extended instance lists
I∗(X) = I∗(λ, p) =def ∪j≥pI(λ, j) containing all in-
stances that support a pattern X . When two patterns A and
B of the same EQ are joined, the information in the instance
lists I∗(A), I∗(B) is used to track the patterns in the same
way as described in [8]. Only in the case of an outscope-



Figure 3. Instances s or r would be removed
by instance pruning.

join the condition has to be changed, such that a join is also
possible if a new node D is a descendant or left-sibling of
A, not only if D is a left-sibling of A. The interested reader
is referred to [8] for more information.
Instance Pruning. Besides simpler pruning techniques like
node pruning and edge pruning that are also used by Zaki
[8] and Termier et al. [6] we introduce a new technique
called instance pruning (IP) that reduces the average com-
putation time to 50%. It is not only applicable to the algo-
rithm working on the novel pattern definition, but also to
the algorithm provided by Zaki. As stated before, dt(X)
returns a 1 if there is at least one occurrence of pattern
X in tree t, otherwise it returns 0. Hence, the frequency
of a pattern depends only in part on the number of in-
stances. If there are different instances of a pattern (x, i)
in tree t, they are represented in the instance list I(x, i) as
I1,0 = (t, a0, s) and I2,0 = (t, b0, r). If the pattern (x, i) is
joined with another pattern (y, j) all instances in I1 and I2

will be joined with the respective instances of (y, j). Con-
sider two groups of instances of the tree t with match labels
r, s and triples (t, a0···m, s), (t, b0···n, r), as shown in figure
3. If for every triple (t, bk, r) there exists a triple (t, al, s)
with al = bk, all triples with the match label r can be re-
moved from the EQ. This is possible, as for instances in
the same tree with the same match label, only the nodes al

(or bk) are of relevance for the extension of the instances.
If a match label s includes all nodes bk of a match label
r, no instance can be created out of instances with match
label r that cannot be created out of instances with match
label s. This reduction of instances can efficiently reduce
the memory footprint of the process. Even more important
than the substantially lowered memory usage is the reduc-
tion in computation time. Not only the removed instances
themselves are not joined anymore, but also the ones that
would have been created by joining them. When the num-
ber of labels is low in relation to the number of nodes in the
trees, IP can reduce the computation time even to 20%.
Algorithm. Figure 4 shows the algorithm used to compute
frequent patterns w.r.t. tree incorporation. As stated before,
the algorithm is an extended version of Zaki’s TreeMinerV
algorithm. The main differences are the usage of the ex-
tended instance lists and a new condition for the out-scope
test. The sets containing all frequent 1-trees (i.e. nodes) and
2-trees are computed before the main loop. The function
Enumerate-Frequent-Subtrees generates all possible refine-
ments of patterns in an EQ [P ]. This is done by joining

MINEFREQUENTTREES(D, minsup):
F1 = { frequent 1-subtrees };
F2 = { classes [P ]1 of frequent 2-subtrees };
for all [P ]1 ∈ F2 do Enumerate-Frequent-Subtrees([P ]1 );

ENUMERATE-FREQUENT-SUBTREES([P ]):
for each element (x, i) ∈ [P ] do [Px] = ∅

for each element (y, j) ∈ [P ] with i ≥ j do
R = {(x, i) ⊗ (y, j)};

I(R) = {I∗(x, i) ∩⊗ I∗(y, j)};
if for any p ∈ R, p is frequent then [Px] = [Px] ∪ {p};

Enumerate-Frequent-Subtrees([Px ]);

Figure 4. TreeMining Algorithm

every pair (x, i) ⊗ (y, j) of patterns in [P ] including self-
joins. Due to the rightmost expansion it is not allowed to
join (x, i) ⊗ (y, j) with i < j which would result in non-
canonical expansions. A join results in one or two new pat-
terns (R). Afterwards the according instance lists are cre-
ated by joining the instance lists of the patterns (x, i) and
(y, j). Any new pattern that turns out to be frequent is then
added to the new EQ [Px]. If all frequent patterns of the new
EQ [Px] are computed further refinements of these patterns
are generated. Thus, the algorithm proceeds depth-first.

4. Experimental Results

A number of experiments were conducted on real-world
and synthetic datasets. The real-world dataset (legcare [4])
consists of an online shop’s weblog, containing 234942 vis-
its. Each visit is regarded as a subtree of the hierarchically
structured website. There where 694 unique labels for the
database. For the synthetic dataset we implemented a data
generator as described by Zaki [8]. All the experiments
were performed on a 3.2GHz Intel Pentium 4 with 2GB
main memory, running SUSE 9.0. The algorithms were im-
plemented in C++. For the tree embedding and tree incor-
poration, instance pruning is available. We compared the
number of frequent patterns found by the algorithms and
the size of the s-set on both datasets with different min-
imum support. To calculate the s-set an additional post-
processing step was performed. Figure 5 shows the number
of patterns generated during the search and the number of
patterns contributing to the s-set for tree embedding and tree
incorporation on the legcare dataset. As mentioned earlier,
our novel definition is more relaxed than tree embedding
such that more patterns are generated and discovered dur-
ing the search. In contrast to the figures shown here (fig-
ure 5), there is no order between the notions w.r.t. the size
of the according s-set. All three notions have in common
that they grow exponentially in the number of most specific
patterns as well as in patterns considered during the search
when reducing the minium support. For the legcare-dataset
there was no effect on computation time with and without
IP. However, using IP, the memory consumption dropped



Figure 5. Comparing embedding and incorporation w.r.t. patterns found, s-set size, and IP.

dramatically for computing frequent pattern sets with mini-
mum support below 10%. For the experiments with the syn-
thetic data, a master-tree with 100 unique labels and 10000
nodes was generated with a maximum depth and fanout of
10. From this hypothetical website we generated 10000 vis-
its, each a smaller subtree of the master-tree, as database.
The right graph in figure 5 shows the results of experiments
on this dataset regarding computation time and the effect of
instance pruning. The plot clearly indicates an exponential
growth in computation time when lowering the minimum
support. The solid lines depict the required time with IP.
Both, tree embedding and tree incorporation, show a signif-
icant speedup for low minimum support levels with IP.

5. Conclusions and Related Work

The algorithm presented in this paper improves and ex-
pands the TreeMinerV algorithm with our novel pattern def-
inition. The introduced instance pruning reduces the com-
putation time as well as the memory usage of the algorithm
in many cases. Unfortunately we are not yet able to deal
with low minimum support levels. Since the amount of fre-
quent patterns in large databases grows fast when lowering
the minimum support, it appears to be useful to calculate
only the set of all most specific patterns. Until now an ad-
ditional post processing step is necessary to do this which
requires additional computation time. We hope to be able
to incorporate this step directly into the mining process to
reduce the post processing time. Furthermore, it would be
nice to have more constraints, such as a most-general or
most-specific pattern, to enable the user to focus the search
as in [2] or to extend the tree-mining process to first order
logic. On the other hand the frequent patterns discovered
could also be used as features for some classifier as in [9].
Considering our novel notion we still have to evaluate if the
additional cost in time and memory is justified by ’better’
patterns. Finally, it depends on the data and on the require-
ments of the user which tree matching notion is the best.
Related Work. The most directly related work to this pa-
per is Zaki’s TreeMinerV as well as Termier’s TreeFinder
and FreqT by Asai [8, 6, 1]. Zaki uses a smart, so called
vertical representation to facilitate the candidate count en-
abling a fast mining process that scales well, even with large

datasets. We adopted this idea for our pattern definition,
which is more specific than tree subsumption used by Ter-
mier. Since our definition is more general than Zaki’s we
find much more patterns than with tree embedding. There-
fore, it is not surprising that the algorithm is slower than
TreeMinerV. Using our algorithm to mine embedded trees
there is a significant speedup compared to TreeMinerV due
to our pruning technique. Compared to TreeFinder, it uses
a less general pattern definition, but is complete.

Other algorithms like AGM [3], FSM [5] and gSpan [7]
work on graphs rather than trees. They are restricted to sub-
graphs consisting of edges and if applied to trees would only
discover frequent trees in the sense of subtree inclusion.
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