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Abstract

User models are useful to automatically adapt software or information to specific users. Because
crafting user models by hand is labor intensive, machine learning techniques are used to construct
user models. In this paper we illustrate how via instance based techniques user modeling tasks can
be performed, based on sequences of observed user actions. We compare this approach with a
common classification approach on real world data and briefly sketch how this technique is also
useful when dealing with non-labeled data.

1 Introduction

A common approach to improve the usability of complex software systems is the use of user
models. A user model represents information about the behavior and preferences of a specific user
and software can use such a model to adapt its behavior towards the user. Such models can be
constructed by the user (e.g. the many options and settings one can provide in most software
packages) or ‘learned’ by the computer (e.g. only show menu items that the user uses frequently).
While hand made models have the advantage that the user has complete control and, for simple
options (such as preferred language, measuring unit, etc.), that he will make the most relevant
choices. There are disadvantages as well. It is difficult to get reliable answers for subjective
questions (e.g. "are you a novice, normal or expert user?"). It is even more difficult for a user to
provide a model for less specific things (e.g. "how do you typically interact with your text
processor?"). Other problems are that users often are not aware of patterns in their behavior.
Finally there is the problem of context shift: users change their behavior (because of changes in
their knowledge, tasks, interests, etc.) but forget to update their user model. User models that are
automatically generated or induced by the system have less problems with these issues but are
subject to other problems: they often need a large number of observations before they are able to
induce reliable models, they cannot always use all data available in the observations or in domain
knowledge and they produce often overly general models.

When we browse through the recent machine learning for user modeling literature (Bauer,
Gmytrasiewicz & Vassileva, 2001), we see that the most common used techniques for user model
induction are (Bayesian) belief networks, neural networks and decision trees. While belief
networks and decision trees have the advantage that they produce (more or less) human readable
user models, these three techniques generalize over the observations, throwing away information.
Another disadvantage is that these techniques are not designed to variable length sequences of
observations, possibly with parameters. In this paper we will illustrate how via instance based
techniques user modeling tasks can be performed, based on sequences of observed user actions.



2 Edit Distance

The edit distance is a distance between strings a and b; it is the minimal cost to transform string a
into string b via insert, delete and replace operations on characters in string a, each with it own
cost (Levenshtein, 1966). For instance with a insert or delete cost of 1 and a substitution cost of 2
the minimal distance between the string usermodeling  and the string hcinteraction becomes 17:
the minimal match is (where _ represents an insert/delete operation):

_ _ _ u s e r _ _ _ m o d e l i n g
h c i n t e r a c t i o _ _ _ _ n _

We can use this distance also on strings of actions, where the compared elements are not
characters but actions (or action parameters). This allows us to define a distance between two
sequences of user actions. This distance can be computed in O(n*m) time and O(min(n,m)) space1

where n resp. m is the length (in terms of actions and action parameters) of first resp. second
sequence. Many variants of this distance exist: no cost for shifts at the start or end of a sequence, a
lower shift cost for consecutive shifts (promoting gaps), etc.

We apply this technique in the context of user modeling for Unix shell users. These users type
commands at a shell, which is very easy to log. Moreover, the Unix shell is a user interface that
has not changed much in more than 20 years and is popular in many research institutes. Therefore,
many researchers have been using logs from Unix shell use for user modeling tasks. In this paper
we use the data set collected by Greenberg (Greenberg, 1988). This consists of 168 users divided
in four groups: computer science researchers, programmers, novice users and others (mainly
people from administration). About 300000 actions have been logged, separated in on average 110
sessions per user. The technique we propose can be used for many purposes, as we describe in the
discussion section. In order to be able to compare on an objective basis with other techniques
however we focus on a classification task. We label each session with the group to which the user
that produced that session belonged (scientist, programmer, novice or administration).

Then we create sets of random samples of sessions (which contain at least 5 actions) from
different classes of users. For each such set we take each sample once as test sample and calculate
the distance between this sample and the other samples. We then take the majority class of the k
neighbors which are closest (according to the edit distance) to our test sample. We compare this
predicted class with the real class. This technique is called k Nearest Neighbors (kNN), a very
popular instance based learning technique.

In section 3 we discuss some parameters and options of the edit distance and the kNN algorithm
and test this on the Greenberg data set. In section 4 we compare this approach with more classic
user modeling techniques. In section 5 we discuss applications of this technique and conclude.

3 Edit Distance Based kNN for User Modeling

We investigate the influence of four parameters: the number of training examples and the number
of nearest neighbors that are allowed to vote (which are parameters of the kNN algorithm) and the
influence of normalization and the presence of the action’s arguments (which are related to the
edit distance approach). We present here the results for samples taken from two classes (the novice
                                                
1 This space complexity is only possible if we only need the cost (or distance), not the exact alignment.



users and the non-programmers); the results are averaged over ten runs (with ten different
samples). The percentages vary when other classes are compared, but the conclusions remain the
same.
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Figure 1: The influence of normalization on predictive accuracy (for k=3)

In most machine learning applications one expects to improve accuracy by increasing the number
of training examples. We see in Figure 1 (which is an average over 10 data sets) that this holds in
this application as well, although the accuracy gain becomes small after we have more than 500
examples available. This is important since in instance based learning methods the time to classify
a new example increases with the number of training examples available.

Another important parameter in kNN is the value of k, the number of closest neighbors that is
allowed to vote for the class of the new example. As shown in
Figure 2 in this application the accuracy decreases if k increases. This might indicate that there are
no big clusters of samples of the same class but that instead the samples are spread all over the
feature space.
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Figure 2: The influence of k (number of voting neighbors) on predictive accuracy

Figure 1 shows results of two experiments: the lower line shows the accuracy obtained if we use
the edit distance as explained in section 2. But this definition of the edit distance is dependant



upon the length of the sequences that are compared: if a sequence of length 10 occurs within a
sequence of length 30 the edit distance between these two sequences would be 20 while if a
sequence of length 50 would occur within a sequence of length 100 this edit distance would still
be 50 while we may have the intuitive feeling that this latter pair of sequences is more ‘near’ each
other than the former pair. To establish this we normalize the edit distance. The maximal edit
distance is the sum of the lengths of both sequences multiplied by the shift cost (if the shift cost is
less than or equal to half the mismatch cost); if we divide the edit distance by this maximum we
become distances in the interval between 0 and 1. The upper line in Figure 1 shows the accuracy
obtained if we use this normalized distance instead of the original. We see that this performs better
than the original distance, especially when there are only few examples available. The explanation
for this is that when few examples are available the distance between the new sample and the
shorter training examples will be low and so the system will favor the class of the shorter training
examples. If there are more training samples available, there will be short samples of both classes
and this factor will influence the predicted class less.

Another question is whether in this application the commands (without their arguments)
themselves are sufficient to classify the user in the correct group. One might reason that it cannot
harm to add additional data, but in many data mining applications the contrary holds: adding extra
arguments can lower the predictive accuracy on unseen examples. However, as experiments show,
this is not the case in our setting: the kNN algorithm has a 4.6% higher accuracy (for 50 examples)
when it can use the arguments (91%) than without the arguments (86.4%); with 1000 examples the
accuracy is still 3% higher (95.27% vs. 92.25%). This behavior depends upon the classification
algorithm; when we repeat these tests with J48 as classification algorithm (see section 4) we see
the reverse effect: for 50 examples the accuracy is lower with the arguments included (86.6%)
than without the arguments (88.8%). When we use 1000 examples the accuracy is the same with
and without arguments (94.7%).

All the above results are based on a binary decision problem: there are only two classes involved
(novice users and non-programmers). Further experiments are needed to see how the above
observations change when the number of classes increases. Besides the above parameters there are
more parameters to investigate: the values for a shift, match and mismatch cost, the effect of using
no shift costs for shifts at the start or end of the sequences and the use of lower costs for
consecutive shifts. Due to time and space restrictions we will not discuss these parameters.

4 Comparison with Other Classification Techniques

In section 3 we focused on a classification task to objectively discuss the influence of certain
parameters. A logical question then seems to be: how does this approach compare with other
classification algorithms? To test this we compare our approach with J48 (Witten & Frank, 2000),
a variant of the widely used machine learning algorithm c4.5 which induces decision trees. The
major problem however is that this technique (just as many other machine learning techniques) run
in an attribute/value setting: each observation must consist of a fixed number of features. But the
observations we have in this data set are strings of variable length. Even if we would have strings
of equal length this would not be any help because attribute/value learners work feature based:
feature i of example ex will be compared with feature j of example ey only for i = j.

A common approach to solve this problem is to transform the data set into a ‘bag of words’
representation: every word that occurs in the data set becomes a feature, the value of this feature is
the number of times this word occurs in the observation. In this way we loose information about



the ordering of the actions in the sequence but we gain information (namely the sum of the
occurences) as well. However, if we run the standard kNN algorithm on this bag of words
representation the predictive accuracy is much lower than in our setting (between 25% and 10%
lower, dependant upon the number of examples). So clearly in this application the bag of words
representation with the standard kNN distance is inferior to the full string representation with the
edit distance.

J48 uses the most informative features and is because of that less bothered by the huge amount of
features than the kNN approach. The accuracy of J48 is close to that of our edit distance approach,
but still statistically significant lower. Especially when we test both on small data sets (50 or 100
examples) the difference in accuracy is high (4.4% for 50 examples, 2.8% for 100 examples). This
is important in the user modeling setting were often only few examples are available.

5 Discussion

Automated construction of user models focuses mainly on creating explicit models for tasks that
fit into the framework of attribute-value learning. In this paper we propose to use no explicit
model but instead store traces of previous user behavior and use this as an implicit model by
defining a distance between two such traces. We show that the edit distance is a good distance
between sequences of arbitrary length. This allows us to use this without switching to a ‘bag of
words’ representation.

We test this in a classification setting and compare it with J48, a decision tree induction algorithm.
This shows that our approach is in this application a slightly better classifier than J48. This
difference is even bigger for smaller data sets, as is often the case in user modeling. But the real
advantage of this user model is that it can be used for much more than only classification tasks. It
can be used to cluster unlabeled data to create ‘peer groups’ who have approximately the same
behavior or in clever history mechanisms that search for situations in the past were you did
something that is ‘close’ to what you are doing now.

Future work includes comparing this approach with hidden Markov models and test the settings
and extensions mentioned in section 3. Another problem is the fact that classification time
increases with the number of observations; maybe prototyping can help with this problem.
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