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Abstract

Current relational learners handle sets either by ag-
gregating over them or by selecting specific ele-
ments, but do not combine both. This imposes
a significant, possibly undesirable bias on these
learners. We discuss this bias, as well as some ideas
on how to lift it. In the process, we introduce the
notion of relational neural networks.

1 Biases of Relational Learners
Among the many approaches to relational model learning that
currently exist, a distinction can be made with respect to
how they handle one-to-many and many-to-many relations,
or, equivalently, how they handle sets of objects.

To illustrate this, consider a database with just a single
relation “Person” with attributes Mother, Father, and Sex.
(Mother and Father are foreign keys to Person.) and consider
the following simple concepts:

A. people who have two children

B. people who have a son (that is, at least one)

C. people who have two sons

In all three cases, we want to classify persons, based on
properties of (a set of) persons related to them. The paren-
theses around “a set of” indicate the two different kinds of
approaches that we distinguish here, a distinction also men-
tioned by Jensen and Neville (2002).

The first kind of relational methods use aggregate functions
to handle sets. The result of an aggregate function, obviously,
is a property of the set as a whole, not of individual elements
of the set. Among these methods we count, e.g., probabilistic
relational models (PRMs) (Getoor et al., 2001) , or “proposi-
tionalization” approaches that include aggregates, such as the
one by Krogel and Wrobel (2001).

A second kind of relational methods handles sets by look-
ing at properties of their elements. Typically, tests are ofthe
form “there exists an x in the set such that P(x) holds”, with
P a relatively complicated condition. Most inductive logic
programming (ILP) systems follow this approach.

Let us call methods of the first kind, aggregating methods;
and methods of the second kind, selective methods (in the
sense that they select an element from the set and investigate

properties of that single element). Referring to the example
concepts above, we can then state that aggregating methods
can easily express A, but not B, whereas selective methods
can easily express B, but not A. Importantly,none of the ap-
proaches mentioned can easily express concept C, because
this description contains both selection and aggregation (se-
lect all male children, and count only these).

More formally, if we express class definitions in the rela-
tional algebra and write them as�
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For instance, PRMs, as defined by Getoor et al. (2001) can-

not learn concept C without having separate relations for sons
and daughters. Manually introducing these separate relations
of course presupposes that the user is aware of the possible
importance of these concepts. Alternatively, one could define
a large number of aggregate functions that have appropriate
selection conditions built in; in that case, a search through a
space of aggregate functions is needed.

In an ILP setting, one could of course define aggregate
functions as background knowledge. Then, e.g., the rule
p(X) :- count(Y, (child(X,Y), male(Y)), 2) ex-
presses concept C. The main difficulty here is that the second
argument of the count meta-predicate is itself a query that is
the result of a search through some hypothesis space. It is not
obvious how such a search should be conducted; the many
results in ILP on how to search a first-order hypothesis space
efficiently (Nienhuys-Cheng and De Wolf, 1997) do not con-
sider the case where the resulting hypothesis will be used as
the argument of a metapredicate.

ILP-like approaches that do not include aggregate func-
tions, can still express concept C as, e.g., “the person has a
male childx and a male childy andx 6= y and there does not
exist a childz such thatz is male andz 6= x andz 6= y”; but
in practice, the length of this rule, as well as the occurrence
of a negation (the scope of which is again a conjunction of
multiple literals) make it difficult to learn, and of course also
the comprehensibility of the result is negatively influenced.

To our knowledge no currently existing approaches can
construct theories that combine aggregate functions with
(reasonably complex) selections on the set to be aggregated.



2 Combining Aggregation with Selection
In databases, both aggregation and selection are very natural
operations, and ideally a relational learning system should
be able to combine both in the models it builds. In order
to achieve this goal, it is necessary to define a search space
of hypotheses that combine aggregations and selections, and
find a more or less efficient way to navigate through this
search space. This is currently an open problem. We here
list a number of ideas that could be investigated further. We
divide them into symbolic and subsymbolic approaches.

2.1 Symbolic Approaches
To build a concept in symbolic form, a search space has to be
traversed that consists of combinations of aggregations and
selections. This could be done in a hill-climbing way, but it
appears that in some cases the search can be made slightly
more exhaustive without increasing its computational com-
plexity much. For instance, counting the number of children
of a person takes just as much work as counting the num-
ber of sons and daughters separately, and a simple addition
of these counts yields the total number of children. More
generally, given a partitionfS
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, and the latter can all together be computed as effi-
ciently as computing the aggregate forS. This holds at least
for the often occurring aggregate functions count, sum, aver-
age, min, max. Thus, when we search for conditions of the
form F(�(S))� with F an aggregate function,� some se-
lection, and� some operator (�;=; : : :), a certain subspace
of all possible�’s can be searched exhaustively at very little
additional computational cost, compared to considering only
the conditionF(S)�. This suggests a straightforward pos-
sible improvement to some of the existing approaches.

2.2 Subsymbolic Approaches
Another direction for future research that seems interesting,
is that of modelling relational databases with neural net-
works. Neural networks are usually considered propositional
learners. A number of approaches exist to extend them to the
context of first order logic, but not (to our knowledge) to that
of relational databases, which could in fact be simpler. One
approach to do that is based on the following observation.

Any data can be modelled using only two basic data struc-
tures: tuples and sets. (The relational data model is based
on just these two notions.) Propositional learning algorithms
handle tuples; to make them relational, it is sufficient to add
the capability to process sets. (This is consistent with De
Raedt (1998), who identifies multi-instance learning as the
simplest “relational” learning task; it is indeed the simplest
case where a single example is described by a set of tuples.)

The input of a standard feedforward neural network is a
tuple. A relational neural network should in addition have
the ability to handle sets, which can have an unlimited num-
ber of unordered elements. Recurrent neural networks have
this capability: by feeding the output of a layer back into the
network, they can aggregate information over an indefinite
number of previous inputs. They are typically used for tasks
such as time series prediction, where an input at timet can

influence the output at timet + k with k not bounded, but
they can just as well be used for processing sets.

Thus, a relational neural network would essentially consist
of “normal” and “aggregating” nodes; an aggregating node is
simply a node that is fed back into a lower layer. Such a re-
lational neural network would have the same structure as the
skeletons used in PRMs. Where the PRM skeleton contains
an aggregate function, the relational neural net contains one
or more aggregating nodes. Relational neural nets are very
similar to Ramon, Driessens and Demoen’s (2002) “neural
logic programs”, with as main difference that Ramon et al.
consider fixed combination functions for the different kinds
of nodes and handle sets using nodes with a variable number
of inputs, instead of recurrent nodes.

Relational neural networks would have as advantage over
the other approaches that they canlearn an aggregate func-
tion, without that function being pre-encoded in the net-
work, and with selection possibly integrated in it. Thus,
training the relational neural network automatically consti-
tutes a search through aggregations and selections simultan-
eously. Moreover, a wider variety of aggregate functions is
considered: not just sums, counts, etc. but also more exotic
functions. On the other hand, the learnability of the relational
neural networks we propose here, is an open problem. It is
known that recurrent neural networks are harder to train than
feedforward networks. Increasing the number of layers, as we
do here, may further decrease learnability. We believe these
issues are worth further investigation.
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