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Induction of classi�ers is an important task in the �eld of data mining. Classi�ers are

often evaluated based on their predictive accuracy, but there are disadvantages associ-

ated with this measure: it may not be appropriate for the context in which the classi�er

will be deployed. ROC analysis is an alternative evaluation technique that makes it

possible to evaluate how well classi�ers will perform given certain misclassi�cation costs

and class distributions. Given a set of classi�ers, it also provides a method for construct-

ing a hybrid classi�er that optimally uses the available classi�ers according to speci�c

properties of the deployment context. Now in some cases it is possible to derive mul-

tiple classi�ers from a single one, in a cheap way, and such that these classi�ers focus

on di�erent areas of the ROC diagram, such that a hybrid classi�er with better overall

ROC performance can be constructed. This principle is quite generally applicable; here

we describe a method to apply it to decision tree classi�ers. An experimental evaluation

illustrates the usefulness of the technique.

1 Introduction

During the last decennium, there has been an in-

creasing interest in the �elds of data mining and

knowledge discovery. Frawley et al. [9] de�ne

knowledge discovery as the non-trivial extraction

of implicit, previously unknown, and potentially

useful knowledge from data. Data mining is then

considered a sub-process of knowledge discovery:

the process that involves the actual analysis of

the data. Other sub-processes include prepara-

tion and cleaning of data, post-processing of data

mining results (e.g., visualisation) etc.

The motivation for the increased interest in

these �elds from both the academic and commer-

cial world is the following. Software and hardware

technology have been evolving up to the point

where huge amounts of data can now e�ciently

be collected, stored, and accessed. Consequently,

companies and institutions try to store as much

data as they can get (building so-called data ware-

houses), in the hope that these data will somehow

be useful later. But while collecting and storing

data may be simple, the extraction of useful know-

ledge from such a data warehouse is not a trivial

task. This knowledge is often implicitly available

in the data, in the form of patterns that occur,

relationships that hold. For instance, assume a

store keeps data about visits of clients: when they

visited the store, what they bought, etcetera. The

knowledge that certain products are often bought

together by people, or that certain products are

typically bought on speci�c days or hours, is not

explicitly stored in the database but is implicitly

available and can be extracted by carefully ana-

lysing the data. It is basically this task that know-

ledge discovery focuses on.

Certain types of knowledge allow one to make

predictions, and these are typically consolidated

in a so-called predictive model. Building pre-

dictive models by analysing data is an import-

ant task within data mining, and many di�erent

approaches have been developed. Linear regres-

sion is perhaps the best known example, typic-

ally being included in even introductory statist-

ics courses. Other techniques include neural net-

works [1], induction of decision trees [12, 6], etc.

Predictive modelling approaches typically build

a model that minimizes a certain error criterion.

For numerical prediction this might be the mean
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squared error of the predictions, for prediction of

categorical values (further referred to as classi�c-

ation) it is typically the proportion of the predic-

tions that is incorrect. In the classi�cation con-

text, the term \predictive accuracy" is popular;

this is the proportion of correct predictions (i.e.,

1 minus the error).

In some cases, however, the error measure min-

imised by a data mining algorithm may not be

very relevant to the task at hand. We will see

further in this text that there are cases where

predictive accuracy is not a suitable evaluation

criterion. Alternative criteria are then needed.

Given that many data mining algorithms op-

timise predictive accuracy, the question arises

whether predictive models produced by standard

data mining algorithms can be improved so that

they work better according to these alternative

criteria. This article provides an answer to that

question for one of these alternative criteria: ROC

analysis.

The remainder of this article is structured as

follows. In Section 2 we describe some of the

shortcomings of predictive accuracy as an evalu-

ation measure. In Section 3 we briey explain the

principles of ROC analysis, which is an alternat-

ive and more generally applicable evaluation cri-

terion. We then show in Section 4 how one can

improve performance according to ROC analysis

by deriving from a single classi�er a set of biased

classi�ers. Experimental results are shown in Sec-

tion 5, and Section 6 concludes the paper.

2 Evaluation of Predictive

Models

In many cases measures such as mean squared

error or accuracy adequately reect the model's

usefulness for making predictions, but this is cer-

tainly not always the case. To see this, consider

the following example. Suppose some disease is

spreading in a population, to which 5% of the

population is susceptible, while the other 95% is

resistant (and it is not obvious who is susceptible

and who is not). A cheap vaccine against the dis-

ease is available, and ideally it should be provided

to all the people who are susceptible to the dis-

ease, and to nobody else.

Now compare the following two predictive mod-

els. Model 1 predicts everyone to be resistant.

Model 2 identi�es a subgroup of 20% of the pop-

ulation as susceptible, and there is reason to be-

lieve that the 5% truly susceptible persons are

all part of this subgroup. The predictive accur-

acy of Model 1 is then 95%, that of Model 2 only

85%. Thus, accuracy-wise, Model 1 is better than

Model 2, even though one might feel that Model 2

contains more information about who is suscept-

ible than Model 1. Consequently, most o�-the-

shelf data mining systems would tend to build a

predictive model that is closer to Model 1 than

to Model 2, simply because they aim at maximal

accuracy.

The problem here is that not all errors are

equally bad. We can express this by assigning

a certain cost to di�erent types of errors. For in-

stance, the cost assigned to not giving the vaccine

to a susceptible person may be much higher than

that of giving the vaccine to a resistant person.

One should then aim at constructing models that

have a low expected cost. If in the above example

the cost of not providing the vaccine to a sus-

ceptible person is 10 times that of providing the

vaccine to a resistant person, then Model 2 has a

lower expected misclassi�cation cost than Model

1.

The expected (average) misclassi�cation cost of

a model will of course depend on the costs associ-

ated with certain types of errors as well as on the

probability of making them. Therefore, this cost

depends not only on the model but also on the

context in which it will be deployed. This con-

text is not always known in advance; e.g., mis-

classi�cation costs may not be known in advance,

or might vary during deployment.

If the exact parameters of the deployment con-

text are not known in advance, a comparison

between models may not give a clear-cut result:

whether one model is better than the other may

depend on the deployment context. In such a

case, it is best to keep both models, and de-

cide which one to use during deployment (possibly

switching from one model to another during the

deployment phase).

The above considerations provide motivation

for the use of a more complex evaluation proced-

ure for predictive models than just their predict-

ive accuracy. Such a procedure is the so-called

ROC analysis [11], which has become very popu-

lar during recent years. ROC analysis allows us
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to decide in which contexts, if any, one model will

be better than another. It also allows us to clearly

see how typical predictive modelling approaches,

by aiming for high accuracy models, are concen-

trating on a small part of ROC space. The main

contribution of this paper is that it proposes a

computationally cheap method for deriving, from

a single model, so-called \biased" models which

aim at di�erent deployment contexts than the ori-

ginal model and thus cover a di�erent area in the

ROC diagram. The method is worked out in more

detail for decision trees, and evaluated in that

context.

3 ROC diagrams

The use of predictive accuracy as an evaluation

criterion for predictive models has the following

two disadvantages: (a) accuracy is unstable with

respect to changing class distributions, and (b) it

assumes a symmetric misclassi�cation cost (i.e.,

misclassifying an object of class A as B is an

equally bad mistake as misclassifying an object

of class B as A).

ROC analysis [11] has been proposed as an al-

ternative evaluation criterion that does not suf-

fer from these problems. A ROC diagram shows

how a classi�er can be expected to perform in an

environment with a given class distribution (not

necessarily the one of the training set) and given

misclassi�cation costs. On a ROC diagram one

can easily see under which circumstances one clas-

si�er is better than another (and whether a clas-

si�er is better than another classi�er in all pos-

sible environments). Given that di�erent classi�-

ers may perform better in di�erent environments,

it is natural to use ROC analysis to build a hy-

brid classi�er that is optimal in the sense that in

each environment it will employ the best classi�er

from all those available.

First we introduce some notation and termino-

logy. We assume a binary classi�cation problem:

objects are to be classi�ed as positive or negative.

We represent the true classes as + and � and the

predictions as pos and neg. C

posj�

represents the

cost of misclassifying a negative object as posit-

ive; C

negj+

the cost of misclassifying a positive ob-

ject as negative. We assume C

posj+

= C

negj�

= 0.

P (+) is the probability that an unseen instance is

positive; P (�) is the probability that it is negat-

ive. P (posj+) is the probability that an instance

is classi�ed as positive given that it actually is

positive; we similarly use P (negj+), P (posj�),

P (negj�).

The expected misclassi�cation cost for a single

object is then

EC = C

posj�

P (posj�)P (�)+C

negj+

P (negj+)P (+)

The true positive rate TP estimates P (posj+) and

is computed from a test set as n

pos;+

=n

+

, i.e., the

number of actual positives predicted positive over

the number of actual positives. The false positive

rate FP estimates P (posj�) and is computed as

n

pos;�

=n

�

. Using these estimates, the formula for

expected misclassi�cation costs becomes

EC = C

posj�

P (�) � FP + C

negj+

P (+) � (1� TP )

In a ROC diagram the horizontal axis rep-

resents FP , the vertical axis TP . Points

with the same expected classi�cation cost (iso-

cost lines) are on a straight line with slope

C

posj�

P (�)=C

negj+

P (+). Points with the same

expected accuracy are on a straight line with slope

P (�)=P (+). Note that given P (+) and P (�), ex-

pected accuracy can be computed from TP and

FP , but not the other way around. Also note

that these slopes cannot be negative, assuming

positive costs.

The upper left corner of a ROC diagram is the

ideal situation (FP = 0, TP = 1; i.e., all positives

and no negatives are returned). A classi�er A is

better than B in a certain situation if there exists

an iso-cost line for that situation such that A is

above the line and B is below it. A dominates B

if no situations exist where B is better than A; on

the diagram A is then to the left and above B. A

set of classi�ers S dominates a classi�er B if in

every situation there exists a classi�er in S that

is better than B; on the diagram B is then below

the convex hull of S.

1

For instance, on the ROC

diagram shown in Figure 1 B dominates F (F is

to the lower right of B). E is not dominated by B,

nor by C, but it is dominated by fB,Cg.

For each set of classi�ers S, a minimal subset

S

0

can be de�ned such that no elements e of S

0

are dominated by S

0

� feg; this is the set of all

the classi�ers that lie on the convex hull of S.

1

The convex hull of a set of points is the smallest convex

polygon that contains all the points.
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iso-cost line

random prediction

C

B

Figure 1: An example ROC diagram.

S

0

can be seen as a hybrid classi�er of minimal

complexity that still performs at least as good

as any of its component classi�ers. In Figure 1,

the convex hull is formed by the classi�ers A, B,

and C (together with the points (0,0) and (1,1),

which represent classi�ers that never, respectively

always, predict positive).

When the deployment context is not known in

advance, the area under the convex hull is a good

measure of the overall quality of this hybrid clas-

si�er. In such a case it is reasonable to try to

�nd classi�ers that are complementary with re-

spect to their application context; i.e., try to �nd

some that will appear to the far left in the ROC

diagram, and others that appear close to the top.

Note that a line of equal accuracy (iso-accuracy

line) on the ROC diagram is just a special case of

an iso-cost line, one with slope P (�)=P (+). Sup-

pose that an iso-accuracy line in Figure 1 would

be relatively steep. Then any learning algorithm

aiming at high accuracy would produce a classi�er

in the neighbourhood of A. It may not make much

sense to use many di�erent learning algorithms to

improve the ROC convex hull, since all of them

will be clustered together near A and an import-

ant opportunity for improving the ROC convex

hull at the top of the diagram is just not con-

sidered. This e�ect is illustrated in Figure 2.

1

10 FP

TP

A

.D

.F
B

.E

C

iso-accuracy line

Figure 2: The e�ect of maximising accuracy, from

the ROC point of view. All classi�ers are cluster-

ing together in the left part of the ROC diagram.

4 Deriving Di�erently Biased

Classi�ers from a Single

Classi�er

The aim of ROC analysis is to optimally employ

the information contained in a set of predictive

models, so that as good as possible predictions are

made in all circumstances. In many cases these

classi�ers carry more information than just their

(FP,TP) coordinates, and this extra information

is ignored when just computing the convex hull

for these classi�ers. The main point of this paper

is that in many cases it is easy to exploit this

extra information, and this leads to better overall

performance.

A classi�er A can sometimes be decomposed in

such a way that from the pieces new classi�ers can

be obtained. A trivial example of this is a rule set

S = fR

1

; : : : ; R

n

g with rules R

i

of the form \IF

cond

1

AND cond

2

AND . . . THEN class. Any

subset of S is a new classi�er. As the body of each

rule is a set of conditions, the same principle could

be used on those. Note that when a rule predicts

positive, then removing the rule will decrease TP

and FP , while removing a condition from the rule

will increase them.

In a similar fashion, a decision tree gives rise to

subtrees that are valid classi�ers by themselves.
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This is discussed in more detail below. First we

wish to remark that this derivation of new clas-

si�ers from the original one bears some resemb-

lance to pruning decision trees or rule sets (see

e.g. [12]). Note however that the aim is quite

di�erent: pruning a classi�er aims at �nding a

new classi�er that is simpler but has comparable

or better predictive accuracy, and in this sense

improves upon the original one. In our context

we are looking for classi�ers with properties quite

di�erent from the original one.

When a classi�er A gives rise to a set of derived

classi�ers A

1

; : : : ; A

n

, it makes sense to include

these classi�ers as well on the ROC diagram. In

the worst case A dominates all the A

i

, but it is

probable that some of the A

i

are not dominated

by A; in fact, the method for deriving classi�ers

from A could be constructed in such a way that

it is unlikely that all A

i

are dominated by A.

For decision trees we propose the following

method. Given a tree with positive and negative

predictions, order the leaves according to some

estimated probability of an unseen example sor-

ted into that leaf being positive. This probability

estimate could e.g. be the m-estimate [7], a lin-

ear interpolation between the ratio of positives in

the leaf and some a priori probability p, which is

given a weight m : e =

n

+

+pm

n

+

+n

�

+m

, with n

+

and

n

�

the number of positive/negative examples in

the leaf. As a value for p it makes sense to use

the proportion of positives in the training set. We

further choose m = 1, which means the estimate

is mainly inuenced by the proportion of positives

in the leaf and only slightly by the size of the leaf.

Now from the decision tree A new decision trees

can be constructed as follows. A new tree A

i

is the

same tree as A, except that for the �rst i leaves

according to the ordering just described (i.e., the i

leaves that predict pos with the highest certainty),

pos is substituted for the leaf's prediction, and

for all other leaves neg is substituted for their

prediction. A

0

always predicts neg, A

l

(with l the

number of leaves in the tree) always predicts pos.

The A

i

can be pruned separately (for instance, A

1

is essentially just one rule). Figure 3 illustrates

this process (the most extreme cases, all positive

or all negative predictions, are not shown, and

trees are not pruned in the �gure).

This idea is not really new; it was used, e.g., in

[3] (although not with an m-estimate), from the

-

+ - _

- +

+ + +

- +_

- _

+ - +

+-

+

increasing bias towards "+"

Figure 3: A decision tree, with some biased trees

that can be derived from it. Trees more to the

left are more biased towards negative predictions.

point of view that decision trees can be considered

rank classi�ers (i.e. classi�ers that give a classi-

�cation together with some degree of con�dence;

such classi�ers give rise to a curve in the ROC

diagram). A similar technique has been used by

G�artner [10] in experiments with the Naive Bayes

classi�er; di�erent versions of that classi�er are

constructed, with varying a priori probabilities of

having a positive. Since the probability estimates

used by Naive Bayes need not be recomputed, we

can consider this another example of deriving a

set of classi�ers from a single classi�er without

further access to the data.

Thus, there have been approaches similar to the

technique we propose here; but to our knowledge

this technique has not been described as a meth-

odology as such. Our main point here is that

the approach seems quite generally applicable,

and should probably be applied in a systematic

way. It seems worth investigating, not only for

decision trees but also for other representations,

what is the best way of deriving a set of classi�-

ers from a single one such that the set will exhibit

maximal performance on a ROC diagram. (Note

that even for decision trees, what we describe is a

rather simple approach and better ones might be

devised.)

5 Experimental results

We have evaluated the proposed method for de-

riving classi�ers from a single one on a data set

donated by the insurance company SwissLife: the

so-called Sisyphus data set. This data set was

studied in the context of the European project



6 Informatica 25 page xxx{yyy H. Blockeel and J. Struyf

Figure 4: ROC convex hull formed by classi�ers derived from a single decision tree, compared with

the convex hull formed by another set of classi�ers as reported in [10].

SolEuNet. We here present some representative

results on two classi�cation tasks (a more detailed

account of the experiments can be found in [5]).

Figure 4 shows a ROC diagram with two convex

hulls indicated. One (earlier presented in [10])

is the convex hull of a set of classi�ers produced

using multiple learning algorithms, without the

above methodology. On the second one, classi�-

ers derived from a single decision tree induced by

the Tilde system [2] on the original convex hull

were included in the diagram. The second convex

hull clearly dominates the �rst one; what's more,

in this case it even consists entirely of derived

classi�ers.

A second result is shown in Figure 5. Here the

original tree returned by Tilde was not on the con-

vex hull; it was dominated by a tree produced by

the J48 system available in the Weka data mining

tool [15]. Yet, the derived classi�ers do improve

the convex hull.

The proposed methodology was also used in

a submission to the Predictive Toxicology Chal-

lenge 2000-2001, which was organised in the con-

text of the ECML/PKDD-2001 conference.

2

A

more detailed account of the experiments is bey-

ond the scope of this paper but can be found in

[4]. The ROC diagrams constructed by the organ-

isers of the challenge (a representative example is

shown in Figure 6) are consistent with our claim

that learners aiming for maximal accuracy tend

to cluster together in the ROC diagram, and that

our methodology alleviates this problem to some

extent (even though in this speci�c case the ROC

convex hull was not improved much).

It should be pointed out that the proposed tech-

nique for deriving a set of decision trees from

a single one can improve but never deteriorate

2

http://www.informatik.uni-freiburg.de/~ml/ptc
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Figure 5: ROC convex hull formed by classi�ers derived from a single decision tree, compared with

the convex hull formed by another set of classi�ers as reported in [10].

the convex hull (as non-optimal derived classi�ers

would simply not be included), and it is computa-

tionally very cheap. For this reason it can only be

advantageous to use this methodology, when per-

forming a ROC analysis to obtain overall optimal

performance.

6 Conclusions and Related

Work

We have discussed a methodology for deriving

classi�ers from a single classi�er in such a way

that the ROC convex hull can be signi�cantly im-

proved by including these classi�ers. The method

we proposed here for decision trees is very cheap

and can only give improvements, hence there do

not seem to be good reasons for not using it in

practice.

The technique of deriving a set of classi�ers

from a single one has been used before (see, e.g.,

[3, 10], but in a more or less ad hoc way; it was

not explicitly advocated as a methodology. The

latter is much more the case in Srinivasan's work

on extraction of multiple models in ILP [13], but

Srinivasan's work is to a large extent complement-

ary to ours. Srinivasan discusses optimization of

a ROC convex hull by running an ILP system

repeatedly, varying the background knowledge.

This is a quite di�erent (and more expensive) way

of producing multiple classi�ers. Obviously, both

approaches could be combined, producing better

results than when either approach is used in isol-

ation.

The problem of cost-sensitive classi�cation has

been discussed several times in the literature;

see, e.g., [14]. A relatively recent contribution

was made by Domingos [8], who discusses a gen-

eral method for making learning algorithms cost-
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Figure 6: ROC diagram comparing submissions to the Predictive Toxicology Challenge. Note how

most classi�er are in the lower left corner of the diagram. The most notable exception is number 12,

which was produced using the methodology described here.

sensitive. Our method, while motivated from a

slightly di�erent perspective, could be seen as

serving a similar goal, and a comparison between

the methodology proposed here and these other

methods seems interesting as future work. Other

future work may include more sophisticated meth-

ods to derive biased classi�ers from trees or from

classi�er represented in a di�erent format.
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