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Abstract. Model trees are a special case of regression trees in which lin-
ear regression models are predicted in the leaves. Little attention has been
paid to model trees in relational learning, mainly because the task of learn-
ing linear regression equations in this context involves dealing with non-
determinacy of predictive attributes. Whereas existing approaches handle
this non-determinacy issue either by selecting a single value or by aggregat-
ing over all values, in this paper we present a model tree learning system
that tries to combine both.

1 Introduction

Model trees are regression trees that contain some non-trivial, usually linear, model
in their leaves. In the propositional case, they have been shown to be able to increase
predictive performance compared to regression trees that predict the same constant
value for each example falling into the same leaf. In this paper we investigate the use
of model trees in ILP. While classification and regression trees have been around in
ILP for several years now, less can be said about model trees. This may be due to the
issues arising when learning a linear regression function in the relational context.
Since individuals are related to other objects via one-to-many or many-to-many
relationships, the predictive attributes to be included in a regression function may
be non-determinate. The only relational model tree system to our knowledge that
is able to include non-determinate attributes in regression models is Mr-smoti [1],
where predictions involving non-determinate attributes are handled by averaging
predictions for each individual value.

Section 2 presents our system and discusses how we deal with the non-determinacy
issue. Section 3 presents some preliminary results. In Sect. 4 we conclude.

2 ReMauve

2.1 Mauve: a propositional model tree learner

Mauve [2] is a model tree inducer that operates on a single table. The predictions at
the leaves of the model tree are multiple linear regression models using all numeric
attributes in the table as predictors.

To estimate the quality of a candidate split, Mauve proceeds as follows. If the
split contains a nominal attribute, the heuristic function is the same as in normal
regression trees, i.e., reduction of the sum of squares. If the split concerns a numeric



attribute, instead of taking the sum of squares, the residual sum of squares is used,
i.e., the sum of squared errors calculated w.r.t. a regression plane constructed in
the target attribute. The heuristic function thus introduced was designed to be
both efficient and accurate. It is accurate, in the sense that it takes into account
the fact that linear models will be built in the leaves. It is efficient because it uses a
simple linear regression model, where the only predictive attribute is the attribute
used in the split. The authors have shown that this approach does not significantly
differ in generalization performance, when compared to more complex approaches.

2.2 Upgrading Mauve to relational learning

We will now discuss how we incorporated Mauve’s heuristic and predictive func-
tion into Tilde [3], a first order decision tree learner. As mentioned before, when
upgrading Mauve to the relational context the main problem to consider is how to
deal with non-determinate predictive attributes in the regression models. In rela-
tional learning, two approaches exist. ILP systems usually handle sets of attributes
related to the same individual by selecting specific elements from them. Other sys-
tems, e.g., certain propositionalization approaches, use aggregates to summarize
these sets. In our system we allow both approaches and try to combine them.

In our relational model tree system, called ReMauve (Relational Mauve),
we proceeded as follows. The user specifies a number of regression attributes in
Tilde’s language bias. They may be numeric attributes occurring in the dataset
(determinate or non-determinate) or aggregates that summarize a non-determinate
attribute. See [4] for how to add aggregate conditions to Tilde’s language bias.
The use of these regression attributes is twofold. First, they are used to construct
the multiple linear models in the leaves of the induced model tree. Second, they
are used in the heuristic function. For this purpose, when declaring the regression
attributes, the user also needs to specify to which rmodes (Tilde’s basic language
constructs) they correspond. For calculating the heuristic function for a candidate
split, the system uses simple linear regression equations, as in the propositional
case. Since several regression attributes may correspond to the numeric test in the
split, several linear equations are constructed and the ones leading to the best
heuristic value is retained.

A problem remains when using a refined test in the split condition of a node.
Since the regression attributes are calculated beforehand, they do not take into ac-
count refined conditions. This problem also occurs when using complex aggregates
[4], i.e., aggregate conditions where the query that defines the set to aggregate on
has been refined with selection conditions. It is practically infeasible to enumerate
and calculate regression attributes corresponding to such complex aggregate con-
ditions beforehand. One can solve this by splitting a test in a deterministic part
(computing the attribute) and an inequality operator, and using the computed
attribute as the regression attribute used in the heuristic function.

3 Experiments

A preliminary experiment was performed on a synthetic dataset, where the target
function is a model tree having 4 leaves as shown in Fig. 1. A dataset of 1000 ex-
amples was generated according to this target function. Each example contains one



Table 1. Experimental results on a synthetic dataset.

ReMauve Tilde-RT Hybrid

Avg. MSE 1.33 4.02 1.40
Tree Size 11 27 27

x-predicate, 8 y-predicates, and one target predicate to which gausssian noise was
added. We compare our algorithm ReMauve with Tilde-RT, i.e. the regression
tree module in Tilde. Both algorithms are able to include aggregate tests in the
nodes. A third setting was also tried in which Tilde-RT was used with regression
models predicted in the leaves. This allows to interprete the effect of predicting
linear models and using linear models in the heuristic separately. Table 1 reports
tree size (as the number of leaves) and predictive performance measured as the
average MSE of 3 threefold crossvalidation runs.
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Fig. 1. Target function for the synthetic dataset.

The table shows improvement for ReMauve for both predictive performance
and model complexity over Tilde-RT. Interestingly, we see that using linear mod-
els in the leaves results in a large predictive improvement, while the adapted heuris-
tic function results in shorter trees.

4 Conclusion

We have presented a relational model tree learner, ReMauve, which is an up-
grade of a propositional system to the relational context. Issues regarding the
non-determinacy of predictive attributes are handled by summarizing them using
aggregate functions as max, min, avg,.... Further work includes having complex
aggregate conditions in the regression equations. Another direction for future work
involves testing the presented algorithm on real world datasets and comparing the
results to other model tree systems.
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