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5.6.1 An overview of web mining

Introduction
The World Wide Web is an enormous information repository, but in order to effi-

ciently access the information contained in it, sophisticated software is need-

ed. This software is to a large extent based on data mining technology. In this

section we start with a brief discussion of the nature of the Web and the specif-

ic problems encountered when trying to find information. We then give an

overview of the many techniques that exist for web mining, illustrated with

applications of these techniques. Note that with this overview we aim only at a

high-level discussion of techniques; for a more thorough discussion we refer to

[Kosala, 2000].
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The World Wide Web

In the early nineties, people started to use the term ‘World Wide Web’ (WWW) to

refer to the rapidly growing network of computers that were connected to each

other via the Internet. While the Internet itself is much older, it is only around

that time that the concept of the Web as a single, huge and distributed reposito-

ry of information came into existence. Several evolutions contributed to this:

– More standardization started to appear in the way in which information was

made available (the concepts of web pages and web sites evolved).

– The use of HTML created a separation between the logical format and the

physical format of the stored information, making the physical format trans-

parent to the user. Instead of needing to search through the directories of

some file system, looking for files of a certain type, the structure of the infor-

mation repository was reflected in so-called hypermedia: easily readable

documents that contain text, images, etc., but most of all contain links that

connect to other documents.

– The concepts of Internet nodes and connections became largely invisible for

the user. By clicking on a word in a hypertext, the user ‘follows a link to

another document’. It is irrelevant whether the other document resides on

the same computer or another one; from the user’s point of view it is as if all

the information is simply available on their own computer.

– Sites appeared that indexed the mass of information on the Web, and thus

could serve as entry points (‘portals’) for users looking for specific informa-

tion. These sites typically also offer search engines.

Thanks to these developments the Web can now be seen as a gigantic database

that contains many different kinds of information, offering many different ways

to query. Moreover, anyone can contribute to this database, not only by provid-

ing new information on their own web site, but also by extending the querying

possibilities of the Web. For instance, anyone who feels they have found a bet-

ter way of accessing the information on the Web could in principle just write an

interface and ‘plug it in’ by putting the interface on their own web site, thus

extending the technical capabilities of the Web.

In this sense the WWW can be considered, if not the largest, certainly the most

flexible database ever to have existed.

Finding information on the Web

Unfortunately, there is a drawback to the Web as an information repository.

While the quantity of information that is — potentially — available is huge, in

practice it may be much less, in the sense that it may not be obvious how to

obtain it. If we define accessibility of information as the ease by which the infor-

mation can be obtained (i.e. how much knowledge or expertise is needed to

obtain it), then the accessibility of information on the Web leaves much to be
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desired. The knowledge and expertise involved in getting certain information

from the Web (in addition to being able to use a web browser) may consist of:

– knowing on which URL4 the information resides;

– knowing where to find and how to use a search engine on the Web; the use of

a search engine may range from very simple queries (entering a keyword) to

rather complex queries (involving Boolean operators, or the specification of

a domain name);

– knowing how to write a special-purpose agent that searches the Web for the

information.

It is easy to find information, if one knows where it is, but it is unreasonable to

assume that the user always has this information. On the other hand, the third

option (writing a special-purpose program) presupposes a level of expertise that

very few users have. Hence, the availability of good and easy-to-use search engines

is crucial for increasing the accessibility of information on the Web. The reason

why we consider the information on the Web to be poorly accessible is that the

quality of current-day search engines still leaves much room for improvement.

Certain kinds of information can easily be found by using a search engine. For

instance, if the user types in ‘Amsterdam’ as a keyword to search for, the chance

is very high that the first pages the search engine returns contain information

about the city of Amsterdam. But if the user wants to learn about computers,

typing in ‘computers’ may give you millions of pages, only very few of which will

contain relevant information. Typing in a phrase such as ‘learn about comput-

ers’ will probably help, but may still return too many pages, the majority of

which are of little interest; moreover the most interesting ones may be so far

down the list that the user will never discover them, and some very interesting

pages may not even be in the list, because they do not contain the keywords

themselves but only related words. Search quality can be quantified with two

parameters: recall and precision, explained in Inset 1.

Inset 1: Recall and precision

The terms ‘recall’ and ‘precision’ are often used in the domains of information

retrieval and extraction to indicate the quality of the result of a search. In the context

of the above example, ‘recall’ refers to the proportion of the actually interesting

pages that the search engine returns, and ‘precision’ refers to the proportion of pages

returned by the search engine that are actually interesting.

More formally: given a set S (e.g. the set of all web pages) from which we want to

extract the set of all members of S that satisfy some criterion C (denoted S[C]), and

the result of the extraction process is a set A, then:

Recall R = |A[C]| / |S[C]|

Precision as P = |A[C]| / |A|
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In the above example S is the set of all web pages on the Web; however in other

contexts it could be the set of all web sites (where a site is defined as a collec-

tion of pages that all belong together), the set of all images occurring on the

Web, the set of all words occurring on the Web, the set of all words occurring in

a given document, etc.

Obviously, when looking for information on the Web, the user prefers answer

sets with high recall and precision; ideally the system should return everything

that is of interest, and nothing else. Present day web technology is limited in the

sense that for many kinds of questions, it is very hard to formulate a question in

such a way that a set of answers with high recall and precision is returned 5.

In order to improve the situation, there is a need for more intelligent search

engines. Several research domains are involved in building systems that return

relevant information from a large information repository. We can distinguish:

– Information retrieval (IR): in this research domain the question of how to find

relevant documents is studied. This problem is closely related to the problem

of finding web pages that was discussed above.

– Information extraction (IE): in this research domain study centers on how to

extract certain information from a single document. Assuming the document

is an article published on the Web, finding the name of the author of the arti-

cle or finding the names of all authors mentioned in the references section of

the article are typical information extraction tasks.

These research domains are linked to each other by the technology they use,

and in the same way they are linked to knowledge discovery and data mining.

Indeed, techniques from data mining can be used for the goals of information

retrieval and information extraction, as we shall see later on. However, because

of its ability to construct new knowledge, data mining (or the knowledge discov-

ery process as a whole) can also be used for yet another task: extending the

Web with new information. This information could itself be made public on the

Web, or it could serve the private purposes of the user (for instance, supporting

knowledge-based inference and problem solving, see Example 2). When knowl-

edge discovery is a goal in itself, then information retrieval and extraction

become a preceding process, because standard data mining techniques usually

cannot work with such heterogeneous information as is found on the Web, and

preprocessing the data may involve IE and IR technology.

In summary, there is a complex interaction between data mining and informa-

tion retrieval/extraction: both may employ the other to achieve their goals. A

data mining technique might use data that have been extracted from the Web

using IR and IE, and the latter may again use (other) data mining techniques.

In accordance with [Etzioni, 1996] we define web mining as the whole of data

mining and related techniques that are used to automatically discover and

5 Actually recent research

[Lawrence, 1999] has shown that a

large percentage of the Web is not

even indexed, which further reduces

the maximum possible recall of

search engines. The problem of

indexing is out of the scope of this

text; here we focus on obtaining

information from those parts of the

Web that are indexed.
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extract information from web documents and services. We add ‘and related

techniques’ here, because the term ‘mining’ in this context is often used in a

more general sense than as only referring to data mining in the classical sense.

Data mining technology can help in many different ways to improve the intelli-

gence of search engines. In the following we distinguish three different

approaches:

1 Web content mining: investigating the content of documents in order to find

relevant information.

2 Web structure mining: using the structure of the Web (i.e. the way in which

different web pages are linked together) to find relevant information.

3 Web usage mining: using previously stored knowledge about the behavior of

human users of the Web (for instance, how they navigated through the Web)

to find relevant information.

In all three cases, the focus is on the use of data mining techniques for retrieval

and extraction of information that is already there somewhere on the Web, not

on the construction of new knowledge (which is a separate goal). In the follow-

ing three sections we will give an overview of these different approaches. Next

we discuss knowledge discovery and information integration, and finally we

conclude with some practical illustrations.

Web content mining
Web content mining concerns the use of data mining techniques on the level of

the contents of web documents. We distinguish two views here: the database

view, where the Web is more or less considered to be a normal, relatively struc-

tured database which can be queried using some structured query language;

and the information retrieval (IR) view, where the Web is considered a collection

of largely unstructured documents.

In this part of the text we focus mainly on the mining of structured or text docu-

ments. Techniques for mining information hidden inside images, audio files,

etc., which we refer to as multimedia mining, are the subject of Chapter 5.5.

The database view

HTML

In the database view, web documents are considered to be much more struc-

tured than in the IR view. Documents on the Web are defined in HyperText

Markup Language (HTML). When mining inside an HTML document, the struc-

ture of the document as indicated by the HTML tags will be exploited.

However, the structure imposed by HTML is purely for presentation purposes.

Indeed, HTML only provides tags to specify the title of the document, to parti-
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tion the document into paragraphs, to indicate lists, tables, hyperlinks, and so

on. The HTML file in Inset 2, for instance, displays the page in Figure 1 and could

be part of a web page of a computer vendor where each separate page contains

the data of each offered computer.

Inset 2: HTML

Tags are the words between brackets and determine how the text in between should

be displayed. For instance, the text Laptop 44X3D between the start-tag <TITLE> and

the end-tag </TITLE> is the text displayed in the title bar of the web browser. Two

matching tags together with the text in between is called an element. Further,

<BODY> specifies the content of the HTML file and each <LI> determines a list item.

An example of a HTML file is given below.

<HTML>

<HEAD>

<TITLE> Laptop 44X3D </TITLE>

</HEAD>

<BODY>

<LI> ABT </LI>

<LI> grey </LI>

<LI> 2000 </LI>

</BODY>

</HTML>

Although HTML, based on tags, is an excellent mechanism to provide platform

independent browsing, it hardly imposes any semantics. Clearly, ABT, grey, and

2000 are properties of the laptop 44X3D and a human can defer their meaning,

but not a computer program. Additionally, it could be possible that different lap-

Figure 1
Screen grab of browser displaying

Inset 2.
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top models have different properties and there is no way to specify this in

HTML, while keeping the structure and the content of the document separated.

XML

Currently there is ongoing work in the area of what is called a ‘semantic web’

[Berners-Lee, 1998]. The idea here is to make the Web more understandable to

computers by providing semantic tags in documents. An important impulse in

this direction is given by the use of XML (eXtensible Markup Language) instead

of HTML for web documents. XML is a new standard 6 for the specification of

structured documents developed by the World Wide Web Consortium (W3C) and

is essentially a cleaned up version of the Standard Generalized Markup

Language (SGML). However, for the purpose of this section we can say that XML

is just HTML with user definable tags.

Like HTML, XML adds extra information by means of tags. Only in the latter case,

this information is not longer restricted to presentation (see Inset 3). For

instance, the tag <supplier> indicates that ABT is the supplier of the laptop

model 44X3D. Hence, every application that is capable of reading XML ‘knows’

that this vendor offers a grey laptop 44X3D of ABT at the price of 2000.

Inset 3: XML

The information in Figure 1, for instance, could be represented in XML as follows:

<product>

<model> Laptop 44X3D </model>

<supplier> ABT </supplier>

<color> grey </color>

<price> 2000 </price>

</product>

In comparison with relational databases, tags perform the function of column

names of relations. XML, however, has the advantage that it can deal with irreg-

ularly structured data. Furthermore, it is platform independent and even appli-

cation independent in the sense that one does not need the program that has

generated the XML file as it is just ASCII. Maybe the most important advantage

is that almost any data format can be readily translated into XML, which makes

it suited as an intermediate format for data exchange on the Internet. In fact,

many software vendors already bet on XML to become tomorrow’s universal

data exchange format and build tools for importing and exporting XML docu-

ments.
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DTD’s

As the tags in the XML document describe its semantics, XML is often called

‘self-describing’. Nevertheless, for information extraction and integration pur-

poses, it is convenient to have some information in advance on the structure of

a collection XML documents. Such information is provided by Document Type

Definitions (DTD’s), which are essentially grammars. In brief, a DTD specifies the

regular expression pattern for every element that subelement sequences of the

element need to conform to. A document that conforms to a specific DTD is said

to be valid with respect to this DTD. For the above example, such a DTD could

say that each XML file consists of a sequence of products, where each product

consists of a model, a supplier, a color, and a price, that the order does not mat-

ter and that, for instance, no tag is compulsory. In general, the structure of a

document can be quite complicated as elements can be arbitrarily nested.

A document’s DTD, hence, serves the role of a schema specifying the internal

structure of the document. DTD’s are critical to realizing the promise of XML as

the data representation format that enables free interchange and integration of

electronic data. Indeed, without a DTD, tagged documents have little meaning.

Moreover, once major software vendors and corporations agree on domain-spe-

cific standards for DTD formats, it would be possible for inter-operating applica-

tions to extract, interpret, and analyze the content of a document based on the

DTD it conforms to. Despite their importance DTD’s are not mandatory and an

XML document may not have an accompanying DTD. This may be the case, for

instance, when large volumes of XML documents are automatically generated

from, say, relational data, flat files, or semi-structured repositories. Therefore, it

is important to build tools that infer schema information from large collections

of XML documents. Garofalakis for instance, developed the tool XTRACT for

inferring DTD’s [Garofalakis, 2000]. However, to overcome the limited typing

capabilities of DTD’s, a lot of other formalisms, like XML schema, XDR, SOX,

Schematron, DSD, and RELAX, are currently being developed, but none of them

is a standard yet. Hence, a lot of work remains to be done in this area.

Queries on XML data

When schema information is present, information extraction reduces to writing

queries in an XML query language. Although there is at the moment no standard

XML query language, several have emerged over the past two years. Some of

them, like XML-QL [Deutsch, 1999] and Lorel [Abiteboul, 1997] are based on

query languages developed for semi-structured data. In brief, they consist of a

WHERE and a CONSTRUCT clause. The WHERE clause selects parts of the input

document, mainly by means of a pattern with variables, while the CONSTRUCT

clause determines how these selected parts should be assembled to form the

output. Consider, for instance, the XML-QL query given in Inset 4.
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Inset 4: XML-QL query

WHERE <product>

<model> $m </model>

<supplier> ABT </supplier>

</product>

CONSTRUCT <ABT>

<supplies> $m </supplies>

</ABT>

The WHERE clause selects all models occurring in a <product> element sup-

plied by ABT. Here $m is a variable. The CONSTRUCT clause specifies that for

each match for $m an element <ABT> should be created with a subelement

<supplies>. XML-QL has also more advanced features like tag variables, sub-

queries, aggregates, and path expressions.

Other languages

XSL7 is a template based language developed by W3C. Initially, the aim of this

language was to support easy transformations from XML to HTML. However,

recent additions lifted XSL to a full fledged XML transformation language.

Although XSL is definitely not a query language in the usual sense, as it is much

too procedural and too difficult to use, it is the only one commercially available.

Another language is XML-GL8, which is graphical and therefore well-suited for

supporting a user-friendly interface. Finally, we mention the language Quilt

[Robie, 2000] which is a mixture of features of XSL and declarative WHERE and

CONSTRUCT constructs.

As XML is a relatively new topic, not all these languages are already well studied

(but see [Bonifati, 2000; Bex, 2000]) and it remains to be seen which language

and which features will make it into a standard.

For more information on XML, XML query languages, and semi-structured data,

we refer to [Abiteboul, 1999].

The information retrieval view
In the IR view, web documents are viewed as poorly structured resources, hence

these approaches do not depend much (or at all) on such structure. For

instance, XML tags are typically not available, and HTML tags may be available

but sparse; hence the system should not depend on them too much. Instead, IR

approaches depend more on statistical properties of documents (e.g. frequen-

cies of specific words), or on grammatical analysis (deep or shallow) of text.

The properties of documents that can be used depend on the representation of

the documents. An often used representation is the ‘bag of words’ representa-

tion, where a document is described by listing how many times each word
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occurs in it (the position of the words is thus ignored). A document would for

instance be considered highly relevant for a keyword search if the keyword

occurs often (relative to its ‘average’ occurrence in documents in general).

This representation can be improved by finding and exploiting correlations

between words. A simple technique is stemming (e.g. ‘cat’ and ‘cats’ could both

be counted as occurrences of the stem ‘cat’), more advanced techniques may

try to find related topics and synonyms by analyzing the co-occurrence of words

in documents, etc. Instead of words, one may also use n-grams (word

sequences of length n) or phrases; or one can add (limited or full) information

about the positions of the words. Finally, an interesting line of research is that of

topic detection and tracking (TDT) [Allan, 1998], where the aim is to follow a

‘story’, a thread of related events, throughout several documents. Thus the con-

text of a single document (its place in the story) can be used to obtain informa-

tion on what it is about.

Several interesting applications of the ‘information retrieval’ type of web mining

exist. We mention Personal WebWatcher [Mladenic, 1996]9, which is a web

browsing assistant that accompanies the user, when browsing from page to

page and highlights interesting hyperlinks. This system generates a user profile

based on the content analysis of the requested web pages without soliciting

any keywords or explicit rating from the user. Another example is NewsWeeder

[Lang, 1995], an intelligent agent that filters electronic news. The system has a

common user interface that enables the user to search and access the news,

and provides some additional functionalities to collect user’s ratings as feed-

back. From this information, the NewsWeeder assigns the predicted relevance

of each article with text classification methods and generates a list of the top

articles found according to the user profile.

Another example of a method of the information retrieval type is given in

Section 5.6.2, Extracting knowledge from the Web.

Web structure mining
Web structure mining denotes the use of data mining techniques on data about

the structure of web sites, i.e. the way in which different pages are linked to

each other. This structure can be investigated on several levels: locally on a web

site (i.e. the way in which pages on the same web site are linked together), or

more globally by also taking into account pages on other sites that are linked

(possibly indirectly, through a chain of links) to the page under investigation.

The structure of the Web is usually modeled as a graph, which is a natural way

to represent the connectivity of the links in the WWW.

Web structure mining can be useful for a variety of tasks. Common tasks are

finding interesting sites, web communities and topics.
9 See also Machine learning on

distributed text data, Mladenic’s

PHD thesis on the CD-rom.
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Interesting sites, authorities and hubs

The first task we will discuss is the identification of web sites that are of high

general interest (i.e. not necessarily just for some specific topic). This approach

is based on the assumption that a link to another site can very often be viewed

as an implicit endorsement. For example, many personal web sites direct peo-

ple to Yahoo as a search engine; this can be viewed as an indication that Yahoo

is an interesting site. Of course many links are just for navigational purposes

(‘return to the main page’), they can be advertisements, or even point to a site

explicitly disapproved of; but when a large enough number of links is present

the number of such ‘false’ links is usually negligible and hence the existence of

many links to a web page can be seen as an indication of authority [Kleinberg,

1998]. When a web site provides many links to other popular web sites, we can

call it a hub. Thus, web structure mining is useful to find authority sites and hubs.

Web communities

Next to identifying interesting sites, web structure mining can also be used to

discover entities at a higher level, e.g. collections of sites [Kumar, 1998]. One

example of this is a so-called ‘web community’: a collection of web sites that

have similar contents and aim at users with similar interests, and that are usual-

ly highly interlinked. One could consider, for instance, a collection of soccer fan

sites in which most sites have links to most other fan sites. A user wanting to

find information on soccer will be helped better, if the existence of this collec-

tion of sites is explicitly mentioned in the result of a query than if all these sites

occur as different answers. It is obvious that web structure mining can play a

major role in the discovery of web communities.

Topics

A third application of web structure mining is in learning which topics are relat-

ed to each other. Using web content mining, one could infer that two different

words are somehow related to each other, if they often co-occur in the same

document. With web structure mining the same can be done on a more global

level: one can, e.g. infer that two different topics are related, if many links exist

between pages that are about topic 1 and pages about topic 2, even though the

two topics do not often co-occur on the same page.

Combined structure and content mining

The tasks discussed above are examples of global web structure mining. Similar

techniques can be used on a more local level, although in this case they are

often highly intertwined with web content mining and the difference between

both is not always clear-cut (as pointed out in [Kosala, 2000], where the term

‘web structure mining’ refers mainly to structure mining on a more global level).

A nice application of combining content and structure mining is motivated by
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the idea that it is often easier to derive what a page is about by looking at the

contents of both the page itself and the contents of pages that have links to the

page. [Blum, 1998] follow this approach in the context of their study of co-learn-

ing. One learning task they consider is learning to tell whether a web page is the

home page of a course or not. In order to classify pages, they not only look at

words occurring on the page itself, but also at the words associated with the

links on other pages that point to the page. (E.g. the page itself may not contain

the phrase ‘home page’ but a student might link to the page with the words

‘home page of data mining course’; the latter is indeed a strong hint that the

page is indeed a course home page). Blum and Mitchell showed that their

approach of looking also at other pages increased the classification accuracy of

their system significantly.

Web usage mining
The idea behind web usage mining is to infer information from the behavior of

users of the Web. Web usage mining is often quite visible on the Web. A typical

example is cross-selling, a functionality offered by many on-line stores: when

the user asks information about a book, the site offers, among other things,

information of the kind “people who bought this book also bought...” In this

way the store can point the user to other potentially interesting information,

bypassing any investigation of contents or structure of web documents, but

instead using a log of the behavior of users of the site. It will be clear that in this

way connections can be found that would be hard to find using content or struc-

ture mining. Instead, the intelligence that humans demonstrate in selecting the

right information is directly exploited by the computer system. This is an impor-

tant and fundamental advantage of web usage mining over the other web min-

ing categories we have discussed.

The applicability of web usage mining is much broader than the above example

suggests, and it can also be applied in less visible ways. For instance, a search

engine that keeps logs of the keywords typed in by its users might detect that

certain keywords often occur together or are used for successive searches. In

this way a search engine might try to assist the user by reporting on pages that

do not contain the exact words typed in by the user, but contain related words,

or it might at least suggest to the user to try searches containing those words.

Self-adapting web pages are another interesting example of web usage mining.

Such web pages keep logs of how many times users follow certain links, and

based on this information rearrange themselves so that the links that the page

thinks are of most interest to the current user are made more clearly visible.

More on adaptive web sites can be found in Section 5.6.3, Mining for adaptive

web sites.

Web usage mining is getting more important as more and more companies

adopt e-business strategies. Corporate web sites are becoming new channels
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http://www.jango.com

11 For example 
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for customer relationship management (CRM). A tremendous amount of web

usage data is generated by the interactions of customers with the Web, such as

cookies, form data, referrer data, server log data, session data, etc. These data

(possibly combined with content and structure data) could become a source of

valuable knowledge about web users or customers. Information providers could

learn about customer interests, preferences, life style, and behavior individually

or collectively. With web usage mining, individual CRM and marketing could be

done intelligently. Learning about customers and matching their preferences

provides a new competitive advantage.

Knowledge discovery and information integration
While the previous sections discussed the use of data mining techniques for

extraction of already existing knowledge, the subject of this section is mainly

the construction of new knowledge. Classically, knowledge discovery focuses

on finding patterns or relationships in data sets. However, in the area of web

mining another approach deserves attention, one that we refer to as ‘informa-

tion integration’. Here the focus is not so much on finding patterns, but on com-

bining existing chunks of information into one consistent whole. The difficulty of

this task arises from the fact that information on a single topic is kept at several

places on the Web, and possibly also in different formats. This issue is not typi-

cally raised in classical knowledge discovery approaches, although it may gain

importance there too.

Indeed, as web data are becoming an increasingly important component in

making business decisions, more and more companies recognize the need to

use web data to extract additional value. Besides the external data such as

those available from the Web, even today’s companies’ internal data sources

are heterogeneous and distributed in different locations to accommodate differ-

ent needs and types of customers. This situation creates problems, when one

wants to derive a single, comprehensive view of these data. Information inte-

gration can be seen as an automated method for querying across multiple het-

erogeneous data sources in a uniform way. Once the data have been integrated,

they are more easily accessible for further analysis by either human analysts or

data mining systems. 

Basically there are two approaches to web information integration. These are

the virtual database 10 and the web warehousing approach 11.

Warehousing approach

In the warehousing approach, data from some web sources is collected into a data

warehouse and all queries are applied to the warehouse. The advantage of this

approach is that performance can be guaranteed at query time. The disadvantage

is that the data in the warehouse could be outdated, if not checked frequently.
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Virtual database approach

In the virtual approach, the data are not replicated, but stay in their original

locations. All queries are posed to a mediated or global schema, usually

designed for a specific application, inside a mediator. The mediated or global

schema is a set of virtual relations that are not actually stored anywhere. The

mediator then translates the queries from users into queries that refer directly

to the source schemas, usually done through wrappers. The advantage of the

approach is that the data is guaranteed to be fresh. The disadvantage is that

even with sophisticated query optimization and execution mechanisms, good

performance is not guaranteed. However, the virtual database approach is more

appropriate, when the number of sources is large, the data are changing fre-

quently, and there is little control of data sources. For these reasons, most of

the recent research focuses on the virtual database approach, which is also our

focus here.

When building such a web integration system, the following issues arise:

– Data modeling: an information integration system works on the pre-existing

data. Thus, the first thing that the designer should do is to develop the medi-

ated or global schema that describes the selected data sources and reveals

the data aspects that might be interesting to the users. Along with global

schema, the system needs the source descriptions. The descriptions specify

the mapping of the global schema with local schemas at the data sources.

The source descriptions served as arbitrators in case of contradictory, over-

lapping, semantic mismatch, and different naming conventions where differ-

ent names refer to the same object. Thus, the system needs expressive and

flexible mechanisms to describe the data. There are several techniques pro-

posed for those purposes. The most well known technique is using XML with

a shared DTD. Others work with ontology, for instance in the RDF (Resource

Description Framework) method. Some others work with a knowledge repre-

sentation language based on mathematical logic.

– Query reformulation, optimization and execution: because the user poses

queries to the global schema, an information integration system must refor-

mulate the user queries into the sources queries. Clearly, as the language for

describing the data sources becomes more expressive, the reformulation

process becomes more difficult. Furthermore, the system needs a query exe-

cution plan, which is the task of a query optimizer. The query execution plan

specifies the order for performing the different operations in the query, and

the selection of the algorithm to use with each operation. The task of the

query optimization engine is difficult, for the following reasons. Firstly, the

quantity of data on the Web is huge and autonomous, which means that the

statistics about the sources (whether they are reliable or not) are not known

in advance. Secondly, the structure of the data varies greatly, ranging from
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12 Data objects (rows) containing

two or more components.

13 http://citeseer.nj.nec.com

semi-structured to unstructured data. and sources strongly differ in their

processing ability. Thirdly, the data on the Web and their structure are con-

stantly changing. Fourthly, the time needed to access the data may vary

across the sources and time. After the query execution plan is completed, it

is passed to the query execution engine.

– Wrapping the data sources: a wrapper is a program that reformats the data

from the sources into a format that is usable by the query processor of the

system. The wrapper extracts the data into a suitable source schema. An

example is when the source is an HTML document. In this case the wrapper

needs to extract a pre-specified set of tuples 12 from that document. Clearly, if

the data and structure of the data changes frequently, manual development

of wrappers is not feasible. As we have mentioned above, the development

and the widespread use of XML will help to solve this problem.

Thus, web integration systems are different from typical heterogeneous data-

base systems. There are several ways in which data mining techniques can help

to alleviate some of the problems encountered above. Currently, the web mining

techniques are mostly used in developing wrappers, which automate the map-

ping of the sources’ data to the source schemas. Recently, a data mining

approach is used to learn the mapping of the global schema into the source

schemas, which is the task of the query reformulation engine.

Some practical applications of web mining

Example 1: ResearchIndex

ResearchIndex 13 is a digital library for scientific literature in the computer sci-

ence domain. One of the most interesting features of this site is that the con-

struction of the library is highly automated. For instance, the system automati-

cally searches the Web for on-line papers that are relevant to computer science,

tries to extract all kinds of information on those papers (such as title, authors,

sub domains of computer science for which the paper is relevant, etc.) and

stores the information in a database. For this search, a mix of content mining

and structure mining is used.

Perhaps the most impressive (at least from the information extraction point of

view) software component underlying ResearchIndex is its Autonomous

Citation Indexing technology. Citation indexing is the process of gathering and

storing information about which articles are cited by which other articles. This

kind of information is very valuable to researchers, for instance because it

allows them to easily find related articles starting from a given one (note that

the reference section in an article gives an overview of the papers cited by the

article, but not of papers citing it). In a summarized form it is also useful for bib-

liometry, the science that studies how articles and authors refer to one another
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and that is sometimes used to estimate the impact of journals or publications.

Citation indexing is important enough to allow for the existence of specialized

companies that continuously gather such information manually and regularly

publish new databases with this information. See also Section 2.2.3, Science

mapping from publications.

The Autonomous Citation Indexing technology of ResearchIndex employs auto-

mated techniques to gather the necessary information. For each article in its

database it tries to find the references section and to extract from this section,

for each reference, the authors, title, journal where it appeared, publication

date, etc. This information is again stored in the database. Under the assump-

tion that most of the information has been extracted correctly, the database can

then give relatively accurate answers to queries such as ‘list all papers that con-

tain ‘data mining’ in their title’, ‘which papers have a reference to paper X?’, or

‘how many articles, authored or co-authored by person Y, have been published

in the year 1999?’.

Obviously, the task of automatically extracting author names, article titles, etc.

from documents is difficult, and errors do occur in the database; but if one is

interested in general statistical information (as for bibliometry), then good

approximations of the actual values are obtained, whereas if one is interested in

specific information (e.g. which articles are citing my article?) then in many

cases incorrect results are still sufficiently interpretable by the user to be of use.

Thus, while the information offered by ResearchIndex is not perfect, it is certain-

ly good enough for practical purposes. Information on its Autonomous Citation

Indexing technology is available at 

http://www.neci.nec.com/~lawrence/aci.html.

Example 2: Creating corporate profiles

This is an example of integration of information from heterogeneous and dis-

tributed data sources 14.

Finding and integrating information from different sources is time-consuming

and error prone, when done manually. Consider, for instance, the task of a finan-

cial analyst. For a given company, the analyst needs to gather information relat-

ed to this company from various resources. These resources can be internal

data, which is corporate engagement database with that company, an

EdgarScan database that contains financial performance derived from U.S.

Securities and Exchange Commission (SEC) fillings that is available internally,

and external data that is nearly real-time data such as on-line newspapers,

financial web sites, etc.

The related company data from the above sources have to be retrieved, extract-

ed into a corresponding source query, resolved from semantic conflicts and inte-

grated. Web mining techniques could be used to build the information retrieval

and extractor part, since building it manually is time-consuming and not scalable.
14 http://context.mit.edu/~coin/

demos/
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There have been some intelligent information agents and information extraction

systems built to deal with the above problem. The ongoing work on a ‘semantic

web’ will make the resolution of semantic-conflict problems more manageable.

See also Section 5.6.2, Extracting knowledge from the Web.

The resulting integrated data can serve as a starting point for further analysis or

as an input to decision support systems. If needed, the integrated data can be

used as an input to a data mining system, which an analyst could use to discov-

er interesting new knowledge about that company. Another approach to compa-

ny rating can be found in Section 3.2.2, Visual assessment of creditworthiness

of companies.

Conclusions
The World Wide Web, viewed as a huge and heterogeneous repository of infor-

mation, motivates the development of new techniques for retrieving informa-

tion, techniques that are much more sophisticated than the ones typically used

for classical databases. There is cross-fertilization between information

retrieval and extraction on the one hand, and data mining on the other hand.

Both may be useful as a component of the other. The state of the art in both

domains is steadily advancing, as can be seen by several impressive applica-

tions that already exist on the Web. On the assumption that the current trend

continues, it is reasonable to expect that in the next decade the Web will evolve

into a knowledge base, the completeness and intelligence of which will largely

surpass that of any encyclopedia, newspaper or classical library, and for many

domains even that of human experts.
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