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Abstract

In this paper we propose a methodology to guarantee resource contracts and increase
reliability across updates in embedded soft real-time systems. We present the road map
to a solution based on the verification of component updates using update contracts. In
our system the behavior of all components is modeled in detail. Relying on a resource
aware component system which has full control over all resources we will be able to
guarantee that an update doesn’t cause resource constraint violations for components
that are not updated. We also lay out a tool which helps the software developer in
estimating the maximal resource consumption of a certain update and determining the
impact of a that update on the running program.

Keywords: component based development, embedded systems, software evolution, con-
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1 Introduction

In theory, dynamic software updates are a god sent gift for embedded software developers: dy-
namic updates allow for easy bug fixing, adding functionality on demand (for instance adding
an encryption component to your Bluetooth enabled PDA when you enter an untrusted net-
work) or updating firmware without recalling all devices on the market. In practice however,
we argue that strong verification is needed to guarantee system reliability and quality of
service across updates.

While dynamic software adaptation introduces great benefits for embedded systems, it
also imposes a severe threat on the reliability and quality of service aspects of the system.
Each modification to the code of a component (for example changing an algorithm by a
faster, but more memory consuming version) will change the resource consumption and QOS
properties of that component. Since resources in embedded system are typically scarce,
changing one component may impact the complete running program. In an ideal scenario,
the impact of this component update will not cause any problems. However, we believe that
for the majority of updates, problems will occur in the form of missed deadlines or even
corrupted systems during or after the update.

Our pessimism is rooted in the fact that even though the impact of the component update
on the running program may be minor, the updating itself requires a significant amount of
resources since it can require among others having two versions of a component in memory
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at the same time while transferring the internal component state from the old to the new
version. Therefore, even if the new component will fit seamlessly into the running program,
the updating process itself will most likely cause the program to violate its timing or memory
constraints.

In order to avoid the problems mentioned above we need to have reliable information
on the resource consumption of a new component version and of the update process itself.
Using this data we can determine the impact of a given update on the running program and
evaluate if that update can be performed without causing the running program to violate its
resource constraints.

In this paper we focus on the quality of service aspects of evolution, not the technical
details of the evolution of components itself. For the more technical aspects of the evolution
process itself we refer to [10, 11]

2 Modeling component behavior

In order to be able to estimate what the impact of the update of a component will be on the
program to be updated, we need to know exactly how this component behaves. Not only do
we need to know how that specific component behaves, we also need to have information on
how its neighbors behave and how all these components interact. In this section we present
a brief overview of how we will model component behavior and component interaction using
contracts [2, 4].

We distinguish three types of contracts:

Component contracts: Each component has a component contract associated to it. This
contracts specified the minimum and maximum amount of resources this component
requires. Upon deployment a component negotiates with the component system about
the amount of resources it will actually receive. This quota of resources can be dynam-
ically re-assigned when necessary. The contract interval boundaries enables a graceful
degradation of the quality of service of a component while remaining fully functional
enabled. An example of this technique is a video decoder component which can use less
CPU cycles by occasionally dropping frames or degrading image quality. This kind of
contract can be seen as contract between a component and the component system in
which it runs.

Intercomponent contracts: Each component has an intercomponent contract which de-
tails the outgoing messages that are triggered per message it provides in its interface.
This way we can easily trace paths through the system without need to inspect the
code itself. Also, using the intercomponent contracts of two communicating compo-
nents we can extract a protocol that details how these two peers exchange messages.
Also, for each interface a QoS specification is built using the information provided in the
intercomponent contracts and the QoS specifications of connected components which
specifies timing constraints on each of the methods specified in that interface.

Update contracts: An update consumes a very significant amount of resources. Update
contracts describe the maximum amount of resources an update may spend. This
conservative estimation takes into account the updating method to be used, such as
the manner in which state transfer will be performed, the intermediate data that will
have to be saved, etc. This kind of contract can be seen as contract between the update
service and the component system in which it fulfills the update.

We will employ contracts on two levels as shown in figure 1: on a meta level where
contracts are specified in XML (illustrated in figure 2) and on a component level where
contracts are specified as component attributes and message sequence charts [3]. Contracts on
a component level are actually concrete implementations of the high level contracts specified
in the meta layer. These low level contracts are used by the component system to determine
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Figure 1: Contracts work in different dimensions and on different levels of abstraction.

scheduling priorities and allocate resources in order to guarantee the specified constraints.
The meta-layer information will be used by our tool (see section 4 and [9]) to determine the
impact of an update on the running program.

The reason for this split-up in a meta level and a component level is that we need high
level information about the behavior of our components but we can’t afford the performance
hit induced by rerouting all transactions through a meta layer (which is common practice
in meta object protocols [6, 8]). To reduce the performance penalty of using a meta layer
we introduce concrete implementations of these high-level contracts in the component layer.
These are the contracts that are used during normal execution. The meta-level contracts are
only used at deployment time and when preparing an update.

Figure 2: Two component instances with intercomponent contracts and QoS specifications
associated to them.

3 System support

In this section we explain how we plan to realize contract support in our component system
by introducing resource awareness into it.
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Using and enforcing resource contracts at run-time requires three extensions of our com-
ponent system:

Resource control: We need to have total control over the amount of resources that are
used by each component. We will accomplish this by having each component negotiate
over the maximum resources it will use with a resource broker which can approve leases
on certain resources such as bandwidth, memory, etc. This resource broker manages
access to the abstract hardware layer which encapsulates the interfaces to the actual
hardware.

Monitoring: Next to controlling who can use what resources we need detailed information
on the actual resource consumption at any given moment. Monitoring support in the
component system will provide us with the information we need here. Next to passive
monitoring as described above, we will also support pro-active monitoring where the
monitor actively monitors components. The information provided by the monitor can
be used to detect components who don’t obey their contracts. These components can
then have their contracts renegotiated or can even be completely stopped in case the
contract violation threatens the correct functioning of the whole application.

Resource enforcing: The above two extensions allow us to monitor contracts, but don’t
enforce them. To accomplish this we introduce a feedback controlled scheduler [7, 13] in
the component system which uses the information provided by the monitoring system
and the component contracts to determine scheduling priorities for component threads.

With the extensions described above we will be able to guarantee that an update of
a certain component will not hinder components that are not directly depending on that
component. For a component instance Bar which should be upgraded to Bar

′ using update
technique U this is accomplished as follows (illustrated in figure 3):

1. First we determine the maximal resource consumption for the update using our tool
(see section 4).

2. Second, we will use our tool to examine min and max resource consumption of all
component instances in the system in order to verify if the update is possible given
the possibly available resources. Also, intercomponent contracts will be examined to
determine if other components will be influenced by the update of Bar to Bar

′ (for
instance when the rate of messages that are sent by Bar is increased or decreased in
version Bar

′).

3. Third, we query the component system on current resource usage and maximally avail-
able resources. If the resource consumption of the update is smaller than the maximally
available resources (including the minimalization of all QoS contracts for the running
components), we queue the update for execution.

4. Fourth, when the necessary resources become available, the component system will
execute the update.

Of course, in practice things aren’t always that simple: updates can turn out to be
corrupt for instance. Currently, our system doesn’t support a rollback mechanism to deal
with corrupt updates. Rollback support implies recording all actions that are performed on
a certain component and saving old versions of a component, which is time – and memory
consuming and therefore not straightforward on an embedded system. However, when we are
working in a distributed environment where rollback information can be stored on another
host, it can still prove to be a viable approach which will be investigated in future work.
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Figure 3: Schematic representation of the component system with its most important building
blocks.

4 Tool support

This section provides a brief overview of how we plan to realize tool support in order to be
able to determine the actual impact of an update on a running program.

The ability to predict the magnitude of impact of a certain update on a running program
is the missing link between the behavioral models in the form of contracts of section 2 and
the supporting component system as described in section 3. Using the information provided
by the component contracts and relying on our resource aware system we can determine
how much influence a given update will have on the other components in the system being
updated.

In particular we will be looking at how much resources a certain update will consume.
Using this information we can then either reject the update as invalid (for instance because
it would require more resources than the system will ever be able to provide) or we can
inform the component system that it should schedule the update and perform it when the
necessary resources are available. Being able to reject or schedule an update provides us
with a practical means to effectively minimize the potential interruption in the service of our
embedded system which an update is likely to introduce.

Realizing an impact estimation tool as introduced above is far from trivial and consists
of three steps:

1. First of all we will augment our component system with support for update scheduling.
This includes adding self-monitoring capabilities in order to allow the component system
to have detailed information on resource consumption at any given moment.

2. Second, a tool will be built to examine the contracts of all components in the system and
of the new version of the component that is to be updated. Using this information this
tool should be able to detect ripple effects (one update forcing several other components
to update). When this is the case the whole group of components influenced by the
update should be updated atomically and the resource consumption of the group update
will be considered and eventually rejected if the update proves to be impossible in the
current configuration. Also this tool will provide a safe estimation of the resource
consumption of the pending update by investigating the byte-size of the component
instances, the update method to be used, the complexity of state transfer, etc.

3. Third, to ease the task of scheduling an update for the component system we will make
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our components dynamically reconfigurable. The added flexibility obtained this way
will allow the component system to perform graceful degradation of components: it can
temporarily reduce the resources available to some components in order to have some
more room to squeeze in an update.

5 Related work

The Comquad project [1] is currently working on an architecture and a development method-
ology to support the composition of adaptive software from components with assurable non-
functional characteristics. They accomplish this by using system contracts between compo-
nent containers and the underlying run-time environment which reserve virtual resources.
One of the main differences with our approach is that they don’t have the equivalent of our
update contracts.

Another project which uses an approach similar to ours is QCCS [12]. QCCS is a European
IST project that aims at developing a methodology and supporting tools for the creation of
components with contracts using on aspect oriented programming. Their approach is similar
in the sense that they use contracts to specify component behavior and QoS properties.
However, just like Comquad they don’t have an equivalent of our update contracts.

Andreas Rausch [5] combines components and contracts with assertions to arrive at signed
contracts. Signed contracts specify not only what a supplier provides to its environment, but
also what a client needs from its environment. Signed contracts guarantee that client needs
are satisfied by corresponding properties provided by suppliers. These contracts also allow a
precise specification of the composition of component-based systems and a formal verification
of the correctness of these systems. This way, software system defects can already be detected
and prevented at the specification level.

6 Conclusions

We have laid out a base to support update verification in terms of resource consumption
based on component, intercomponent and update contracts and a resource aware component
system. However, a significant amount of work still separates us from a system which can
be used in practice. Future work will include research on how to determine the resource
consumption of an update, we will extend our component system and design and implement
a tool to verify updates.
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