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Abstract

Our own experience in developing agents and multi-
agent systems painfully taught us that there are no instru-
ments to support the implementation of such systems. A
thorough literature study confirms the fact that implemen-
tation issues, which are definitely non-trivial but clearly
underestimated, are mostly achieved in an ad hoc fashion.
This obviously results in people reinventing solutions for
common problems. In this paper, we propose agent imple-
mentation patterns as an instrument to describe problems
and generic solutions for implementing agents and multi-
agent systems. Agent implementation patterns contrast with
other proposals of agent patterns in that the latter typically
deal with architectural and conceptual models, and not with
the actual implementation of agent characteristics.

If we eventually want to come to a best practice for the
development and implementation of agent systems, system
developers should share their knowledge and experience
gained during the implementation of their systems. Agent
implementation patterns can contribute to formalize and
share such knowledge.

1 Introduction

As members of the AgentWise working group, we are in-
vestigating various aspects of multi-agent systems for some
time now, such as mobility, sociality, self-organization,
emergent behavior, coordination, etc. But eventually, when
it comes to the actual implementation of multi-agent sys-
tems in various projects, we often noticed to be struggling
with similar implementation issues. Actually, we are of-
ten wasting a lot of time solving similar problems over and
over again. This is caused by the lack of support and com-
mon practice at the implementation level, and exactly these
issues are the main reason for the research proposed in this

paper.
So what is actually going on here?
Quite a few agent definitions implicitly or explicitly

mention that an agent is a useful tool for abstraction for the
analysis and design of distributed systems. However, we
believe that one of the most important problems we are fac-
ing today, is the lack of common implementation practice
for multi-agent systems. We argue that not nearly enough
attention has been paid to this fact, although it actually is the
core issue all agent developers, both academia and industry,
eventually have to deal with when building a multi-agent
system. And yet on this very basic level, little or no experi-
ence or best practice has been proposed. The main reasons
for this are:

• lack of agent-oriented language: leads to the im-
plementation of agents in other languages: object-
oriented, declarative, procedural, logical. Since these
are not especially developed for agent-oriented soft-
ware engineering, they provide insufficient support for
a decent implementation;

• lack of attention to reuse: reuse, modularity and ex-
tensibility have been the words OO has preached. Yet
surprisingly little of this seems to be getting through to
agent-oriented systems;

• ambiguous terminology: defining agent-oriented sys-
tems also is not easy - no one seems to agree on a def-
inition of an agent, let alone on how one should use
or program them. This severely cripples collaborative
work on multi-agent systems;

• complexity: the highly autonomous nature of the in-
dividual agents constituting a multi-agent system, can
cause an enormous complexity and a global behavior
which often is difficult to describe or predict. This may
be a reason why no best practice has yet emerged, but
in fact should be an incentive.



In fact, according to an HP labs report [9], multi-agent
frameworks like Zeus and Jade are hardly up to standards,
looked at from an object-oriented framework point of view.

Hence in general we could say that there really is a big
gap between modeling an agent system on the one hand,
and implementing it on the other hand. This results in the
reinvention of solutions, a great loss of time and a lot of
confusion about agent-oriented systems, which often com-
promises their industrial acceptance.

Agent patterns have been proposed, but do not fill this
gap: at this moment most agent patterns are situated more
on the conceptual level of modeling an agent or multi-agent
system, and not on the implementation level. In order to
deal with ever returning implementation issues, which are
situated at a lower level, we propose the use of agent im-
plementation patterns. They have arisen from bringing to-
gether solutions of resembling problems in our AgentWise
research group. These patterns have proven to facilitate
reuse and communication between researchers, and in our
view could be of big help in trying to achieve a common
practice which forms the bridge between modeling and im-
plementation.

This paper is organized as follows: at first (Section 2),
we define what agent implementation patterns mean, fol-
lowed by a preliminary classification (Section 3) for pat-
terns of this kind. We further discuss some of the patterns
we have elaborated (Section 4) and elaborate on related
work (Section 5) before we conclude (Section 7).

2 Agent Implementation Patterns

Patterns were first introduced by Alexander [1] in the
context of urban planning, and have been extensively re-
searched and adopted in the object-oriented software since
the GoF [10]. By now, patterns are widely accepted as in-
struments for describing a good, generic solution to com-
mon problems: a pattern is a “document” that describes a
well-defined design problem and a general solution for the
problem in a particular context. In general, patterns have
several advantages. We list a few of the most important
ones to substantiate our position:

abstraction : a pattern gives an immediate reference, to
novice users and experts in the field, and provides a
clear, well-founded solution at a high level of abstrac-
tion;

communication : patterns provide common names for typ-
ical problems and solutions, which facilitates commu-
nication among software developers;

design aid : a collection of patterns can help developers
to recognize hidden problems; this helps to discover
design flaws as early as possible in the software devel-
opment cycle;

promotion of reuse : patterns force developers to think
about reusing existing solutions for frequently occur-
ring problems;

documentation : a pattern clearly describes a well-defined
problem and a general solution, following a fixed but
extensible template;

comparison : pattern descriptions can be used as refer-
ences when comparing implemented models, architec-
tures or frameworks.

2.1 Agent Implementation Patterns

Agents are ascribed characteristics such as being au-
tonomous, reactive, pro-active, social and situated in an
environment. Every agent researcher provides a concrete
definition for these and other agent properties, resulting in
an agent architecture or agent model. However, at some
point, when such an architecture or model needs to be im-
plemented on a real system, these characteristics must be
translated to concrete programming language features. In
the absence of a general purpose agent-oriented program-
ming language, implementation of (multi-)agent systems
necessarily needs to be done in a more classical language.
Because of their wide acceptance and use, object-oriented
languages are the prime candidates, and agent concepts are
translated to classes, objects and relations. Moreover, the
developer will be confronted with operating system con-
cepts such as threads, scheduling and network communi-
cation.

Implementing these characteristics is not at all easy. It
is a non-trivial, yet often underestimated task. Additionally,
state of the art software engineering teaches the necessity
of software quality, including flexibility, adaptability and
extensibility. Patterns can clearly contribute to this devel-
opment process.

We define “agent implementation patterns” as object-
oriented design patterns that focus on realizing character-
istics and concepts of agents and multi-agent systems in a
real, possibly distributed, system. The general purpose of
agent implementation patterns is hence to describe generic
problems and generic solution structures for implementa-
tions within an agent and multi-agent context.

Agent implementation patterns are quite different from
agent (design) patterns in the sense that agent implementa-
tion patterns are not intended to design an agent architecture
or model. Instead, agent implementation patterns aim to
help in realizing, i.e. implementing such architectures and
models in a real, possibly distributed, system. In particular,
agent implementation patterns aim to deal with aspects such
as threads and network communication on the one hand, and
the implementation of conceptual models on the other hand,
in an object-oriented context.
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2.2 A Template for Agent Implementation Pat-
terns

As a template for describing agent implementation pat-
terns, we employ an adapted version of the GoF template
[10]. It consists of the following entries:

intent and motivation : a general description of the prob-
lem dealt with, probably illustrated with a concrete ex-
ample;

applicability : in what context can the pattern be applied;
structure and participants : a class diagram and rela-

tions, describing a generic solution for the problem in
an object-oriented setting;

collaborations : a description of how object instances of
the pattern class diagram interact to solve the problem;

consequences : characteristics that developers need to
know about when using the pattern;

known uses : concrete examples of uses of the pattern;
related patterns : other patterns that relate to this pattern;

this can help to situate the pattern with respect to other
existing patterns.

We acknowledge, however, that for specific problems or
within specific application domains, new template entries
may be required to describe the characteristics of a partic-
ular pattern to its full extent. In this paper, we restrict our-
selves to the common set of entries mentioned above.

3 A preliminary classification of agent imple-
mentation patterns

We now discuss a possible classification for agent im-
plementation patterns. We give a general overview of the
classification, and classify a selection of our own patterns
(discussed in the next section) into the structure.

The GoF [10] distinguishes two main objectives for a
pattern classification. A classification should make it easy
for developers to find a pattern they need, and it should help
in finding new patterns. The proposed classification came
about after some lengthy debates (and is in fact still being
debated), so we dare not claim that it attains these objec-
tives. However, it has proven to be a good starting point for
further discussion, and we present it as such.

We propose a classification along two dimensions: Con-
text and Realization (see table 1).

Context specifies the contextual part of the MAS where
the pattern can be applied. Since one common characteris-
tic of agents agreed upon by most, if not all researchers is
the fact that it should be a separate, encapsulated entity, at
least two contexts for agent patterns exist: one is the con-
text of the agent itself, the other is the agent’s environment.
We added a third category for patterns that deal with agent

interaction, so are external, but are not really a part of the
environment. The three sub-categories more in detail:

Environment: these patterns solve implementation prob-
lems that are a part of the environment of the agent, in
other words that are external to the agent. Patterns that
present a way to represent the environment are a part of
this. For example, if the agents live in a discrete world
such as a graph, how is this best implemented? One
could say that these patterns deal with the problem of
how to present the interface to the world to the agents.

Agent: these patterns solve an implementation problem
that is inherently internal to the agent. These patterns
deal with problems like message parsing, action selec-
tion, updating of beliefs, structure of beliefs, message
composition, . . . .

Multi-agent: these patterns cannot be classified in either
of the above categories, because they deal with agent
interaction issues, which are certainly not internal to
an agent, yet cannot be situated in the environment
either. Examples include: communication mecha-
nisms, thread allocation (a limited number of threads
are available to a larger number of agents - how can I
schedule the agents in a way that does not affect the
operation of the MAS as a whole?).

Realization describes what kind of problem the pattern is
trying to solve. We distinguish between problems of tech-
nology (how to use a certain existing technology in a MAS)
and problems that are related to conceptual aspects. The
first category is called System, the second Concepts:

System: patterns related to the application of operating
system concepts to solve common problems in MAS.
Examples include concurrency patterns, how to imple-
ment an inter-agent message passing mechanism using
existing technology such as RMI, . . . .

Concepts: patterns related to the implementation of con-
ceptual aspects of the MAS. Examples are belief revi-
sion or representation of the environment.

4 Patterns: concrete examples

From own experience, we present four concrete exam-
ples of patterns. These patterns can be located in the fol-
lowing dimensions of table 1. (detailed explanation of the
patterns follows)

1. Synchronizer: Synchronizer solves the problem of
how to allow agents to execute some actions on the
environment simultaneously. The system must ensure

3



System Concepts
Environment distributed envi-

ronment vs lo-
cal environment

discrete versus
continuous,
centralized
environment
versus a set of
cells assembled
into a network

Agent RMI as message
passing

message pars-
ing, action
selection

Multi-agent thread alloca-
tion to agents

communication
protocols, si-
multaneity of
actions

Table 1. Classification of Agent Implementa-
tion Patterns: examples

that these actions are treated as if they happened to-
gether. This is a MAS concept we’re implementing,
and one that concerns several agents, thus we classify
it as Concept/Multi-agent.

2. Environment Mediated Communication: this pattern
presents a way to let agents communicate through the
environment (indirect communication). This is a con-
ceptual problem, and is a pattern that is located in
the agent’s environment. It is therefore categorized as
Concept/Environment.

3. Updating Shared State: allows agents to update a cer-
tain shared variable (presumably located in the envi-
ronment) with consent of all agents involved. Since
this is again a conceptual matter, and concerns multi-
ple agents, it is classified as Concept/Multi-agent.

4. Behavior-based Decision: this pattern presents a way
to represent the different behaviors of an agent. Again,
a conceptual problem, but one that is located in an
agent and is essentially independent of what other
agents may live in the MAS. So, we classify it as Con-
cept/Agent.

4.1 Synchronizer

Intent and Motivation

When different autonomous agents live together in one cen-
tralized environment and they act simultaneously, the sys-
tem must ensure that these actions are treated as if they
happened together. This allows the environment to guar-
antee that the laws of the world where the agents live in, are
respected.

Let’s look at an example. Consider a multi-agent system,
consisting of a number of autonomous agents positioned in
an environment. Suppose now, that two agents have to pick
up a packet together. They must coordinate their actions,
because when only one agent lifts up the packet, it might
get out of balance.

It is clear that we need infrastructure in the multi-agent
system to cope with such situations of simultaneity. Con-
ceptually the agents act in parallel, but at the implementa-
tion level, without special provisions, all concurrent agent
activity is performed in a sequence. If the designer is not
aware of this implicit lack of parallelism, unexpected be-
haviour of the multi-agent system may arise. In the exam-
ple, the two agents might have agreed to coordinate their
reciprocal actions, but since in a sequential scenario always
one of them acts before the other, the agents might not be
able to lift up the packet together.

Applicability

Use the Synchronization pattern

• for multi-agent systems where the agents act on one
centralized environment

• where agents as well as other objects have an explicit
position

• when the agents simultaneously perform reciprocal ac-
tions

Structure and Participants

The Synchronization pattern incorporates synchronization
points into the multi-agent system so that logical parallelism
is established for the agents. The general structure of the
patterns is show in figure 1.

The Synchronizer organizes the activity of the agents in
cycles. Each cycle consists of three phases. During the first
phase the agents perceive the environment. During the sec-
ond phase, the agents can reason and decide what to do next.
An agent that has made up his mind lets the environment
know about his choice. Instead of directly acting in the en-
vironment, we say that he agent performs an influence onto
the environment. The Environment reifies the influence by
means of adding a new Influence object to the influence
repository. As soon as the agent has performed the influ-
ence of the current cycle, he sends an endOfAction to the
Synchronizer. The second phase concludes when all agents
have performed their influence and signalled the Synchro-
nizer. During the third phase the Synchronizer triggers the
Environment to react. Therefore the Environment takes all
influences from the repository and decides, according to the
laws of the world, what the result of all influences will be.
Finally all agents are informed by means of a consumption,
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Agent

+consume:void
+perceive:void

+addInfluence:void

Influences

+getInfluences:Vector

Environment

+influent:void

+syncPerceptions:void

+syncReactions:void

Synchronizer

+endOfAction:void

+endOfReactions:void

Figure 1. Structure of the Synchronizer pat-
tern

6:syncReactions

influencesenvironmentagent2agent1synchronizer

6.2:consume

6.4:endOfReactions

1.2:perceive

2.1:addInfluence

1:syncPerceptions

2:influent

3:endOfAction

1.1:perceive

4.1:addInfluence
4:influent

6.1:getInfluences

6.3:consume

5:endOfAction

Figure 2. Collaborations in the Synchronizer
pattern

i.e. they ”consume” the result of their performed influences.
Subsequently the Environment informs the Synchronizer by
means of an endOfReaction. That ends the ongoing cycle
and starts the next one.

Thus the Synchronizer ensures that all agents of the com-
munity act together, and the Environment only reacts sub-
sequently, and this cycle repeats in an endless loop.

See figure 1

Collaborations

The succession of events (see figure 2) goes as follows:

1. The synchronizer triggers the environment by means
of a syncPerception to distribute new perceptions to all
the agents of the community

2. An agent selects an action and therefore performs an
influence onto the environment

3. The environment reifies the influence by means of
adding a new influence object to the influence repos-
itory

4. The agent sends an endOfAction to the Synchronizer

5. This cycle (1-3) repeats until agents have send their
endOfAction to the Synchronizer

6. Next the synchronizer triggers the environment to re-
act, i.e. it sends a syncReaction

7. The environment takes all the influences from the in-
fluence repository and calculates, according to the laws
of the world, the reactions for the agents

8. Every involved agent gets a consumption, i.e. the re-
sult of his previous performed influence

9. Finally the environment informs the Synchronizer with
an endOfReactions

Consequences

• Benefits

– Allows the agents to act simultaneously

– Influences are first class objects that can be han-
dled like any other object

– Allows the environment to guarantees that the
laws of the agent world are respected

• Liabilities

– Synchronizer centralizes control

– Agents have to inform the Synchronizer about
their action selection, even when they do not
want to do anything

– Special provisions are necessary to avoid that
the system ends in a deadlock When one of the
agents fails to send an endOfAction

Know uses

J. Ferber uses a synchronizer in his abstract model for a
situated multi-agent system described in his standard work
[8]. We applied this abstract model in a concrete multi-
agent application in [19].

Related patterns

The Active Object pattern describes how to manage differ-
ent threads of control for agents. Active Object handles
synchronization and concurrency. The Synchronizer pattern
deals with the settlement of simultaneity of action. Active
Object can be combined with Synchronizer to establish a
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Agent

+sentmessage:void

Environment

Communication
Broker

+message:void
+resultSet:void

Location
Broker

+obtainTargets:void

Figure 3. Structure of the Environment Medi-
ated Communication Pattern

proper scheduling policy for the multi-agent system, i.e a
policy that respects the laws of the world of the multi-agent
system, including simultaneity of reciprocal actions.

4.2 Environment Mediated Communication

Intent and Motivation

In a typical MAS, communication is performed indirectly.
One cannot expect every agent to keep information about all
other agents and there whereabouts. Often the environment
is used to act as a mediator between communicating agents.

Applicability

Usually, metaphors from nature are used to mediate inter-
agent communication in a certain environment, like shout-
ing, whispering and stigmergy[3]. This pattern applies to
several agent communication systems that work indirect.
Such communication systems differ in terms of reach and
persistence of the communication.

Structure and Participants

An agent emits a certain message, using two parameters

reach is the force of the message. Metaphorically speak-
ing, whether an agent whispers or hollers something.

persistence is the time the message “hangs in the air”. Typ-
ically, a spoken word will disappear quickly, while a
pheromone (in the stigmergy metaphor) will last a cer-
tain while.

The agents that should get the message are not statically
reachable. They move in the environment, and only hear
the message when they are present at the right time, and
close enough to hear it.

Group of
Agents

Sending
Agent

The LocationBroker sends
updated resultSet’s during the
persistence of the original message

1.1:  obtainTargets

Communication
Broker

Location
Broker

... 1.x−1: resultSet

1.2: resultSet

...

Environment

1: message

1.3: sentmessage()

1.x: sentmessage()

Figure 4. Collaborations in the Environment
Mediated Communication Pattern

The environment consists (among other things) of a
“Communication Broker” and a “Location Broker”. Ac-
cording to a message’s parameters, the Location Broker se-
lects the agents that hear the message, while the Communi-
cation Broker actually delivers it. Due to the collaboration
between Location and Communication Broker, the right set
of agents will receive the message in the right period of
time.

See also figure 3.

Collaboration

Figure 4 depicts the collaborations used by this pattern

Consequences

• Benefits

– Agents do not need to know about their commu-
nication partners, and can engage more easy in
anonymous communication

– The burden of managing communication is de-
coupled from the agents

• Liabilities

– Every agent must follow the communication pro-
tocol being offered by the environment

– The choice of communication technology plays
an important role in the archievability of certain
reach/persistence combinations of the pattern

– The pattern uses a centralized solution
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Shared State Variable

+responsibles:AttributeSharingEntity[]
+changeState:void

+agreesToChangeStateTo:void
+stateChanged:void

Attribute Sharing Entity

// perform state change
for all responsibles: stateChanged ( )

}

for all responsibles, agreesToChangeStateTo(newState) == true {

Figure 5. Structure of the Shared State pattern

Known Uses

The following communication metaphors are clearly and
easily represented by this pattern

Metaphor Technique Reach Persistence

“Shouting” multicast long short
“Ant Pheromones” stigmergy short long
“Whispering” unicast short short

Related Patterns

This pattern is an advanced version of the Broker pattern
[10].

4.3 Updating shared state

Intent and Motivation

Provide control for changing the state of an attribute that is
shared by several objects.

An attribute that is shared by several entities is likely to
receive a request to change its content. However, this may
necessitate all entities who share this attribute to agree to
the change, and if all agree, this may also necessitate the
entities to perform other actions in order to yield a safe state
for each object (respecting class invariants). The solution
proposed in this pattern adds control features which object
to jointly agree on changing a shared attribute and perform
subsequent actions to ensure their own safe state.

Applicability

Use this pattern if agents or agents and the environment
share particular state information whose change cannot be
pinpointed to be the responsibility of one entity. Examples
are: the position of an agent in the environment; an object
that two or more agents are carrying together.

Structure and Participants

The structure of the solution consists of the following
classes (see Figure 5). The class AttributeSharingEntity

Attribute Sharing
Entity 2

1:changeState

Shared State
Variable

2:agreesToChangeStateTo

3:agreesToChangeStateTo

// perform state change
4:stateChanged

5:stateChanged

Attribute Sharing
Entity 1

Figure 6. Collaborations in the Shared State
pattern

represents the different objects (i.e. agents and/or the en-
vironment) that share an attribute. The shared attribute is
represented by the class SharedStateVariable. Objects from
this class have control over requests to change its value.

The participants in this pattern are hence a set of At-
tributeSharingEntity objects, which share a SharedState-
Variable object.

Collaborations

Figure 6 represents a typical collaboration of the partici-
pants in this pattern:

• One of the AttributeSharingObjects requests the
shared state variable to change its state.

• The shared state variable checks with all objects who
share this attribute if they agree to the proposed change
of state.

• If all agree, the state is actually changed and all object
sharing this state variable are notified.

Consequences

• This allows each object to impose its own rules or laws
on changing the state variable.

• It allows the objects to react accordingly to changes of
the state variable initiated by other objects.

Known uses

Coordinate position information of an agent in its 2D grid
environment is shared: changing position must be approved
by the environment (to enforce agent laws) and by the agent
(which may have to take appropriate action if moved).
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Related patterns

This pattern to some extent resembles the mediator pat-
tern [10].

4.4 Behavior-based Decision

Intent and Motivation

Usually, when implementing an agent, a key question is
how to allow it to make decisions based on a current view
on its environment. One possible approach to do this is the
behavior based approach, first developed in the context of
robotics.

In that view, the agent’s possible actions in its environ-
ment are fairly limited (but possibly extensible), and behav-
iors are functionally independent. The decision as to which
behavior to execute is done using a fairly simple priority-
like scheme.

Since we are dealing with a limited but extensible set of
behaviors, it is best to encapsulate the behaviors in separate
Behavior objects. The problem then remains how to choose
what behavior to execute. It is better to let the behaviors
decide this for themselves. This reduces coupling, and thus
encapsulates behaviors more effectively. A final decision
will be made by a aggregate object that holds all the behav-
iors.

The Behavior-based Decision pattern (see figure 7)
achieves this by using the Command pattern to represent
Behaviors. Behaviors that are composed of basic behav-
iors are also possible this way. A BehaviorCollection ob-
ject holds all Behaviors, and is responsible for deciding
which behavior(s) to execute. Each Behaviour can indi-
cate its “willingness” to execute, by returning a value. This
could be a priority for example. The BehaviorCollection
then compares these values and chooses one or more Be-
haviors by calling the execute method. Each Behavior can
then take the appropriate actions through an Environment
interface.

Applicability

Use Behaviour-based Decision when

• the agent must make a decision based on simple rules
that can be encapsulated in different and disjunct be-
haviors.

• you need your agents to compose or add some behav-
iors at runtime, or different agents can have different
subsets of behaviors defined at runtime.

Structure and Participants

See figure 7. Participants are the following:

Behavior

+value:double
+execute:void

BehaviorCollection

+execute:void

Environment

ComposedBehavior

+value:double
+execute:void

ConcreteBehavior

+value:double
+execute:void

Figure 7. The Behaviour-based Decision pat-
tern

Behaviour: defines the interface for Behaviours. The “ex-
ecute” method executes the behaviour, and the “value”
method returns a value that indicates the behavior’s
“willingness” to be executed.

ConcreteBehavior: defines a concrete Behaviour object.

ComposedBehavior: defines a behaviour that is com-
posed of other behaviors, as the Composite pattern.

BehaviorCollection: aggregates all necessary behaviors
of the agents, and makes the final decision which be-
haviors to execute.

Environment: defines the interface to the agent’s environ-
ment.

Collaborations

BehaviorCollection calls value() on each of its Behaviours.
Given all these values, it decides which one(s) to execute,
then calls execute() on these Behaviours. Behaviours can
base their decision on information they query from Envi-
ronment.

Consequences

Benefits & Liabilities:

• Behaviours are decoupled.

• Only simple relations like priorities or simple sub-
sumption can be described with this pattern.

Known uses

This pattern is known to be used in [17] and [4]
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5 Related work

In our quest to find either patterns that we could use di-
rectly for realizing our own agent systems, or a suitable
definition of patterns that we could use, we found quite a
number of existing approaches. However almost none were
dealing with patterns for pure implementation aspects of
agents and multi-agent systems. We give an overview.

Kendall: Multi agent system design based on OO pat-
terns Kendall [7] illustrates how to employ several pat-
terns in order to build an architecture for multi-agent sys-
tems. She identifies three classes of patterns for multi-agent
systems. First there are patterns for synchronization and
concurrency that are based on the Active Object pattern.
Next there are patterns for interaction and collaboration that
are based on the Mediator pattern and Proxy for decentral-
ized collaboration. Finally there are patterns for automated
reasoning that are based on Interpreter to define objects for
the grammar of a language and Strategy that objectifies a
problem solving strategy like e.g. a plan. Kendall integrates
all these patterns into a layered structure to formulate a gen-
eral agent pattern. The layered approach brings order and
structure in the decomposition. She distinguishes from bot-
tom to top: an Application Interface layer, a Reasoning
layer, a Collaboration layer and finally on top a Network
layer. Information flows between two connected layers up
and down. For example, all intentions (situated in the Rea-
soning layer) execute in separated threads, and each such
intention may require the services from other layers, e.g.
communication with another agent (via the Network layer)
or affecting an external object (at he Application Interface
Layer). The agent architecture presented is applied in an
application for discrete parts manufacturing. For several
general problems concerning multi-agent systems, the re-
searchers put forward clear solutions, e.g. the way inten-
tions are handled. On the other hand the proposed layered
approach for agents seems to fit well for complex cognitive
multi-agent systems, but does not match that well with the
reactive agent paradigm.

Kendall, Malkoun: The Layered Agent Patterns This
paper [11] presents a collection of patterns as a starting
point for a pattern language for agent based design. The
authors clearly describe the context of their work: they use
a single model of an agent that covers complex, intelligent,
cognitive and mobile behavior. One general pattern, the
Layered Agent tackles the problem how the proposed agent
model can best be organized and structured into software.
The proposed solution is a layered structure, each layer re-
flecting one of the real world domains concerning the agent
system. So the researchers come to seven layers, from bot-
tom to top: sensory, beliefs, reasoning, action, collabora-

tion, translation and mobility. Layers only depend on their
neighbors and there is bi-directional flow of information.
This approach is similar to the one described in earlier work
of the authors, and is in fact more or less a refinement and
extension of the architecture in [7]. For each of the layers
different internal patterns are discussed. One of them is Ac-
tive Object that describes how to manage different threads
of control for agents. Other internal patterns are Adapter (to
handle the interaction of agents with external objects), Me-
diator (to setup collaboration between agents without direct
knowledge of their existence), Negotiator (to setup a direct
collaboration), Broker (to give an agent access to resources
outside its society) and Reasoner (to let an agent select a ca-
pability or plan to achieve a stated goal). Kendall and Malk-
oun then integrate the internal patterns into the general Lay-
ered Agent pattern as a starting point for a pattern language
for agent systems. The authors compare their layered agent
structure with similar approaches. The paper appears to mix
the discussion of describing a general but specific structure
for a multi-agent system and the presentation of a number of
patterns as a starting point of a pattern language for agent
based systems. The researchers only mention briefly how
the Layered Agent pattern copes with less complex agent
approaches (indicated as weak agents). In general the ma-
jor benefit of the proposed patterns is that they discuss most
of the key aspects of cognitive agency in a structured way.
The contribution is mainly situated at the conceptual level.

Lind: Patterns in Agent-Oriented Software Engineering
Lind [13] presents a possible structure of a pattern catalog
for agent-oriented patterns. He suggests a structure based
on the view-oriented approach as described in the Massive
method [12]. Each view is used to model the system from
a different perspective. Examples of views for agent sys-
tems are Interaction, Role, Architecture or Task. Besides a
structure for a pattern catalog, the researcher also proposes
a pattern description scheme. His proposal for a schemata
has to bring structure into patterns so that they can be un-
derstood better, and people can more easily reason about
patterns. Lind’s scheme more or less covers a number of
earlier developed schemes including the scheme of Gang of
Four. In addition there is a description field for the view cat-
egory as indicated in the pattern catalog. Examples of such
fields are resource allocation, control flow, autonomy, deci-
sion making, knowledge handling or user interaction. The
researcher applies his ideas to the InterRRap architecture
and the Contract-net protocol. As Lind clearly states, his
suggestions are no more then a possible starting points for
introducing patterns into agent-oriented software engineer-
ing. His concluding remark is that besides structuring, it is
even more important to start with collecting agent patterns
and make them widely available.
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Meiro, I. Silva A.Silva: A Set of Agent Patterns for a
More Expressive Approach The researchers present [16]
a set of agent patterns by means of metaphors from the real
world. They handle a number of existing, and introduce a
number of new patterns. The discussed patterns can either
be viewed as a specialized hierarchy of agents themselves
or as agent communication mechanisms. The template they
use lacks a graphical description of the pattern structure.
In fact the patterns are discussed in the context of real live
situations at a very high level. The researchers emphasize
rather “what” their patterns mean and “where” they can be
deployed, but leave the “how” part out of the discussion.

Shu, Norrie: Patterns for Adaptive MASs in Intelli-
gent Manufacturing The researchers propose [18] a set
of agent design patterns that can be applied in the devel-
opment of adaptive multi-agent systems. They discuss the
patterns in the context of intelligent manufacturing systems
(MetaMorph). Two types of patterns are cataloged. The first
type, the Metamorphic Architecture Pattern is situated at
the architectural level. The other type includes component
and method patterns, e.g. Mediator Agent Pattern, Task De-
composition or Partial Cloning Pattern. The metamorphic
pattern can be composed from the low-level component or
method patterns. This hierarchical approach shows how the
patterns can be combined, and as such form a pattern lan-
guage. The proposed patterns are situated at a high-level
description of a system.

Aridor, Lange: Agent Design Patterns: Elements of
Agent Application Design From their experience in the
field of mobile agents, Aridor and Lange [2] have deduced
a set of agent design patterns. The patterns have an object-
oriented flavor, i.e. they are described by using notions as
classes, objects and inheritance. The researchers divide
their patterns into three classes: traveling, task and inter-
action. For each class, a number of patterns are briefly dis-
cussed. A couple of them are described in more detail, fol-
lowing a standard template. Contrary to the major part of
the other work in the field but in the line of our approach,
the patterns presented by Aridor and Lange discuss prob-
lems and their solutions at a level of implementation. Their
patterns give clear solutions for a number of practical prob-
lems there may arise during the design and implementation
of a mobile agent system.

Malyankar: A Pattern Template for Intelligent Agent
Systems Malyankar [15] presents a template for a pattern
language for social structures in intelligent agent systems.
A number of elements for the proposed template are the
same as in common software design patterns. Extra ele-
ments aim at describing social structures. The first extra
element “dependencies”, which is necessary because social

structures by definition introduce dependencies between the
actors of the system. The element dependencies is further
divided into dependencies managed by the pattern and de-
pendencies introduced through the pattern. The second ex-
tra template element is “state storage”. This element allows
explicit description of system state (as opposed to agents’
internal state), e.g. the price of some goods. The final ex-
tra element is “consequences”. Consequences is divided
into three sub-categories: scaling behavior (describes the
effects of scaling up the system), emergent effects (which
behaviors may arise under certain conditions) and patholo-
gies (how can the system be exploited by non-conforming
individuals). As an illustration, the author applies his pat-
tern template to a small trading system. The template pro-
posal contributes to the description of social structures in
intelligent agent systems, making abstraction of aspects of
individual agent design.

Deugo, Weiss: A Case for Mobile Agent Patterns In
this paper [5] the authors make a clear case for the devel-
opment of mobile agent patterns. They identified the mini-
mal format for a pattern, containing: a name (that expresses
what the pattern means), a problem statement (think from
the perspective of the software engineer, “How do I . . . ?”),
a context (situations where the pattern might apply, deter-
mine the impact of the forces), forces (items that indicate
trade-offs) and solution (description in the context that bal-
ances the forces). According to the authors, patterns will
provide a good means of documenting the building blocks
of agents, which are promoted as the next major software
abstraction. Agent patterns differ from object oriented de-
sign patterns in that agent systems are more dynamic and
able to adapt to their environment. The researchers empha-
size that patterns should generate solutions, rather than give
solutions. Further they strongly argue that a pattern descrip-
tion should tell the reader where his pattern is positioned
between existing patterns and how it can be combined with
other patterns. This way, a general pattern language will be
developed. Since patterns may cover many different levels
of abstraction, any classification (at this stage) can only help
pattern writers to focus on important targets in the field and
make it possible for them to position new patterns within a
known space of existing patterns.

Deugo, Weiss, Kendall: Reusable Patterns for Agent Co-
ordination In this paper [6] a generic format for agent
patterns is described. The template consists of some gen-
eral parts and a number of parts specific for agent coordi-
nation patterns. These latter are: mobility and communica-
tion, standardization, temporal and spatial coupling, prob-
lem partitioning and failures. Based on this format, the
main part of the paper discusses a number of patterns for
agent-coordination: the Blackboard Pattern, Meeting Pat-
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tern, Market Maker Pattern, Master-slave Pattern and Ne-
gotiating Agents. The researchers conclude with an invi-
tation to the agent community to assemble related patterns
and position them relative to each other in order to build up
a pattern language for agent systems.

6 Usability and Future Work

In this paragraph we give a first indication as to what ex-
tent the agent implementation patterns described are present
or applicable in different existing agent platforms. Secondly
we propose future directions of the work proposed in this
paper.

To give a first indication of the presence and usability
of our agent implementation patterns in existing agent plat-
forms, we consider the Zeus[20] and Madkit [14] toolkits.

Zeus is an agent development kit developed by British
Telecommunications, that uses a mechanism similar to
the synchronizer pattern, called the application time-grain.
This time-grain refers to the smallest indivisible period of
time for an application, and is used for synchronization pur-
poses. For instance, setting this time-grain to ten seconds
will give each agent ten seconds to observe its environment,
make decisions and potentially perform actions. Any action
the agent sends to the system after this time has expired,
is ignored. Latency can cause agents to slip out of syn-
chronization, which can lead to unwanted behavior of the
system.

The second platform looked at is the Madkit platform of
Olivier Gutknecht, Jacques Ferber and Fabien Michel [14].
Within this agent platform it is possible to reuse a lot of the
offered application agents, but it is also possible to build
your own customized agents. Until now, we have concen-
trated on looking how developers need to build their own
agents. Within the Agent-Micro Kernel a Synchronous En-
gine is provided to the developers, which allows them to
define and implement their own agent scheduler. The Syn-
chronizer agent implementation pattern proposed in this pa-
per is a possible way of defining the scheduling of the agents
in the Madkit agent platform. So within this agent platform
it is possible to apply the proposed agent implementation
pattern, although the developer has to do this himself.

The future work of our group is first of all having a
deeper look at some more existing agent platforms. On the
one hand, this will lead to the identification of different con-
texts in which the agent implementation patterns proposed
in this paper are already applied implicitly. On the other
hand, comparing the solutions these platforms use to vari-
ous problems, and abstracting these from their specific con-
text, will lead to the discovery of new agent implementation
patterns.

7 Conclusion

In this paper we advocated the use of agent implemen-
tation patterns. The idea to set up a collection of pat-
terns that cope with the implementation of multi-agent sys-
tems stems from research experiences in our own research
group, AgentWise. Different researchers of the group are
confronted with similar problems during the implementa-
tion of agent systems in different projects. Bringing similar
problems together and finding patterns for it has brought
us much benefits. At this stage, the major benefits we ex-
perience are reuse and means of communication. During
discussions in the group we use the pattern names to refer
to certain common implementation problems and ways to
solve them. New problems are placed against existing so-
lutions and so new patterns may be discovered. Our work
differs from other research work that is done on patterns
for agent systems in that our patterns focus on the level of
implementation, whereas most of the other work is situated
at an architectural or conceptual level. This brings us to a
major problem of today’s agent research. Lots and lots of
work is spent on defining architectures and high level con-
cepts for agent systems. The work in software engineering
for agent systems mainly focuses on the design of such sys-
tems, not on the implementation. As a consequence, most
of the “low-level” implementation work in agent systems
is done ad hoc. If we want to close the gap between high-
level conceptual design and real implementation, or in other
words, come to a best practice for the development and
implementation of agent systems, system developers must
start sharing their knowledge and experience gained during
the implementation of their systems. Patterns have proved
to be an excellent means to formalize and share such knowl-
edge. Our experience has convinced us that agent imple-
mentation patterns have the potential to contribute to clos-
ing this gap.
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