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Abstract. Several probabilistic logical modelling languages are com-
pared on the task of describing or learning the inheritance mechanism
discovered by Mendel. This small exercise reveals differences with respect
to how easily certain kinds of domain knowledge (which may improve the
learnability of the model) can be expressed by them.

1 Introduction

The integration of probabilistic reasoning with first order reasoning is receiving
much attention nowadays. Many different approaches have been proposed, either
within or without a logical framework, in the knowledge representation, uncer-
tainty reasoning, as well as machine learning communities. Kristian Kersting’s
Probabilistic Logical Models Repository1 provides an up-to-date overview.

This text describes an exercise in which five existing logic-based approaches
are compared on a single task. This is obviously incomplete with respect to
modelling languages used and tasks considered; nevertheless, even from this small
exercise, some novel and potentially useful insights can be gained. More extensive
exercises like this might improve our understanding of the differences between
the many existing approaches to probabilistic-logical modelling.

We first describe the genetic inheritance mechanism that we want to model;
next, we try to model it in a straightforward way using five different probabilistic
modelling approaches: MIA, CLP(BN), BLP’s, LBN’s, LPAD’s. We end with
summarizing some insights gained from this exercise.

2 Mendel’s experiments

Gregor Mendel’s experiments with pea plants are well known; they contributed
much to our present understanding of inheritance. The classic example with
which his theory is usually illustrated, is how the colour of the flowers of these
plants, which can be purple or white, is inherited.

The gene that determines the flower’s colour lies on a chromosome of which
each plant has a pair. The gene exists in two forms (alleles), which we refer to
as p or w, abbrevations for purple and white. Thus, a plant can carry the alleles
pp, pw, wp or ww. When two plants are crossed, each passes on to the offspring
1 http://www.informatik.uni-freiburg.de/~kersting/plmr/



the allele on one of its chromosomes, chosen randomly. E.g., when crossing a pp
and a pw plant, the pp plant can only pass on the p allele, but the pw plant may
pass on either p or w, so that the offspring gets either pp or pw, each with a
50% chance. Any plant that carries at least one p allele is coloured purple; only
plants that have two w alleles are white. P is called the dominant allele.

We will next look at how easily this stochastic mechanism can be described,
partially or fully, by existing probabilistic logic languages. The idea is of course
that a partial description should be completed by learning from data.

3 Probabilistic-logical models for Mendel’s experiments

We describe the inheritance mechanism discovered by Mendel with five different
approaches: the meta-interpreter approach MIA [1], CLP(BN) [4], BLP’s [3],
LBN’s [2], and LPAD’s [5]. We will present what we think are straightforward
descriptions of the problem in the language used, and in our analysis focus on
the information carried by the qualitative model description.

3.1 MIA

MIA is a simple approach to probabilistic logic modelling that exploits the know-
ledge representation capabilities of plain Prolog to describe a bayesian network,
and uses a meta-interpreter to perform inference [1]. Logical terms represent
stochastic variables, and the depends/3 predicate describes which stochastic
variables depend directly on which other stochastic variables (more precisely,
it defines the edges of the bayesian network that is being modelled), and what
the corresponding conditional distribution is. For instance, a full description of
the inheritance mechanism, using cg(X,N) to represent the colour gene of indi-
vidual X located on chromosome N (N=1,2), is:2

depends(colour(X), [cg(X,1), cg(X,2)], CPT) :-

CPT = [ [ _ , pp, pw, wp, ww],

[ purple, 1, 1, 1, 0 ],

[ white, 0, 0, 0, 1 ] ].

depends(cg(X,N), [cg(Y,1), cg(Y,2)], CPT) :-

(N = 1, father(Y,X); N=2, mother(Y,X)),

CPT = [ [ _, pp, pw, wp, ww],

[ p, 1, 0.5, 0.5, 0 ],

[ w, 0, 0.5, 0.5, 1 ] ].

If we would add to this description a number of Prolog facts:

father(fl1, fl2). father(fl4, fl5). father(fl2, fl7).

mother(fl3, fl2). mother(fl6, fl5). mother(fl5, fl7).

then for the individuals fl1 to fl7, a bayesian network is defined that can be used
for inference. For instance, observing that fl5 and fl6 are purple, and fl1 carries
the alleles pw, the probability distributions of all variables can be determined
2 For simplicity, we use the terms “father” and “mother” to refer to the plants that

are crossed, without any claims as to the biological relevance of these terms.



using bayesian inference. Observations are in general represented by assigning
marginal distributions to variables, e.g., distr(cg(fl1,1), [p:1,w:0]) would
indicate that we know that fl1’s first allele is p. Similar inference can be done by
the models described further; from here on, we will focus on how the information
carried by the depends/3 clauses is represented in the other languages.

We can have the CPT’s computed by separate predicates, which can be
defined or learned:

depends(colour(X), [cg(X,1), cg(X,2)], CPT) :- colour_cpt(CPT).

depends(cg(X,N), [cg(Y,1), cg(Y,2)], CPT) :-

(N=1, father(Y,X); N=2, mother(Y,X)), allele_cpt(CPT).

It is useful to distinguish clearly what this description states and what it does not
state. It states (1) father and mother pass on their genetic material in exactly
the same way (the CPT learned is the same for both parents); (2) allele 1 (resp.
2) depends only on the alleles of X’s father (resp. mother). It does not state that
(3) both alleles of a parent have the same chance of being passed on, nor (4)
anything about the dominance mechanism.

3.2 CLP(BN)

CLP(BN) [4] uses a constraint logic programming system to perform Bayesian
inference. Descriptions are quite similar to those of MIA, but instead of repres-
enting e.g. colour as a term, it is now a predicate: colour(X,purple) states that X
is purple. This allows inference using the normal Prolog engine (instead of using
a meta-interpreter). Stochastic variables are represented using skolem terms, and
probabilistic reasoning is performed using a constraint solver that instantiates
skolem terms to a specific value (i.e., lets the corresponding stochastic variable
take on that value). Thus, a CLP(BN) program might look like this:

colour(X, C) :- colour_cpt(CPT),

{C = colour(X) with p([purple,white], CPT, [cg(X,1), cg(X,2)])}.

cg(X,N,C) :- allele_cpt(CPT),

(N=1, father(Y,X); N=2, mother(Y,X)),

{C = cg(X,N) with p([p,w], CPT, [cg(Y,1), cg(Y,2)])}.

It states exactly the same knowledge as the MIA program above.

3.3 BLP’s and LBN’s

A typical way to model the problem with BLP’s [3] would be:

colour(X) | cg(X,1), cg(X, 2).

cg(X,1) | father(Y,X), cg(Y,1), cg(Y,2).

cg(X,2) | mother(Y,X), cg(Y,1), cg(Y,2).

Alternatively, one could replace the last two clauses by:

cg(X,N) | father(Y,X), mother(Z,X), cg(Y,_), cg(Z,_).



The second version is less constrained than the first one: it states that (5) the
alleles of the offspring are influenced by the alleles of the parents, but not the
stronger statement that each allele is influenced by exactly one different parent
(2). In both versions dominance remains to be learned (4), as well as (3) both
alleles of a parent have an equal chance of being passed on to the offspring,
and (1) the inheritance mechanism for father and mother are the same (i.e.,
both clauses in the first version have the same CPT, or the one CPT in the
second version exhibits a certain symmetry.) Note that this last constraint was
expressed in MIA and CLP(BN).

Depending on whether father and mother are considered structure predicates
(which determine the structure of the network but do not occur as nodes in it) or
stochastic variables (which will become nodes of the network that is constructed),
the constraints expressed by the BLP may be weakened further, in a rather
complicated manner [1]. The former is the intuitive reading of the BLP, and
yields the constraints just mentioned; but if the distinction between structure
predicates and stochastic variables is not indicated in the BLP, its semantics are
less intuitive and it yields weaker constraints. Logical bayesian networks (LBN’s)
[2] can be seen as a variant of BLP’s where structural and stochastic predicates
are strictly separated. As such, they would yield the constraints mentioned above.

3.4 LPAD’s

Logic programs with annotated disjunctions (LPAD’s) [5] have been designed
from the knowledge representation point of view, and not immediately with
learning in mind. A complete model specification would be:

colour(X,purple) <- cg(X,1,p).

colour(X,purple) <- cg(X,2,p).

colour(X,white) <- cg(X,1,w), cg(X,2,w).

cg(X,N,A):0.5 v cg(X,N,B):0.5 <-

(N=1, father(Y,X); N=2, mother(Y,X)),

cg(Y,1,A), cg(Y,2,B).

The first part of this model is a deterministic logic program: the colour of a
flower follows deterministically from the alleles of the individual. The stochastic
process is described in the second part: it states that X will have for its 1st (2nd)
allele either the first allele A or the second allele B of the father (mother).

Note that the LPAD refers directly to the values of the alleles, through logical
variables A and B. This is not the case for MIA, BLP’s or LBN’s, where such
references occur only inside the probability tables. An interesting consequence
of this is that the program can easily express the constraint that allele 1 (2) of
the offspring must be equal to one of the alleles of the father (mother). It follows
immediately that, e.g., a parent with alleles pp can give only p to its offspring
(actually, ”p or p, each with a probability 0.5”, according to the LPAD). Such
a constraint cannot be expressed in MIA, BLP’s or LBN’s, except by somehow
restricting the format of the CPT, as that is the only place where a reference to



specific values is made. As CLP(BN) programs also refer to the allele values with
an extra variable, they appear to have the capacity to impose this constraint as
well, though it was not expressed in the straightforward program we listed.

We could express that we want to learn probabilities by writing, e.g., ques-
tion marks in the place of the probabilities. This model would then state (1);
strengthen (2) into (6): each allele of the offspring is inherited unchanged from
a different parent; and leave (3) and (4) to be learned.

4 Conclusions
All models presented have roughly the same complexity; the MIA and CLP(BN)
models tend to be less readable, probably because they use a standard lan-
guage and “implement” probabilistic reasoning in it. The different models differ
mainly in the constraints they impose on the joint distribution of the stochastic
variables, with our LPAD model being most specific (even when probabilities
are to be learned) and the BLP most general. Crucial in this respect is that
LPAD’s (and CLP(BN)) explicitly represent the values of stochastic variables,
rather than treating them implicitly; and that BLP’s do not normally distinguish
stochastic variables and structural predicates. (We refer here to information car-
ried in the qualitative description, not any additional information that one might
program into the CPT’s or otherwise provide.)

This affects learnability: the more the joint distribution is constrained, the
fewer data will be needed to learn an accurate complete model. In general, there-
fore, the “expressiveness” of a language should not only refer to the joint distri-
butions that its models can represent, but also to the constraints its qualitative
descriptions can impose on these models. From that point of view, LPAD’s and
CLP(BN) seem more expressive than the other approaches discussed here.
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