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Abstract

Many well-known learning systems like CN2 and C4.5 use an attribute-

value representation for the examples. In Inductive Logic Programming

(ILP) a �rst-order logical formalism is used, which is a more expressive

representation. We will introduce a 5-step methodology to upgrade an

existing propositional learner towards a �rst-order learning system. The

system ICL (Inductive Classi�cation Logic) is used as a case study.

Keywords: inductive logic programming, propositional learning, learning

from interpretations

1 Introduction: why �rst order learning?

In machine learning, many state of the art learning systems use an attribute-

value representation for the examples. They assume that each example can be

completely described by a �xed set of attribute-value pairs. But with molecules

for instance, this is not the case due to the non-�xed number of atoms in a

molecule and the many possible relations between these atoms. A similar ex-

ample are the bongard problems developed by the Russian scientist M. Bongard

in his book Pattern recognition. One such problem can be found in Fig. 1. It

depicts 6 positive and 6 negative examples. One example consists of a non-�xed

number of objects, each having a number of properties (not the same for all ob-

jects), and a bunch of possible relations between objects. This kind of examples

can not be represented with a �xed set of attribute-value pairs, without losing

some information.

Inductive logic programming (ILP) tries to overcome this kind of problems

by using a relational representation. However, most ILP systems (like Progol

[14]) introduce new learning strategies and use other heuristics than the well-

known propositional learners. This is mainly as a result of the speci�c �rst-order

logical formalism used.

We will describe a 5-step methodology for upgrading traditional attribute-

value learners towards �rst-order logic, using the propositional learning strate-
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Figure 1: Bongard Problem 47

gies. In this way, we can pro�t from the existing research on propositional

learners and inherit its e�ciency.

As a case study we do a rational reconstruction of the ILP learner ICL

[10, 20]. ICL, which stands for Inductive Classi�cation Logic, is a �rst-order

upgrade of the propositional learner CN2 [6, 5]. The original development of

ICL did not exactly obey the 5-step methodology we present in this paper.

However, analyzing ICL now reveals important lessons that also apply to other

systems. Following the methodology outlined here, it will be possible to easily

upgrade any propositional learner to �rst-order logic (FOL).

In Section 2 our methodology will be explained. Section 3 evaluates our

method and Section 4 concludes.

2 Upgrading a propositional learner

The methodology we present for �rst-order learning, consists of taking a propo-

sitional learner P and upgrading it into a �rst order logical context to R

1

. Five

di�erent issues must be dealt with for upgrading a propositional learner P to

a relational learner R: choosing a representation for the examples, choosing a

language representation for the hypothesis/theory (including a notion of cover-

age with respect to the examples), structuring the space of hypotheses, de�ning

a formalism to traverse the search space (and limiting this space), and �nally

applying the attribute-value learner method.

Each of these �ve steps will be discussed in the following �ve subsections and

for each of them we present precise guidelines for easily obtaining an e�cient

relational upgrade.

Step 1: Representation of the examples

Use learning from interpretations

Our �rst step involves the representation of the examples. All the propositional

learners represent their examples as a �xed set of attribute-value pairs. As

1

We believe that applying the original propositional learner P and the new �rst-order

learner R to a propositional problem, should give the same results.
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was mentioned before, this is insu�cient to represent for example the Bongard

problem in Fig. 1. We need more expressivity.

We propose to represent examples as a set of (logical) facts. From a logical

point of view this is called an interpretation, from a computational view this

can be seen as a Prolog knowledge base. Within ILP, this setting is known as

learning from interpretations.

The �rst �gure of the Bongard problem in Fig. 1 can thus be speci�ed as

follows: fshape(o1,circle), size(o1,large), shape(o2,triangle), size(o2, small),

pointing(o2,up),in(o2,o1)g. The other �gures can be encoded in the same way.

Remark that the number of facts and objects is not limited. Di�erent objects

can have di�erent kind of properties, like a triangle can be pointing up or down,

but this property makes no sense for a circle. Finally, the number of relations

between objects is unlimited.

Our representation as interpretations is more general/expressive than the

attribute-value representation, and they are equivalent in propositional domains.

Indeed, an attribute-value table can be mapped to interpretations as follows: Let

each attribute correspond to a fact attribute(value). where value is the value for

that attribute. Then each example (one tuple/row in the table) can be mapped

to the set of all such facts, one for each attribute. This set is of �xed length for

all examples.

Moreover, interpretations allow to add background knowledge to all of the ex-

amples. Background is just another set of facts or (Prolog) rules that should be

added to each example.

Learning from interpretations is the simplest (and as we argue the most ap-

propriate) framework for upgrading a propositional learner towards a relational

learner (see [7]). It was �rst introduced in [9]. Most ILP systems however

use learning form entailment. More details about the relation between these

di�erent settings can be found in [7].

Step 2: Representation of the hypothesis

Induce propositional predicate de�nitions in Prolog

Whereas the representation of examples was the same for all propositional learn-

ers, the hypothesis language di�ers a lot between all these systems. We have

ordered and unordered rules, decision trees, regression trees,. . . . These must

be upgraded to a �rst-order version, meaning that the speci�c nature of the

examples should be handled. As no general solution can be given (due to the

di�erent nature of the hypothesis languages), we investigate one speci�c case:

ICL.

The basis for ICL is CN2 that learns a set of unordered rules for a speci�c

class. A rule is a conjunction of attribute-value tests. In Prolog, such a rule

looks like:

class : � att

1

(val

1

); :::; att

i

(val

i

); not att

i+1

(val

i+1

); :::; not att

k

(val

k

):

Testing such a rule on an example is done by evaluating a query in Prolog (we

represent the propositional examples as an interpretation, thus a set of Prolog

facts att

i

(val

i

):).

A hypothesis is a disjunction of such rules. In Prolog syntax (where av

i;j

stands
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for att

i;j

(val

i;j

) or not att

i;j

(val

i;j

) ):

class : � av

1;1

; :::; av

1;n

1

:

:::

class : � av

k;1

; :::; av

k;n

k

:

This propositional theory can be seen as a DNF (Disjunctive Normal Form)

formula in propositional logic.

In �rst-order logic, we also have a DNF expression. In Prolog notation, such

a �rst-order hypothesis looks like:

class : � l

1;1

; :::; l

1;n

1

:

:::

class : � l

k;1

; :::; l

k;n

k

:

where l

i;j

are literals (possibly containing variables). The propositional DNF is

a special case of the �rst-order DNF.

Testing whether an example is covered by a hypothesis is simply done by a query

on a Prolog knowledge base made up of all facts representing that example.

ICL uses the above (DNF) representation for the hypothesis. As such, ICL in-

duces propositional predicate de�nitions. This is su�cient for nearly all current

real-life applications in ILP, see e.g. [4].

For the Bongard problem, we can learn the following rule (with the repre-

sentation as in the previous section, each example being a set of facts):

class(�) : � shape(Object1; triangle); in(Object1; Object2):

meaning that whenever there exists an object that is a triangle and that object

is in another object, the class of the example is �. Note that all variables are

existentially quanti�ed.

Step 3: Structuring the hypothesis space

Use �-subsumption

Now that we have decided on the hypothesis language, we need to structure the

space of hypotheses before we can perform any kind of search. In the propo-

sitional case, the structure is implied by the subset test. For �rst-order, sev-

eral possibilities exist for structuring the space including �-subsumption (from

Plotkin [16]), inverse implication and inverse resolution. However, only the

�rst, �-subsumption, is decidable. Secondly, the methods of inverse implica-

tion and inverse resolution are not well understood yet and are less e�cient.

Thirdly, �-subsumption works at the level of rules/clauses (as do propositional

systems) and it is complete for non-recursive clauses. Therefore we recommend

�-subsumption.

Before going to the next step, we give the de�nition for �-subsumption

clause C

1

�-subsumes clause C

2

i� 9�: C

1

� � C

2

.
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In this de�nition, clauses are considered as sets of literals. For instance:

father(X;Y ) : � parent(X;Y );male(X): is more general than

father(jef; wim) : � parent(jef; wim); parent(jef; ann);male(jef );

female(ann): (with � = fX/jef, Y/wimg).

�-subsumption has some very nice theoretical properties (for more theoretical

properties see [16, 15]):

� if c

1

�-subsumes c

2

then c

1

j= c

2

, i.e. c

1

logically entails c

2

.

� there exists clauses c

1

6= c

2

that are equivalent under �-subsumption, e.g.

p : � q(X;Y ) and p : � q(X;Y ); q(X;Z).

� the semi-order can be turned into a partial order by de�ning equivalence

classes in the usual way. There is then also a unique (up to variable nam-

ing) representative of each equivalence class, which is called the reduced

clause. E.g. p : � q(X;Y ) is the reduced clause of p : � q(X;Y ); q(X;Z).

� at the level of equivalence classes, one obtains a complete lattice, i.e. any

two equivalence clauses have a unique upper bound (also called the least

general generalization, the lgg) and a unique greatest lower bound.

Note that �-subsumption di�ers from turning constants into variables in-

troduced by Michalski in [13]. For example, p : � (q(X;Y ); q(Y;X)) is more

general than p : � q(a; a) under �-subsumption, but not under Michalski's

framework.

Step 4: Limiting and traversing the search space

Make the search space �nite

In propositional systems, the re�nement operators for traversing the (�nite)

space of hypothesis are not so hard. Adding or removing some attribute-value

tests is su�cient. The user even does not have to give much input to the

operator.

In a relational representation the operators are not that simple. Let us con-

sider again ICL. The hypothesis language can be very complex, so the user must

give some input on the number of variables, the structure of the allowed liter-

als,... Moreover, the search space might be in�nite. That's why a declarative

language bias is very important. ICL uses the same declarative bias as Clau-

dien, i.e. Dlab (see [8]). Dlab is a formalism for specifying an intensional

syntactic de�nition of the language L

H

. For DNF, the hypothesis is a disjunc-

tion of rules (each rule being a conjunction of literals), and Dlab speci�es the

allowed syntax for the (positive and negative) literals. This is automatically

translated into a re�nement operator (under �-subsumption) for the speci�ed

language which is used by ICL to traverse the search space.

Suppose we have following Dlab speci�cation for our Bongard problem:

{1-len:[shape(Object1, 1-1:[circle,triangle]),

size(Object1, 1-1:[small,large]),

shape(Object2, 1-1:[circle,triangle]),

size(Object2, 1-1:[small,large]),

1-1:[in(Object1, Object2), left_of(Object1,Object2)]

]}
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Min-Max:List means that at least Min and at most Max literals of List are

allowed (len is the length of List). Note that shape(Object, 1-1:[circle,triangle])

is a shorthand for 1-1:[shape(Object,circle), shape(Object,triangle)]. Recursion

is allowed. There is also a notion of dlab variable (not used in this example) that

allows the user to de�ne shortcuts for returning parts (like 1-1:[circle,triangle]).

When learning a DNF for the class �, the starting clause is class(�) : � true.

Based on the above Dlab, re�nements of these rules are

class(�) : � shape(Object1; circle):

class(�) : � shape(Object1; triangle):

...

class(�) : � left of(Object1; Object2):

These rules again can be re�ned further on. For the �rst rule:

class(�) : � shape(Object1; circle); size(Object1; small):

...

class(�) : � shape(Object1; circle); shape(Object2; circle):

...

Note that class(�) : � shape(Object1; circle); shape(Object1; triangle): is not

a valid re�nement.

To simulate CN2 with ICL, we can use the following simple Dlab:

f1-len:[att

1

= 1-1:[v

1;1

, ..., v

1;i

1

],..., att

k

= 1-1:[v

k;1

, ..., v

k;i

k

]]g, with v

i;j

the

values of the attribute att

i

.

Step 5: Applying a good AV learner

CN2 for unordered rules

When the previous four steps have been worked out, the last step is straightfor-

ward. The learning method can be implemented based on the previous results.

For our example case ICL, we implemented a similar learning strategy as

used by CN2 for unordered rules. In short, it uses a covering approach to

learn a set of rules for a given class of examples. For each rule, a beam search

is performed through the space of allowed hypothesis (based on the DLAB

speci�cation). As heuristic (deciding which rules should be kept in the beam)

laplace

2

is used. Also a signi�cance test

2

as in CN2 is included, based on the

likelihood ratio statistic.

3 Evaluation

ICL is an up and running system implemented in ProLog by BIM. It's easy to

use and e�cient. It has been used successfully for several experiments like on

the mutagenesis data in [19]. Results of this experiment can be found in Table

1. Notice the e�cient timings for ICL which are much better than these of

Progol. Moreover, the accuracies of ICL w.r.t. Progol are comparable (or

even better). Besides relational problems, we also tried ICL on a propositional

problem. As expected, the results are more or less the same as CN2. For

the breast-cancer data, CN2 with unordered rules has 70.8% accuracy (with

signi�cance level on 99.5%. ICL has a 71% accuracy (with signi�cance level

90%).

2

These are calculated just the same as in CN2.
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Muta Accuracies (%)

neg pos multi Progol Foil Tilde

BG1 79.3 67.6 80.9 76 61 75

BG2 80.3 75.0 83.0 81 61 79

BG3 85.1 84.6 86.7 83 83 85

BG4 85.1 86.2 88.3 88 82 86

Muta Timings (s)

ICL Progol Foil Tilde

BG1 110 117039 4950 93

BG2 265 64256 9138 355

BG3 431 41788 0.5 221

BG4 535 40570 0.5 651

Table 1: Accuracies and timings for the four di�erent backgrounds of the muta-

genesis data (estimated by a 10-fold cross-validation). The �rst three columns

are results for ICL. Neg en Pos are the two classes, for each of them a DNF

theory is learned and evaluated. Multi merges the 2 theories as in CN2 (with

some mechanism to handle clashes). The results for Progol, Foil and Tilde

have been taken from [3].

Another successful example of a �rst-order upgrade is Tilde (Top-Down

Induction of Logical Decision Trees [3]). This is based upon the well-known

system C4.5[17, 18]. The most di�cult part was de�ning a �rst-order variant

of a decision tree. Tilde introduces logical decision trees (binary trees are a

special case). As a result, the hypothesis space is di�erent from ICL, and a

di�erent language speci�cation than DLAB is used.

Two more examples are Warmr [12], which extends Apriori [1] to mine asso-

ciation rules in multiple relations, and Maccent [11], which is an upgrade of

the maximum entropy approach in [2].

4 Conclusions

Learning from interpretations is a nice framework for upgrading a propositional

learning system towards a �rst-order learning system. We have formulated a

methodology for doing such an upgrade and have evaluated this method on ICL,

an ILP system based on CN2.
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