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Abstract

In this paper, we introduce the ideas of In-
formed Reinforcement Learning, an exten-
sion of Relational Reinforcement Learning, in
which partial world models are being learned,
in order to improve convergence to the op-
timal policy, using goal-oriented reasoning.
Furthermore, an algorithm is presented to en-
hance an RRL-agent with reasoning capabil-
ities.

1. Introduction

In standard (Relational) Reinforcement Learning
(Džeroski et al., 2001), the optimal policy is determ-
ined by choosing actions that have the highest value for
the quality-function. Although this has led to prom-
ising results, it seems strange that the “intelligent”
(R)RL-agent does not know what the purpose of his
intended policy is. To tackle real-world applications,
we believe one needs to use a really intelligent agent,
who at least knows what he is doing. Therefore, the
agent needs to learn properties of his surrounding en-
vironment and characteristics of the actions he can ex-
ecute in this environment. As a result, the agent can
reason about his goals, his environment and his pos-
sible actions. The preceding holds for reinforcement
learning in general, but it is particularly interesting in
the relational setting, where one deals with complex
domains that contain a lot of structure, and reasoning
becomes a real asset.

In reinforcement learning, there has always been a
distinction between model-free and model-based ap-
proaches. In the former type, an optimal policy is
learned directly, without first learning the underly-
ing model of the environment, i.e. the transition and
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reward function. In the latter type, such a model
is learned first. Note that with model-based rein-
forcement learning, the transition and reward func-
tion are initially still unknown, and it is not equivalent
to the problem of solving Markov Decision Processes
(MDPs), as in decision-theoretic planning.

In Informed Reinforcement Learning (IRL), although
inspired by model-based reinforcement learning, we
are not primarily interested in learning a model of
the environment. The key idea is to reason about the
agent’s goal, the environment and his possible actions.
For this, one needs to learn extra information, which
supports this reasoning process, this can be seen as a
partial, not necessary explicit model.

The remainder of this paper is organized as follows.
Section 2 explains the general idea of Informed Rein-
forcement Learning, in Section 3 we propose QLARC,
an algorithm to enhance an RRL-agent with reasoning
abilities. Section 4 contains some preliminary exper-
iments and results. Next, in Section 5 an overview
of related work can be found. Finally, Section 6 con-
cludes and presents ideas for further work.

2. Informed Reinforcement Learning

The basic idea of IRL is to discover or learn extra in-
formation, that can subsequently be used when learn-
ing or searching for the optimal policy. In contrast
to model-based approaches, where one first learns a
full model of the environment, i.e. the transition and
reward function, IRL has the aim of only learning “in-
teresting” information. In a sense, this can be seen as
learning partial models only.

In standard (relational) reinforcement learning, the
optimal policy is determined by choosing actions that
lead to states with the highest value for the quality-
function. Instead of just maximizing the future re-
ward, we want to reason about actions, states and
goals. Using this learned information and goal-
oriented reasoning, the system will be able to accel-



erate convergence to the optimal policy.

A schematic overview of Informed Reinforcement
Learning is shown in Figure 1. Planning techniques
can be adopted to alter the policy-function, for in-
stance the Q-function, while methods from active
learning can support the exploration strategy. The
gathered experience serves as a source to provide suffi-
cient information for these techniques. Besides his own
experience, the agent can be supplied with other in-
formation, like guidance (Driessens & Dzeroski, 2002)
and background knowledge.
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Figure 1. Schematic overview of Informed Reinforcement
Learning

The information that needs to be learned, involves
properties of the environment and the objects in it,
like goals and subgoals, i.e. interesting properties to
achieve. Furthermore, it includes characteristics of the
possible actions, like pre- and postconditions.

The overall purpose of this learned information is to
use this extra knowledge to accelerate the convergence
to the optimal policy. This can be achieved through
several methods. One can alter the utility function (or
Q-function or reward function). Another possibility is
to use a more intelligent agent that alters/extends the
exploration function by using lookahead and planning
techniques in the process of action selection.

As a note, we would like to mention that extending
RRL with hierarchical methods is more natural when
a framework for learning actions exists. If information
about actions can be learned and used for reasoning, it
will be possible to extend this for instance to include
temporal abstractions.

3. Using gathered experience to reason

about the agent’s goal

3.1. Introduction

One of the problems in (relational) reinforcement
learning, certainly when considering planning prob-
lems, i.e. problems in which the agent only receives a

reward when fulfilling a specific condition or reaching
a goal state, is that at the end of an episode receiv-
ing a reward, the system does not know which actions
(and resulting states) were important for receiving the
reward. The Q-value of each (State,Action)-pair, en-
countered in that episode, is updated according to
the distance to the goal-state, following the path in
that episode. For the moment, we restrict ourselves to
these, so called planning problems, in which the agent
only receives a reward in some goal state.

If there can be reasoned about the goal or interesting
conditions and concepts, not only a higher reward or
update could be given to those states and actions that
contributed more to the episode reward, but by gen-
eralizing this knowledge, one can learn a more precise
quality-function more rapidly.

The idea is to extend a standard Q-learning agent,
with the abilities to learn interesting properties, i.e.
conditions which, when fulfilled, bring the agent closer
to the goal, and the possibility to employ this learned
information.

The next paragraph introduces the QLARC-system,
which stands for Q-Learning Agent with Reasoning
Capabilities.

3.2. The QLARC-system

3.2.1. The blocks world

The blocks world will be used as an example further
on to illustrate the proposed algorithm. Blocks can
be on the floor or can be stacked on each other. We
represent the states and actions in “Prolog notation”.
The right-most state in Figure 2 can be represented
with, presuming this state is called s, as

{on(s,c,floor), clear(s,c), on(s,d,floor), on(s,b,d),
on(s,a,b), clear(s,a), on(s,e,floor), clear(s,e),
goal(on(a,b))},

which is obtained through executing the move-action,
noted as move(r,s,a,b), in the previous state r.
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Figure 2. The blocks world

More specifically, we will concentrate on the on(A,B)-
goal, in which the agent only receives a reward when
block A is directly on top of block B.



3.2.2. Learning interesting properties

Learning interesting properties in the environment can
be achieved, by reasoning backwards, starting from the
“goal”. First, properties that directly influence the
goal can be discovered. Once a set of these interesting
properties is available, one can learn which other prop-
erties influence these and so on. Basically, interest-
ing properties are concepts, that are often “involved”
in, i.e. correlated with, already discovered interesting
properties.

A very high-level form of the proposed algorithm can
be found in Algorithm 1.

Algorithm 1 QLARC – learning information

int concepts := {rw(S)}
generate initial candidate dependencies
for each episode do

update candidate dependencies
for each data example do

update frequencies of candidate dependencies
end for

select most interesting dependencies
add new interesting concepts to int concepts

end for

Algorithm 1 performs an incremental update of
the interesting properties/concepts and dependen-
cies/correlations. The data examples consist of
(State,NextState,Action,Reward) - tuples, for reas-
ons of convenience (and as long as planning problems
are concerned), we add the literal rw/1 iff a reward
is received. The data example, obtained from the last
step in the episode in Figure 2, will be noted as follows:

on(r,c,floor), on(r,c,a), clear(r,a), on(r,d,floor),
on(r,d,b), clear(r,b), on(r,e,floor), clear(r,e),
prev state(r,s), action(move(r,s,a,b)),
on(s,c,floor), clear(s,c), on(s,d,floor), on(s,b,d)
on(s,a,b), clear(s,a), on(s,e,floor), clear(s,e),
goal(on(a,b)), cur state(s), rw(s).

Initially, the only interesting concept is rw(S), so
the system tries to learn dependencies of the form
l1, l2, . . . , ln ❀ rw(S). To guide this search, a declar-
ative bias can be specified. This declarative bias can
contain a language bias to specify the predicates that
can be used to generate and update the candidate de-
pendencies. For every possible interesting dependency,
a contingency (frequency) table can be built, using the
following query

cur state(S), Goal, (¬)To predict, (¬)Conditions

and counting the number of times To predict, respect-

ively Conditions is true and false in the data examples
for which cur state(S) and Goal succeed. In this query
To predict is an already discovered interesting concept,
Conditions is a conjunction of literals, which influences
To predict, and cur state(S) and Goal are present in
each data example and guarantee that the current
state and goal-variables are properly instantiated.

cur state(S), Goal
¬To predict To predict

¬Cond f00 f01

Cond f10 f11

Using this contingency table, a number of criteria and
tests, e.g. statistical tests like the χ2-test or ROC-
analysis, could select the most interesting dependen-
cies. To select the most interesting dependencies, one
could select the dependencies with the highest correl-
ation, but also other criteria can be used.

In the blocks world, with the on(a, b)−goal, one could
check if on(S,X, Y ) is an interesting concept, by com-
puting the contingency table. In a deterministic blocks
world, where an episode is ended if a reward is re-
ceived, this could result in the following table:

cur state(S), goal(on(X,Y))
¬rw(S) rw(S)

¬on(S,X, Y ) 51 0
on(S,X, Y ) 0 8

Using this contingency table, a statistical test, like the
χ2-test for example, will indicate a high correlation
between rw(S) and on(S,X, Y ), so on(S,X, Y ) can
be added as a new interesting concept. Some other
examples of dependencies that can be learned in the
blocks world, can be found in Figure 3. The third
dependency can be interpreted as: if one moves a block
A to block B, there is a high probability that block A
will be on block B in the resulting state.

goal on(A,B), on(S,A,B) ❀ reward(S)

goal on(A,B), clear(S,A) ❀ reward(S)

prev state(R,S),move(R,S,A,B) ❀ on(S,A,B)

prev state(R,S), clear(R,A) ❀ move(R,S,A,B)

prev state(R,S), clear(R,B) ❀ move(R,S,A,B)

Figure 3. Example set of dependencies



3.2.3. Using the learned information

Once some interesting dependencies are learned, this
extra information can be used to obtain a more precise
quality-function more rapidly.

A naive, simple approach, is assigning a score to
each interesting property. The quality of a state or
(state, action)-pair can subsequently be raised accord-
ing to the properties that are fulfilled in that state. In
practice, it will probably only be feasible to determine
the probability of a reward in the near future, i.e. in
a couple of steps.

A less naive approach consists of employing lookahead-
techniques to compute the network, resulting from the
learned dependencies and the query that estimates the
probability of a reward in a future state, given the
current state.

Therefore, a probabilistic framework that incorporates
the notions of objects and relations into them, can be
used. A Bayesian Logic Program (BLP) (Kersting &
De Raedt, 2001) can express the discovered depend-
encies (correlations). One can note, that the learning
problem described here, is easier than in the general
case of learning the structure of a Bayesian Logic Pro-
grams, because we are only interested in dependencies
“near” the goal state, so the learning is goal-oriented
and no complete model has to be learned.

One can estimate the conditional probability distribu-
tion cpd(c) of each Bayesian clause c, by

cpd(To predict | Cond) =
f11

f10 + f11

We preferred the BLP approach over for instance Lo-
gical hidden Markov Models (LOHMMs) (Kersting
et al., 2003), because BLPs are more general and there
are no fixed time steps necessary.

The dependency set of Figure 3 can be expressed with
the BLP in Figure 4.

rw(S) | goal on(A,B), on(S,A,B)

rw(S) | goal on(A,B), clear(S,A)

on(S,A,B) | prev state(R,S),move(R,S,A,B)

move(R,S,A,B) | prev state(R,S), clear(R,A)

move(R,S,A,B) | prev state(R,S), clear(R,B)

Figure 4. Example BLP

These dependencies can also be illustrated graphically,

as in Figure 5.
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Figure 5. Graphical illustration of dependencies

The probability of a reward in a future state can then
be obtained by answering a Bayesian query, which will
build the support network for that query. We refer
to (Kersting & De Raedt, 2001) for details. Because
in our setting we are only interested in the optimal
actions, we can use pruning techniques to reduce this
network.

Using these probabilities, an alternative way to de-
termine the optimal policy can be obtained.

π∗ = argmax
A0

Q∗(S0, A0)

= argmax
A0

(r(S0, A0) + γ max
A1

Q∗(δ(S0, A0), A1))

= argmax
A0

(P (rw(S0)) + γ max
A1

Q∗(S1, A1)

= argmax
A0

∞∑

i=0

γiP (rw(Si)),

where P (rw(S)) denotes the probability of a reward in
the state S and Si = δ(Si−1, Ai−1), with Ai−1 the best
action determined in the previous step. In practice, it
will only be feasible to use this equation, when the
agent is near the goal state. But one obtains a good
approximation, by breaking off this equation after a
couple of steps and using the maximum Q-value of the
“leaf-state” as an approximation.

π∗ = argmax
A0

n−1∑

i=0

γiP (rw(Si)) + max
An

Q(Sn, An)

This approach is somewhat related to TDLeaf(λ)
(Baxter et al., 1998), where TD(λ)-learning is used as
an evaluation function in combination with game-tree
search to improve a chess program.

The following example illustrates this. Suppose, the
current set of dependencies is the one shown in Fig. 3,
with the resulting Bayesian clauses in Fig. 4 and the
following cpds, where the index n indicates the nth

clause.



cpd
c1 1
c2 1
c3 1
c4 0.38
c5 0.32

The best action in the left-most state S0 in Figure 2, is
action A0, which maximizes the following expression,
assuming a lookahead factor of 2:

∑
1

i=0
γi P (rw(Si)) + max

A2

Q(S2, A2)

= P (rw(S0)) + γ P (rw(S1)) + max
A2

Q(S2, A2)

4. Preliminary Experiments

In this section, some preliminary results are presented.
The experiments are performed in the blocks world
with 10 blocks where the on(A,B)-goal is used. Epis-
odes are ended when a reward is received or when the
maximum number of actions is reached. This max-
imum is the number of actions in the optimal policy
(shortest path to the goal), increased with two. Each
test run consists of 100 episodes, the average reward
over this 100 episodes, i.e. the percentage of episodes
in which a reward is received, is used as a convergence
measure.

The experiments show the results of the implementa-
tion which is more or less the naive approach presented
in the previous section, but here only simple candid-
ate dependencies are generated. Interesting dependen-
cies are learned using the method described in section
3.2.2, where the χ2-test is used to calculate the correla-
tions between the already discovered interesting prop-
erties and the candidate interesting properties. Dur-
ing each iteration, the correlations are updated and
the bodies of the five highest correlations are added to
the set of interesting properties. Each interesting de-
pendency is assigned a score, which is decreased during
each iteration to heuristically simulate the distance to
the goal. Even using this naive method, some valu-
able dependencies are discovered to be interesting, for
instance:

• in states receiving a reward, on(A,B) holds

• the last action before receiving a reward is
move(A,B)

• in a state before receiving a reward clear(A) holds

• in a state before receiving a reward clear(B) holds

In this naive implementation, the selection of new
concepts is only based on a high correlation with
an already learned interesting concept, so less goal-
oriented concepts, like move(X,Y ) ❀ on(X,Y ) for
instance, will also receive a relative high score and
consequently will be marked as interesting concepts
for further use.

When choosing the next action, the sum of the scores
of all learned interesting properties that are fulfilled in
each possible (State,Action)-pair is used as an estimate
of the quality of that (State,Action)-pair.

The results of this implementation are presented in
Figure 6. The circles denote the results of a standard
relational instance based regression Q-learner (Dries-
sens & Ramon, 2003), the squares show the obtained
result of performing a greedy action selection, using
the score-estimate as the Q-value and the diamonds
indicate a combination of both methods. In this last
method, the instance based learner is used, but the Q-
value of each (State,Action)-pair is raised with a per-
centage of the normalized score of that (State,Action)-
pair.

Although this is still a naive implementation, exper-
iments show that a significant higher reward is ob-
tained. Even if only the score estimation is used,
a reasonable reward is received, while learning is
much faster compared to the relational instance based
learner.

If optimal policies need to be learned, not only a
less naive method than the score estimation is neces-
sary, but also more complex dependencies need to be
learned.

Figure 6. Experimental results



5. Related work

So far, little attention is devoted to the use of par-
tial models, (Wang & Dietterich, 2003) presents an
algorithm that relies on building and solving a series
of partial models. These partial models are used as
an approximation of the full model, where as in our
approach we try to learn information that estimates
the probability of a reward.

Another related approach, proposed by Reddy and
Tadepalli, is to learn relational rules for goal decom-
position (Reddy & Tadepalli, draft). Similarly, but the
other way around, is the approach by Gardiol (Gardiol,
2002), where probabilistic rules are learned, which can
be combined to determine the optimal policy. The
key difference remains that in these approaches, a full
model has to be learned first.

Recently, there were some proposals to compute an
exact solution of first-order (Boutilier et al., 2001) or
relational MDPs (Kersting et al., 2004), (Mausam &
Weld, 2003).

In the past, guidance (Driessens & Dzeroski, 2002) has
been suggested as a way to cope with learning in prob-
lems where the reward in the state space is sparse,
like most planning problems. When using guidance,
the learning agent is provided with human ”reason-
able policies” to enhance learning.

6. Conclusion and Further Work

In this paper, we introduced the ideas of Informed Re-
inforcement Learning and proposed QLARC, an al-
gorithm that learns a partial world model, consisting
of a BLP-like network which contains the dependencies
near the goal and uses these dependencies to acceler-
ate the convergence to the optimal policy. Although
currently only a naive version is implemented, good
results are already obtained.

Besides the further implementation of the proposed
algorithm, we plan to investigate the theoretical con-
vergence properties of our algorithm.

In the proposed algorithm, there are still some ques-
tions to be answered, so directions for further work
include the following: investigating how the result-
ing Bayesian Networks can be pruned in the best way.
There are several criteria that can be used to decide
if a dependency is interesting and to select the most
interesting dependencies. We would also like to invest-
igate the relation between the size of the problem and
the amount of lookahead which is most useful.
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