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Abstract

In this paper we describe the application of data mining methods for predicting the evolution of patients in an intensive care unit. We
discuss the importance of such methods for health care and other application domains of engineering. We argue that this problem is an
important but challenging one for the current state of the art data mining methods and explain what improvements on current methods
would be useful. We present a promising study on a preliminary data set that demonstrates some of the possibilities in this area.
� 2007 Elsevier Ltd. All rights reserved.
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1. Introduction

Critically ill patients need intensive care for their survival.
In an intensive care unit (ICU), the vital functions of
patients are being monitored continuously. In order to save
a patient’s life, these functions can be supported by medica-
tions or by a mechanical device when threatened, until the
patient is able to perform these functions again autono-
mously. For example a patient with respiratory failure can
be mechanically ventilated or a patient with kidney failure
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can be supported with hemodialysis or hemofiltration.
Although several major breakthroughs in patient care, mon-
itoring systems and therapeutic modalities have led to an
improved survival rate for ICU patients, many challenges
remain. While 70% of the ICU patients need vital support
and monitoring only for a few days and have a high chance
of survival, 30% of the patients stay in the ICU for a longer
period, sometimes even months. For these prolonged criti-
cally ill patients, the likelihood of dying raises as their length
of stay increases (e.g. after 3 weeks the likelihood is 30%).
These patients show a uniform picture of an immune system
out of balance. Their immune system is depressed making
them more subject to severe infections, or it is overactive
and leads to a hyper-inflammatory state which threatens
vital organ systems such as the lungs, the heart, the kidneys,
the liver or the brain. Sometimes, in spite of maximal effort,
this multiple organ failure cannot be resolved (even after
weeks or months), leading to death of the patient. Current
risk prediction models in intensive care [29,13,14,17,19] were
designed to predict the risk of mortality or complications for
patient populations, but are not accurate enough for predic-
tion for individual patients. Currently no tools exist to reli-
ably predict an individual patient’s chance of developing a
complication such as organ failure.
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There is already a lot of literature on data mining for ICU.
On the one hand there are articles aimed at medical doctors
and other experts in intensive care, explaining the range of
data mining methods that are currently available and/or
illustrating on specific problems how they can be useful
[21,16,15,31]. On the other hand, there are articles aiming
also (or mainly) at an audience from machine learning or sta-
tistics [25,24,10], introducing specific problems in intensive
care and how they can be solved with data mining techniques.
Thus, there are articles that focus on concrete problems and
solutions, and articles that introduce a range of solutions, but
to our knowledge there are none that describe a range of chal-
lenges that need to be addressed. The latter would be interest-
ing because, apart from saying what can be done for ICU
with data mining, it is obviously useful to say what cannot
be done in a satisfactory way right now, so that the machine
learning community can focus on developing new solutions.

This article attempts to fill this gap. While it is not our
intention to provide an exhaustive overview of all the chal-
lenges that ICU data mining poses, our own experiences on
a specific dataset have yielded a list of challenges that seem
worth looking at. In a first part of the paper we will discuss
ICU data mining on a general level, listing the challenges
that we see as well as possible directions for addressing
them. In a second part of the paper we describe in some
more detail our own experiments, which illustrate the
points made before and show the potential of, as well as
the problems faced by, current data mining approaches.
We include research prototypes of cutting-edge data min-
ing technology and well as standard data mining methods.

From an engineering point of view, the reported research
is not only important for the ICU where it helps in the chal-
lenging task of optimising the available technical means to
maximise the health of patients. It is more generally appli-
cable to the study of living organisms (such as growing
plants and animals on an industrial scale). Moreover, this
research can help in assessing the added value of supporting
and monitoring systems and possibly in a further develop-
ment of these. Finally, similar techniques as used for pre-
dicting cohorts of patients can be used in other planning
and scheduling problems in the field of engineering.

The remainder of this paper is structured as follows. In
Section 2 we will describe the application, the data present
in a typical intensive care setting, and the challenges of an
intensive care unit. In Section 3 we will discuss approaches
for building models in intensive care. Next, in Section 4 we
will discuss the challenges we see for the data mining com-
munity. We will describe our preliminary study on a smal-
ler data set in Section 5. We will conclude in Section 6 and
outline our further work.

2. Intensive care

2.1. The application

Critically ill patients are patients in need of vital moni-
toring and/or support. People can need intensive care after
major surgery, e.g. cardiac surgery. Also, solid organ trans-
plant patients will be critically ill in the first days or weeks
after their transplantation. People can be admitted urgently
or unplanned to an intensive care unit, e.g. after a major
trauma, severe burns, an overwhelming infection, an acute
organ failure, an exacerbation of a pre-existing chronic dis-
ease. Of course, there is a wide range of severity of critical
illness. Some patients need only monitoring and minor
adaptations to their medication therapy, others need full
support and monitoring. Because a lot of these patients
are no longer able to take care of their basic needs, support
of e.g. nutrition by artificially feeding these patients
through intravenous infusion or infusion in the gastro-
intestinal system is often necessary.

2.2. Available data

A wide range of data is available, but usually not in an
integrated form. The central information of an ICU is of
course the data on patients, of which we can distinguish
the following:

• DEMOGRAPHIC DATA: For every patient, demographic
information (birth date, sex, address, etc.) is collected.
Most of this data can be assumed to remain unchanged
during the stay in the ICU.

• HISTORICAL DATA: Every patient may also have a medical
history of previous illnesses and treatments, which may
be relevant for decisions about treatment in the future.
Unfortunately, this data is not always available, e.g. in
the case of unplanned ICU admissions or due to the
confidentiality of certain medical information.

• ICU STAY DATA: This data forms a chronological record of
the stay in the ICU. It includes regularly registered
information about the state of the patient, and informa-
tion about every treatment of the patient in the broadest
sense. The first category can include
– PARAMETER MEASUREMENTS: measurements of clinical

parameters (e.g. temperature, blood pressure, heart
rate, etc.).

– LABORATORY DATA: Laboratory results, obtained by
examination of samples from the patient in a lab.

– BACTERIOLOGICAL DATA: Information about infections
of patients.

– SUBJECTIVE OBSERVATIONS: Records of subjective obser-
vations of doctors and nurses about the patient (e.g.
based on skin colour or other difficultly quantifiable
observations). It has been observed that despite the
huge effort in creating objectively measurable param-
eters and in standardisation, subjective observations
remain very important (see also Section 5.7.1).

The latter category concerning treatment information
can include

– MEDICATIONS: data about medications administered to
the patient. This data can be divided into two catego-
ries depending on the method of administration:
bolus medication (administered at a particular point
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in time) and continuous medication (administered
over a period in time in a continuous way).

– TREATMENTS: information about treatments the
patient receives. Similarly, this can be divided into
continuous treatments (e.g. mechanical ventilation,
hemofiltration, etc.) and treatments at a particular
time point or in a short time period (e.g. hemo-
dialysis, surgery, etc.).

– FEEDING: Records of how much and which kind of
food the patient receives.

– TREATMENT POLICY DECISIONS: Depending on the state
of the patient and the evolution observed, doctors
may decide at a given point in time to follow a partic-
ular treatment in the future for this patient. This may
or may not have an immediate effect on the treatment
itself.

Apart from patient data, several other data sources may
be available and valuable for data analysis and decision
making. In this paper we will call this information back-
ground data. This includes
• MEDICATION INFORMATION: Data on the known effects of

medications and the typical situations in which and
the reasons why they are applied.

• EXPERT KNOWLEDGE: Partial knowledge from experts, e.g.
describing the interpretation of (combinations of) symp-
toms, models of parts of the functioning of the human
body, known interactions between medications or risks
of treatments, etc.

Data collection challenges are twofold. First, the task of
collecting the data for each of the categories described
above is quite work-intensive. Even for those categories
where automated collection of data is possible, it is neces-
sary to check the correctness of it. Second, the integration
of the different data sources is often difficult, due to the het-
erogeneous platforms and formats used to create this data,
standardisation problems, confidentiality, etc.

Recently, many intensive care units are installing a
patient data management system (PDMS) that allows both
online data collection and a database system where data
from several sources is integrated. These approaches can
greatly help to address both of the above problems.

2.3. ICU challenges

Crucial in intensive care is to provide the correct treat-
ment and to detect clinical problems early enough so pre-
ventive or curative measures can be taken in time. If one
can detect early that a patient’s state is worsening, the
chance of a successful treatment is higher. In practice, an
intensivist analyses all the patient related data (obtained
by clinical examination, patient monitors, laboratory
analysis, technical examinations (such as radiology), the
response of a patient to his treatment, etc.), in order to
detect a change in the condition of his patients. A decreas-
ing trend in the functioning of a particular organ could
indicate that there is a risk that this organ will fail in the
near future. However, the data may contain much more
information than one can currently extract from it. Human
intellectual capacity is simply not capable of handling more
than 5–7 different parameters at the same time [22]. In the
early eighties already, it was estimated that an average
ICU patient is described by approximately 250 different
parameters.

Data mining could assist clinicians, analysing the data
from ICU patients and detecting problems earlier than an
experienced intensivist would. The challenge then becomes
twofold: first learn which patterns indicate which problems
(i.e. learn to recognize the problem when it happens and in
this way find patterns describing the diagnosis) and second
learn to predict these patterns in the huge amount of data
available as early as possible.

Once problems are detected, they should be solved by
taking the appropriate actions (e.g. administer a treat-
ment). Whether or not a certain action should be taken
given the predicted risks depends on the cost and potential
benefit of the action. Developing a strategy that optimises
the cost/benefit trade-off is a non-trivial task. In this paper
we consider only the problem of predicting risks. Develop-
ing a strategy that exploits these predictions and evaluating
its benefit is considered future work.

3. Approaches to gaining domain knowledge in ICU

In the previous section we have explained that a large
amount of data is available in the intensive care domain.
We have also stated that the current knowledge and deci-
sion making expertise is incomplete and can be improved.
Several approaches can be tried to use the data in helping
to improve this expertise. In this section we give an over-
view of directions considered in the past.

Methods can be either symbolic or subsymbolic. We say
a method is symbolic if the models it produces can be inter-
preted and can therefore improve the insight in the domain.
A typical example of such a method is the use of decision
trees which we will apply in Section 5. Often however,
methods that provide the most accurate results are subsym-
bolic. For example a very complicated formula or a sup-
port vector machine may accurately predict a particular
target attribute, without providing much insight. Both
kinds of methods have their merits in the intensive care
domain.

One can classify the approaches depending on the way
their models are generated. A first strategy, the construc-
tion of hand-crafted models, is quite popular in intensive
care research [5]. These models are usually intended to
describe a small part of the functioning of the human body.
For example [36] reviews specific models for the inflamma-
tory response. They get complex quite quickly, e.g. models
using 20 differential equations to describe one phenomenon
are not exceptional. For a more global or longer term pic-
ture, the detailed knowledge to build a mechanistic model
is often lacking. A second strategy can be applied here:
the analysis of data to generate statistical patterns. These
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models make abstraction of a lot of low-level details and
focus on what they want to explain or predict. As experts
have partial domain knowledge, especially methods com-
bining knowledge gained from data and knowledge pro-
vided by experts are valuable.

Although to the best of our knowledge no systematic
study has been conducted on a large intensive care dataset,
in recent years several efforts have shown the interesting-
ness of applying machine learning methods. One of them
is the work [23,24] which combines expert knowledge with
statistical methods on a dataset of 148 patients which con-
tains records of 118 attributes registered every minute
(for a total of 679,817 records). The result is a system that
recommends therapeutic interventions. A number of
approaches specialise on learning about a particular body
function (e.g. [10] analyses the respiratory pressure–volume
curves of mechanically ventilated patients), a particular
problem ([25] analyses hospital infections and [34,35] ana-
lyse threshold selection for models predicting length of stay
in ICU) or considers a subpopulation of the intensive care
patients (e.g. [1] builds a predictive model for the survival
of patients that undergo damage control surgery).

Central to all these approaches is collection of data. In
recent years, researchers started actively to collect data
for analysis (see e.g. [30]). It is recommendable to integrate
the collection of data with the daily routine of the intensive
care unit, so that data can be used both by clinicians for
their current patients and by researchers for analysis.

The growing number of papers in the critical care
literature that surveys basic data mining methods ([21,16,
15,31]) shows the significant interest of researchers in this
domain to apply data mining methods to improve their
knowledge.

4. Data mining challenges

In this section we discuss a number of challenges data
miners face in this domain. Even though many of these
challenges are also present in other application areas, the
combination of these general challenges and a number of
specific characteristics not found in other applications
(see e.g. Section 4.2) makes intensive care a very interesting
application domain. For each of these challenges, we will
explain how we think, based on our past experience, one
could address them.

4.1. Database size

When using online monitoring systems, a huge amount
of data is generated. Monitoring measurements are per-
formed once per 1–3 min. About 20 attributes are mea-
sured, so we have about 20 · 60 · 24 · 365 = 10,000,000
measurements per bed per year. Our hospital has 56 beds
in the surgical intensive care unit where online monitoring
will be installed in the near future, which makes 500M
measurements yearly, for about 2000 patients per year.
Database administrators estimate that including all
background information, indexes and administrative data,
about 50 GB of disk space will be needed yearly. The total
number of critical care beds in the hospital is currently 250.
The amount of data will increase by another order of mag-
nitude when all 250 critical care beds will be monitored
online. While this vast volume of data will challenge the
processing capacities of data mining algorithms, it also cre-
ates opportunities to reach more reliable conclusions.

To address this problem, one plausible way is to struc-
ture the domain using domain experts’ knowledge. This
allows to represent the data at the right level of abstraction,
which can reduce the data set size significantly. For exam-
ple knowing the time scale on which certain processes hap-
pen can help to structure the time dimension. For example
as an infection develops over hours or days, one should not
search for patterns of parameters evolving within minutes
or weeks. Another example is the drug database, where a
taxonomy on the drugs (describing their use) can help to
abstract away from the huge amount of different drugs.

4.2. Individual characteristics of patients

Usually, machine learning techniques try to learn a func-
tion from examples to class labels directly. However,
patients have individual characteristics. It is often difficult
to compare absolute values of attributes between patients.
Let us consider a few examples.

• The values of many attributes are considered abnormal
if they change significantly from the previous values of
this particular patient, rather than if they deviate signif-
icantly from some universal value. For example the
definition of acute kidney failure relates the current
creatinine level to the level on entrance of the ICU
instead of giving an absolute threshold for the creatinine
level. Deviation from the universal absolute value,
before ICU admission, is of course an important indica-
tor of the patient’s pre-existing kidney failure and can be
an indicator of chronical kidney failure.

• Certain patients may react more, less, faster or slower to
certain medications.

Therefore, apart from the ‘global’ learning over patients,
another level of ‘local’ learning of characteristics of
patients would be useful. While at the time of admission lit-
tle is known about the patient, after a few days one will
start to have sufficient statistics to start learning about
the patient’s characteristics.

To predict the evolution of patients, we intend to apply
a two-level Bayesian approach to learn a model that
depends on patient-specific parameters (e.g. instead of
using a patient’s current heartrate as an absolute value
we want to use the deviation of his current heartrate
w.r.t. his ‘normal’ heartrate). As a new patient arrives, a
second learner will estimate these patient-specific parame-
ters such as the ‘normal’ heartrate of the patient. Of course,
at admission time, the patient is still unknown and these
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estimates will not be very accurate. But the longer one can
observe the patient, the better one can estimate his patient-
specific parameters and the better one can instantiate the
global evolution-predicting model. It will be challenging
to define a good set of patient-specific parameters. Never-
theless, we believe this approach is worth trying as it would
both increase insight in what are good parameters charac-
terizing patients, and put suitable structure and bias in the
learning process.

4.3. Noise

The manually entered data used for our preliminary
study is sometimes noisy or difficult to interpret and some-
times missing. Noise arises e.g. when different people write
the name of a product in different ways, or use different
names for the same medication, or use different medica-
tions with a similar working to treat the same problem. It
turned out to be quite difficult to pre-process all medication
records such that they would use unique names for the
same active substance.

But also for the case of data produced by an automatic
monitoring system, noise can be expected. For example it is
known that moving the patient and especially changing his
height w.r.t. certain machines may give a shift in the mea-
sured values. One strategy that is often followed to validate
the online measurements is that a nurse checks the moni-
toring equipment at regular time intervals, and corrects if
necessary. The result is a database with an unusual noise
model: there are high resolution measurements, with low
resolution validation points. If the measurement curves
vary smoothly on crossing a validation point, one could
conclude that the noise level in the time interval prior to
the validation is probably negligible. On the other hand a
discontinuity in the measurement curves after a validation
point would be an indication of a corrective action on the
nurse’s part. This means that special care should be taken
when handling the data in the time interval prior to this
validation point.

As we are involved ourselves in the collection process of
our data, we can make suggestions to minimize noise. For
example the validation mechanism discussed above helps to
isolate part of the unreliable data. Though a lot of noise is
unavoidable, it helps also to be able to estimate the amount
of noise from knowledge of the data collection process.
Apart from these preventive measures, it is important to
use noise-tolerant data mining approaches such as Bayes-
ian methods and ensemble methods.

4.4. Relational data

As discussed in Section 2.2, the available data is multi-
relational. For example record with different primary key
such as drugs and patients cannot be represented in a single
table (see also [6]). Most existing (so-called propositional
or attribute-value) data mining systems cannot optimally
exploit relational knowledge. A first solution is to define
smaller learning tasks that only use part of the data. How-
ever, this is not always sufficient. Therefore, multi-rela-
tional data mining methods (see e.g. [8]) are essential to
deal with all the knowledge.

4.5. Inductive knowledge bases

Due to the large number of different but related predic-
tion tasks, this application domain is a good example of a
problem where an inductive knowledge base would be
valuable. It is possible that several learning tasks can be
solved easier using a model learned for other prediction
tasks. For example when one has good predictors for pre-
dicting kidney failure and inflammation, one could use
them as components in a model predicting survival. Also,
when one has good models for the short-term evolution
of a particular target attribute, it may become easier to
build a long-term predictor. An inductive knowledge base
is a system where the learned knowledge is added to the
knowledge base and can serve as input for future learning.

We therefore aim at considering a range of prediction
tasks together, where the different predictors can use each
others opinion to make their own prediction. On the one
hand, such a strategy allows to reuse learned knowledge,
while on the other hand it avoids the difficulty to optimize
a global model.

5. A preliminary study

In this section we will present a preliminary study on a
small dataset with daily registered data. We use a heteroge-
neous dataset with patients admitted due to a variety of
reasons. The aim of this study is two-fold. First, we want
to illustrate with real data the discussions of the previous
sections. Second, we consider several prediction tasks,
some of which were not addressed with machine learning
strategies before, but for which there is great interest in
intensive care because of their importance in determining
the outcome of a patient.

We illustrate the previous sections as follows. We inves-
tigate the difficulty of performing different prediction tasks
on a real database. We want to see which tasks require
complex methods to be solved and for which tasks simple
algorithms perform well. Tasks on which good perfor-
mance is obtained provide motivation to consider the more
difficult scenario of predicting from high-resolution data
from online-monitoring. Tasks on which poor performance
is obtained highlight the challenging aspects of predicting
in this domain and how current standard algorithms using
a moderate-sized database of low-resolution data are not
sufficient to address them.

5.1. Setup

The database used for our preliminary study had been
previously created for a large randomised controlled trial
studying the effects of intensive insulin therapy in critically
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ill patients [32]. The study showed that strictly controlling
the blood sugar levels in a group of surgical intensive care
unit patients reduced the mortality almost by half. This
database contains data from 1548 mechanically ventilated
adult patients admitted to our surgical ICU between Feb-
ruary 2, 2000, and January 18, 2001. Written informed con-
sent had been obtained from the closest family member and
the study protocol was approved by the institutional review
board. The patient population is described in detail in [32].

Upon inclusion of a patient in the original study, an
admission record was created in the database. This record
contains general information about the patient that is valid
throughout the whole stay in ICU of the patient: age, sex,
diagnosis, reason for admission, etc. (a complete descrip-
tion is given in Appendix A). Additionally, each day of a
patient’s stay in ICU a selection of vital parameters, labo-
ratory results and information about therapy and medica-
tion administered to the patient were registered. This
information was originally recorded in six tables of a rela-
tional database. However, certain parts of these tables
could not be used as such for data mining: e.g. we had
information about which drugs were administered to which
patients but not enough information about the drugs them-
selves (purpose of drugs, equivalence of drugs with differ-
ent names, etc.) to use this for data mining. Hence we
decided to select all useful attributes from these six tables
and combine them into a single new table with one record
for each day of each patient’s stay in the ICU (the selected
attributes are given in Appendix A). This means that in
total the data used for our preliminary study consists of
two parts: 1548 admission records (one for each patient)
and 11,834 daily records (one for each day of each patient’s
stay in the ICU).
5.2. Application domain concepts

Inflammation and organ failure are clinical conditions
that severely affect the outcome of patients. In the medical
literature, criteria have been developed to define states of
elevated inflammation and kidney dysfunction [20,2]. These
definitions are internationally accepted and have clinical
relevance. Not all attributes needed for the definition were
present in the database. Therefore, we used slightly differ-
ent definitions, which are formally different from the stan-
dard ones but in practice analogous, and which could be
computed from the available data.

• KIDNEY-DYSFUNCTION: A patient has kidney-dysfunction
on a given day if at least one of the following three cri-
teria is true for that patient on that day:
– creatinine in plasma is at least twice as large as its

value on the first day in ICU (Creatinine is a degrada-
tion product from the muscle that is excreted by the
kidneys. Because it is produced in a more or less con-
stant way it can be used as a measure for kidney
function),
– oliguria (urine output <12 (ml/kg/24 h); obviously, if
the kidneys produce less urine it is a sign of
dysfunction),

– new dialysis: either intermittent hemodialysis or con-
tinuous veno-venous hemofiltration is started.
• INFLAMMATION (in analogy to systemic inflammatory
response syndrome (Inflammation)): A patient has
inflammation on a given day if two of the following
three criteria are true for that patient on that day:
– the temperature is outside the interval [36, 38],
– the patient is mechanically ventilated,
– the white blood count (WBC) >12.0 or <4.0.
• NEEDS_A_VASOPRESSOR: Vasopressors are medications
that are used to increase blood pressure. Severe infection
or inflammation are conditions where the peripheral cir-
culation (or bloodvessels) are dilated leading to a
decrease in bloodpressure.

• SEVERE-INFLAMMATION: A patient has severe-inflamma-
tion on a given day if he has inflammation on that day
and at least one of the following three criteria are true
for that patient on that day:
– the patient has a kidney-dysfunction,
– the concentration of lactate exceeds 2 (mmol/L) (lac-

tate is produced when glucose is burned in the body
in the absence of oxygen. An elevated lactate indi-
cates that the body does not receive enough oxygen,
either by failure of the cardiovascular system, the
respiratory system, or the oxygen carrying capacity
of the blood),

– the patient needs a vasopressor.

• INFLAMMATION-SHOCK: A patient has inflammation-

shock on a given day if he has inflammation and
needs_a_vasopressor and at least one of the following
two criteria is true for that patient on that day:
– the patient has kidney-dysfunction,
– the lactate concentration exceeds 2 mmol/L.
5.3. Tasks

Table 1 summarises the learning tasks considered in the
preliminary study. Tasks 1 and 2 consider patients that
have been in the ICU for one day. Information for this first
day as well as admission information are known; the first
task is to predict whether the patients will survive or not,
and the second task is to predict if their stay in the ICU will
be longer than 3 days.

The remaining tasks are to predict whether the patient
will be (N days in the future) in one of the endangering
states described in Section 5.2. Admission information as
well as information for the current day are known for the
patient. Additionally, polynomial curves are fitted to the
attribute values of the previous days of the patient’s stay
and are used to estimate the trend (first derivative evalu-
ated on the current day) and the attribute values N days
in the future, these estimates are included as new attributes
for the learning algorithms. For these learning tasks exam-



Table 1
Learning tasks considered in the preliminary study

Task Examples Target attribute

1 Patients (first day) Survival
2 Patients (first day) Length of stay longer than 3 days?
3 Inflammation-healthy patient-days Inflammation N days from today?
4 Severe-inflammation-healthy patient-days Severe-inflammation N days from today?
5 Inflammation-shock-healthy patient-days Inflammation-shock N days from today?
6 Inflammation-healthy patient-days Severe-inflammation N days from today?
7 Inflammation patient-days Severe-inflammation N days from today?
8 Inflammation-healthy patient-days Inflammation-shock N days from today?
9 Inflammation patient-days Inflammation-shock N days from today?
10 Inflammation patient-days Heal from inflammation N days from today?
11 Severe-inflammation patient-days Heal from severe-inflammation N days from today?
12 Inflammation-shock patient-days Heal from inflammation-shock N days from today?
13 Kidney dysfunction-healthy patient-days Kidney dysfunction N days from today?
14 Kidney dysfunction patient-days Heal from kidney dysfunction N days from today?
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ples are from a particular selection of the patient-day com-
binations. Inflammation, kidney dysfunction, etc. are con-
ditions which usually last for several days, and therefore a
classifier that predicts the same state as today will have a
high accuracy for tomorrow without having any useful
value. Moreover, doctors may value the correct prediction
of a negative and a positive evolution differently. Therefore
the learning tasks to predict whether healthy patients will
get ill and to predict whether ill patients will heal are con-
sidered separately.
5.4. Methods

We used four different data mining algorithms on these
tasks: Decision trees (DT), First Order Random Forests
(FORF), Naive Bayes (NB) and Tree Augmented Naive
Bayes (TAN).

The first algorithm is Decision Tree learning (DT) which
is of interest because of its symbolic nature. For a general
discussion on decision trees, we refer to [28]. For the pres-
ent study, we used the relational tree learner TILDE (Top-
down Induction of Logical Decision Trees) [3] to build
regression trees with an f-test as stopping criteria. The
result is an interpretable tree-shaped model that identifies
a small set of attributes that together have high predictive
power for the target attribute.

The second algorithm is First Order Random Forests

(FORF) [33]. A random forest [4] is a set of decision trees,
in our case 33 trees. Each tree is built on a slightly different
dataset, obtained by resampling the original dataset. Also,
instead of always evaluating all possible tests for a node in
the tree (and ‘selecting’ the best test), some randomness is
inserted in the evaluation process: each test has a 20%
probability of being evaluated. When using a random for-
est for prediction, we average the predictions made by each
of the separate trees to get the final prediction. The advan-
tage of using a random forest instead of a single tree is that
it removes the influence that small random variations in the
data set can have on a learned tree. The random forests in
our experiments were built using TILDE according to the
algorithm of [33].

The last two algorithms are based on learning Bayesian

networks [26]. A Bayesian network is a graphical represen-
tation of probabilistic dependencies between attributes.
The nodes in the graph represent attributes and edges
between attributes indicate direct dependencies (i.e. depen-
dencies not mediated by another attribute). We learned two
specific classes of Bayesian networks that are popular for
prediction: Naive Bayesian networks (NB) and Tree-

Augmented Naive Bayesian networks (TAN) [9]. In NB
attributes are supposed to be mutually independent given
the target attribute (i.e. the only edges are edges from the
target attribute to each of the non-target attributes).
Because these assumptions are often too strong, TAN
allows taking into account certain extra dependencies
between non-target attributes by having extra edges (struc-
tured as a tree: each non-target attribute has at most one
extra parent). It is important to note that in order to obtain
good predictions, the presumed dependencies or indepen-
dencies specified by a Bayesian network do not necessarily
have to make sense from a medical point of view.

To automatically learn a NB or TAN, we took a five-step
approach. The first two steps were data-preparation steps,
while the last three steps effectively constructed a NB or
TAN from this data. In the first step, numerical attributes
were discretized by splitting the range of each numerical
attribute into 5 bins using the ‘recursive minimal entropy’
algorithm of [7]. In the second step we removed attributes
that were not significantly correlated with the target attri-
bute (according to a chi-square test with p = 0.01). In the
third step the structure (edges) of the Bayesian network
was learned. For NB this step was simple since edges are
fixed by definition. For TAN a tree-structured network
was learned that captures the most important dependencies
between attributes (in addition to the NB edges) using the
algorithm of [9]. In the fourth step the probability tables
for all attributes were constructed using maximum likeli-
hood estimation with Laplace correction. In a fifth step a
transformation of the predicted probabilities was learned
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(by applying isotonic regression [38]) in order to improve
calibration since it is known that predictions of NB and
TAN are typically poorly calibrated [37] (we define calibra-
tion in the next section).

The reason for using the above algorithms is that
this way we learn both symbolic, interpretable models
(DT,FORF) and more subsymbolic models (NB,TAN).
Of these four learners, DT and FORF are relational learn-
ers, meaning that they can learn from examples represented
in multiple relations (multiple tables in a database). This is
important because in this preliminary study already the
data is sequential and there is some background knowl-
edge, and more importantly, we expect in the second phase
of the project to use a database containing a large number
of relations. Since NB and TAN are non-relational learners
we used a propositionalisation approach in the preliminary
study. For the second phase of our project we plan to use
relational Bayesian approaches (see e.g. [12,11]).

In Appendix A we show some of the learned models to
illustrate the typical output of the above algorithms.
Table 2
Prediction of patient survival and length of stay

Task NbEx p (+) DT FORF NB TAN

1 1548 0.06 79%/0.69 82%/0.69 88%/0.81 86%/0.09
2 1548 0.41 75%/0.06 79%/0.27 83%/0.10 83%/0.01

Table 3
Prediction of development of endangering states

Task N NbEx p(+) DT FORF NB TAN

3 1 3527 0.24 66%/0.30 70%/0.59 70%/0.12 73%/0.001
3 2 2965 0.31 63%/0.52 66%/0.70 69%/0.02 70%/0.003

4 1 6871 0.08 82%/0.55 84%/0.58 82%/0.53 83%/0.35
4 2 5772 0.10 79%/0.36 83%/0.63 81%/0.33 82%/0.09
4 3 5131 0.12 79%/0.32 83%/0.63 81%/0.41 82%/0.11

5 1 9467 0.02 87%/0.86 91%/0.89 91%/0.59 93%/0.20
5 2 8138 0.03 87%/0.57 91%/0.85 90%/0.58 92%/0.31
5 3 7325 0.04 85%/0.51 90%/0.50 89%/0.33 92%/0.24

6 1 3527 0.10 86%/0.57 88%/0.84 85%/0.36 87%/0.11
6 2 2965 0.13 81%/0.41 84%/0.61 82%/0.56 84%/0.01
6 3 2619 0.16 79%/0.16 83%/0.48 81%/0.21 84%/0.09

7 1 3344 0.05 67%/0.95 71%/0.83 80%/0.67 79%/0.23
7 2 2807 0.07 66%/0.67 73%/0.70 79%/0.66 79%/0.40
7 3 2512 0.08 70%/0.32 76%/0.70 78%/0.51 75%/0.26

8 1 3527 0.02 88%/0.85 95%/0.72 95%/0.64 96%/0.42
8 2 2965 0.03 85%/0.73 91%/0.88 93%/0.35 95%/0.36
8 3 2619 0.04 89%/0.89 92%/0.80 92%/0.77 95%/0.20

9 1 5940 0.02 81%/0.70 88%/0.91 90%/0.75 92%/0.40
9 2 5173 0.03 87%/0.64 90%/0.60 91%/0.62 90%/0.27
9 3 4706 0.04 82%/0.77 88%/0.82 90%/0.45 91%/0.08

13 2 7084 0.05 82%/0.57 86%/0.57 86%/0.20 88%/0.40
13 3 6329 0.06 84%/0.41 87%/0.20 87%/0.21 88%/0.25
13 4 5790 0.07 83%/0.25 88%/0.35 87%/0.04 87%/0.05
5.5. Evaluation criteria

To evaluate performance of the different methods
described above, we ran each of the methods for each of
the tasks using 10-fold cross-validation. We use two evalu-
ation criteria: area under the ROC-curve (AUC) and the
Hosmer–Lemeshow statistic.

A ROC-curve is a plot of the false positive rate (FPR)
versus the true positive rate (TPR) obtained by threshold-
ing the probabilities predicted by a model, and this for all
possible thresholds. The area under the ROC-curve (AUC)
is a measure for how well the model can discriminate

between positives and negatives. Precisely, the AUC is
the probability that. given a randomly selected positive
example p and a randomly selected negative example n, p

is ranked as being more likely to be positive than n. Using
AUC as evaluation measure is preferred above accuracy
[27], as it allows to trade-off the possibly different costs of
incorrectly classifying a positive example as negative and
incorrectly classifying a negative example as positive.
According to medical standards, an AUC of at least 80%
is required for a model to be valuable [39].

The Hosmer–Lemeshow statistic measures how well cal-

ibrated probabilities predicted by a model are. Roughly
speaking, probabilities are well calibrated if they corre-
spond to true fractions of positives in the data. In the med-
ical literature the Hosmer–Lemeshow statistic is the
standard way of evaluating calibration [18]. The statistic
is computed in two steps. In the first step all examples
are divided into 10 bins according to their predicted prob-
ability of being positive. In the second step it is checked for
each bin whether the average predicted probability of being
positive for examples in that bin is close to the fraction of
positive examples in that bin. This is done by computing a
v2-like measure, which can be translated to a confidence
level called the Hosmer–Lemeshow statistic [18]. According
to medical standards, this statistic should be at least 0.05
for a model to be acceptable.

AUC and the Hosmer–Lemeshow statistic are comple-
mentary evaluation criteria [37]. A model can have perfect
discrimination (AUC = 100%) while being very poorly cal-
ibrated, for example when predictions would not be in the
range [0, 1]. Also the opposite holds: a model that is well
calibrated can have poor discrimination.

5.6. Results

The results are shown in Table 2 (prediction of survival
and length of stay), Table 3 (all tasks related to develop-
ment of endangering states) and Table 4 (all tasks related
to recovery from endangering states). For each task we
show the total number of examples NbEx, the fraction of
true positives p(+) and the results for each of the four
methods. A result like 79%/0.69 means that AUC is 79%
and the Hosmer–Lemeshow statistic is 0.69.



Table 4
Prediction of recovery from endangering states

Task N NbEx p(+) DT FORF NB TAN

10 1 6756 0.25 74%/0.10 77%/0.32 75%/0.18 77%/0.21
10 2 5937 0.29 72%/0.14 75%/0.41 72%/0.08 75%/0.02

11 1 3412 0.25 70%/0.26 75%/0.40 72%/0.13 75%/0.02
11 2 3130 0.33 70%/0.12 76%/0.26 72%/0.26 75%/0.07
11 3 2913 0.37 71%/0.05 76%/0.27 71%/0.06 75%/0.03

12 1 816 0.23 70%/0.75 74%/0.39 79%/0.10 80%/0.02
12 2 764 0.32 69%/0.68 73%/0.59 76%/0.09 77%/0.02
12 3 719 0.38 69%/0.78 75%/0.26 80%/0.19 78%/0.12

14 1 1942 0.08 82%/0.72 87%/0.31 80%/0.45 85%/0.43
14 2 1818 0.11 80%/0.13 84%/0.70 78%/0.59 84%/0.30
14 3 1715 0.13 80%/0.46 85%/0.49 80%/0.37 87%/0.20
14 4 1624 0.15 81%/0.39 86%/0.35 81%/0.38 87%/0.12
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5.7. Discussion

5.7.1. Prediction of survival (Task 1)

Many clinicians use APACHE II scores in order to
assess the probability of survival for intensive care patients.
This score was developed for survival prediction in criti-
cally ill patients, and was empirically derived from large
databases of multiple ICUs by applying statistical methods
such as logistic regression on admission information and
measurements of the first day of patients in the ICU [13].
When using this score to predict survival in our study pop-
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Fig. 1. Predicting survival: comparison of predictions by nurses a
ulation the obtained AUC was 75%. The models built by
our data mining algorithms compare favourably to the
APACHE II score, as can be seen in Table 2 for Task 1.

For some of the patients the database contains predic-
tions made by doctors and nurses about survival. These
predictions were made on the basis of the measurements
for the first day in ICU of the given patient. Since, for pre-
dicting survival, we ran our data mining algorithms also on
information for the first day, this gives us the opportunity
to compare performance of the models built by data min-
ing with performance of doctors and nurses.

Predictions by doctors and nurses were only available
for 908 patients in the database. Since we are not sure
whether these patients were selected randomly out of all
the 1548 patients, we ran the four data mining algorithms
again only on these 908 patients. This allows us to fairly
compare performance of the algorithms with that of the
doctors and nurses. The resulting ROC-curves (based on
10-fold cross-validation) for the four algorithms are shown
in Fig. 1. The AUC is 65% for DT, 81% for FORF, 85% for
NB and 82% for TAN. Predictions by doctors and nurses
are crisp binary predictions (survive or die) and not prob-
abilities of survival or death and hence correspond to single
points in ROC-space. These points are also shown in
Fig. 1.

We can see that all algorithms except DT perform quite
well. For NB and TAN the point for the predictions by
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nd doctors and predictions by data mining (for 908 patients).



Table A.2
Attributes recorded on a daily basis for every patient in the preliminary
study

1. ICU pathology

Inflammation
Severe inflammation
Inflammation/shock
Kidney dysfunction
Bacteraemia yes/no
Neuromuscular weakness yes/no:
– Critical illness polyneuropathy (CIPNP) yes/no
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nurses is on the ROC-curve while the point for the predic-
tions by doctors is slightly above the ROC-curve (this
means NB and TAN perform as good as the nurses and
almost as good as the doctors). For FORF both points
are on the ROC-curve. These results are very promising
since strictly speaking the algorithms had less information
available for prediction; in addition to the information reg-
istered in the database, the doctors and nurses could also
make use of the subjective information of the patient’s gen-
eral appearance.

The top of a number of decision trees were examined by
domain experts. They were able to interpret them, and for
the tests in most nodes a good ‘explanation’ could be found
in the form of a reasoning that shows how the tested fea-
ture indeed influences the expected survival. This provided
an additional validation of our learned models. Neverthe-
less, as was expected the subsymbolic methods outper-
formed the symbolic method of DT.
– Myopathy yes/no

2. ICU therapy

Vasopressor yes/no
Steroids yes/no
Insulin yes/no
Daily dose of insulin (IU/24 h)*

Daily energy intake (kcal/24 h)*

Mechanical ventilation yes/no
Kidney replacement therapy yes/no:
– Continuous veno-venous hemofiltration (CVVH) yes/no
– Intermittent haemodialysis (IHD) yes/no
Plasmapheresis yes/no
Mechanical hemodynamic support yes/no:
– Intra-aortic balloon pump yes/no
– Extra corporeal membrane oxygenation (ECMO) yes/no
– Left ventricular assist device (LVAD) yes/no:

– MedosTM yes/no
– NovacorTM yes/no

3. Evaluations

Therapy restriction code
Daily APACHE II*

4. Physiological parameters
5.7.2. Other tasks

In predicting the development of endangering states
(Table 3), for most of the tasks there was at least one algo-
rithm that performed well according to medical standards.
The poor performance for task 3 was expected since predic-
tion of Inflammation is considered a difficult task which
doctors cannot perform accurately themselves. Doctors
can, on the other hand, accurately predict the development
of Kidney Dysfunction one or two days in advance, so it
was of interest to see that the algorithms continued to per-
form well even for predictions 3 or 4 days in advance (Task
13 of Table 3).

For the predictions concerning recovery from endanger-
ing states (Table 4), only for Kidney Dysfunction (task 14)
were the performances of the models satisfactory within
medical standards. This again is in accordance with the
medical experts appreciation of there being more difficulty
in predicting Inflammation related states. It is also
Table A.1
Attributes recorded upon admission for every patient in the preliminary
study

Age Admission diagnoses

Body length
Body weight
Body mass index
Gender
Admission postponed
Previously treated in ICU
Blood glucose level at time of

admission
Intensive or conventional insulin

therapy
Concurrent disease

– Immune suppression
– Malignancy
– History of diabetes
– History of cardiac disease

– Cardiac surgery:
– Coronary bypass surgery
– Heart valve surgery
– Combined surgery
– Intervention for mediastinitis
– Sternum dehiscence

– Vascular surgery
– Thoracic (non-cardiac) surgery
– Abdominal surgery
– Neurosurgery or neurological dis-

ease
– Multiple trauma
– Transplantation
– Burn injury
– Complications after other surgery
noteworthy that the models consistently perform well for
task 14 throughout the studied period of 1–4 days in
advance.

Note that for the prediction of survival (previous sec-
tion) we compared performance of the data mining algo-
rithms to performance of the APACHE II score. This
was because we tried to predict survival based on the first
Highest body temperature/24 h*

Lowest body temperature/24 h*

Urine output/24 h*

5. Laboratory data

Hemoglobin plasma (g/dL)
Hematocrit (%)
Platelet count (109/L)
White blood cell count (WBC) (109/L)
CRP (mg/L)
Prothrombin Time (PT) (%)
Protein plasma (g/L)
Bilirubin (mg/dL)
Blood glucose level (mg/dL):
– Morning blood glucose level
– Highest blood glucose level/24 h
– Lowest blood glucose level/24 h
Plasma Urea (mg/dL)
Plasma Creatinine (mg/dL)
Urine Creatinine (mg/dL)
Blood Lactate (mmol/L)

Attributes marked with an asterisk (*) are based on the data of the pre-
vious day.



Table A.3
Decision tree for predicting development severe inflammation 1 day in advance
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day of the patient in ICU and the APACHE II score was
designed exactly for predictions based on the first day.
For the endangering states, however, we want predictions
on a daily basis (not only after the first day). Hence it
was not considered clinically relevant to compare to
APACHE II scores here.

The above results show that our methods are promising
for the considered predictive tasks within the intensive care
context. Therefore, we expect that a more systematic study
on a larger amount of data may produce valuable results.
Nevertheless, these results also indicate that for certain
tasks, such as predicting inflammation, significant improve-
ments are needed further supporting our claim that this is a
challenging area for data mining.

6. Conclusions

In this paper we described the domain of intensive care.
We argued that this application is interesting for data min-
ing and that data mining can significantly progress the state
of the art in this and other application domains of engi-
neering. On the one hand it is eligible for data mining since
Table A.4
TAN for predicting development severe inflammation 1 day in advance
current knowledge is incomplete, there is a strong interest
in the field and current data mining technology can pro-
duce valuable results. On the other hand it is challenging
for data mining researchers since there is need for improve-
ment on current data mining methods in this application
domain. In particular, the size of the databases, individual
characteristics of every patient, and the presence of differ-
ent kinds of noise, are aspects that, when combined, make
it difficult to extract knowledge from the data.

Consequently, there are two main directions for further
work. First, one can use existing data mining techniques to
explore more systematically the different prediction tasks
one can define in the intensive care area. It is interesting
to further extend the list of target variables valuable to cli-
nicians, and to see how difficult they are to tackle with a
data mining approach. Second, one can improve the data
mining techniques in order to address the problems that
currently are still difficult. In particular we believe that rela-
tional learning techniques combining expert knowledge
and statistical knowledge from data and techniques taking
into account the individual characteristics of the patients
are important to consider.



Table A.5
Example of a conditional probability table for TAN network

Severe_inflammation White_blood_cell_count P (mechanical) P (non-mechanical)

No 612.05 0.817 0.183
No [12.05,25.15] 0.691 0.309
No [25.15,30.8] 0.762 0.238
No [30.8,46.6] 0.850 0.150
No >46.6 0.250 0.750
Yes 612.05 0.948 0.052
Yes [12.05,25.15] 0.701 0.299
Yes [25.15,30.8] 0.583 0.417
Yes [30.8,46.6] 0.500 0.500
Yes >46.6 0.667 0.333
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Appendix A. Illustration of the input data and the

learned models for the preliminary study

In this appendix we illustrate the input data for the pre-
liminary study presented in Section 5 and show some of the
learned models.
A.1. The input data

As explained in Section 5.1, for each patient some attri-
butes were recorded upon admission to the ICU and some
attributes were recorded every day during the patient’s stay
in ICU. We show these attributes in Tables A.1 and A.2
respectively.
A.2. Example of a learned decision tree

As an example of a typical model learned in the preli-
minary study of Section 5.1, in Table A.3 we show the deci-
sion tree (DT) learned for the prediction of severe
inflammation 1 day in advance for patients that are severe
inflammation healthy (this corresponds to Task 4, N = 1 in
Table 1).
A.3. Example of a learned Bayesian network

Because the structure of a Naive Bayesian (NB) network
is fixed by definition, showing the learned Naive Bayesian
networks is not very informative. We only show the struc-
ture of a Tree Augmented Naive Bayesian network (TAN)
in Table A.4. This network was learnt for the same task as
the decision tree of the previous section, i.e. for predicting
Severe Inflammation. The notation X Y, Z; means that
Y and Z are parents of X, i.e. there are edges from Y to
X and from Z to X.

To make the Bayesian network complete we need a con-
ditional probability table for each attribute. As an example
we show the table for the attribute ‘ventilation’ in Table
A.5. This attribute has as possible values ‘mechanical’
and ‘non-mechanical’ and has as parents the attributes
‘severe_inflammation’ and ‘white_blood_cell_count’.
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