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1. Extended abstract of the PhD dissertation

Reinforcement learning [10] is a subtopic of ma-
chine learning that is concerned with software sys-
tems that learn to behave through interaction with
their environment and receive only feedback on the
quality of their current behavior instead of a set of
correctly labelled learning examples. Although rein-
forcement learning algorithms have been studied ex-
tensively in a propositional setting, their usefulness
in complex problems is limited by their inability to
incorporate relational information about the environ-
ment [9].

Relational Reinforcement Learning is concerned
with reinforcement learning in domains that exhibit
structural properties and in which different kinds of re-
lated objects exist. These domains are usually charac-
terized by a very large and possibly unbounded num-
ber of different possible states and actions. In this kind
of environment, most traditional reinforcement learn-
ing techniques break down.

This thesis discusses the development of a first ap-
plicable relational reinforcement learning (or RRL)
system [6,7]. This RRL system combines Q-learning
with the representational power of relational learning
by using relational representations for states and ac-
tions and by employing a relational regression algo-
rithm to approximate the Q-values generated through a
standard Q-learning algorithm.

Due to the use of a more expressive representation
language to represent states, actions and Q-functions,
the proposed relational reinforcement learning system
can be potentially applied to a wider range of learning
tasks than conventional reinforcement learning. It also

enables the abstraction from or parametrization of spe-
cific goals or even of specific learning environments
and allows for the exploitation of results from previ-
ous learning phases when addressing new (more com-
plex), but related situations. Relational representations
also permit the use of structural information or the ex-
istence of objects and relations between objects in the
description of the resulting policy (through the learned
Q-function approximation).

The relational regression algorithm used in the RRL
system generalizes over learning examples with a con-
tinuous target value and makes predictions about the
value of unseen state-action pairs, using a relational
representation for both the learning examples and the
resulting function. The RRL setting places a number
of constraints on the regression techniques that can
be used. Learning data generated by a Q-learning al-
gorithm is incremental (i.e., the regression algorithm
should be able to both use and update its current
model) and it supplies the regression algorithm with a
moving target function, as the estimates of Q-values of
examples are mostly random at the start of learning but
become more reliable with more experience. Because
of the relational representation used for states and ac-
tions, the algorithm cannot treat the set of all exam-
ples as a vector space. Although in all practical appli-
cations the dimension of the state space will be finite,
it will not be known at the start of the learning exper-
iment and may even vary during the experiment (e.g.,
when the number of objects in the agent’s environment
varies).

Three incremental relational regression algorithms
are developed that can be used in the RRL system.
The TG algorithm incrementally builds first order re-
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gression trees [5] using a number of incrementally up-
dated statistics to build a relational regression tree. The
technique borrows ideas from inductive logic program-
ming to generate the possible test-extensions at each
leaf of the tree. The instance based RIB algorithm [4]
uses the recent development of relational distances.
Using nearest-neighbor prediction, the RIB algorithm
selects which examples to store in its data-base by
using example selection criteria based on local pre-
diction errors or maximum Q-function variation. The
third regression algorithm KBR is based on Gaussian
processes for regression and uses graph kernels as a
covariance function between state-action pairs [8]. Al-
though these regression algorithms were developed for
use with the RRL system, they can be also applied to
other relational learning problems with a continuous
prediction class. The capabilities of the RRL approach
and the performance of the three regression algorithms
are evaluated empirically using the blocks world with
a number of different goals and the computer games
Digger and Tetris.

To further increase the applicability of relational re-
inforcement learning, two techniques are introduced
that allow integration of background knowledge into
the RRL system. The first is a methodology to supply
guidance to the RRL system through the use of ex-
ternal, reasonable policies that enables the RRL sys-
tem to perform better on tasks with sparse and hard
to reach rewards [2,3]. The second is a novel hier-
archical reinforcement learning method, that uses the
expressive power of relational representations to sup-
ply information about learned Q-functions on par-
tial problems to the learning algorithm. This new hi-
erarchical method can be used to handle concurrent
goals [1].

In their invited talks at IJCAI’97 (in Nagoya, Japan),
both Richard Sutton and Leslie Pack Kaelbling chal-
lenged machine learning researchers to study the com-
bination of relational learning and reinforcement learn-
ing. This thesis presents a first reply to these chal-
lenges. The work presented focuses not so much on
theory as on the development of an applicable re-
lational reinforcement learning system and its appli-
cation to a number of problem domains. Although
the applications of the RRL system have been lim-
ited to toy examples and computer games so far, the
demonstrated possibilities of the relational reinforce-
ment learning approach has sparked a large interest
into the research field (cf. the ICML’04 workshop on
“Relational Reinforcement Learning”). This has given

rise to research into the theoretical foundations of rela-
tional reinforcement learning and relational extensions
of approaches of reinforcement learning other than Q-
learning.
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