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RECENT ADVANCES IN BRANCH-AND-BOUND 
PROCEDURES FOR'RESOURCE-CONSTRAINED 

PROJECT SCHEDULING PROBLEMS 

ABSTRACT 

In this paper we discuss some recent advances in branch-and-bound 

algorithms for optimally solving three types of resource-constrained 

project scheduling problems: the classical resource-constrained project 

scheduling problem (RCPSP), the generalized resource-constrained project 

scheduling problem (GRCPSP) and the preemptive resource-constrained 

project scheduling problem (PRCPSP) . 

The resource-constrained project scheduling (RCPSP) problem involves the 

scheduling of a project to minimize its duration subject to zero-lag 

finish-start precedence constraints of the PERT/CPM type and constant 

availability constraints on the required set of renewable resources. We 

discuss the recent advances obtained on this problem with a new depth

first branch-and-bound procedure. We then discuss how the procedure can 

be extended for solving the generalized resource-constrained project 

scheduling problem (GRCPSP) which extends the RCPSP to the case of 

precedence diagramming type of precedence constraints, activity ready 

times and due-dates and variable resource availabilities. Finally, we 

elaborate on the extension of the procedure to the preemptive resource

constrained project scheduling problem (PRCPSP), which relaxes the 

nonpreemption condition of the RCPSP, thus allowing activities to be 

interrupted and resumed later on without any additional penalty cost. 

Keywords: Project management, resource constraints, branch
and-bound 
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1. INTRODUCTION 

The objective of this paper is to discuss some recent advances in 

branch-and-bound algorithms for optimally solving three types of 

resource-constrained project scheduling problems: the classical 

resource-constrained project scheduling problem (RCPSP), the generalized 

resource-constrained project scheduling problem (GRCPSP) and the 

preemptive resource-constrained project scheduling problem (PRCPSP). 

The classical resource-constrained project scheduling problem (RCPSP) 

involves the scheduling of a project to minimize its total duration 

subject to zero-lag finish-start precedence constraints of the PERT/CPM 

type and constant availability constraints on the required set of 

renewable resources. The RCPSP can be formulated as follows 

(Christofides et al. 1987, Demeulemeester 1992, Demeulemeester & 

Herroelen 1992a): 

subject to 

(i,j) E H 

L rik <= ak, t = 1, 2, ... , fn 
iESt k=1,2, ... ,K 

where 

fi =finish time of activity i, i = 1,2, ... ,n 

H set of pairs of activities indicating precedence 
constraints 

di = processing time of activity i 

[1] 

[2a] 

[2b] 

[3] 
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rik = amount of resource type k required by activity i 

St = set of activities in process in time interval 
)t-1,t) = {il fi-di < t <~ fi) 

ak = total availability of resource type k 

It is assumed that activity i has a fixed processing time di (set-up 

times are negligible or are included in the processing time) . We further 

assume activity-on-the-node networks where activities 1 and n are dummy 

activities indicating the single start and end node of a project, 

respectively. The resource requirements rik are known constants over the 

processing interval of the activity. The availability of resource type 

k, bk, is also a known constant during the project duration interval. 

Eq. [2a) assigns a completion time of 0 to dummy start activity 1. The 

precedence constraints given by Eq. [2b) indicate that an activity j can 

only be started if all predecessor activities i are completed. Once 

started, activities run to completion (non-preemption condition) . The 

resource constraints given in Eq. [3) indicate that for each time period 

]t-l,t] and for each resource type k, the resource amounts required by 

the activities in progress cannot exceed the resource availability. The 

objective function is given as Eq. [1) . The project duration is 

minimized by minimizing the finishing time of the unique dummy ending 

activity n. 

The RCPSP is a generalization of the well-known job-shop scheduling 

problem and as such is NP-complete (Blazewicz et al. 1983). Reviews of 

the RCPSP can be found in Davis (1966, 1973), Herroelen (1972) and 

Patterson (1984). 

In the generalized resource-constrained project scheduling problem 

(GRCPSP) three of the basic assumptions of the RCPSP are relaxed. First 

of all, the GRCPSP allows for precedence relations of the precedence 

diagramming type - start-start, finish-finish, finish-start and start-
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finish constraints - with the only restriction that activities are not 

allowed to start before ?ne Ot their predecessors has started (e.g., it 

is not allowed to have negative start-start relations). Secondly, ready 

times and due-dates may be specified for each activity (an activity 

cannot be started earlier than its ready time and must be completed by 

its due-date) . Last but not least, the resource availabilities may be 

variable over the project horizon. 

Conceptually, the GRCPSP problem may be formulated as follows: 

mi.nimi ze fn 

subject to 

f· - d· + SS· · <= f· - d· J.. J.. J..] J J 
for all (i, j) E Hl 

f· - d· + SF·· <= fj J.. J.. J..] 
for all (i' j) E H2 

f· + FS· · <= f· - d· J.. J..] J J 
for all (i, j) E H3 

f· J.. + FF· · 
J..J 

<= f· 
J 

for all (i' j) E H4 

fl = 0 

f· J.. d· J.. >= gi i = 1,2, ... ,n 

f· J.. <= h· J.. i = 1,2, ... ,n 

L rik <= akt k = 1,2, ... ,K 
iESt t = 1, 2, ... , fn 

where 

H1 = set of pairs of activities indicating start-start 
relations with a time lag of ssij 

H2 set of pairs of activities indicating start-finish 
relations with a time lag of SFij 

H3 set of pairs of activities indicating finish-start 
relations with a lag of FSij 

[4] 

[5] 

[ 6] 

[7] 

[8] 

[9] 

[10] 

[11] 

[12] 
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H4 set of pairs of activities indicating finish-finish 
relations with a lag of FFij 

gi ready time of activity i 

hi due-date of activity i 

akt = availability of resource type k during period ]t-1,t] 

The objective function (Eq. [4]) is to minimize the project duration by 

minimizing the finish time of the unique dummy end activity n. Eqs. [5]

[8] ensure that the various types of precedence constraints are 

satisfied. Eq. [9] assigns the dummy start activity 1 a completion time 

of 0. Eqs. [10] guarantee that the ready times are respected, while Eqs. 

[11] guarantee that no due-dates are violated. Eqs. [12] specify that 

the resource utilization during any ~ime interval ]t-1,t] does not 

exceed the resource availability levels during that time interval for 

any of the resource types. 

There seems to be no extensive literature on the GRCPSP. Bartusch et al. 

(1988) report on computational results with a branch-and-bound procedure 

which is applicable to the case with arbitrary precedence constraints 

involving minimal and maximal time lags between starting times and 

completion times of any two activities, different resource types whose 

availability may change in discrete jumps over time, resource 

requirements per activity involving several types and amounts that may 

vary in discrete jumps with the processing of each activity. They 

mention that due-dates and release times can be represented by the 

model. The case of variable resource availabilities over time has been 

dealt with by Simpson (1991). 

The preemptive resource-constrained project scheduling problem (PRCPSP) 

allows activities to be preempted; i.e. , the fixed duration di of an 

activity may be split in j = 1,2, ... ,di duration units. Each duration 

unit j of activity i is then assigned a finish time fi,j· The variable 

fi, 0 denotes the earliest time that an activity i can be started (as 
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only finish-start relations with a time lag of zero are allowed, this 

equals the latest finish tim~ of all its predecessors) . An activity i 

belongs to the set St of activities in progress at time t if one of its 

duration units j = 1,2, ... ,di finishes at timet (i.e., if fi,j = t). 

The PRCPSP can now be conceptually formulated as follows (Demeulemeester 

1992): 

minimize fn,O [13] 

subject to 

for all (i,j) E H [14] 

f· . 1 + 1 <= f· . 
~,)- ~,) 

i=1, ... ,n 
j = 1, ... 'di [15] 

[16] 

k = 1, ... ,m 
t = 1, ... ,fn,O [17] 

The objective function (Eq. [13]) minimizes the project length by 

minimizing the earliest start time of the dummy end activity which by 

assumption has a duration of 0. Eqs. [14] assure that all precedence 

relations are satisfied: the earliest start time of an activity j cannot 

be smaller than the finish time of the last unit of duration of its 

predecessor i. Eqs. [15] specify that the finish time for every unit of 

duration of an activity has to be at least one time unit larger than the 

finish time for the previous unit of duration. Activity 1 is assigned an 

earliest start time of 0 through Eq. [16]; while Eqs. [17] stipulate the 

resource constraints. 

Slowinski (1980) and Weglarz (1981) have presented optimal solution 

procedures for the case of continuous processing times for the different 

activities. Davis & Heidorn (1971) developed an implicit enumeration 
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scheme based on the splitting of activities in unit duration tasks. 

Kaplan (1988, 1991) presents a dynamic program formulation and suggests 

a solution by a reaching procedure. 

In the next section, we discuss the basic principles of a very efficient 

new depth-first branch-and-bound scheme for the RCPSP (Demeulemeester 

1992, Demeulemeester & Herroelen 1992) . In Section 3 we discuss 

extensions of the basic scheme to the GRCPSP. Extensions to the PRCPSP 

are then reserved for Section 4. The last section then deals with 

overall conclusions. 

2. BRANCH-AND-BOUND FOR THE RCPSP 

2.1 Optimal procedures for the RCPSP 

The RCPSP has been extensively studied in the literature. Previous 

research on optimal procedures basically involved three different 

solution methods: integer linear programming, dynamic programming and 

implicit enumeration (branch-and-bound) . 

Integer linear programming procedures have been presented by Bowman 

(1959), Brand et al. (1964), Elmaghraby (1967), McCoy (1972), Moodie and 

Mandeville (1966), Patterson and Huber (1974), Patterson and Roth 

(1976), Pritsker et al. (1969), Wiest (1964). However, the general 

conclusion can be drawn that a frontal attack on the RCPSP by applying 

integer linear programming is not efficient. 

Carruthers and Battersby (1966), Petrovic (1968) and Shackleton (1973), 

among others, tried to use dynamic programming, but the 'dimensionality 

curse' precludes the use of dynamic programming as a practical, 

efficient solution method. 
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Numerous implicit enumeration (branch-and-bound) procedures have been 

developed for solving tpe RCfSP: Balas (1971), Bell and Park (1990), 

earlier and Latapie (1991), Christofides et al. (1987), Davis and 

Heidorn (1971), Demeulemeester and Herroelen (1992a), Johnson (1967), 

Radermacher (1985), Schrage (1970), Stinson et al. (1978), and Talbot 

and Patterson (1978). It appears that procedures based on implicit 

enumeration have been the most successful in generating optimal 

solutions for the RCPSP. 

Johnson (1967) was among the first to develop an implicit enumeration 

algorithm for the RCPSP involving one single resource. Limited 

computational experience indicated that his procedure could solve 50-

activity projects within about five minutes of CPU-time on an IBM 360 

(model 65). 

Davis (1968) presented a different scheme applicable to the RCPSP 

involving multiple resources and variable levels of activity resource 

requirements. The approach required job durations to be represented as a 

series of unit duration tasks, making the computational effort dependent 

upon the sum of activity durations of the project. Davis and Heidorn 

(1971) developed an IBM 360-programmed version of the procedure capable 

of handling projects with a total duration sum of 220 units and up to 5 

resource types per activity and project. 

Talbot and Patterson (1978) developed an implicit enumeration procedure 

which involves a systematic enumeration of all possible finish times for 

the activities of a project. Most noteworthy in their algorithm is the 

concept of a cut, a strong fathoming rule used to eliminate from 

explicit consideration possible inferior activity completion times 

earlier in the enumeration phase of the algorithm. From their 

computation experience, the authors conclude that the likelihood of 

obtaining an optimal solution for projects containing more than 50 

activities within a reasonable amount of computation time is low. 
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Stinson (1978) developed a best-first branch-and-bound procedure, based 
\ 

on strong bounding criteria and dominance rules. The nodes of the 

branch-and-bound tree correspond to partial schedules which are based on 

semi-active time-tabling; i.e., activities are started as early as 

possible satisfying both precedence and resource constraints. The 

bounding arguments involve the computation of a precedence-based lower 

bound (the remaining critical path length), a resource-based bound (the 

maximum ratio over all resource types of the sum of the resource 

duration products over all activities and the resource availability), 

and a critical sequence bound which takes into account both precedence 

and resource constraints. The computational results (Stinson et al. 

1978) indicate that the program can solve most (56 out of 60) 43-

activity problems with 4 resource types within an average CPU-time of 

5.84 minutes on an IBM 370-155. The constraining factor in solving the 

RCPSP with the Stinson procedure is the memory requirement which seems 

to be an exponential function of the number of activities. 

Patterson (1984) conducted a computational experiment in which he 

compared the solution methods of Davis and Heidorn (1971), Talbot and 

Patterson (1978) and Stinson (1978) . The three algorithms were coded in 

Fortran V for use on an Amdahl 4 7 0 /VB computer. A total of 110 test 

problems were gathered from the literature involving from 7 to 50 

activities and from 1 to 3 resource types. The computational results 

show that while the implicit enumeration procedure of Talbot & Patterson 

required very little primary computer storage, only the branch-and-bound 

procedure of Stinson was able to solve all 110 test problems within the 

time limit of 5 minutes per problem (as compared to 96 (Davis) and 97 

(Talbot)) . Moreover, the average CPU time required to solve a problem to 

optimality was much smaller {0. 82 seconds as compared to 14.02 {Davis) 

and 14.98 (Talbot)) . 

Radermacher (1985) developed a structural approach to the RCPSP based on 

an order-theoretic approach (Mohring & Radermacher 1989) which views 
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project analysis and scheduling as combinatorial optimization problems 

over partially ordered sets, • and is related to the disjunctive graph 

concept introduced by Balas (1968, 1971). The basic idea of the model is 

to replace schedules (which depend on the activity durations) by partial 

orders (which are independent on the durations) . The procedure starts 

with the original activity-on-the-node network and iteratively 

introduces new relations between suitable pairs of jobs, aiming at the 

iterative destruction of all forbidden sets (set of activities which 

cannot be scheduled together because of the resource constraints). The 

different choices yield the branches of the branch-and-bound tree, all 

nodes corresponding to feasible partial ordered sets. The objective 

value associated with the occurring partial ordered sets is obtained by 

an early start schedule and behaves monotonically increasing with 

respect to the introduction of additional precedence constraints. It 

forms a lower bound in the sense that the shortest project length of any 

early start schedule ovr all feasible partial orders constitutes the 

optimal project length. Important speed-ups are obtained by reduction 

techniques that reduce the dimension of the problem to the number of 

essential jobs that actually require scarce resources (are in some 

forbidden set) or whose completion time is essential in the objective 

function. Further reductions are obtained by time windows that restrict 

the choice of precedence constraints on a forbidden set (Mohring & 

Radermacher 1989) . 

Most computational experience has been obtained on different 

constellations of a bridge construction project. The average CPU time 

for a total of 192 instances of this problem involving 16 nondummy 

activities and 4 resource types was 8.952 seconds on a CYBER 175. The 

maximum computation time occurred on an instance with resource 

availabilities 2/2/2/1, requiring a CPU time of 327.187 seconds. We 

solved the same instance using a PC version of Stinson's code on an IBM 

PS/2 Model 70 in 0.50 seconds. This seems to confirm that the 

Radermacher procedure works very well when the number of reduced 

forbidden sets is not too large and these sets are small in size. This 
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is usually the case when there are many temporal constraints. When the 

problem has a large degree of parallelism; i.e., if there are many 

(large) forbidden sets or if there are not many temporal constraints, 

then establishing optimality of a solution will require too much time 

(see also Bartusch et al. 1988). 

Christo£ides et al. (1987) (CAT) have developed a depth-first branch-

and-bound procedure which generates a branch-and-bound tree, the nodes 

of which correspond to semi-active partial schedules which are feasible, 

satisfying both the precedence and resource constraints. Partial 

schedule decisions are made at time instants m corresponding to the 

completion time of one or more project activities. The procedure only 

branches in order to resolve a resource conflict. At every time instant 

m, eligible (candidate) activities are defined as those activities which 

are not yet in the partial schedule and whose predecessor activities 

have finished. These activities can start at time m if the resource 

constraints are not violated. The candidates are sorted in decreasing 

order of L(i), the remaining critical path length from activity ito the 

end of the project, and considered in that order. The candidate activity 

is either put in progress or, if it cannot be scheduled within the 

resource constraints, a resource conflict occurs. The candidate is 

entered into a conflict set. For a conflict activity i the set of 

delaying alternatives A(i) consists of the possible minimal combinations 

of activities, the delay of which would allow the conflict activity to 

be scheduled (where minimal means that no alternative in the set A(i) is 

a subset of another alternative in that set) . s* is then constructed as 

the set of all activities that belong to at least one alternative in the 

set A (i) . They determine how to delay conflict activity i using the 

earliest finishing activity a* in the set s* as a predecessor. This 

leads to a corresponding new node in the solutions tree. The remaining 

branching alternatives are generated by taking for each alternative A in 
I 

the set A(i) precisely that activity a which has the smallest finishing 

time among the activities in s* - A + {i}. 
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The branching alternative is always to delay the candidate (depth

first) . The other delaying alternatives are to be considered during 

backtracking, which occurs when a schedule is completed or fathomed by 

the lower bound calculation. At the backtrack the added arcs, 

corresponding to the last alternative studied, are removed and new arcs 

are added for the next one at the same level. If there is no alternative 

left at that level, the procedure backtracks to the previous level. The 

alternative A with most elements is branched on first (ties are broken 

arbitrarily) . The process is finished when level zero is reached. In 

order to calculate the precedence based lower bound LBO, each arc added 

at level p in the solutions tree is considered. One arc is added for 

each delayed activity. The path length through each added arc is 

calculated and LBO is the longest of these paths. If LBO fails to fathom 

the partial schedule, an attempt is made to strengthen the bound. The 

disjunctive arcs added at levels earlier than the current level p are 

searched. The idea is to find an earlier added arc whose source node is 

the same as the destination node of the arc (s) just added. If one 

exists, the path through these linked disjunctive arcs may be longer 

than the L (i) originally used in computing the LBO. The path length 

through the linked disjunctive arcs is calculated and the partial 

schedule fathomed if LBO is greater than or equal to the current best 

feasible schedule length T. 

Computational 

Demeulemeester 

experience 

(1992) and 

obtained with 

Demeulemeester 

the 

et al. 

CAT algorithm 

(1992) on the 

by 

110 

Patterson problems, indicates that the computation times do not compare 

favorably with the ones obtained with the Stinson procedure. The program 

solved 109 problems in an average time of 54.635 seconds (with a 

standard deviation of 193.565 seconds) on an IBM 3090. Remember that the 

Stinson code requires an average of 0.82 seconds to solve all 110 test 

problems on an Amdahl 470/V8. This indicates that the CAT claim that 

their algorithm is competitive to Stinson's procedure cannot be 

confirmed. In addition, it is shown in Demeulemeester et al. (1992) that 
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the CAT algorithm may occasionally fail to generate the optimal 

solution. 

Bell and Park (1990) have developed an A* algorithm which is a best

first search algorithm, where the first feasible solution found is 

guaranteed to be optimal. Each state in the search tree is a set of 

precedence constraints expressed in activity-on-the-node network form. 

From such a state one can compute the early start time schedule. The 

initial state network contains only those precedence constraints 

expressed in the original problem description. A goal state is the 

minimal makespan network which satisfies resource constraints as well as 

precedence constraints. Imposing new disjunctive constraints allows one 

to generate the children of a state (one child for each disjunct) . A 

parent state is transformed into a child state by the addition of 

exactly one arc to the network. At each step of the A* search process, 

the state with the shortest makespan is selected. If the selected state 

has no resource conflict, then an optimal schedule is found. Otherwise, 

the selected state is expanded by discovering and using a disjunctive 

constraint to generate the state's successors. 

In order to do so, minimum resource violating sets (MRVS) of activities 

are identified such that: ( 1) all activities in a MRVS are executed 

concurrently under the state's schedule, (2) the use of some resource 

exceeds its availability, and (3) a MRVS has no proper resource 

violating subsets. The algorithm looks for the smallest time t such that 

a resource violating set of activities are in progress in (t,t+1). This 

value of t is called RVST (resource violating set time). Appropriate 

disjunctive arcs are introduced to break up the MRVS. Two dominance 

rules are used: the already mentioned left-shift dominance rule and a 

second rule which is used to dominate state S' by state S if (1) S and 

S' have the same scheduled set of activities, (2) the precedence 

networks of S and S' have the same subsets of arcs connecting pairs of 

unscheduled activities, and (3) the schedule of S has start times for 
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unscheduled activities which are less than or equal to the corresponding 

start times in the schedule of S'. 

The algorithm has been coded for an Apple Macintosh Plus using a version 

of Common Lisp. Among the 110 Patterson test problems, 75 problems were 

solved in less than 300 seconds and 96 problems were solved in less than 

600 seconds. However, 8 problems in the set could not be solved 

optimally within 1,000 seconds. 

In a recent paper, earlier and Latapie (1991) present a novel and very 

ing.eniuous branch-and-bound procedure which extends earlier work on the 

interval method (Carlier 1987) for the job-shop scheduling problem. An 

execution interval is associated with each activity based on its 

GOmputed ready time and due-date. Branching consists of choosing a task 

and splitting its interval of execution in two intervals, the union of 

which gives the original interval again. For each node in the search 

tree an upper bound is obtained by computing a single-machine Jackson 

preemptive schedule (Carlier & Pinson 1988), which gives priority to the 

available task with maximal remaining critical path length. In addition, 

a lower bound is computed by solving m-machine problerr which are 

generated from the initial problem formulation by relaxing orne of the 

constraints. The authors have implemented both a dept ,-first and 

breadth-first branching strategy. The depth-first strategy seems to 

outperform the breadth-first procedure on the larger problem instances. 

During the course of the algorithm no extra arcs are added: only the 

execution interval is replaced by two intervals by changing only two 

parameters during branching. 

The program has been coded in Pascal for the VAX 8530 computer. It 

appears that on some of the Patterson test problems, the procedure is 

not very performant. For one of the Patterson problems, optimality could 

not be established after two hours of CPU time on a VAX 8530. However, 

the procedure is very promising for flow-shop problems and RCPSP 

instances characterized by high degrees of resource-constrainedness. 
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Recently, Demeulemeester: and , Herroelen 

procedure. Their depth-first procedure 

solution method for solving the RCPSP. 

(1992a) have extended the CAT 

seems to be the fastest exact 

2.2 The Demeulemeester & Herroelen (DH) procedure 

The DB-procedure (Demeulemeester 1992, Demeulemeester & Herroelen 1992a) 

generates a search tree, the nodes of which correspond with partial 

schedules in which finish times temporarily have been assigned to a 

subset of the activities of the project. The partial schedules are 

feasible, satisfying both the precedence and resource constraints. 

Partial schedules PSm are only consider~d at those time instants m which 

correspond with the completion time of one or more project activities. 

The partial schedules are constructed by semi-active timetabling. In 

other words, each activity is started as soon as it can within the 

precedence and resource constraints. A partial schedule PSm at time m 

thus consists of the set of temporarily scheduled activities. Scheduling 

decisions are temporary in the sense that temporarily scheduled 

activities may be delayed as a result of decisions made at later stages 

in the search process. Partial schedules are built up starting at time 0 

and proceed systematically throughout the search process by adding at 

each decision point subsets of activities (including the empty set) 

until a complete feasible schedule is obtained. In this sense, a 

complete schedule is a continuation of a partial schedule. 

At every time instant m we define the eligible set Em as the set of 

activities which are not in the partial schedule and whose predecessor 

activities have finished. These eligible activities can start at time m 

if the resource constraints are not violated. Demeulemeester and 

Herroelen (1992a) have proven two theorems which allow the procedure, at 

decision point m, to decide on which eligible activities must be 

scheduled by themselves, and which pair of eligible activities must be 

scheduled concurrently. 

16 



Theorem 1. If at time m the, partial schedule PSm has no activity in 

progress and an eligible activity i cannot be scheduled together with 

any other unscheduled activity at any time instant m' >= m without 

violating the precedence and resource constraints, then there exists an 

optimal continuation of the partial schedule with the eligible activity 

i put in progress (started) at time m. 

Theorem 2. If at time m the partial schedule PSm has no activity in 

progress, if there is an eligible activity i which can be scheduled 

concurrently with only one other unscheduled activity j at any time 

instant m' >= m without violating precedence or resource constraints, 

and if activity j is both eligible and not longer in duration than 

activity i, then there exists an optimal continuation of the partial 

schedule in which both activities i and j are put in progress at time m. 

If it is impossible to schedule all activities at time m, a resource 

conflict occurs which will produce a new branching in the branch-and

bound tree. The branches describe ways to resolve the resource conflict 

by deciding on which combinations of activities are to be delayed. A 

delaying set D(p) consists of all subsets of activities Dq , either in 

progress or eligible, the delay of which would resolve the current 

resource conflict at level p of the search tree. A delaying alternative 

Dq is minimal if it does not contain other delaying alternatives Dv e 

D (p) as a subset. Demeulemeester & Herroelen (1992a) give the formal 

proof that in order to resolve a resource conflict, it is sufficient to 

consider only minimal delaying alternatives. 

One of the minimal delaying alternatives (nodes in the search tree) is 

arbitrarily chosen for branching. The delay of a delaying alternative Dq 

is accomplished by adding a temporal constraint causing the 

corresponding activities to be delayed up to the delaying point, which 

is defined as the earliest completion of an activity in the set of 
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activities in progress, that does not belong to the delaying 

alternative. The delayed activities are removed from the partial 

' schedule and the set of activities in progress, and the algorithm 

continues by computing a new decision point. 

The search process continues until the dummy end activity has been 

scheduled. Every time such a complete schedule has been found, 

backtracking occurs: a new delaying alternative is arbitrarily chosen 

from the set of delaying alternatives D(p) at the highest level p of the 

search tree that still has some unexplored delaying alternatives left, 

and branching continues from that node. When level zero is reached in 

the search tree, the search process is completed. 

Two dominance rules are used to prune the search tree. The first one is 

a variation of the well-known left-shift dominance rule, and can be 

stated as follows: 

Theorem 3. If the delay of the delaying alternative at the previous 

level of the branch-and-bound tree forced an activity i to become 

eligible at time m, if the current decision is to start activity i at 

time m and if activity i can be left-shifted without violating the 

precedence or resource constraints (because activities in progress were 

delayed), then the corresponding partial schedule is dominated. 

The second dominance rule is based on the concept of a cutset. At every 

time instant rn a cutset Cm is defined as the set of unscheduled 

activities for which all predecessor activities belong to the partial 

schedule PSm. The formal proof of the following theorem can be found in 
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Demeulemeester (1992) and Demeulemeester & Herroelen (1992a) 

Theorem 4. Consider a cutset Cm at time m which contains the same 

activities as a cutset Ck, which was previously saved during the search 

of another path in the search tree. If time k was not greater than time 

m and if all activities in progress at time k did not finish later than 

the maximum of m and the finish time of the corresponding activities in 

PSm, then the current partial schedule PSm is dominated. 

The procedure has been tested with three lower bounding rules. The well

known remaining critical path length bound and critical sequence lower 

bound (Stinson et al. 1978) are supplemented by an extended critical 

sequence lower bound which is computed by repetitively looking at a path 

of unscheduled, non-critical activities in combination with a critical 

path. The extended critical sequence lower bound calculation starts by 

calculating the Stinson critical sequence lower bound. This allows us to 

determine which activities cannot be scheduled within their slack time. 

Subsequently, all paths consisting of at least two unscheduled, non

critical activities, which start and finish with an activity that cannot 

be scheduled within its slack time, are constructed. A simple type of 

dynamic programming then allows us to calculate the extended critical 

sequence bound for every non-critical path. 

The branch-and-bound procedure has been programmed in Turbo C Version 

2.0 for a personal computer IBM PS/2 Model 70 A21(or compatibles) 

running under the DOS operating system. The procedure solves all the 110 

Patterson test problems in an average CPU time of 0.204 seconds and a 

standard deviation of 0. 450 seconds. Demeulemeester (1992) directly 

translated the Stinson procedure from Fortran to C. The resulting code 

required an average of 2.494 seconds to solve all 110 problems with a 

standard deviation of 3.762 seconds. This indicates that the DB

procedure is on the average more than 12 times faster than Stinson's, 

making it the fastest exact procedure on this problem set so far 

19 



available. Looking at the 10 hardest problems, one observes that the DB

procedure outperforms the Stinson code in terms of CPU-time by a factor 

of more than 13. 

3. EXTENSION OF PROCEDURE DH TO THE GRCPSP 

In order to extend the DH-procedure described in the previous section to 

the GRCPSP, all precedence constraints are converted to finish-start 

precedence relations using the following conversion formula: 

[22] 

This eliminates the well-known anomalie~ (De Wit & Herroelen 1990, Moder 

et al. 1983) that can be entailed by the use of precedence diagramming 

(e.g. a project duration increase as the result of decreasing activity 

durations) . 

The ready time gi of an activity i can easily be transformed into a 

finish-start relation between the dummy start activity 1 (which starts 

and finishes at time 0) and activity i itself: 

[23] 

Coping with due-dates hi is somewhat more involved. For every activity j 

a latest allowable start time lsj has to be computed such that whenever 

this activity j is delayed to start later than lsj, the due-date of this 

activity or of one of its direct or indirect successors is exceeded even 

if all subsequent activities were scheduled as soon as possible without 

considering the resource constraints. Consequently, if during the 

branch-and-bound procedure an activity j is assigned an early start time 

sj that exceeds its latest allowable start time lsj, backtracking can 

occur as no feasible solution can be found by continuing the search from 

this partial schedule. 
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As before, we define St as the set of activities in progress during the 

time interval l t-1 It l I PSt as the partial schedule which contains the 

set of activities that have been assigned a finish time at time t, and 

the cutset Ct as the set of all unscheduled activities whose 

predecessors all belong to the partial schedule PSt. The eligible set Et 

then denotes the set of all activities that belong to the cutset Ct and 

that can start at time t. The precise time instant at which these sets 

are defined will be clear from the context, hence, the subscripts will 

be ommitted for simplicity of notation. 

The search process (Demeulemeester 1992, Demeulemeester & Herroelen 

1992b) starts by adding the dummy start activity 1 to S and PS with a 

finish time f 1 = 0. All activities i that have activity 1 as a single 

predecessor are added to the cutset and are assigned an early start 

time, based on the precedence relations FS' 1 i (which include the ready 

times) . The next decision point m is then computed as the smallest early 

start time of any activity in the cutset. The activities in the cutset 

that can start at time m are added to the eligible set E. All activities 

in S that complete before time m are deleted from S and all activities 

in E are scheduled: they are added to S and PS and are assigned a finish 

time that equals the sum of the decision point m and the duration of the 

activity involved. The cutset is updated. If due to resource constraints 

it is impossible to schedule all activities in E concurrently, a 

resource conflict occurs. Such a conflict will produce a new branching 

in the branch-and-bound tree at level p: the branches describe ways to 

resolve the resource conflict; i.e., decisions about which combinations 

of activities are to be delayed. 

A delaying alternative Dq is defined as the set of activities that 

belong to S, the delay of which would resolve the resource conflict that 

occurred at level p of the solutions tree and for which it holds that if 

an activity belongs to Dq all its direct and indirect successors that 

belong to S are also included in Dq. In order to simplify the 
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construction process of the delaying alternatives, a precedence relation 

is added for every activity t~at can be partially overlapped with one of 

its indirect successors. As such, only the direct successors need to be 

examined in order to satisfy the second condition. !he delaying set D(p) 

then consists of all possible delaying alternatives Dq that resolve the 

resource conflict at level p of the branching tree. For each delaying 

alternative Dq the delaying point wq is computed as the earliest time at 

which either the resource availability changes, or an activity that 

belongs to (S-Dq) finishes, or one of the unscheduled activities that 

has no predecessor in Dq could finish if all unscheduled activities were 

scheduled as soon as possible. A precedence based lower bound Lq is then 

calculated by adding the maximal remaining critical path length of any 

of the activities that belong to Dq to the delaying point wq. The 

delaying alternative with the smallest lower bound is chosen (ties are 

broken arbitrarily) and these activities are removed from S and PS (as 

well as all completed successors of one of these activities) . All other 

delaying alternatives are stored for backtracking purposes. The cutset 

is updated and the process of constructing the eligible set, adding it 

to S and PS and branching whenever resource conflicts occur is repeated 

until a solution to the problem is found or until it can be shown that 

by branching from this node only infeasible solutions or dominated 

solutions could be generated. When this happens the procedure 

backtracks. 

Demeulemeester & Herroelen (1992b) give the formal proof that the 

partial schedules may be constructed by semi-active timetabling. In 

adddition they show that it is sufficient to consider only minimal 

delaying alternatives in order to resolve a resource conflict. Last but 

not least, they extend the left-shift and cutset dominance rules. They 

also show that the critical sequence bound and the extended critical 

sequence bound cannot be extended, leaving only the remaining critical 

path length as a possible lower bound. 
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As already mentioned, the literature on the GRCPSP is very limited and a 

standard set of test proplems,has not yet been established. Bartusch et 

al. (1988) report on computational results obtained with a branch-and

bound procedure which basically extends the Radermacher procedure 

originally developed for the RCPSP (Radermacher 1985, Mohring & 

Radermacher 1989) . Various constellations of a bridge construction 

project with 46 activities and 1 to 3 resource types were solved on a 

CYBER 175 in a CPU time ranging from 0.2 seconds to 47.4 seconds for 28 

of these problems, with an average of 3.8 seconds and a large out-runner 

of 1206.3 seconds for one problem. The authors also report on 

computational experience obtained on a variant of the bridge 

construction project and a real-life pipeline project, reaching the 

conclusion that their branch-and-bound procedure works well when the 

number of reduced forbidden sets is not too large and these sets are 

small in size. This is usually the case when there are many temporal 

constraints. When the problem has a large degree of parallelism; i.e., 

if there are many (large) forbidden sets or if there are few temporal 

constraints, then establishing optimality of a solution will require too 

much time. 

In order to test our procedure, it was coded in Turbo C Version 2.0 for 

IBM PS/2 Model 70 A21 personal computers (or compatible) . The procedure 

was then tested on the 110 Patterson test problems as modified by 

Simpson (1991) to incorporate variable resource availabilities. 

Simpson's serial procedure was able to optimally solve 97 out of the 110 

modified problems, when the procedure was allowed 600 CPU seconds on an 

IBM 3090. The average computation time for these 97 problems was 100.85 

seconds with a standard deviation of 199.62 seconds. The parallel 

procedure could solve 98 out of those 110 problems in an average CPU 

time of 96.63 seconds with a standard deviation of 195.50 seconds. Our 

procedure could find the optimal solution for 107 problems within a 5 

minute CPU time limit in an average CPU time of 2. 4 97 5 seconds and a 

standard deviation of 4.6233 seconds on an IBM PS/2 with coprocessor and 

running at 16 MHz. As such it seems to be a very efficient and effective 
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exact solution procedure for the GRCPSP. In addition, the computational 

experience obtained indicates that moderate changes in the ready times 

or in the resource availabilities do not have a significant impact on 

the computation times. The introduction of due-dates significantly 

reduces the solution time required. Allowing activity overlaps (negative 

FSij values) causes a strong increase in the required computation time. 

4. EXTENSIONS OF THE DH PROCEDURE TO THE PRCPSP 

The DH procedure has been extended 

described in Demeulemeester (1992) 

to the PRCPSP along 

and Demeulemeester & 

the lines 

Herroelen 

(1992c). In order to do so it is assumed that only two dummy activities 

exist in the project: the dummy start and the dummy end. This is caused 

by the time incrementing scheme used, which augments the decision points 

by one time unit at a time. In addition we distinguish between 

activities and subactivities. At the start of the procedure we create a 

new project network in which all activities are replaced by one or more 

subactivities. The dummy start and end activities are replaced by dummy 

start and end subactivities with a duration of 0. All other activities 

are split into subactivities, their number being equal to the duration 

of the original activity, each having a duration of 1 and resource 

requirements that are equal to those of the original activity. 

Demeulemeester (1992) and Demeulemeester & Herroelen (1992c) prove that 

in order to solve the PRCPSP, it is sufficient to construct partial 

schedules by semi-active timetabling at the level of the subactivities. 

We define an eligible activity as an activity for which one of the 

subactivities is eligible. An unfinished activity is an activity for 

which not all subactivities have been scheduled. Denote the z unfinished 

subactivities of unfinished activity i at time t as i 1 , i 2 , 

say that activity i is scheduled immediately at time t 

... , iz. We 

if all its 

remaining subactivities ix (x = 1, ... ,z) are scheduled such that fix= t 

+ X. 
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Theorem 1 and 2 stated above for the RCPSP can now be e.xtended in the 

following way. 

Theorem 5. If for a partial schedule PSm at time instant m there exists 

an eligible activity i that cannot be scheduled together with any other 

unfinished activity j at any time instant m' >= m without violating the 

precedence or resource constraints, then an optimal continuation of PSm 

exists with all remaining subactivities i 1 , i2, 

scheduled immediately at time m. 

... , i 2 of activity i 

The reader should notice that we do not have to check whether an 

activity is in progress or not at time m. The scheduling of an activity 

at the previous decision point does no~ imply that if that activity was 

not completed, the same activity should also be scheduled at the current 

decision point. The preemption condition allows us to forget the 

scheduling decisions in previous periods and to consider only those 

possibilities implied by the set of eligible subactivities. 

Theorem 6. If for a partial schedule PSm at time instant m there exists 

an eligible activity i that can be scheduled together with only one 

other unfinished activity j at any time instant m' >= m without 

violating the precedence or resource constraints and if activity j is 

eligible, then an optimal continuation of PSm exists with all remaining 

subactivities of activity i scheduled immediately and with as many 

subactivities of activity j as possible scheduled concurrently with the 

subactivities of activity i. 

The reader will have noticed that no test needs to be performed to check 

whether the remaining duration of activity j is larger than that of 

activity i. Indeed, if the remaining duration of activity j is larger, 

we will schedule as many subactivities of activity j as there are 

unscheduled subactivities in activity i. If, however, the remaining 

duration of activity j is smaller or equal, we will schedule all 
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remaining subactivities of activity j concurrently with those of 

activity i. 

The left-shift dominance rule cannot be applied to the PRCPSP as there 

is no need to delay a subactivity once it has been scheduled. 

Demeulemeester & Herroelen (1992c), however, are able to prove the 

following dominance rule which very much resembles the cutset dominance 

rule stated earlier for the RCPSP. 

Theorem 7. Consider a partial schedule PSm at time m. If there exists a 

partial schedule PSk that was previously saved at a similar time m and 

if PSm is a subset of PSk, then the current partial schedule PSm is 

dominated. 

Demeulemeester & Herroelen (1992c) also show that it is sufficient to 

consider only minimal delaying alternatives in order to resolve resource 

conflicts. 

Demeulemeester & Herroelen (1992c) have shown that all three lower 

bounds discussed earlier (remaining critical path length, critical 

sequence and extended critical sequence lower bound) remain applicable, 

at the trade-off of increased computational requirements. Therefore, 

they only include the remaining critical path length bound in the code. 

As was already mentioned before, the literature on the PRCPSP is almost 

void and very little computational experience is available. Our 

procedure has been programmed in Turbo C Version 2. 0 for a personal 

computer IBM PS/2 Model 70. On the same 41 Patterson test problems used 

by Kaplan (1988, 1991) and using a similar PC running at 16 MHz, our 

procedure finds the optimal solution in an average CPU time of 4. 9863 

seconds with a standard deviation of 9.2932 seconds, while the Kaplan 

code requires an average of 425 seconds and a standard deviation of 713 

seconds, respectively. Using a personal computer IBM PS/2 running at 25 
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MHz, we have tested our algorithm on all 110 Patterson test problems. 

All problems could be solved within 5 minutes of CPU time, requiring an 

average of 6.8985 seconds and 'a standard deviation of 25.8149 seconds. 

Demeulemeester (1992) has extended the code for the PRCPSP with variable 

resource availabilities. In that case, Theorems 5 and 6 no longer apply. 

A total of 107 out of the modified 110 Patterson test problems could be 

solved on an average computation time of 12.6321 seconds and a standard 

deviation of 36.9071 seconds. 

5. CONCLUSIONS 

In this paper a new depth-first branch-and-bound methodology was 

described for solving the RCPSP, the GRCPSP and the PRCPSP. The overall 

search procedure generates a solutions tree in which nodes represent 

precedence and resource feasible partial schedules. Branches emanating 

from a parent node correspond to exhaustive and minimal combination of 

activities, the delay of which resolves resource conflicts at each 

parent node. Its has been indicated how the procedure can be equipped 

with dominance rules and lower bound calculatons in order to restrict 

the growth of the solutions tree for each problem type. 

The resulting computer codes have been written in Turbo C Version 2. 0 

for use on personal computers running under DOS. Computational 

experience for the RCPSP, GRCPSP and PRCPSP is very promising and 

indicates that the procedure is one of the most efficient procedures 

currently available. Research is in progress in order to upgrade the 

computer codes for personal computer environments running under OS/2 and 

workstations running under UNIX or AIX. In addition, a comparison paper 

is in preparation which should report on the computational experience 

obtained for the current best exact solution procedures on a 

standardized problem set. 
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